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Course program

8th May 2017: Introduction to Industry 4.0

9th May 2017: Additive Manufacturing

10th May 2017: IoT Platforms / Data Analytics

11th May 2017: Flexible and Collaborative Robotics

12th May 2017: Sensoring. Summary & Conclusions
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Course program

MAY 
10

MAY 
9

MAY 
8

MAY 
11

MAY 
12

Introduction to Industry 4.0

 Industry 4.0
 Low cost Industry 4.0
Companies' check-ups
 Industry 4.0 business 

models

Additive manufacturing

 Additive Manufacturing
 Laser processes (laser 

cladding)
 How to create a metallic 

part
 Discussion 
 Visit to Addimen

IoT platforms & Data Analytics

 IoT platforms,  Cloud 
computing, Big Data

 M2M communication
 Cybersecurity
 Smart Asset Management
 Advanced Analytics
 Demos

Flexible and Collaborative 
Robotics
 Introduction to Flexible 

and Collaborative robotics
 Perception
 Safety, interaction, 

mechatronic systems
 Autonomy and adaptation
 Demos

Sensoring & Conclusions
 Introduction to sensoring
 Equipment's' sensoring
 Metrology 4.0
 Demo Check-up
 Summary / Conclusions
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Introduction to Industry 4.0

Monday 8-05-2017

09:30 - 10:50
Welcome
Introduction to Industry 4.0
Low cost Industry 4.0

Jon Larreina

10:50 - 11:10 Coffee break

11:10 - 11:40 Introduction to Industry 4.0 (cont.) Jon Larreina

11:40 - 12:40 Companies' check-ups Jaione Agirre

12:40 - 13:40 Lunch break

13:40 - 14:40 Industry 4.0 business models Itziar Alonso

14:40 - 15:00 Coffee break

15:00 - 17:00 BM case studies Itziar Alonso
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Additive Manufacturing

Tuesday 9-05-2017

09:00 - 10:00
Additive manufacturing (concepts, benefits, 
applications)

Joseba Pujana

10:00 - 11:00 Laser processes (laser cladding) Carlos Soriano

11:00 - 11:20 Coffee break

11:20 - 12:50 Practice: How to create a metallic part Josu Leunda

12:50 - 13:50 Lunch break

13:50 - 14:20 Discussion on Additive manufacturing Pujana/Soriano

14:20 - 17:00 Visit to Addimen



LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

7

IoT Platforms / Data Analytics

Wednesday 10-05-2017

09:00 - 10:00 IoT platforms, Cloud computing, Big Data Aitor Arnaiz

10:00 - 10:30 M2M communication Francisco J. Diez

10:30 - 10:50 Coffee break

10:50 - 11:15 Cibersecurity Maite Gonzalez

11:15 - 12:30 Smart Asset Management Egoitz Konde

12:40 - 13:40 Lunch break

13:40 - 15:10 Advanced Analytics Susana Ferreiro

15:10 - 15:30 Coffee break

15:30 - 17:00 Visit to 3 demos
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Flexible and Collaborative

Robotics

Thursday 11-05-2017

09:00 - 10:00 Introduction to Flexible and Collaborative robotics Loreto Susperregi

10:00 - 10:30 Perception Alberto Tellaeche

10:30 - 10:50 Coffee break

10:50 - 11:50 Perception (cont.) Alberto Tellaeche

11:50 - 12:50 Safety & interaction Iñaki Maurtua

12:50 - 13:50 Lunch break

13:50 - 15:20 Autonomy and adaptation Ander Ansuategi

15:20 - 15:40 Coffee break

15:40 - 17:00 Visit to 4 demos
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Sensoring. 

Summary & Conclusions

Friday 12-05-2017

09:00 - 09:10 Introduction to sensoring Unai Mutilba

09:10 - 10:00 Equipments' sensoring Egoitz Konde

10:00 - 11:30 Metrology 4.0 Unai Mutilba

11:30 - 11:45 Coffee break

11:45 - 12:15 Demo in Metrology 4.0 Unai Mutilba

12:15 - 13:00 IK4-TEKNIKER visit

13:00 - 13:40 Lunch break

13:40 - 15:10 Practice: Company check-up Jaione Agirre

15:10 - 15:30 Summary / Conclusions / Closure Jon Larreina
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Contact: 

jon.larreina@tekniker.es
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Industry 4.0

Introduction to Industry 4.0

May 8, 2017
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Linking VET teachers and SMEs to 

move towards the factories of the

future (Industry 4.0) 



Global change in ICT
• Services
• Internet of Things



Costs reduction

Shorter product life cycles

Efficient, flexible and sustainable production

Increased variability of the product

Mass-customization

Dynamic value chain networks

Skilled labor and response to aging society

Industry demands
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Initiative of the German government. 
In other regions of the world is called 
Smart Factory, Smart Industry, Smart 

manufacturing

It pursues extreme adaptability and 
efficiency and brings together 

cybernetics and the physical world in 
a manufacturing environment

revolution
vs

evolution

The advance of ICT technologies together with smart 
products launch the fourth industrial revolution that 
will radically change the industrial ecosystem

Digital transformation

Industry 4.0



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

Source: WORLD ECONOMIC FORUM

From Industry 1.0 to 4.0
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Origins of Industry 4.0

http://www.google.es/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0CAcQjRxqFQoTCOm9weC_-ccCFUlpFAod1VQKhQ&url=http://www.gemini-solutions.net/services/loesungen/?lang=en&bvm=bv.102537793,d.d24&psig=AFQjCNFPAwgiE3Xt15I-4tZiS56u3TZIPA&ust=1442422199088378
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Origins of Industry 4.0
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Advanced Manufacturing Partnership (2011)

• Advisory Body of the Executive Office of the President

• Focus on all scientific, technological and innovation fields 
of advanced manufacturing (processes, materials, 
intelligence, etc.)

• Private initiative
• Energy, health, manufacturing, 

public sector, transport
• Industrial consensus on platforms and 

interoperability

(2014)

Other regions
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More flexible production with 

falling production costs

Smart factory
Networked production

CPS

sensor

actuator

connectivity

intelligence

• Reduced stocks

• Improved personnel planning

• Optimised logistics

• Lowered maintenance costs

• Maximum flexibilisation (batch
size one)

DIGITAL-TWIN

Physical Virtual
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AIRBUS Video

Smart factory

Credits: AIRBUS future factory · www.usine-digitale.fr KMPG: Industry 4.0 video

https://www.youtube.com/watch?v=w2Qsqy2__Bg
https://www.youtube.com/watch?v=F06gB7mJX98
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Industry 4.0: Key elements to success
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Digital Transformation VALUE PROPOSITION

Increase productivity Reduce Risk Incremental revenue

Operating the Business Growing the Business

Gain competiveness through Efficiency Enhance current offering & Develop new products
and services

• Digital Transformation is associated with the intensive use of different technologies in the production processes.

• Digital Transformation improves manufacturers’ efficiency but may lead to increase or create new revenues and  to develop new 

business models.

Create new revenue

Sophisticated value propositions arise from the combination of 
the different ways of delivering services

Digital transformation value proposition



Industry 4.0

drivers
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Reference model: Smart manufacturing
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Reference model: Smart manufacturing
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Reference model: Smart manufacturing
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Industry 4.0 technologies

BCG

Source: Boston Consulting Group
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Artificial Vision
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3D Simulation

Augmented Reality

AR video

https://www.youtube.com/watch?v=JSXQ7W7P96U
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CPS for Advanced Functions

Cyber Physical Systems
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Collaborative Robots
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Additive Manufacturing
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Cloud Computing / Virtualization
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Big Data
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Industrial IoT
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Obstacles

Lack of a digital strategy

HORIZONTAL VERTICAL

PROVIDERS

PRODUCT

DEVELOPMENT

PRODUCTION

SCHEDULING

PRODUCTION

ENGINEERING
PRODUCTION USAGE
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Obstacles

Lack of standards and poor data security

Cybersecurity

Standardization
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MINT
Qualified workforce

Scenarios

Automisation

Hybrid

Specialisation

Manual / Mechanic

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
29

Transformation of the world of work

Specification

Monitoring

Supervising production

Interdisciplinary

MINT: Mathematics, Informatics, Natural sciences, Technology
STEM: Science, Technology, Engineering, Mathematics

RISKS

for workers

personal data

private life and work



Servitization

Machine Tool 
Manufacturer 

Cloud

Customer 1

Data 
Analytics

Customer 2 Customer N

Prognosis
Maintenance

Scheduling

Machine Tool 
Manufacturer Fleet

SERVITIZATIONBIG DATAALGORITHMS

Machine Tool Manufacturer

Windmill Manufacturer

Equipment Manufacturer

Sensor Manufacturer

Servitization
Other

Examples

✓ Meeting individual customer 
requirements

✓ Optimised decision-taking.

✓ Resource productivity and efficiency

✓ Creating value opportunities through new 
Services

✓ Added value in a competitive market
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80%
Renting

Full

Service

Intelligent and connected
production equipment

Servitization

http://www.ulmacarretillas.com/
http://www.google.es/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0CAcQjRxqFQoTCISB1sm--ccCFcHsFAod9hYIkQ&url=http://www.ulmacarretillas.com/actualidad/noticias/pequeno-repunte-de-las-contrapesadas-en-2013&psig=AFQjCNHWgEkHA06p0n3y2bS_x2l6nAzFKg&ust=1442421899792379
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Low cost Industry 4.0

Industry 4.0
is not a question of money

is a question of company vision

Nowadays there are a lot of affordable IT solutions  in terms of cost, easy 
installation and programming that allow to SME to start in the digitizing way 
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https://www.raspberrypi.org/

RASPBERRY PI
Low cost single-board computers

Low cost Industry 4.0

• Industrial versions

• Companies offering open, modular and comparatively 
cost-effective industrial PCs based on the Raspberry Pi

• Concerns:
• Robustness in industrial environments
• Safety
• Industrial standard communication protocols

• Raspberry PI in their ruggedized version can be a valuable and reliable alternative to well-
established industrial devices (e.g. to connect legacy industrial systems to the IIoT)
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https://www.blackbird.online/support

BLACKBIRD
Low cost, non invasive data adquisition /monitoring system

Low cost Industry 4.0

Source: www.blackbird.online
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https://www.franka.de/

FRANKA
Low cost collaborative robot, easy to progam

Low cost Industry 4.0

Video
Sources: www.franka.de

https://www.youtube.com/watch?v=_FbhNsRjqdQ
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https://www.7id.com/

7identifyTM

Independent and reliable RFID middleware in order to implement tailor-made RFID solutions

Low cost Industry 4.0

Source: www.7id.com
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TWIN-CONTROL Machine Tool As A Cyber Physical System

Industry 4.0 projects

http://twincontrol.eu/consortium-item/university-of-sheffield/
TWIN DEF final.mp4
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CRO-INSPECT

Key aspects

• Collaborative robots

• Ultrasonic inspection

• Safety

• Force control

Applications

• Wing inspection

Collaborative Robotic solution for Advanced Inspection
of Complex Composite parts

Industry 4.0 projects
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A4BLUE

Goals

• Interoperability and assistance in workplace adaptation

• Multimodal, context-aware and personalized human-
automation interaction

• Automation that maximizes worker satisfaction

Adaptive Automation in Assembly For BLUE collar 
workers satisfaction in Evolvable context

Key technologies

• Human-automation
interaction

• IoT

• AR/VR

• Semantic technologies

• Data analytics

Methodologies

• Automation socio-economic
sustainability

• Worker satsifaction

• Usability, reliability, safety

Industry 4.0 projects
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• Revolution vs evolution

• Efficiency/competitiveness

Connected and intelligent factory. Value chain. Automated and intelligent
processes. Customized products at competitive prices

• Standardization

Reference platforms

• Cybersecurity

• Social aspects

Adaptation to human requirements in the industry: ageing, dissabilities, cultural 
diversity

• Professional profile

Reduction in manual/mechanic Jobs, increase in supervision. STEM (Science, 
Technology, Engineering, Mathematics) jobs and education (MINT)

• Disruptive Business models

Conclusions
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Platform, ZVEI, BITKOM, VDMA, 2016

• The Challenges of Industry 4.0 for Small and Medium-sized Enterprises, Christian 
Schröder, Friedrich Ebert Stiftung, 2016

• Reference Architecture Model Industrie 4.0 (RAMI4.0), VDI, 2015

• INDUSTRY 4.0. The new industrial revolution How Europe will succeed, Roland 
Berger, 2014

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
41

References



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 

to upgrade the skills of VET teachers as drivers of 

innovation in SMEs

42

Contact: 

jon.larreina@tekniker.es



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

Business digital 

Digital transformation

Date
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IK4-TEKNIKER 

DIGITAL 

TRANSFORMATION
TOOLBOX ©

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration
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Digital technologies are disrupting the manufacturing value chain

From a traditional supply chain Towards a more connected, smart, and highly
efficient supply chain ecosystem.

There is an increasing demand for innovative
supply chain that support businesses in real-time.

Evolution of the supply chain

Supplier Production Distribution Customer

Planification

Order and 
confirm

Supplier

Production

Distribution

Customer

Inter-connectivity

Adaptivity

Ecosystem

In real-time

Order and 
confirm

Order and 
confirm
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Digital technologies are disrupting the manufacturing value chain

What is Digital Transformation?

It´s a journey of strategic planned organizational change, 

that starts by empowering teams with new methods

to create data driven strategy, 

enabled by technology. 

The Rise of the Intelligent Digital Supply Chain 
https://www.youtube.com/watch?v=fc095ewxgu4

https://www.youtube.com/watch?v=fc095ewxgu4
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Digital Transformation Toolbox

Digital transformation toolbox enable companies to
evaluate their digital maturity by defining:
- Digitisation and integration of vertical and horizontal

value chains
- Digitisation of product and service offerings

Companies will be able to identify improvement areas or
opportunities to overcome their own challenges, and
make decisions on which tasks to prioritize.

Challenge of digital transformation

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration
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Digital Transformation Toolbox

While there is no one-size-fits-all roadmap for all organizations across every sector for
digital transformation, organizations preparing to meet the challenge of digital
transformation must ask themselves three questions:

• Business strategyWHY do I need 
to transform

• Activities  in the value 
chain

WHAT do I need 
to transform 

• Technologies to 
implement

HOW should I 
transform 

Challenge of digital transformation

Company ICT 
profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration

IK4-TEKNIKER Digital Transformation Toolbox ©
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0.0 
Specify business

strategy

• Specify business strategy
• SWOT analysis of the business

1.0 
Status quo
assessment

• Digital maturity mapping across the value streams (horizontal & vertical)
• Digital capabilities assessment by value chain and areas of greatest opportunity

2.0
Improvement

ideas

• Improvement ideas across near-term, mid-term, and long horizons.
• Prioritization of ideas

3.0 
Impact

estimation

• Opportunity sizing for each future state improvement 
(considering different timings)

• Aggregation of improvements into coherent concepts and net impact 
calculation.

4.0 
RoadMap

• Structuring of path forward to enable reaching digitization objectives
• Identification and mapping of key metrics and success factors.

Digital Transformation process

Company ICT 
profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration

SWOT analysis
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A SWOT analysis is a process of identifying internal and external factors affecting your
organization and its objectives.

Helpful 
to achieve objectives

Harmful 
to achieve objectives

Internal factors
Attributes of the 

organization
Strengths Weaknesses

External factors
Attributes of the 

environment
Opportunities Threats

SWOT analysis
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Strategic pairs are different types of combinations of SWOT components that ease to identify 
strategic action.

SWOT analysis

• Success pairs (S  O): Which Opportunities can we 
address propelled by our Strengths?

• Risks pairs (W T): Which Weaknesses are menaced 
by external Threats?

• Reaction pairs (S T): Which Strengths can help us 
to overcome external Threats?

• Adaptive pairs (W O): Which Weaknesses should 
we solve in order to address an Opportunity?

Helpful Harmful 

Internal 
factors S W

External 
factors O T

Success 
pairs

Risks 
pairs 

Adaptive 
pairs 

Reaction 
pairs 
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0.0 
Specify business

strategy

• Specify business strategy
• SWOT analysis of the business

1.0 
Status quo
assessment

• Digital maturity mapping across the value streams (horizontal & vertical)
• Digital capabilities assessment by value chain and areas of greatest

opportunity

2.0
Improvement

ideas

• Improvement ideas across near-term, mid-term, and long horizons.
• Prioritization of ideas

3.0 
Impact

estimation

• Opportunity sizing for each future state improvement 
(considering different timings)

• Aggregation of improvements into coherent concepts and net impact 
calculation.

4.0 
RoadMap

• Structuring of path forward to enable reaching digitization objectives
• Identification and mapping of key metrics and success factors.

Digital Transformation process

Company ICT 
profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration
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Challenges Digital Value Levers

• Digital transformation must be rooted in the strategy

• ICT profile will lay the foundations for digitalization strategy

• Employees as the drivers of added value

• Data accumulated during the product lifecycle offers the
possibility for companies to expand their service portfolio
or design new business models.

• People, machinery, and resources are digitally modelled in
the smart factory, communicating with one another through
cyber-physical systems (CPS).

Business strategy

ICT and security profile

Employees digital skills

Product/services 
functionalities

Investment in Industry 4.0

Company 
ICT profile

Vertical 
Integration

Product & 
Technology

Vertical collaboration

Digitization degree

Horizontal
Integration

• The factory constantly adapts to new circumstances (such as 
the order volume or availability of materials) and 
automatically optimizes its production processes.

• Adaptivity through integration with suppliers and customers 
in the value chain.

Horizontal collaboration

Digitization degree

Digital Transformation Toolbox
Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration

Digital value levers
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Company profile

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration
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Company 
profile

Business profile & strategy

Industry

Company size (Number of employees) 
Up to 19 employees

From 20 to 49 employees

From 50 to 99 employees

More than 100 employees 

Please estimate your 2016 revenues

What technologies are you using in your company? 
Sensor technology

Mobile end devices

RFID

Real time location systems

Big data to store and evaluate real-time data

Cloud technologies as scalable IT infrastructure

Embedded IT systems 

M2M communications

Business main goal/challenge for the next 5 years

Company profile

SWOT analysis input
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Company 
profile

ICT & security profile

Yes No

No in-house IT department (service provider used)

Central IT department

Local IT departments in each area (production, sales, etc.) 

IT experts attached to each department

How far along are you with your IT security solutions? Solution implemented Solution in progress It´s planned Not relevant for us

Security in internal data storage

Security of data through cloud services

Security of communications for in-house data exchange

Security of communications for data exchange with partners

Are you already using cloud services? Yes No, but it is planned No

Cloud-based software

For data analysis

For data storage

ICT and security
How is your IT organized?
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Company 
profile

Employees digital skills

No relevant Non-existent
Existent,

but inadequate
Adequate

IT infrastructure

Automation technology

Data security / communications security

Development or application of assistance systems

Collaboration software

Non-technical skills such as systems thinking and process 

understanding

How do you assess the skills of your employees when it comes to the future requirements under Industry 4.0?

Employees
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Product & Technology

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration
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Product & 

Technology

Product & service
functionalities

Product memory

Self reporting

Integration

Localization

Assistance systems

Monitoring

Object information

Automatic identification

Product & Technology
Does your company offer products (or services) equipped with the following add-on 

functionalities based on information and communications technology?
YES NO
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Product & 

Technology

Investment in Industry 4.0

Large Medium Small None Large Medium Small None
Research & development

Production/manufacturing

Purchaising

Logistics

Sales

Service

ICT

Investment

Investments in the past 2 years Investments in the next 5 years

In which parts of your company have you invested in the implementation of Industry 4.0 in the past two years, and what are 

your plans for the future?
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Vertical integration

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration



21

Vertical 
integration

Activities/ Technologies
Do you use 

them?*
Sales Data-driven demand prediction 1

Yes No Digitization degree Data driven design to value 1

Research & development 3D printing/prototypes 0

Production/manufacturing Concurrent engineering 1

Purchases Purchaising Software to coordinate with production 1

Logistics Rapid experimentation and simulation 0

Sales Real time SC optimization 0

Finance/accounting Smart energy consumption 0

Customer service Routing flexibility 0

ICT Machine flexibility 0

Any other Automation of knowledge work 0

Digital performance management 1

Human-robot collaboration 1

Statistical process control  (SPC) 1

Advanced proces control (APC) 1

Digital quality management 1

Batch size 1 1

Logistics 
Logistics connected in almost real time 

to production 1

Predictive maintenance 0

Augmented reality for Maintenance, 

Repair and Operations (MRO) 0

Remote monitoring and control 1

Virtually guided self-service 0

Vertical integration

Activities
Internally between departments

Production/ 

manufacturing

Service development 

for the company itself

Product development

* Yes: 1; No: 0

* Besides answering YES/NO, please identify 

with who, and degree of digitization 
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Source: Adapted from Accenture.

Digital Transformation Toolbox

Guide to assess the degree of digitization of value chain activities

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration

0 No digital data / manual reports, etc.

1 Collect data using non-automatic interfaces / RFID / manual system

2 Collects data automatically with the help of sensors

3 New and historical data are stored in the same information system

4
Information is transferred through departments, production sites, value 

chain and with the borders of the company

5 Generates reports / graphs

6 Synthesis of the analysis in the relevant ideas

Transformation of analysis results into recommendations that suggest 

actions for workers or automatically activate machine actions.

Feedback and continuous improvement

8 Turn information into business

Transfer information

Analyze and synthesize information

Turn information into results 7

Turn information into business

Activities needed to manage Digitization degree

No relevant digitization activities identified

Capture and collect information
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Horizontal integration

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration
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Horizontal 
integration

Activities/ Technologies
Do you use 

them?*

Cooperation with customers Customer co-creation / Open innovation 0

Yes No Digitization degree Cooperation with providers Real time supply chain optimization 1

Research & development Data exchange with customers 1

Production/manufacturing Data-driven production prediction 0

Purchases Product development Data driven design to value 0

Logistics Logistic Traceability of the products/services 1

Sales Predictive maintenance 0

Finance/accounting Remote monitoring and control 1

Customer service Virtually guided self-service 0

ICT

Any other

* Besides answering YES/NO, please identify 

with who, and degree of digitization 

* Yes: 1; No: 0

Planning

Horizontal integration

Post sale/ Service for the 

customers

Activities
Integration externally with customers and 

providers *
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IK4-TEKNIKER Digital Transformation Toolbox
Digital
Maturity level

1. Predigital
2. Digital 
beginner

3. Digital 
intermediate

4. Digital value 
chain

5. Digital
ecosystem

Company ICT 
profile

Traditional structures, 
no focus in digitization

Fragmented IT 
architecture in the 
company

IT strategy Advance IT strategy Advance IT strategy

Product & 
Technology

None smart product/ 
service features 

Initial product 
“smartization” steps

Customer focus instead
of product focus 
through the product 
“smartization” path

- Personalized 
customer solutions 

- Data based 
production

Smart solution 
delivered in a 
personalized and 
integrated way to the 
customer

Vertical 
integration

No specific strategy
Focus on functional 
task, isolated actions

IT integration within 
company

Cross-functional
collaboration structured - Fully digitized.

- Value creation 
network structured
- Almost in real time 
access to information

Horizontal 
integration

No specific strategy No specific strategy
Partial integration with 
value network 
organizations.

Collaboration across 
company boundaries is 
structured digitally

Integration 
level

Slide goals
Digital supply chains 
functions

Supply chain 
integration

Demand driven 
extended supply chain

Value creation 
network

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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0.0 
Specify business

strategy

• Specify business strategy
• SWOT analysis of the business

1.0 
Status quo
assessment

• Digital maturity mapping across the value streams (horizontal & vertical)
• Digital capabilities assessment by value chain and areas of greatest opportunity

2.0
Improvement

ideas

• Improvement ideas across near-term, mid-term, and long horizons.
• Prioritization of ideas

3.0 
Impact

estimation

• Opportunity sizing for each future state improvement 
(considering different timings)

• Aggregation of improvements into coherent concepts and net impact 
calculation.

4.0 
RoadMap

• Structuring of path forward to enable reaching digitization objectives
• Identification and mapping of key metrics and success factors.

Digital Transformation process

Company ICT 
profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration

SWOT analysis
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Digital Transformation process
Improvement ideas

Helpful Harmful 

Internal 
factors S W

External 
factors O T

Success 
pairs

Risks 
pairs 

Adaptive 
pairs 

Reaction 
pairs 

Digital
Maturity level

1. Predigital
2. Digital supply 
chain functions

3. Digital supply 
chain

4. Digital value 
chain

5. Digital
ecosystem

Company ICT 
profile

Traditional structures, 
no focus in digitization

Fragmented IT 
architecture in the 
company

Tactical digital strategy Advance digital strategy
Holistic digital 
strategy

Product & 
Technology

None smart product/ 
service features 

Initial product 
“smartization” steps

Customer focus instead
of product focus 
through the product 
“smartization” path

- Personalized 
customer solutions 

- Data based 
production

Smart solution 
delivered in a 
personalized and 
integrated way to the 
customer

Vertical 
integration

No strategy
Focus on functional 
task, isolated actions

Digital integration 
between departments

Cross-functional
collaboration structured - Fully digitized.

- Value creation 
network structured
- Almost in real time 
access to information

Horizontal 
integration

No strategy
Standard processes for 
collaboration

Partial integration in 
the production with 
internal and external 
partners.

Collaboration across 
company boundaries is 
structured digitally

Integration 
level

Slide goals
Digital supply chains 
functions

Supply chain 
integration

Demand driven 
extended supply chain

Value creation 
network

Strategic pairs Product
development

Production Sales Planning Logistics Service Cooperacion
with
customers

Cooperacion
with
providers

Identify digital transformation actions that will 
help to achieve your goals and overcome your 
challenges.

https://www.youtube.com/watch?v=miMrwvosuXs
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Digital Transformation process
Impact estimation

Project impact estimation

Horizon 1 Horizon 2 Horizon 3

Scope

Strategic focus

Expected benefits

Development metrics

Required 
resources

People

Capabilities / 
technologies

For each “improvement idea”, an impact estimation must be done:
• Opportunity sizing for each future state improvement
• Evaluate and prioritize the “improvement ideas” based on the

perceived business benefits and ease of implementation.
• The complexity of the implementation will depend on the required

level of integration with the existing core business processes and
systems

Strategic pairs Product
development

Production Sales Planning Logistics Service Cooperacion
with
customers

Cooperacion
with
providers
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Digital Transformation process
Impact estimation

Strategic pairs Product
development

Production Sales Planning Logistics Service Cooperacion
with
customers

Cooperacion
with
providers

• Aggregation of improvements into coherent concepts and net impact calculation

Project impact estimation

Horizon 1 Horizon 2 Horizon 3

Scope

Strategic focus

Expected benefits

Development metrics

Requiered
resources

People

Capabilities / 
technologies

Project impact estimation

Horizon 1 Horizon 2 Horizon 3

Scope

Strategic focus

Expected benefits

Development metrics

Requiered
resources

People

Capabilities / 
technologies

Net impact calculation
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Digital Transformation process
Digital Transformation Roadmap

The digital roadmap helps to make the transformation stratey tangible,  by matching short-
term and long-term goals with specific technology solutions to help meet those goals.

Company ICT 
profile

Project 1

Project 2

Project 3

 Identification and mapping of key metrics and success factors for successful project 
development.

 The objectives initially defined to start company’s Digital Transformation will evolve over 
time, which means companies need to continuously revise their Digital Transformation
path.
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WZY Company case study

Case study objectives:

• Practice with IK4-TEKNIKER Digital Transformation
Toolbox

• Based on the different content you will receive during
this intense week in IK4-TEKNIKER, define improvement
ideas, impact estimation and a digital transformation
roadmap for the case study.

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Bibliography: Digital transformation evaluation tools available

• “Industry 4.0 Readiness” commissioned by the IMPULS Foundation of the German Engineering Federation (VDMA)

https://www.industrie40-readiness.de/

• McKinsey Industry 4.0 Digital compass

http://www.mckinsey.com/business-functions/operations/our-insights/manufacturings-next-act

• Fraunhofer Industry 4.0 checkup service

http://www.iff.fraunhofer.de/content/dam/iff/en/documents/publications/industry-4-0-checkup-fraunhofer-iff.pdf

• PwC Strategy& Germany

http://www.strategyand.pwc.com/media/file/Industry4.0.pdf

• Accenture

https://www.accenture.com/us-en/service-digital-diagnostic

• Ministerio de Economía, Industria y Competitividad. Spanish goverment.

http://www.industriaconectada40.gob.es/Paginas/Index.aspx

https://www.industrie40-readiness.de/
http://www.mckinsey.com/business-functions/operations/our-insights/manufacturings-next-act
http://www.iff.fraunhofer.de/content/dam/iff/en/documents/publications/industry-4-0-checkup-fraunhofer-iff.pdf
http://www.strategyand.pwc.com/media/file/Industry4.0.pdf
https://www.accenture.com/us-en/service-digital-diagnostic
http://www.industriaconectada40.gob.es/Paginas/Index.aspx
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Contact:



 

 

Case study: WZY COMPANY 
 

WZY Company, located in Spain, with 80 employees, offers high precision grinding 

machines developed to suit customers’ specific applications. Since the beginning of the 

eighties, WZY strategy has been based on positioning themselves in a very technological 

demanding market target. Recently, WZY Company has hired 2 engineers with wide 

expertise in automation technology expertise. 

 

Product & technology: 

WZY´s grinding machines have been designed on a modular basis to meet each 

customer’s needs ranging from universal configuration machines to the most 

demanding customizations. This modularity provides flexibility to achieve the shortest 

lead time and optimum cost for a machine made to order. However, grinding machines 

have got a very basic interface. 

 
 

 

 

 

 

Company IT systems:  

WZY Company has an IT department within the company that manages different 

departments IT systems.  

 Security in internal data storage is implemented.  

 Departments exchange information via a variety of interfaces within the 

company, and there is no global overview from the perspective of the product 

that is being manufactured. Besides, IT system maintenance costs are currently 

very high. 

 WZY is using successfully a specific software for data exchange between Sales 

departments and Product design (also called Product Development).  

… 

 The grinding machines are used for fine 
surface finishing by removing excessive 
amount of material on a given 
surface/product. 



 

Production profile: 

 The production site continue running and consuming energy during breaks, 

weekends and shifts where there is no production. Potential energy savings 

during production breaks are targeted, but not quantified. Company has started 

to implement data capture systems into the production control. 

 Manual handling of loads is the most common cause of injuries for employees 

during the manufacturing process.  

… 

 

Service to customers: 

WZY products are designed to be used and maintained by the customer’s own 

personnel. 

 If necessary, WZY customer service engineers are ready to visit and solve the 

problems when additional support is needed. However, while errors can be 

detected, if is often without precise information on the affected equipment or 

its location. Determining causes and corrective measures is usually costly and 

time consuming.  

 The relation with customers is led by the commercial staff and company don´t 

use specific IT solutions to manage this collaborations.  

… 
 

Provider management:  

Coordination with suppliers is not working as WZY would like.  

 WZY has identified problems in adjusting the reception of the necessary 

components to assembly the final grinding machine according to the production 

timetables.  Although the traceability of the components from the suppliers to 

production is successfully organized (Logistics is connected to production), the 

reception of them is not adjusted with production needs. 

… 
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TRANSFORMATION

TOOLBOX ©

Company 
ICT profile

Product & 
Technology

Vertical 
Integration

Horizontal 
integration



Industry

Company size (Number of employees) Yes No

Up to 19 employees No in-house IT department (service provider used)

From 20 to 49 employees Central IT department

From 50 to 99 employees Local IT departments in each area (production, sales, etc.) 

More than 100 employees IT experts attached to each department

Please estimate your 2016 revenues How far along are you with your IT security solutions? Solution implemented Solution in progress It´s planned Not relevant for us

What technologies are you using in your company? Security in internal data storage

Sensor technology Security of data through cloud services

Mobile end devices Security of communications for in-house data exchange

RFID Security of communications for data exchange with partners

Real time location systems

Big data to store and evaluate real-time data Are you already using cloud services? Yes No, but it is planned No

Cloud technologies as scalable IT infrastructure Cloud-based software

Embedded IT systems For data analysis

M2M communications For data storage

No relevant Non-existent
Existent,

but inadequate
Adequate

IT infrastructure

Automation technology

Data security / communications security

Development or application of assistance systems

Collaboration software

Non-technical skills such as systems thinking and process 

understanding

Company profile

How do you assess the skills of your employees when it comes to the future requirements under Industry 4.0?

ICT and security
How is your IT organized?

Employees

Company profile

Business main goal/challenge for the next 5 years

Digital Transformation Toolbox 2 / 8



Product memory

Self reporting

Integration

Localization

Assistance systems

Monitoring

Object information

Automatic identification

Large Medium Small None Large Medium Small None
Research & development

Production/manufacturing

Purchaising

Logistics

Sales

Service

ICT

Product & Technology

Product and technology

Does your company offer products (or services) equipped with the following add-on 

functionalities based on information and communications technology?
YES NO

Investments in the past 2 years

Investment

Investments in the next 5 years

In which parts of your company have you invested in the implementation of Industry 4.0 in the past two years, and what are your plans for 

the future?

Digital Transformation Toolbox 3 / 8



Activities/ Technologies
Do you use 

them?*
Sales Data-driven demand prediction 0

Yes No Digitization degree Data driven design to value 0

Research & development 3D printing/prototypes 0

Production/manufacturing Concurrent engineering 0

Purchases Purchaising Software to coordinate with production 0

Logistics Rapid experimentation and simulation 0

Sales Real time SC optimization 0

Finance/accounting Smart energy consumption 0

Customer service Routing flexibility 0

ICT Machine flexibility 0

Any other Automation of knowledge work 0

Digital performance management 0

Human-robot collaboration 0

Statistical process control  (SPC) 0

Advanced proces control (APC) 0

Digital quality management 0

Batch size 1 0

Logistics 
Logistics connected in almost real time to 

production 0

Predictive maintenance 0

Augmented reality for Maintenance, Repair 

and Operations (MRO) 0

Remote monitoring and control 0

Virtually guided self-service 0

Vertical integration

Activities
Internally between departments

Production/ 

manufacturing

Service development 

for the company itself

Product development

* Yes: 1; No: 0

* Besides answering YES/NO, please identify with 

who, and degree of digitization 

Digital Transformation Toolbox 4 / 8



Activities/ Technologies
Do you use 

them?*

Cooperation with customers Customer co-creation / Open innovation 0

Yes No Digitization degree Cooperation with providers Real time supply chain optimization 0

Research & development Data exchange with customers 0

Production/manufacturing Data-driven production prediction 0

Purchases Product development Data driven design to value 0

Logistics Logistic Traceability of the products/services 0

Sales Predictive maintenance 0

Finance/accounting Remote monitoring and control 0

Customer service Virtually guided self-service 0

ICT

Any other

* Besides answering YES/NO, please identify 

with who, and degree of digitization 

* Yes: 1; No: 0

Planning

Horizontal integration

Post sale/ Service for the 

customers

Activities
Integration externally with customers and 

providers *

Digital Transformation Toolbox 5 / 8



How IT is organized

ICT security

Cloud services

Sales 0

Product development 0 Yes No Digitization degree

Purchaising 0 Research & development

Production/ Manufacturing 0,00 Production/manufacturing

Logistic 0,00 Purchases

Service 0,00 Logistics

0 Sales

Finance/accounting

Customer service

ICT

Any other

Cooperation with customers 0

Cooperation with providers 0

Planning 0,00 Yes No Digitization degree

Product development 0,00 Research & development

Logistic 0 Production/manufacturing

Post sale/ Service 0,00 Purchases

0 Logistics

Sales

Finance/accounting

Customer service

ICT

Any other

Product features

Expected investment in 5 years

Vertical integration digitization degree

Horizontal integration digitization degree

Internally between departments

Activities
Integration externally with customers and providers 

HORIZONTAL INTEGRATION degree

VERTICAL INTEGRATION degree

Degree of digitization of value chain activities

Activities

Employees skills

Company ICT profile and Product & Technology

Industry

Main ICT technologies

ICT and security profile

0
0,2
0,4
0,6
0,8

1

Cooperation with
customers

Cooperation with
providers

Planning

Product development

Logistic

Post sale/ Service

Horizontal  digitization degree

0

0,5

1
Sales

Product development

Purchaising

Production/
Manufacturing

Logistic

Service

Vertical  digitization degree

Digital Transformation Toolbox 6 /  8



Company digitalization maturity

Digital
Maturity level

1. Predigital
2. Digital 
beginner

3. Digital 
intermediate

4. Digital value 
chain

5. Digital
ecosystem

Company ICT 
profile

Traditional structures, 
no focus in digitization

Fragmented IT 
architecture in the 
company

IT strategy Advance IT strategy Advance IT strategy

Product & 
Technology

None smart product/ 
service features 

Initial product 
“smartization” steps

Customer focus instead
of product focus 
through the product 
“smartization” path

- Personalized 
customer solutions 

- Data based 
production

Smart solution 
delivered in a 
personalized and 
integrated way to the 
customer

Vertical 
integration

No specific strategy
Focus on functional 
task, isolated actions

IT integration within 
company

Cross-functional
collaboration structured - Fully digitized.

- Value creation 
network structured
- Almost in real time 
access to information

Horizontal 
integration

No specific strategy No specific strategy
Partial integration with 
value network 
organizations.

Collaboration across 
company boundaries is 
structured digitally

Integration 
level

Slide goals
Digital supply chains 
functions

Supply chain 
integration

Demand driven 
extended supply chain

Value creation 
network

Digital Transformation Toolbox 7 /  8



Digitization degree

0 No digital data / manual reports, etc.

1 Collect data using non-automatic interfaces / RFID / manual system

2 Collects data automatically with the help of sensors

3 New and historical data are stored in the same information system

4
Information is transferred through departments, production sites and with the 

borders of the company

5 Generates reports / graphs

6 Synthesis of the analysis in the relevant ideas

Transformation of analysis results into recommendations that suggest actions for 

workers or automatically activate machine actions.

Feedback and continuous improvement

8 Turn information into business

Turn information into results 7

Turn information into business

Activities needed to manage 

No relevant digitization activities 

identified

Capture and collect information

Transfer information

Analyze and synthesize information

Digital Transformation Toolbox 8 / 8



Industry 4.0 Business Models

May 8, 2017

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 
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Linking VET teachers and SMEs to 

move towards the factories of the

future (Industry 4.0) 
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AGENDA

 Business Model – Buzz word?
 Concept
 Archetypes

 Industry 4.0 Business Models 
 Servitization in Manufacturing

 CANVAS a Tool for BM Modelling

 Let’s Practice
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AGENDA

 Business Model – Buzz word?
 Concept
 Archetypes

 Industry 4.0 Business Models 
 Servitization in Manufacturing

 CANVAS a Tool for BM Modelling

 Let’s Practice
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A business model is

 A buzzword?

 A set of hypotheses for how a company creates and
captures value?

 The way a company makes money?

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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The Business Model Concept
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The Business Model Concept

A business model:

It’s not just a hype. It’s a concept that has come to stay since.

 It’s an abstract representation of a business. Essentially it refers to the way a company makes money,
and business modeling is the art of testing a set of interlocked hypotheses for how a company creates and
captures value.

 It’s used to describe and classify businesses. It’s also used by managers inside companies to explore possibilities
for future development. Well-known & Innovative business models can operate as "recipes" for creative
managers.

Every Organization has a business model: Your favorite grocery, your school…McDonald’s. It’s not only related to
Digital World.

Business Models are in the news when they disrupt sector practices. Traditional Business Models are not normally
analyzed, since they are taken for granted. They have always “been” there.

Over the years, business models have become much more sophisticated.

Today, the type of business models might depend on how technology is used
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The Business Model Concept

 Over the years, business models have become much more sophisticated.

 The Bait and Hook Business Model (also referred to as the "razor and blades business
model" or the "tied products business model") involves offering a basic product at a
very low cost, often at a loss (the "bait"), and charging compensatory recurring
amounts for refills or associated products or services (the "hook").

Examples include:
 razor (bait) and blades (hook);
 computer printers (bait) and ink cartridge refills (hook);
 Nespresso machine (bait) and pods (hook).

Hook

Bait
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The Business Model Concept

 Today, the type of business models might depend on how technology is used.

 Pay Per Performance Model
Rolls-Royce makes highly sophisticated and costly jet engines for leading airlines around the world.
 In the past, it has employed a “traditional” business model: sell equipment to the customer. After

selling the equipment, the company offered maintenance and parts to its customers, which often
provided the bulk of its profitability.

 As independent servicing firms and competing jet engine manufacturers began swooping in on the
company’s lucrative aftermarket business, Rolls-Royce decided to dramatically change its business
model.

 Instead of selling the physical equipment, they started selling the utility of the equipment. For many
customers today, they provide the engine to the customer and then charge based on hourly use.
Included in this fee are all of the services and parts required to keep the engine up and running.

This fundamental change in Rolls-Royce’s business model was made possible by the ability to closely
measure and monitor equipment usage. This opens the way for Data Driven Business Models.
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Different views exist on what a BM exactly is, what components it has, what is should be used for and how.

The business model is the rationale of how an organization 
creates, delivers and captures value

Osterwalder and Pigneur (2010)

This definition reflects an ontology of the business model in four pillars

The Business Model Concept

Creating
Value

WHAT?
The Value Proposition: what value does a company 
create with its product/service;

HOW?
Logic of the Business: how is the value proposition 
created: activities,  processes, resources, and capabilities

Delivering
Value

WHO? Customers Segments who are the customers

Capturing 
Value

WHY?
Revenue Model why is the value proposition created and 
how is value captured. 

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade 
the skills of VET teachers as drivers of innovation in SMEs
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Different views exist on what a BM exactly is, what components it has, what is should be used for and how.

The business model is the rationale of how an organization 
creates, delivers and captures value

Osterwalder and Pigneur (2010)

The Business Model Concept

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade 
the skills of VET teachers as drivers of innovation in SMEs

Value 
Proposition

Revenue 
Model

Customer Logic of 
the 

Business

Business Model Four Pillars
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BUSINESS MODELS 

BMs are models of a company, 
Not of an entire sector or industry. Nevertheless, industries can be characterized 
by companies having common elements of their BMs.

BMs are at an “intermediary” or abstract level don’t explain details of a company 

BMs are systems of interrelated components
Not stand alone, If one component changes, others often (have to) change as 
well. For example, making a new product (Value proposition) may require new 
processes and resources (Infrastructure management).

BMs are dynamic and evolve over time Not static.

 X

The business model Concept

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade 
the skills of VET teachers as drivers of innovation in SMEs
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upgrade the skills of VET teachers as drivers of innovation in 

SMEs
12

Archetypes

Many reports and projects have analysed and categorised BM looking for innovation patterns.

The phrase “There’s no need to reinvent the wheel” describes the fact that, at a closer look, only few BM innovations are
really new. Often, innovations are slight variations of something that has existed elsewhere, in other industries, or in other
geographical areas.

For the sake of explanation, we are going to go through the following 3 categories. 

 PRICE DRIVEN BUSINESS MODELS

 SERVICE DRIVEN BUSINESS MODELS

 Other BUSINESS MODELS

However, a business model could be classified under several categories, and the same happens to organisations.
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Archetypes

PRICE DRIVEN BUSINESS MODELS

RAZOR & BLADE
The basic product is cheap or given away for free. The consumables that are needed to use or operate it, on the other hand, are expensive and
sold at high margins. The initial product's price lowers customers’ barriers to purchase, while the subsequent recurring sales cross-finance it.
Usually, these products are technologically bound to each other to further enhance this effect. Healthy margins with the “hook products”.

FREMIUM
The basic version of an offering is given away for free in the hope of eventually persuading the customers to pay for the premium version. The
free offering is able to attract the highest volume of customers possible for the company. The generally smaller volume of paying ‘premium
customers’ generate the revenue, which also cross-finances the free offering.

PERFORMANCE
BASED
CONTRACTING

A product's price is not based upon the physical value, but on the performance or valuable outcome it delivers in the form of a service.
Performance based contractors are often strongly integrated into the value creation process of their customers. Special expertise and economies
of scale result in lower production and maintenance costs of a product, which can be forwarded to the customer. Extreme variants of this model
are represented by different operation schemes in which the product remains the property of the company and is operated by it.

FLAT RATE

In this model, a single fixed fee for a product or service is charged, regardless of actual usage or time restrictions on it. The user benefits from a
simple cost structure while the company benefits from a constant revenue stream.
In most parts of the world regular users of public transport, especially commuters, make use of weekly, monthly or yearly season tickets that
allow unlimited travel for a fixed fee.

SUBSCRIPTION
The customer pays a regular fee, typically on a monthly or an annual basis, in order to gain access to a product or service. While customers
mostly benefit from lower usage costs and general service availability, the company generates a more steady income stream.

…..

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade 
the skills of VET teachers as drivers of innovation in SMEs
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SERVICE DRIVEN BUSINESS MODELS

PLATFORMS AS A SERVICE

Platforms are marketplace models in which products, services, and information can be exchanged 
via predefined streams.  
The two-sided market facilitates interactions between multiple interdependent groups of 
customers. The value of the platform increases as more groups or as more individual members of 
each group are using it. Each side of the platform creates value for the other. 

KNOWLEDGE AS A 
SERVICE

Manufacturers might offer consulting services or other businesses that monetize the value of 
their expertise.  
Tetra Pak® Expert Services  offers advice to  customers to improve  operations, performance and 
cost due to the knowledge acquired from the real use of the installed base in multiple clients, 
sectors and countries.

DATA AS A SERVICE

Businesses that monetize data. There are multiple data-driven business models, the simplest to 
understand is when data is collected and then sold directly to a consumer or business customer.
Patients Like Me is a company which gathers and sells medical data. They do this by providing an 
online platform to share real-world health experiences in order to let people look for patients 
with similar conditions. It makes a profit by selling all aggregated data to pharmaceutical 
companies, with permission of the patients

SOFTWARE AS A SERVICE
Software as a service is a business model in which software is licensed and centrally hosted (vs. 
hosted by the customer). Also known as “on-demand software” SaaS is typically accessed by end 
users through a web browser or mobile app.

PRODUCTS AS A SERVICE

The traditional manufacturing business model is changing and new models are emerging around 
Servitization.
More and more companies are moving from being producers to becoming suppliers of integral 
solutions.
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Archetypes

Other BUSINESS MODELS

LONG TAIL
Instead of concentrating on blockbusters, the main bulk of revenues is generated through a 'long tail' of niche products.
Individually, these neither demand high volumes, nor allow for a high margin. If a vast variety of these products are offered in sufficient amounts, 
the profits from resultant small sales can add up to a significant amount.

LAYER PLAYER
A layer player is a specialized company limited to the provision of one value-adding step for different value chains. This step is typically offered 
within a variety of independent markets and industries. The company benefits from economies of scale and often produces more efficiently. 
Further, the established special expertise can result in a higher quality process.

DIGITALIZATION It relies on the ability to turn existing products or services into digital variants, offering advantages over tangible products. 

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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Tail

Software
as a 

Service
Digitalization

Two Side 
Markets
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Archetypes

Archetypes are defined for the sake of explanation, therefore companies turned out to be re-combinations of
several defined concepts.
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AGENDA

 Business Model – Buzz word?
 Concept
 Archetypes

 Industry 4.0 Business Models 
 Servitization in Manufacturing

 CANVAS a Tool for BM Modelling

 Let’s Practice
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Industry 4.0 and Business Models

We define Industry 4.0 as the next phase in the digitization of the manufacturing sector, driven by four disruptions:

Digital Transformation is associated with the intensive use of different technologies in the production processes.

Digital Transformation improves manufacturers’ efficiency but may lead to increase or create new revenues and to develop
new business models.

Transference from Digital to Physical
(Advanced Robotics, 3D printing…)

Rise in data volumes, computational power, and 

connectivity, especially new low-power wide-area networks; 

New human-machine interaction
touch interfaces and augmented-reality systems

Emergence of Analytics and 

Business Intelligence Capabilities

https://www.youtube.com/watch?v=JtVqicyEf9c

Digital Transformation VALUE PROPOSITION

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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PLATFORMS AS A SERVICE

Platforms are marketplace models in which products, services, and information can be exchanged 
via predefined streams.  
The two-sided market facilitates interactions between multiple interdependent groups of 
customers. The value of the platform increases as more groups or as more individual members of 
each group are using it. Each side of the platform creates value for the other. 

KNOWLEDGE AS A 
SERVICE

Manufacturers might offer consulting services or other businesses that monetize the value of 
their expertise.  
Tetra Pak® Expert Services  offers advice to  customers to improve  operations, performance and 
cost due to the knowledge acquired from the real use of the installed base in multiple clients, 
sectors and countries.

DATA AS A SERVICE

Businesses that monetize data. There are multiple data-driven business models, the simplest to 
understand is when data is collected and then sold directly to a consumer or business customer.
Patients Like Me is a company which gathers and sells medical data. They do this by providing an 
online platform to share real-world health experiences in order to let people look for patients 
with similar conditions. It makes a profit by selling all aggregated data to pharmaceutical 
companies, with permission of the patients

SOFTWARE AS A SERVICE
Software as a service is a business model in which software is licensed and centrally hosted (vs. 
hosted by the customer). Also known as “on-demand software” SaaS is typically accessed by end 
users through a web browser or mobile app.

PRODUCTS AS A SERVICE
More and more companies are moving from being producers to becoming suppliers of integral 
solutions.
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Industry 4.0 and Business Models

The traditional manufacturing business model is changing, and new models are emerging around Servitization



The traditional manufacturing business model is changing and new models are emerging around Servitization. More and
more companies are moving from being producers to becoming suppliers of integral solutions. It’s a way to innovate the
offer into the market and being more competitive.

Product as a Service: Servitization

https://www.youtube.com/watch?v=uxI5GKvrjiE&feature=youtu.be

In short, Servitization is the tendency for Manufacturing firms to sell Services and Solutions rather than just products.

This transition from a manufacturer to a service provider implies a organizational restructuration, the developing of new
capabilities and a change of the business model from transaction- to relation-based.

 Property ownership is questioned. What does the customer value?
 Customers do not value the product itself, but its use. So they do not need to buy it, ownership is not required.

 New forms of relationship between suppliers and users are stablished:
 Based on the provision of service rather than the delivery of goods, Relational Vs Transactional
 The suppliers can assist the users in the operations for which they use the supplied goods.
 Sharing benefits and risks to extend the life cycle of goods supplied
 Shared responsibility (between supplier and user) for good use and maintenance

 New Business Models emerged
 From pay-per-use to performance-based contracts.

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in SMEs
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SERVITIZATION value proposition can be developed by different means. The manufacturer’s offer may include:

 Maintenance services

 Integration

 Customization

 Refurbishment

 Cost "variabilization”

 Professional Services

 ….

Sophisticated value propositions  come up by combining different vias.

Product as a Service: Servitization

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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Weight of the PRODUCT in the total value

Weight of the SERVICE in the total value

Transactional
Relational

- Degree of sophistication                                                              +

1 Maintenance towards increasing equipment operating hours Equipment Goods; Elevator Industry ; railway equipment, engines…

Consumable Spare parts replacement Preventive maintenance Proactive maintenance

2 Integration towards simplifying customer’s purchase and start-up Equipment Goods

Component Sub system System Complete Installation

3 Customisation towards covering customer’s particular needs

Standard product Accessory customisation Custom design Products co-development

4 Refurbishment towards extending the life of the equipment , Used machinery is the cost-effective alternative to purchasing new

Components refurbishment System retrofitting

5 Cost variability solving financial constrains from CAPEX Capital expenditure to OPEX Operational expense

Pay per product Pay per use
Pay per performance without operating 
the equipment

Pay per performance operating 
the equipment 

6 Professional services towards improving customers processes

Training Consultancy Products Co design with customer

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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Equipment Goods Business Models

A manufacturer of capital goods can consider various business models to create , deliver and capture value.

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in SMEs

Equipment 
Sale

Equipment Sale
& Maintenance

Renting Pay per 
Availability

Pay per 
Use

Pay per Use &
Outsourcing

Pay per 
Results

Most of the industrial companies employ these BM

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Repairs & Spare parts

Consumable Supply

Equipment Operation

Repairs & Spare partsRepairs & Spare partsRepairs & Spare partsRepairs & Spare parts

Consumable Supply Consumable Supply

Equipment OperationMinimum scope of supply

Source: Adapted from B+I Strategy

Weight of the PRODUCT in the total value

Weight of the SERVICE in the total value

Transactional
Relational

- Degree of sophistication                                                              +

© IK4-TEKNIKER 2017
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Equipment Goods Business Models

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in SMEs

Equipment 
Sale

Equipment Sale
& Maintenance

Renting Pay per 
Availability

Pay per 
Use

Pay per Use &
Outsourcing

Pay per 
Results

Most of the industrial companies employ these BM

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Repairs & Spare parts

Consumable Supply

Equipment Operation

Repairs & Spare partsRepairs & Spare partsRepairs & Spare partsRepairs & Spare parts

Consumable Supply Consumable Supply

Equipment Operation
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d Sales Price Sales Price

&
Annual Maintenance 

Fee Flat Rate

Annual Flat Rate Annual Flat Rate 
subtracting failure 
non available days

According to usage Similar to Pay per Use 
but higher Unit Price
since personnel cost 

are  included

Fixed amount per 
Units manufactured 
(failure free)

The greater the scope, the greater the total cost to the client under normal conditions in exchange for reducing the risk
Source: Adapted from B+I Strategy
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Equipment Goods Business Models

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in SMEs

© IK4-TEKNIKER 2017

Equipment 
Sale

Equipment Sale
& Maintenance

Renting Pay per 
Availability

Pay per 
Use

Pay per Use &
Outsourcing

Pay per 
Results

Most of the industrial companies employ these BM

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Equipment Delivery 
and installation

Repairs & Spare parts

Consumable Supply

Equipment Operation

Repairs & Spare partsRepairs & Spare partsRepairs & Spare partsRepairs & Spare parts
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Sales Price Sales Price
&

Annual Maintenance 
Fee Flat Rate

Annual Flat Rate Annual Flat Rate 
subtracting failure 
non available days

According to usage Similar to Pay per Use 
but higher Unit Price
since personnel cost 

are  included

Fixed amount per 
Units manufactured 
(failure free)

The greater the scope, the greater the total cost to the client under normal conditions in exchange for reducing the risk

Advantages for the 
customer compared to 
the previous model

Moves the manufacturer 
part of the risk of the 
equipment going bad

Alternative Financing.
Allows you to change 
equipment with more 
flexibility

Moves to  the 
manufacturer part of the 
risk of the equipment 
going bad

Links the cost to the 
level of activity 
reducing economic risk

The equipment manufacturer plays the role of 
a subcontratctor

Source: Adapted from B+I Strategy
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 Archetypes

 Industry 4.0 Business Models 
 Servitization in Manufacturing

 CANVAS a Tool for BM Modelling

 Let’s Practice
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CANVAS a Tool for Business Modelling

“I invented the Business Model Canvas , co-
founded strategyzer.com and lead authored 
Business Model Generation which sold a million 
copies in 30 languages”

“Over 5 million people use our Business Model 
Canvas”

Alex Osterwalder

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade 
the skills of VET teachers as drivers of innovation in SMEs
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The Business Model Canvas, is a strategic management tool that allows to describe, design, challenge and invent business
models.

Business Model Canvas makes use of a visual chart to describe a company’s value proposition (WHAT), customers (WHO),
logic of the business (HOW), and finances (WHY).

In particular, it breaks business model down into 9 blocks.

28

CANVAS a Tool for Business Modelling

https://www.youtube.com/watch?v=QoAOzMTLP5s
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the 
skills of VET teachers as drivers of innovation in SMEs

CANVAS a Tool for Business Modelling

VALUE PROPOSITION is the value that a company creates with its product/service product for one or more
Customer Segments.

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY

 It’s not about a product/ service or technology

 It’s about solving a need or a problem for the 
customer

Examples of attributes of a VP:
 Newness
 Performance
 Customization
 Status
 Accessibility
….
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

Safe place to stay 
at low price

Earn money 
renting extra 

place  effortlessly 

CANVAS
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Examples:

 Niche / Mass Market

 Upper/ middle/ lower segment

 Multi side markets

CANVAS a Tool for Business Modelling

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY

CUSTOMER SEGMENTS defines the Target Customer,  different groups of people or organizations a 
business aims to reach or serve.

For whom does the company create the value?

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

People who want 

to make use of 

their extra 

spaces

Travellers who 
look  for a local 
homestay with 
affordable price

CANVAS

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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Safe place to stay 
at low price

Earn money 
renting extra 

place  effortlessly 
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CANVAS a Tool for Business Modelling

CHANNELS describes how the company’s Value Proposition gets to the Customers. 

 Sales Force

 Web

 Own stores/ partners stores

CUSTOMER RELATIONSHIP describes how does the company GET, KEEP and GROW customers.

 Self service

 Automated

 Personal assistance

 Dedicated personal

 Communities

 Co creation

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY
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CANVAS a Tool for Business Modelling

KEY ACTIVITIES describes the most important things the 
company must do to make the BM work:

 Production

 Problem solving

 Platform/ network

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY

KEY RESOURCES What do you need, which are the most important assets 
required, to make the BM work:

 Financial: Capital

 Physical: Machines, buildings, material, energy, systems

 Intellectual: Brands, Intellectual Property ( patents, copyrights)

 Human: Employees

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY
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Key partners Key Activities Value propositions Cust. relationships Customer segments

ChannelsKey Resources

Cost structure Revenue streams

Self service on site 
with a support 
team

AirBnB 

website

Social media 

promotion

Apps store

…

CANVAS

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in SMEs

Safe place to stay 
at low price

Earn money 
renting extra 

place  effortlessly 

People who want 

to make use of 

their extra 

spaces

Travellers who 
look  for a local 
homestay with 
affordable price

Developed 
Platform
Qualification 
checking
Travelers network 
& leasers resources

Community Management

Qualification Checking

Platform dev & main.

Security  Management

©
 IK

4
-T

EK
N

IK
ER

2
0

1
7



CANVAS a Tool for Business Modelling

KEY Partnership describes the network of suppliers and partners that 
make the BM work:

 Optimization  and economy of scale: outsourcing sharing 
infrastructures

 Reduction of  risk and uncertainty: strategic alliances, 
agreements

 Acquisition of particular resources and activities

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

Online payment

Hosts & Guests

Photographers

Investors

Developed 
Platform
Qualification 
checking
Travelers network 
& leasers resources

Community Management

Qualification 

Checking

Platform dev & main.

Security  Management

CANVAS

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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at low price

Earn money 
renting extra 

place  effortlessly 

People who want 

to make use of 
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spaces

Travellers who 
look  for a local 
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affordable price

Self service on site 
with a support 
team

AirBnB 

website

Social media 

promotion
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CANVAS a Tool for Business Modelling

Revenue Stream  describes how the company makes money  from  Products/ 
Services being sold to customer segments. 

Strategy to Capture the value: (different than  pricing tactics: amount of €)

 Units sales Pay per piece

 Usage fee / Pay per Use subscription fee / pay per month 

 Lending/ renting /leasing

 Licensing

 Advertising

 Commissions

 ….
Cost Structure Which are the cost and expenses to operate the Business Model.

 Fixed costs - remain the same despite the volume of products / services: the 
rent of a building

 Variable costs - proportional to volume: cost of materials

 Economy of scales - cost advantages at larger volumes

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY

Source: https://www.youtube.com/watch?v=IP0cUBWTgpY
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

CANVAS

Online payment

Hosts & Guests

Photographers

Investors

Marketing Cost

Platform 

developments
HR salary

Photographer 

payment 6% - 12%  booking fee

3% each successful booking fee

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in SMEs

Safe place to stay 
at low price

Earn money 
renting extra 

place  effortlessly 

People who want 

to make use of 

their extra 

spaces

Travellers who 
look  for a local 
homestay with 
affordable price

Self service on site 
with a support 
team

AirBnB 

website

Social media 

promotion

Apps store

…

Developed 
Platform
Qualification 
checking
Travelers network 
& leasers resources

Community Management

Qualification Checking

Platform dev & main.

Security  Management
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LET’s Practice
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Key partners Key Activities Value 

propositions

Cust. 

relationships

Customer 

segments

Key Resources Channels

Cost structure Revenue streams

Cases

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in SMEs©

 IK
4

-T
EK

N
IK

ER
2

0
1

7



LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

42

GROUP 1 GROUP 2 GROUP 3 GROUP 4

Eder Gomez Jose Mari Portuburu Ainhoa Corcuera Ángel López

Violeta Ašmontienė  Justinas Eglynas Tomás Agirre Juanjo Igarzabal

Robert Jan Joosse Robert Bezemer Arvydas Sirtautas Ričardas Liekis        

Paolo Belettati Mauro Canipari Augusta Sangalli Tina Zaccaro

Gary Colquhoun Roderick Taylor Alastair Caird

USE CASE: Xometry USE CASE: Opternative USE CASE:  Zubie USE CASE:  Viloc



Case 1

• Define Xometry. Com Business Model 
• Draw Xometry Canvas

Links: 

• https://www.xometry.com/#how-it-works

• http://www.engineering.com/AdvancedManufacturing/ArticleID/13350/Processing-Production-
Orders-Doesnt-Need-to-Take-Forever-with-Instant-Quoting.aspx

YouTube Videos
• General Interview:  https://www.youtube.com/watch?v=QsPtpHknU1Q
• Network https://www.youtube.com/watch?v=JewVALpH0SI
• Paying : https://www.youtube.com/watch?v=RyZG3IOALXc
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

Instant pricing for 
manufacturing 
services plus  
engineering 

support

Earn money with 
excess capacity 

Job Shops with 
excess capacity 

that want to 
grow their 
businesses

Companies with 
custom parts 
manufacturing 
requirements

Online Payment

Machining 

Partners

Easy-to-use 
software platform 
Experts
Machining Shops 
free capacity 
network

Advising & Support

Platform 
Dev.  & Main.

Website

Marketing Cost

Platform 

development

HR salary

Fees

Qualification Checking

Xometry.com  a manufacturing-on-demand platform

Companies with 
manufacturing 
requirements

Automated
Personal assistance
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Case 2

• Define Opternative Business Model 
• Draw Opternative Canvas

Links: 

• https://www.opternative.com/

YouTube Videos
• https://www.youtube.com/watch?v=c3ojEC2lXK4

• https://www.youtube.com/watch?v=Uke_Eq1Y6As

• https://www.youtube.com/watch?v=r1ol-Vj6Agw
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

Online eye exam 
at home

Prescription 
signed in 24 hours

Patients that 
need  to update 

glasses or 
contacts 

prescription

Online payment

Glasses or 
contacts 
e stores

Easy-to-use  app

Ophthalmologists

Regulatory 
Knowledge

Secure Data 

Management

App

Development  &

Maintenance

Website

Marketing Cost

App development

HR salary

Pay per Exam

FDA Approval

Opernative  an online  app for eye exam testing

Legal Advisors

Licenses 

Automated
Personal assistance
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Case 3

• Define Zubie Business Model 
• Draw Zubie Canvas

Links: 

• http://zubie.com/

• http://spectrum.ieee.org/cars-that-think/transportation/advanced-cars/driving-tracker-zubie-wins-
first-nokia-connected-car-funding

YouTube Videos
• https://www.youtube.com/watch?v=97vRA-fYOis
• https://www.youtube.com/watch?v=ubD6lvRH-kw
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

Fleet Tracking 
App providing

Location,
Health 

Monitoring &
Driven 

Performance

Insurance 

Companies

Insurance 

Companies

Easy-to-use app

Secure Data 
Management

Secure Data 
Monitoring

Cloud solution 
Mobile 

capabilities

Annual fee of $149.95 per vehicle

Connected-car app Software-as-a-service Subscription based Product-service combination

Auto Dealers

Individual users

Auto Dealers

Fleet Managers

Automated

Website

Marketing Cost

App development

HR salary
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Case 4

VILOC
• Define Business Model 
• Draw Canvas

Links: 
http://www.viloc.eu/

YouTube Videos

• https://www.youtube.com/watch?v=It6Z23t3M3c
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Key partners Key Activities Value propositions Cust. relationships Customer segments

Key Resources Channels

Cost structure Revenue streams

Web app
that tracks fully 

automated 
clients' 

equipment 
avoiding loss 
and robberies 
and optimizing 

usage

Construction 
Companies

Online payment

Monthly Fees

Automating tool management service: Subscription based Product-Service combination

Hubs

Cloud Solution

Tags

Easy-to-use  app

Marketing Cost

Platform 

development

HR salary

Tags

Automated

Website
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VIloc an automating tool management service
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VIloc an automating tool management service
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ANNEX – Additional Documentation
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Organisation/Project Added Value Link

The St. Gallen Business Model 
Navigator 

 55 repetitive patterns that form the core of 
many new business models.

https://www.bmilab.com/

Strategyzer (Osterwalder and 
Pigneur) 

 Describes 5 patterns https://strategyzer.com/

Road4FAME
 Around 100 BMs are identified and 

categorised into 10 areas

http://road4fame.eu/wp-
content/uploads/2015/06/Road4FAME_609167_D4
-1_Catalogue_of_Business_Opportunities.pdf

IMSA
 19 existing circular business Model are 

identifies and categorised into 6 “circles”

http://imsainfo.wixsite.com/imsa/single-
post/2015/04/13/IMSA-presents-Circular-Business-
Model-Scan

Reason Street  Business Model Library with 14 archetypes
https://www.reasonstreet.co/business-model-
library/

VDMA  Solutions for industrial applications
http://hm.vdma.org/documents/10181/20674/Ind
ustrie40InPractice.pdf/36eeef92-5f7a-492c-97cc-
277a901adc5c
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Contact: Jon Larreina

jon.larreina@tekniker.es
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Additive Manufacturing Technologies

Date

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 
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Index

1.- General aspects of AM

2.- Plastics AM

2.1.- Bioprinting

2.2.- Aerospace

2.3.- General uses

3.- Others

4.- Metals AM
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General aspects

http://www.aerospacemanufacturinganddesign.com/article/amd0215-aerospace-aircraft-industry-forecast-2015/

•How many of you have worked in AM?

•How many of you think AM will be a revolution?

•How many of you is thinking on investing money in AM equipment in a near future?

•Which is the reason of using AM instead of ‘conventional’ manufacturing technologies?
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General aspects

•87% – Will invest in new manufacturing equipment in next 3 
years

•27% – Are using additive manufacturing (AM)

•10% – Will use AM in the next 12 months

•37% – Will use AM in the next 1 to 5 years

http://www.aerospacemanufacturinganddesign.com/article/amd0215-aerospace-aircraft-industry-forecast-2015/
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General aspects
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General aspects

Savings on 1kg of mass during aeroplanes whole life implies 2000€ in fuel reduction

How much ‘costs’ the saving of 1kg for automotive? 3-7 €/kg

Send 1kg of Space Vehicle/Satellite into Orbit costs 10.000€

Send 1kg of Space Vehicle/Satellite to the Moon costs 100.000€

Send 1kg of Space Vehicle/Satellite to the Mars would cost 1.000.000€
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General aspects

Current
3d 
printing

Future
forecast
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General Electric’s CEO, Jeff Immelt, 
views additive manufacturing as a 

game changer. 

By 2020, General Electric (GE) 
Aviation plans to produce over 

100,000 additive parts for its LEAP 
andGE9X engines. 

The company also plans a $3.5B 
investment in additive 

manufacturing.

On the other hand, 
Foxconn CEO, Terry Gou 

stated:

“3D printing is a gimmick 
and has no commercial 

value”

¿Is additive manufacturing a matter of fashion?

8

General aspects

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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General aspects

3D opportunity in aerospace and defense. Additive manufacturing takes flight. Deloitte University Press

Additive manufacturing process flow

https://dupress.deloitte.com/content/dam/dup-us-en/articles/additive-manufacturing-3d-opportunity-in-aerospace/DUP_706-3D-Opportunity-Aerospace-Defense_MASTER2.pdf
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General aspects

3D opportunity in aerospace and defense. Additive manufacturing takes flight. Deloitte University Press
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General aspects: Technologies

Additive ManufacturingPlastic LFPRCWax Metal Sand Paper Concrete Food

Liquids Powders

Ultrasonic

Live Tissues

Photo
polymers

Molten
materials

Powder Bed
Fusion

Material 
Deposition

Sheets

Cure via
vector 
scannin
g (laser)

Cure via
raster
scanning
(projector)

Cure 
via
lamp

Extrusion Inkjetting
Electron
Beam

Laser Binder

Wire

Electron
Beam

AdhesiveArc Laser

Material 
Deposition

SLA DLP MJM FDM DoD EBM SLM

SLS

BJ WAAM LMD EBAM LOMUAM

LOMFDM

FDM

../Biblio/clasificación de procesos.pdf
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Plastics

Source: https://www.sculpteo.com

FDM SLS

SLA
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Plastics

Source: https://www.sculpteo.com

https://www.sculpteo.com/blog/2016/08/31/fdm-vs-sla-vs-sls-battle-of-the-3d-technologies/
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Plastics

http://www.carbon3d.com/

http://www.carbon3d.com/clip-process

https://www.youtube.com/watch?v=UpH1zhUQY0c
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Plastics

First 3D printed car on BAAM Cincinnati
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Plastics & metals automotive
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Scaffolds and 
custom implants

Models-Surgery
guides

Bio-Printing

17

Plastics health
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Others: sand

http://www.voxeljet.com/

http://www.exone.com/

http://www.3ders.org/articles/20130425-a-new-turbine-wheel-with-3d-printing.html
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Others: Laminated component manufacturing

http://www.voxeljet.com/

http://www.exone.com/

Ultrasonic AM

LOM

http://mcortechnologies.com/es/
http://fabrisonic.com/
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Metals



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

21

Metals

Structural
optimization
STL to layer
Support design
Orientation

Selection of 
powders, size, 
shape and 
distribution

Process parameters Heat treatments
HIP
Machining and 
finishing
Coating

Destructive Testing
Nom-destructive
testing
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Metals SLM
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Metal components
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Metal design

Pre-processing and topology optimization

http://www.google.es/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0CAcQjRw&url=http://www.ge.com/stories/hardware-meets-software-advanced-manufacturing&ei=PfhKVb6HI8L3Uvm9gOAH&bvm=bv.92765956,d.d24&psig=AFQjCNFd3cIA5_L0oftwPYZ4tFl-jZlvbw&ust=1431062768829728
http://www.google.es/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0CAcQjRw&url=http://www.ge.com/stories/hardware-meets-software-advanced-manufacturing&ei=FPhKVZ6XA4HiUOPGgNAB&bvm=bv.92765956,d.d24&psig=AFQjCNFd3cIA5_L0oftwPYZ4tFl-jZlvbw&ust=1431062768829728
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Metal powders
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Metal post-processing

Hot Isostatic Pressing closes internal defects generated in AM
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Metals
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Raw material cost, €/kg 

Aluminium

100 g/h

270g/h

675g/h

2700h/h

8100g/h
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Metals, cost
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Metals, fatigue
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Metals, fatigue

Mechanical Properties of Laser-Deposited Ti-6Al-4V
P.A. Kobryn and S.L. Semiatin
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Metals, Monitoring and control

Closed-loop control is necessary for Quality Assurance

http://www.barnes.co.jp/products/pdfs/flir/phoenix.pdf
P. Hagqvist, “Non-intrusive instrumentation and estimation -Applications for control of an additive manufacturing 
process,” 2015.

http://www.barnes.co.jp/products/pdfs/flir/phoenix.pdf
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Metals, Non-destructive testing and validation

Zeiss Metrotom
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Contact:
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Additive Manufacturing by Direct Deposition 

Technologies. Laser Metal Deposition 

Carlos Soriano

Date

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future 
(Industry 4.0) 
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move towards the factories of the

future (Industry 4.0) 
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Content

 Additive manufacturing technologies: Direct Energy Deposition vs. Powder Bed Fusion 
processes.

 Wire Arc Additive Manufacturing – WAAM

 Electron Beam Additive Manufacturing – EBAM

 Laser Metal Deposition – LMD 
o Powder and wire based LMD processes
o Materials
o Equipment
o Application
o Challenges
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Powder Bed Fusion vs. Direct Energy Deposition

Source: 3D HUBS

WAAM
Wire Arc Additive 

Manufacturing 
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Powder Bed Fusion vs. Direct Energy Deposition

Source: Fraunhofer ILT
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Direct Energy Deposition Technologies

Wire Arc Additive Manufacturing – WAAM

Electron Beam Additive Manufacturing – EBAM

Laser Metal Deposition – LMD 
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Wire Arc Additive Manufacturing – WAAM

Source: Cranfield University
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WAAM main features

Capability to produce near net shape preforms for medium to large scale 
parts > 400 mm without using large and complex tooling.

Deposition rates between 0.75 and 5 Kg/h

Process resolution and surface roughness  of 0.5 mm
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WAAM Applications

Source: Cranfield University
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WAAM Applications

Bombardier outboard landing gear rib (titanium). Source: Cranfield University
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WAAM Applications

Norsk Titanium AS. Rapid Plasma Deposition™ (RPD™) process. 
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WAAM Applications
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Electron Beam Additive Manufacturing – EBAM
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EBAM main features

The process requires a vacuum environment.

Deposition rates range from 3 to 9 kg/h, depending  the selected material and part features.

Materials:
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EBAM Applications

Source: Sciaky, Inc.
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EBAM Applications

https://www.youtube.com/watch?v=NxwrJNWIT3EVideo

Source: Sciaky, Inc.

Structures up to 5.79 m x 1.22 m x 1.22 m,
and round parts up 2.44 m in diameter.

https://www.youtube.com/watch?v=NxwrJNWIT3E
Videos Jon/Recargue por láser_recortado.avi
Videos Jon/Recargue por láser_recortado.avi
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Laser Metal Deposition – LMD 

“Material deposition process based on the melting of metallic powder by means of a laser beam, and
injected on the surface of a substrate, in order to obtain coatings and/or structures with identical or
enhanced properties with respect to the base material”.

Definition:

 Laser cladding
 Laser deposition
 Direct Metal Laser Deposition (DMLD)
 Laser consolidation (LC)
 Laser Engineering Net Shaping (LENS)
 Laser powder fusion (LPF)
 …

Also known as:
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LMD main features

Excellent adhesion with low dilution (< 5%)

Low heat affected zone and reduced distortion

High flexibility in the material deposition selection (base Fe, 
Ni, Co, Ti, etc.)

Necessary subsequent operations like finishing by 
milling and thermal treatments

Inconveniences
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LMD: Process parameters

+

INPUT VARIABLES

Laser
Power

Wavelength
Pulsed/continuous

Beam profile 

Material
Substrate geometry

Composition
Thermo-physical properties

Movement
Linear speed

Precision

Filler Material
Flow / feeding rate

Nozzle type
Powder/wire dimension

Environment
Preheating

Shielding gas
Gas flow rate
Atmosphere

Physical phenomena
Absorption
Conduction

Diffusion
Dynamics of the melt pool

Convection fluid
Gas - pool interaction

Laser Attenuation
Fast Solidification

PROCESS

Clad properties
Geometry

Micro-structure
Hardness

Cracks
Pores

Residual Stresses
Roughness

Dilution

OUTPUT VARIABLES
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LMD: Materials

20

Deposition materials:

Base Ni: Inconel 625, Inconel 718, NiCrBSi, NiCr, Ni.

Base Fe: AISI M2, AISI H13, AISI 431, AISI 420, AISI D2, AISI 
316, others (CPM10V, HWS Isotropic, Vanadis 4 Extra, etc.).

Base Co: Stellite 6, 12 y 21.

Others: NiCr, NiCr+WC, NiCrBSi+WC, H13+TiC, H13+WC, etc.

Substrates:

Steels: AISI M2, AISI H13, AISI D2, AISI P20, Vanadis 4 Extra, 
HWS Isotropic, 18CrNiMo7-6

Cast irons: GS20,  GGG70L

Others: Bronze, stainless steel (AISI 316L, AISI 304, etc.), 
Ti6Al4V, Inconel 718, etc.
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LMD processes: powder vs. wire

Characteristic Powder based LMD Wire based LMD

Material Large materials diversity
In situ combination of different alloys

Limited

Complexity Medium High

Deposition efficiency 50 to 80 %
Powder cannot be recycled

100 %

Deposition rate ≤ 5 Kg/h ≤ 5 Kg/h

Environment Harmful -
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Equipment for LMD process: robot based facilities

Laser sources: CO2, Nd:YAG, fiber, diodes

Powder and wire feeder

Laser heads: wire, powder

Nozzles: continuous, discrete, off-axis, etc.

Continuous Discrete Off-axis
Source: Fraunhofer ILT
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Equipment for LMD process: NC machines
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Equipment for LMD process: NC machines

http://www.google.es/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwiJpc7W7-DMAhVD7RQKHbkDAYgQjRwIBw&url=http://www.fabricatingandmetalworking.com/2016/02/hybrid-manufacturing-of-3d-aerospace-parts-to-finish-quality/&bvm=bv.122129774,d.d24&psig=AFQjCNGYCEr5aubJvRUB_jG6uDmX-f7t5g&ust=1463566341067329
http://www.google.es/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwiJpc7W7-DMAhVD7RQKHbkDAYgQjRwIBw&url=http://www.fabricatingandmetalworking.com/2016/02/hybrid-manufacturing-of-3d-aerospace-parts-to-finish-quality/&bvm=bv.122129774,d.d24&psig=AFQjCNGYCEr5aubJvRUB_jG6uDmX-f7t5g&ust=1463566341067329
https://www.mazakusa.com/machines/integrex-i-400am/
https://www.mazakusa.com/machines/integrex-i-400am/
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LMD Applications: Reinforcement

Protective coating against wear, corrosion and even as a thermal barrier.

https://www.youtube.com/watch?v=wTPxrlzPzkghttps://www.youtube.com/watch?v=ZcgmYOKG-7g

https://www.youtube.com/watch?v=wTPxrlzPzkg
https://www.youtube.com/watch?v=ZcgmYOKG-7g
Videos Jon/Recargue por láser_recortado.avi
Videos Jon/Recargue por láser_recortado.avi
Videos Jon/Recargue por láser_recortado.avi
Videos Jon/Recargue por láser_recortado.avi
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LMD Applications: Repair

Repair of tools, moulds, dies, gears, etc. (due to changes in the design, milling
mistakes, wear or impacts during its service life, etc.)
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LMD Applications: Repair of gas turbine blades

Source: Fraunhofer ILT
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LMD Applications: In situ gas turbine repair
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LMD Applications: repair and reinforcement

Source: Laserline
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LMD Applications: manufacturing of 3D parts

Manufacturing of prototypes, functional components, structures, etc.

Stainless steel: 1.4028

www.youtube.com/watch?v=ul68bcv44aA

https://www.youtube.com/watch?v=ul68bcv44aA
https://www.youtube.com/watch?v=ul68bcv44aA
Videos Jon/Recargue por láser_recortado.avi
Videos Jon/Recargue por láser_recortado.avi
http://www.youtube.com/watch?v=ul68bcv44aA
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LMD Applications: manufacturing of 3D parts

Ni alloy: Inconel 718

Ti alloy: Ti6Al4V

Video: https://www.youtube.com/watch?v=DtNilLyRv

Ni alloy: Inconel 718 Stainless steel

https://www.youtube.com/watch?v=TNR_0fBDgDk

file:///F:/Vane_Pack.mp4
file:///F:/Vane_Pack.mp4
https://www.youtube.com/watch?v=TNR_0fBDgDk
https://www.youtube.com/watch?v=TNR_0fBDgDk
file:///F:/Vane_Pack.mp4
https://www.youtube.com/watch?v=DtNilLyRv-I
file:///F:/Vane_Pack.mp4
file:///F:/Vane_Pack.mp4
https://www.youtube.com/watch?v=TNR_0fBDgDk
Videos Jon/Recargue por láser_recortado.avi
Videos Jon/Recargue por láser_recortado.avi
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LMD Applications: manufacturing of 3D parts

Source: GTV, Laserline
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LMD Applications: manufacturing of 3D parts

https://www.youtube.com/watch?v=TPZHOutEqb4

Source: Fraunhofer IWS

https://www.youtube.com/watch?v=TPZHOutEqb4
Videos Jon/Recargue por láser_recortado.avi
Videos Jon/Recargue por láser_recortado.avi
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New trends in LMD

Improved process stability. Process control:
Monitoring and control of the melt pool, temperature, 
working distance, etc.

To Increase productivity (> 5 kg/h):
Width of variable weld seam. Adaptive system

Addressing more complex parts:
New CAD / CAM solutions
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New trends in LMD

0,5

0,7

0,9

1,1

1,3

1,5

1,7

1,9

2,1

2,3

2,5

0 200 400 600 800 1000 1200 1400

Te
m

p
er

at
u

re
 s

ig
n

al
 (

V
)

Time (s)

Cylindrical part

Homogeneous structure

Inhomogeneous structure

0,5

1,0

1,5

2,0

2,5

3,0

3,5

4,0

0 100 200 300 400 500 600 700

Te
m

p
er

at
u

re
 s

ig
n

al
  (

V
)

Time (s)

Cone part

Homogeneous structure

Inhomogeneous structure

Homogeneous Inhomogeneous
Homogeneous Inhomogeneous



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

36

New trends in LMD

https://www.youtube.com/watch?v=d2foaRi4nxM&feature=youtu.be

https://www.youtube.com/watch?v=d2foaRi4nxM&feature=youtu.be
file:///F:/Vane_Pack.mp4
file:///F:/Vane_Pack.mp4
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Mechanical properties: fatigue resistance

Wire based LMD WAAM

(Brandl et al., 2008)

http://ac.els-cdn.com/S1875389210005134/1-s2.0-S1875389210005134-main.pdf?_tid=66e03aee-ecb7-11e4-ab2b-00000aacb35e&acdnat=1430123497_6dd54e9be241e30d488060b606336515
http://ac.els-cdn.com/S1875389210005134/1-s2.0-S1875389210005134-main.pdf?_tid=66e03aee-ecb7-11e4-ab2b-00000aacb35e&acdnat=1430123497_6dd54e9be241e30d488060b606336515
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Contact:
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This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 

Laser Metal Deposition: How to create a metallic part

Josu Leunda
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Laser Metal Deposition: How to create a metallic part

1 – How to produce basic geometries

• Single tracks

• Overlapped tracks

• 3D structures

2 – Examples 

3 – Robot programing

• Hexagonal part

4 – Visit to IK4-TEKNIKER’s Additive Manufacturing systems
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How to produce basic geometries
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Single tracks

Aspect Ratio (Width/height) : 2-5

Process parameters:

• Spot size: 1-5 mm

• Scanning speed: 0.5-1 m/min

• Powder feed rate: 5-40 g/min

• Laser Power: 0.5-5 kW
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Overlapped tracks

Overlap degree: 30-50%

Too low overlap degree: non-uniform surface

Too high overlap degree: inter-run porosity
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3D Structures

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Examples
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Examples
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Crossing trajectories: May produce over-height regions
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Robot programing (Hexagonal part)
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x

y

50 mm

20 mm

(0,0)
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Contact: Josu Leunda (josu.leunda@tekniker.es)

mailto:josu.leunda@tekniker.es
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Introduction to Big Data and IoT in Industry 4.0

Related concepts and examples

Date

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 
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Linking VET teachers and SMEs to 

move towards the factories of the

future (Industry 4.0) 
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
3

Index

• Big Data & IoT – ¿What is?

• ¿Why ‘Big Data’ and IoT today as part of Industry 4.0? 

• Examples – what is going on at IK4-Tekniker

• Ideas & conclusions
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http://www.ibm.com/developerworks/cloud/library/cl-
openstack-deployhadoop/ 

Machine learning

Analyse
Predict

Act Data Veracity (Uncertainty)

What is Big Data?

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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Where is Data coming from? – the era of Industry 4.0 (I)

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

HORIZONTAL INTEGRATION – The efficient factory



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

• Industry limits are changing… h
tt

p
s:

//
h

b
r.

o
rg

/2
0

1
4

/1
1

/h
o

w
-s

m
ar

t-
co

n
n

ec
te

d
-p

ro
d

u
ct

s-
ar

e-
tr

an
sf

o
rm

in
g-

co
m

p
et

it
io

n

Where is Data coming from? - The era of Smart connected objects
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Tekniker 2015

Where is Data coming from? – the era of Industry 4.0 (II)

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

VERTICAL INTEGRATION – Connected & intelligent production assets
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DMG Mori Seiki - 2013

• New business models – Beyond  product

• Changes in processes, culture … and need of data 
to better understand processes and business 

Where is Data coming from? - Smart connection and Services

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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Smart connected objects 
Industry 4.0
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Big Data
Variety
Veracity
Volume
Velocity

Internet of Things

In 2025 there will be 50 
billion connected thingsFo

rb
es

Where is Data coming from?  - IoT

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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• A) More data needs (Not just in industry … cities, health, maintenance,…)

• B) New technologies Supporting IoT and Big Data

• Acquisition? 

• Communication?

• Storage?

• Processing?

• IoT Platforms and ‘packaged’ solutions? 

Big Data & IoT – Why now?

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Have technologies advanced enough?
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Big Data & IoT – What are the technologies involved?

Acquisition

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Trends

Images

Videos?
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Source:Intel http://www.slideshare.net/ITatIntel/unlock-hidden-potential-through-big-data-

and-analytics

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Big Data & IoT – What are the technologies involved?

Communication and storage
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V
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ty

Inform

Analyze

Act

Descriptive

Examples

– Plant operation report

– Fault report

Current penetration across all industries (according to Gartner 2013)

Adopt by vast 
majority but 
not all data

99%

What happened?

Diagnostic

– Alarm management

– Root cause identification

Adopted by 
minorities30%

Why did it happen?

Predictive

– Power consumption 
prediction

– Fault prediction

Still few 
adopters13%

What will happen?

Prescriptive

– Operation point 
optimization

– Load balancing

Very few early 
adopters3%

What shall we do?

Big Data & IoT – What are the technologies involved?

Processing - Machine learning & predictive analytics

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Modified from Gartner (2013)
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Big Data & IoT – What are the technologies involved?

IoT platforms

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

UNIFY IoT CSA project  - Deliverable D03.01 Report on Platform IoT activities  (Rel. 9-2016)
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• A) More data needs (Not just in industry … cities, health, maintenance,…)

• B) New technologies Supporting IoT and Big Data

• Acquisition? - Ok

• Communication? - Ok

• Storage? - Ok

• Processing? – Ok 

• IoT Platforms? - Ok 

Big Data & IoT – Why now?

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Have technologies advanced enough? – YES!
Cost reduction in acquisition, 
Communication, Storage & processing

…. But just a few concerns still not solved… 
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Entonces?
a) Too many options?

b) Non-techn. 

Concerns:

Data culture?

Privacy, Ownership, 

Security?

So … still improving

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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Big Data & IoT – examples worked by Tekniker

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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• 1) OEM  Increase business strtegies through more services

(Servitization, Product Service Solutions - PSS)

• 2) Components/Tier2-3  High added value products. Facilitate

joint machinery operation and performance improvement

• 3) End users Performance improvement – Plant/Fleet

operation/maintenance improvement

• 4) Service providers From product sales to Service solutions

Big Data & IoT? Where is the business

Some examples bieng worked at Tekniker

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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• Challenge #1 – From direct sales to product/Service 
solutions (1999-2008) 

• Challenge #2 – Development of a new business model
focused at ‘renting’ (2009-2015) 

1) Big Data & IoT at OEMs

ULMA- the challenge

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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Big Data & IoT at OEMs

ULMA- the technologies (acquisition & communication)



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

ULMA HISTORICAL 
DDBB

USB/GPRS-3G/WIFI

(EMBEDDED) DATALOGGER 1

TEMP1 TEMP2 BATTERYSPEEDTEMP3 SEAT TIMEIMPACT

EMBEDDED 
SW

(EMBEDDED) DATALOGGER 2

TEMP1 TEMP2 BATTERYSPEEDTEMP3 SEAT TIMEIMPACT

EMBEDDED 
SW

USB/GPRS-3G/WIFI

(EMBEDDED) DATALOGGER x

TEMP1 TEMP2 BATTERYSPEEDTEMP3 SEAT TIMEIMPACT

EMBEDDED 
SW

USB/GPRS-3G/WIFI

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Big Data & IoT at OEMs

ULMA- the technologies (Processing – Platform)
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• Bussiness Intelligence & Analytics

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Big Data & IoT at OEMs

ULMA- The technologies (Analytics – ML & BI)
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• Product re-engineering

• Reingeniería de procesos

• Formación y RRHH

• Mecanismos financieros

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Big Data & IoT at OEMs

ULMA- the non-technological concerns
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• Risk reduction

• Efficient fleet management

•Enabler for servitization / PSS

2008

2015

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Big Data & IoT at OEMs

ULMA- the final impact
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

1) Big Data & IoT at OEMs

Robotics & automation
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

2) Big Data & IoT at Component developers / Tier2-3
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Final ideas

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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Idea #1 – Many tech. & platform alternatives – not consolidated
… take your time  - consider several options 
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Idea #2 – Excellence at ICTs is not enough   
Need to understand the business   

Platform design technology independent

(e.g Maintenance platform – Data – indicators – decisions)

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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El negocio

Datos!

Equipo

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

Idea #3 – Map Technologies – Resources - Business
Need to understand the business   

Need data!

Need a team!  Data Science
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7 It is not the strongest of the species that survives, 

nor the most intelligent that survives. 

It is the one that is the most adaptable to change.” 

—Charles Darwin

Conclusions

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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in SMEs

35

Contact: Aitor Arnaiz

Aitor.arnaiz@Tekniker.es

mailto:Aitor.arnaiz@Tekniker.es
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Introduction to FIWARE Platform

10/5/2017

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 
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Linking VET teachers and SMEs to 

move towards the factories of the

future (Industry 4.0) 
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Recap - IoT platforms

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs

UNIFY IoT CSA project  - Deliverable D03.01 Report on Platform IoT activities  (Rel. 9-2016)
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DATA STORAGE DATA ACQUISITION TRANSFORMATION / ANALYSIS DATA EXPLOITATIONDATA SOURCES

EXPLORATION/ 
MACHINE LEARNING

SCADA/BMS/EMS

Orion Contex Broker Gateway Data Handling

VISUALIZATION

Advance - IoT platforms (Jav/Open source technologies)

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to upgrade the skills of VET teachers as drivers of innovation in SMEs
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

5

FIWARE

FIWARE is a FP7-ICT Project funded by the European 
Commission - Project ID: 285248

The goal of the FI-WARE project is to advance the global 
competitiveness of the EU economy by introducing an 
innovative infrastructure for cost-effective creation and 
delivery of services, providing high QoS and security
guarantees. FI-WARE is designed to meet the demands of key 
market stakeholders across many different sectors, e.g., 
healthcare, telecommunications, and environmental services.
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

6

FIWARE 

FIWARE mission: 

“to build an open sustainable ecosystem around public, 
royalty-free and implementation-driven software platform 
standards that will ease the development of new Smart 
Applications in multiple sectors”.
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7

FIWARE ECOSYSTEM 
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

8

FIWARE FOUNDATION

The FIWARE Foundation is the legal independent body 
providing shared resources to help achieving the FIWARE 
mission by promoting, augmenting, protecting, and validating
the FIWARE technologies as well as the activities of the 
FIWARE community, empowering its members including end 
users, developers and rest of stakeholders in the entire 
ecosystem.



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

9

FIWARE Community

From the very beginning, FIWARE was built thanks to the joint 
efforts of different actors; and now, FIWARE goes a step 
further in the creation of a community to gather web 
entrepreneurs, mentors, investors, students, academia, 
industry and public sector innovators to keep progressing.
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10

FIWARE CATALOGUE 

The FIWARE Catalogue contains a rich library of components 
(Generic Enablers) with reference implementations that allow 
developers to put into effect functionalities such as the 
connection to the Internet of Things or Big Data analysis, 
making programming much easier. All of them are public, 
royalty-free and open source! 
• FIWARE Generic Enablers (GE) : Core Enablers
• FIWARE  DomainSpecific Enablers : Manufacturing

(FITMAN), Media, eHealth (FI-STAR), Energy (FINESCE), 
Agrifood (FISPACE)
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upgrade the skills of VET teachers as drivers of innovation in 

SMEs

11

FIWARE GENERIC ENABLERS 

Generic Enablers (GE) offer a number of general-purpose 
functions
1. Data/Context
2. Internet Of Things : IoT
3. Advanced Web-Based User Interface
4. Security
5. Cloud Hosting
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FIWARE IoT 
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FIWARE FITMAN 
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Contact: Ignacio Lázaro

Ignacio.lazaro@Tekniker.es

mailto:Ignacio.lazaro@Tekniker.es
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Introduction to OPC Unified Architecture

10/05/2017

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 
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Linking VET teachers and SMEs to 

move towards the factories of the

future (Industry 4.0) 
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3

Introduction to OPC Unified Architecture

The Next Generation of System Interoperability

www.opcfoundation.org

http://www.opcfoundation.org/
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4

OPC Foundation

International Industry Standard Organization 
450+ Member Companies / 100+ end-users Members
2500+ Total Companies Build OPC Products  = 15000+ Products

The vision of OPC is to be the Foundation for  secure reliable 
interoperability

For moving information vertically from the factory floor through the enterprise of 
multi-vendor systems (with stops in between…)
For moving information horizontally between devices on different industrial 
networks from different vendors
Not just data but information…….

Collaboration is key to pulling multiple “open” standards into unified open 
platform architecture….
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The plant

Plant 

Servers

Other

Computing

Devices

PLANT INFORMATION NETWORK - Ethernet

Area Servers
Plant

Network

Modules

Network

Gateway
Network

Gateway

CONTROL NETWORK 

Subnetwork Gateway

Application

Module
History

Module

Personal Computer

Network Manager

Control Stations

Archive

Replay Module

Additional

CN Modules

Fiber Optics

Network

Interface

ModuleOther Data

Hiway Boxes

Multifunction

Controller

Extended

Controller

Basic

Controller

Advanced

Multifunction

ControllerLocalProcessors

Smartine

Transmitters

PLC

Gateway

Other

Subsystems

PLC

Logic Manager
Process

Manager

Advanced

Process

Manager

Transmitters

Control Network 

Extenders

 sec

msec

1 sec

secs

min

hours
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OPC Data Access architecture

PLC

PLC

MES and/or HMI Applications

(OPC Client)

OPC Server

Proprietary Messaging

OPC Data Access
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Specification Layering

OPC UA Base Services All Necessary Services

Vendor Information Model

DA A&E HDA CMDs
OPC Information Model

Information Model Specifications IEC, ISA, OAGi, EDDL…

Clients written to just the base can still discover and access all data from 
the derived layers!
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Abstract UA Model

Specification

WSDL / SOAP

or TCP / Binary

Services Binding

Proxy /

Stubs

API
Tool or

Language

Dependent

(e.g. .NET)

Scalable Platform Independent 

Messaging Model

.NET (WCF) Version

Portable C/C++ Version

Java Version

Business Model, Adaptable to 

Platform Independent 

Messaging Models (e.g. WSDL)

Communication Layering
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UA Scalability

Mainframe

Portables

Desktop
PC

Server

Server
Cluste

r

Embedded
Systems

Controllers

Standard internet 

protocols allow cross-

platform communication

Multiple UA APIs

•C/C++

•JAVA

•Microsoft .NET
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UA Server Chaining

UA

Server

UA

Client

UA

Server

UA

Client

UA

Server

UA

Server

UA

Server

UA

Client

UA

Client

UA

Client

UA

Client

Enterprise Network

Operations Network

Plant Floor

Network

Enterprise

Semantics

Process

Semantics

Device

Semantics

“Aggregating” UA Servers 

extract and process data 

from lower level “Device” 

UA Servers.

Data is recast using 

different information 

models appropriate for the 

clients at the higher level.

“Aggregating” UA Servers 

extract and process data 

from lower level “Device” 

UA Servers.

Data is recast using 

different information 

models appropriate for the 

clients at the higher level.
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OPC Unified Architecture Base

• Open architecture
• Designed for Federation
• Information Modeling
• Complex Data
• Security
• Enterprise Integration
• Robustness / Reliability Designed & Built in….
• Companion Standards
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Discovery
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Subscription



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
14

Self Certification Testing 
Defines a test environment 
Defines a set of test cases for each profile
Runs defined tests against supported profiles

Interoperability Testing
Ad hoc profile based testing

Vendor Independent Testing
Independent Certification Test Lab

UA Certification
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• ABB

• Absynt Technologies Ltd

• Ascolab GmbH

• Beckhoff

• CAS

• Cognex

• Cyberlogic

• Helsinki University of 
Technology

• Honeywell

• OPC-F

• OSIsoft, Inc.

• Prosys PMS Ltd

• Rockwell

• SAP

• Siemens

• SISCO

• SMAR

• Softing AG

Main Companies

• Iconics

• InduSoft LLC

• Ing.-Buero Allmendinger

• Invensys/Foxboro

• Invensys/Wonderware

• Kepware

• Matrikon

• Metso Automation

• Microsoft

• Software Toolbox

• SRI International

• Tampere University of 
Technology

• Technosoftware AG

• VTT

• Wapice Ltd

• Yokogawa Electric Asia
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Collaborations
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• MTConnect standard enables manufacturing equipment to provide 

data in structured XML rather than proprietary formats

• It is a read-only standard, meaning that it only defines the extraction 

(reading) of data from devices, not the control of the device

• Internet friendly: Based on HTTP, REST and XML

• Applied only to manufacturing shop floor equipment

• Available mapping between OPC UA and MTConnect

MTConnect
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Contact: Francisco Javier Díez

francisco.diez@tekniker.es
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Cybersecurity
Why cybersecurity should be one the biggest
concerns in industry 4.0

10/05/2017

This project has been funded with support from the European Commission.
This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 
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Linking VET teachers and SMEs to 

move towards the factories of the

future (Industry 4.0) 
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CONTENTS

1. Introduction

2. Threats /risk assessment

3. Methods and techniques

4. The fog, the cloud, anything else?

5. Conclusions
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1. Introduction

Industry 4.0: Better connectivity – more facilities – but a greater risk

Billions of things connected - Technology is increasingly integrated into
our lives

Cybersecurity is the body of technologies, processes and practices
designed to protect networks, computers, programs and data from attack,
damage or unauthorised access

Standards: IEC 62443 series, ISO 27001, ISO15408

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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1. Introduction: Scenario

• Different operative systems  

• Different technologies

• Different devices

• Different users

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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2. Threats / risk assessment

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

6

Threats

Vulnerabilities

Countermeasures

Risks

Assets

using

require

reduce

to

Malware

Which threats?

Which risks?

Read critical data Modify critical data 

Malfunction of the device Sustitution of the device 

The usual conclusions:

- Risks are too big and many to protect them all.

- It is impossible to know the 100% vulnerabilities 

of your system. 

Attack vectors

Virus Trojans

Worms Spyware

Phishing Pharming

Email attachmentsFake software
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2. Threats / risk assessment

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Threats

Vulnerabilities

Countermeasures

Risks

Assets

using

require

reduce

to

User-access management

Which countermeasures?

Which should I do for the amount I can afford?

Secure communications

Encryption

Software releases

Risk analysis

Choose among the available 

methods or techniques
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3.Methods and techniques of security 

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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SECURITY TECHNOLOGIES PROVIDE AUTHENTICITY, INTEGRITY, AND 

CONFIDENTIALITY

Secure Socket Layer/Transport Layer security (SSL/TLS) provides communication security between 

the transport layers through a secure tunnel of two hosts.

Available implementations:

GnuTLS OpenSSL MbedTLS MatrixSSL

Integrity of the data

• Hash algorithms: MD4, MD5, SHA    

• Make a password unreadable. 

• Guarantee that a file has not been changed through a transmission or illegal access.

Communications

• Symmetric-key algorithms – DES, 3DES, BLOWFISH, AES

• Asymmetric-key algorithms – RSA, DSA, Diffie-Hellman
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3.Methods and techniques of security 

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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User-access management

• Never save the password in plain text

• Never transmit any password without encryption 

• Limit the unsuccessful login attempts

• Enforce change the password regularly

• Enforce a certain level of security of password. 

• (8-10 characters, lowercase, uppercase, numbers, etc)

• Limit the time of the connection

• Limit the concurrent sessions by one user

Confidentiality of the data

• Protect the data saved into the device 

• Encryption algorithms: Triple DES, RSA, BLOWFISH (DES), TWOFISH, AES



©
 I

K
4

-T
E

K
N

IK
E

R
 2

0
1

7

4. The fog, the cloud, anything else?

• Focus on embedded devices
• Size restriction  

• Real-time responses

• Power restrictions

• Cost

• Be aware of the vulnerabilities,
risks and threats of your system
and choose the best technology
that fits your needs and
constraints.

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

11

Sensors

Actuators

IoT devices
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6. Conclusions

• Cybersecurity must be thought as a protective mechanism, but also,
as a basic requirement in order for business to continue.

• Cybersecurity as a continuing process, not a reachable goal. 

• Be continuously conscious and aware of the potential backdoors or
weaknesses of your system.

• I bet you don’t leave you door open at your house, do you? ☺

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Contact: Maite Gonzalez
maite.gonzalez@tekniker.es

Thank you for your attention
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IoT Platforms / Data Analytics

SAM PLATFORM

2017-05-10

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future 
(Industry 4.0) 
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SAM PLATFORM

SAM PLATFORM
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Agenda

• Internet of Things

• IoT Architectures

• SAM Architecture
• Acquisition

• Real-time analytics

• Machine learning

• Batch processing

• Time series

• Business Intelligence

• Atten2 Use case
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Internet of Things (IoT)
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Why IoT now?

✓Availability of wireless and mobile technologies

✓Bandwidth and processing power continue to increase

✓The cost of sensors has dropped

✓Price of computing is falling

✓Cloud-based processing and storage for data analytics

1782
Power generation

Mechanical automation

1st

Drivers

Quality of life
Engineering Sciences

steam engine

GB 1913

Industrialization

2nd

Mobility

conveyor belt

US

1954

Electronic 
Automation

3rd

µelectronics

Computer, NC,PLC

US/EU
2015

Smart
Automation

4thICT

Cyber Physical Systems

EU
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Why IoT now?

• TESS – R&D Project 1990 –

• What is the difference in Technologies ?

• Cost reduction – acquisition, communication, 
storage

BREU-0111

h
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Source:Intel http://www.slideshare.net/ITatIntel/unlock-hidden-potential-through-

big-data-and-analytics

Microsoft and Facebook to build subsea cable across 

Atlantic
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Why IoT now?
• TESS – R&D Project 1990 –

• What is the difference in Technologies ?

• Cost reduction – acquisition, communication, 
storage

• Available information

BREU-0111

Trends

Images

Videos?
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Why IoT now?
• TESS – R&D Project 1990 –

• What is the difference in Technologies ?

• Cost reduction – acquisition, 
communication, storage

• Available information

• Big Data (Infrastructures, processing, 
analytics/reasoning, visualization…)

BREU-0111
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IoT Challenges

• Variety of devices

• Variety of protocols

• No real standards

• Huge amounts of data

• Device provisioning and monitoring

• Security

Value Adding
Applications
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https://flow.polar.com/
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Why Cloud Computing?

• Scale as you need

• Pay as you go

• Automatic software 
updates

• Storage capacity
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Cloud Services Models

Managed by cloud provider Managed by you
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Problems
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Solutions
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IoT Architectures

• Lambda architecture

• Kappa architecture
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Lambda Architecture

QUERYNEW DATA

REAL-TIME LAYER

PROCESSING JOB

BATCH LAYER

PROCESSING JOB

REAL-TIME VIEW

BATCH VIEW

SERVING LAYER
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Lambda Architecture

• Current state = Batch View + Speed View

• Historical information is periodically reprocessed by a batch 
processing job to generate a “batch view” in the database.

• A real-time processing job runs in parallel against incoming events to 
update a “speed view” in the database, which is an incremental 
overlay of the batch layer.
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Kappa Architecture

QUERYNEW DATA

SPEED LAYER

PROCESSING JOB N

PROCESSING JOB N+1

REAL-TIME VIEW N

REAL-TIME VIEW N+1

SERVING LAYER



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

Kappa Architecture

• Simplification of lambda architecture

• Only if logic of the problem can be expressed in a streaming 
algorithm.

• When output data needs to be regenerated (e.g. when an algorithm 
has to be changed) then all the historical raw data has to be 
processed again in parallel in a new processing job (n+1), into a new 
real-time view (n+1).

• When finished, discard the former processing job and real-time view
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Other IoT Architecture Options

• IoT-A

• Zeta architecture

• Mu architecture
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SAM
SMART ASSET MANAGEMENT

Smart Asset Management

Strategies

Analytics: CBM + Data management

Support Technologies

S
T
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A

T
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T
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S

TECHNOLOGIES

FIELD OF 

APPLICATION
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SUPPORT 
TECHNOLOGIES

• Cloud + Big Data: Plataforma SAM

• Data Acquisition Systems: 

• National Instruments, CAS

• Comercial Systems

• Condition Base Maintenance Modules

• Sensors I
N

D
U

S
T

R
Y

 
4

.
0S
T

R
A

T
E

G
IE

S

A
N

A
L
Y

T
IC

S

TECHNOLOGIES

FIELD OF 

APPLICATION



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

SAM Platform - Objectives

Scalability

Flexibility

Extensibility



SAM PLATFORM

SUPPORT TECHNOLOGIES

SAM PLATFORM
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HEALTH MODELING

DATA ORIGIN, 

ACQUISITION AND 

MANIPULATION EVOLUTION

AUTOMATIC 

LEARNING

ADVANCED INFORMATION 

PROCESSING

BUSINESS 

INTELLIGENCE

MACHINE LEARNING 
TOOLS

CONTINUOUS 

LOAD

CMMS

OPERATION 

LOGS

COMPANY DATA

LABORATORY

&

CM REPORTS

ERP

SCADA

CM DATA

USE 
CASE

DATA 
EDITION

DATA 
LOADING

MACHINE LEARNING 

SIGNAL FEATURE EXTRACTION, 

ANOMALY DETECTION, DIAGNOSTICS 

KPI, HMI

SUPPORT TECHNOLOGIES
SAM PLATFORM
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MONITORING
&

DECISION 
MAKING

DEVELOPMENT

SCHEDULED
TASKS

SERVICE BUS

CRM

CORPORATE DATA

OTHER REPOSITORIES

CORPORATE KPIs

NEW KPIs
& AGGREGATES
DEVELOPMENT

ADVANZED 
INFORMATION PROCESSING

SELF-SERVICE
BUSINESS 

INTELLIGENCE

BUSINESS 
INTELLIGENCE
DASHBOARDS

TIMES SERIES
ALERTS / WARNINGS

PREDICTIONS

MONITORING
DASHBOARDS

MACHINE 
LEARNING

DEVELOPMENT
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COMPLEX
EVENT
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MACHINE
LEARNING

DISTRIBUTED
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PROCESS
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PASIVE DATASOURCES
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DEVICE

SERVER

DB
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ACTIVE DATASOURCES

SENSOR

DEVICE

SERVER
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✓OPERATOR

✓BUSINESS USER
✓ ENGINEERING

✓ADVANCED USER
✓ I+D USER

✓ I+D USER

DATA STORAGE DATA ACQUISITION DATA PROCESSING DATA EXPLOITATIONDATA SOURCES
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SAM Platform - Architecture
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SAM Platform – Architecture – Data 
Exploitation
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Data Sources

• Sensor and device information and/or condition data

• Equipment Operation Data
• Speed, Torque, Comparable processes…

• Event Information of operation and maintenance
• Understand failure modes of equipment

• Time and frequency analysis:

• Statistics

• Descriptive (kurtosis, rms, skewness, percentiles)

• Dispersion (media, mediana, moda muestral) & localization (deviation, variance) measures

• Fundamental frequencies, harmonics, sidebands,..

• Empirical Mode Decomposition (EMD)

• Data cleaning / validation

• Signal de-noising

• Filtering /smoothing

• Envelope anlaysis

• Wavelets

• Segmentation

• FFT / TSA  / Windowing

Feature
extraction

Data 
processing
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Service Bus – Cloud Messaging Transport Protocols

SCHEDULED
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DATA ACQUISITION

SERVICE BUS

SCHEDULED
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CLOUD
GATEWAY

SERVICE BUS
DEVICE 3

OPC SERVER
OPC UA SERVER

DEVICE 2

DEVICE 1
HTTP/ AMQP/MQTT

PROTOCOL X

PROTOCOL Y

PROTOCOL Y

FIELD CLOUD
AZURE EVENT HUB AZURE IOT HUB

OPC
OPC UA

PUBLISHER

OPC

OPC UA

HTTP/ AMQP/MQTT

HTTP/ AMQP/MQTT

HTTP/ AMQP/MQTT

HTTP/ AMQP/MQTT

http://www.google.es/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwil9Pmm4JHPAhVFXRQKHUxUBVkQjRwIBw&url=http://blog.sysfore.com/the-a-z-of-microsoft-azure-services/&psig=AFQjCNG0csR9Tc5WGAemxBzaPEYdsCmZ9A&ust=1474041947456712
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Complex Event Processing – Azure Stream Analytics - Logical View

EVENT PROCESSING

JOB 1
RAW DATA

JOB 2
AGGREGATES

JOB 3
ALARMS

JOB 4
MACHINE LEARNING

STORAGE

NOTIFICATION
SYSTEM

MACHINE 
LEARNING ✓ Algorithms

✓ Time series
✓ BI
✓ Analytics

✓ Alarms
✓ Notifications

COMPLEX
EVENT

PROCESSING

MACHINE
LEARNING

DISTRIBUTED
BATCH

PROCESS

DATA PROCESSING

RULES

✓ Transform
✓ Enrich
✓ Correlate

AZURE
STREAM 

ANALYTICS

EVENT DATA

JSON
FORMAT
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Complex Event Processing - Windowing

COMPLEX
EVENT

PROCESSING

MACHINE
LEARNING

DISTRIBUTED
BATCH

PROCESS

DATA PROCESSING

TUMBLING WINDOWS

➢ Repeating, non-overlapping windows of time.  
➢ Example: Calculate the count of sensor readings per 

device every 10 seconds

SLIDING WINDOWS

➢ A forward moving window. Every time something happens
(i.e. when an event enters or exists), you get data of what
happened in the last “X” seconds.

➢ Example: Generate an output event if the temperature is
above 75 for a total of 5 seconds

HOPPING WINDOWS

➢ Move forward in time by a fixed period, but they can 
overlap with one another

➢ Example: Every 5 seconds calculate the count of sensor 
readings and the average temperature over the last 10 
seconds



• Bayes’ nets

• Naive Bayes

• Instance-based classifiers (k-NN)

• Support Vector Machines

• Artificial Neural Networks

• Data cleaning / validation

• Signal de-noising

• Filtering /smoothing

• Envelope anlaysis

• Wavelets

• Segmentation

• FFT / TSA  / Windowing

• Time and frequency analysis:

• Statistics

• Descriptive (kurtosis, rms, skewness, percentiles)

• Dispersion (media, mediana, moda muestral) & localization (deviation, variance) measures

• Fundamental frequencies, harmonics, sidebands,..

• Empirical Mode Decomposition (EMD)

• Feature ranking (filters: entropy, gain of information..)

• Feature classification (wrappers)

• PCA 

• Fisher criterion

Assessment / 
Prediction

• Regression

• Self- Organizing maps

• Multilayer perceptron

• Decision trees and  list

Supervised & Unsupervised Learning

Feature
Selection

Feature
extraction

Data 
processing

DISCOVERING KNOWLEDGE FROM DATA: PROCESS & TECHNOLOGIES



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

Microsoft R Platform
• Problems of R: 

• No parallelism
• Dataset has to be smaller than memory of equipment.

• Only works with 1 CPU

• Microsoft R Open

• Open Source distribution by Microsoft of R.

• Better performance
• Dataset has to be smaller than memory of equipment.

• Works with 2 CPU

• Microsoft R Client

• Built on Microsoft R Open

• Version of R Server that can be used in desktop
• Works with 2 CPUs 

• Microsoft R Server
• versión servidora de RClient.

• Can work with Big Data

• Works with N CPUs
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Distributed Batch Process –Hadoop

COMPLEX
EVENT

PROCESSING

MACHINE
LEARNING

DISTRIBUTED
BATCH

PROCESS

DATA PROCESSING

DATA NODES (SLAVES)

NODE & JOB TRACKER
(MASTER)

CLUSTER HADOOP
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Business Intelligence & Analytics - Storage & User Interface

DATA NODES (SLAVES)

NODE & JOB TRACKER
(MASTER)

EVENT DATA

ORC
FORMAT

CLUSTER HADOOP - HIVE

POWER 
BI

ODBC
CLIENT

DATA 
WAREHOUSE

QLIKVIEW

HQL QUERIES (ODBC) 

DATA STORAGE 

FILE REPOSITORY

DATA 
WAREHOUSE

TIME SERIES
DATABASE

RELATIONAL
DATABASE

ENGINEERING

BUSINESS

VIRTUAL
TABLES

EXCEL

SQL
QUERIESETL
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Time Series Monitoring – Storage & User Interface

DATA NODES (SLAVES)

NODE & JOB TRACKER
(MASTER)

CLUSTER HADOOP - HBASE

QUERIES

DATA STORAGE 

FILE REPOSITORY

DATA 
WAREHOUSE

TIME SERIES
DATABASE

RELATIONAL
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CUSTOM UI

OPERATOR

EVENT DATA

ORC
FORMAT
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Time series

• A collection of data points in time order

• A data point (or “metric”) generally contains:
• Value

• Timestamp

• Metadata
• Quality

• Type

• Etc.
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Time Series - Solutions

Document NoSQL
Databases

Azure 
DocumentDB

Time Series
Databases

(…) (…)
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Why Time Series Databases?

• Aggregation

• Interpolation

• Downsampling

• Drilldown

• Windowing
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Time Series Monitoring – User Inferface Tools
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Business Intelligence – User Interface Tools

(MICROSOFT) POWER BI
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Self Business Intelligence – Tools
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Machine Learning Development - Technologies

R STUDIO WEKA

RAPID MINER MACHINE LEARNING
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SAM Platform – Deployment – Tenancy
Options

➢Single-tenant

➢Multi-tenant

PLATFORM 1

COMPANY 1

PLATFORM 2

COMPANY 2

PLATFORM 1

COMPANY 2

COMPANY 1

COMPANY N
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SAM Platform – Other Deployment Scenarios
• On-premise implementation of architecture is possible

➢ Find equivalent on-premise software for cloud PaaS services

• Hybrid scenarios
➢ e.g. processing on cloud, storage on-premise

CLOUD
SERVICES

HYBRID
DEPLOYMENT

ON-PREMISE 
SERVICES
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WEB PORTAL (ASP.NET MVC)

ATTEN2 SENSORS

REPORTING
(SQL SERVER  REPORTING SERVICES)

TAREA PROGRAMADA 
(LECTURA DE

ARCHIVOS
.DAT y .JPG)

DATABASE

FILE SERVER

FILE LOADING

WINDOS APPLICATION
(FILE UPLOADING)

FTP

SAM Platform - Atten2/Samca Use Case
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SAM Platform - Atten2/Samca Use Case
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http://atten2.tekniker.es/
http://104.40.214.37:3000/
https://powerbi.microsoft.com/es-es/
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•In 20 years,  47 % jobs will be
automated by machines or
software

Carl Frey and Michael Osborne, Oxford University 2013
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Forbes

By 2020 250K vehicles will be connected to the 
internet

Google’s self-driving cars average about 10,000
autonomous miles per week

Global wearable device market has grown 223 %
in 2015

Google and Samsung are investing in home 
devices

Having a connected kitchen could save the food & 
beverage industry as much as 15 % annualy

According to some estimates the Internet of 
Things will add $10-15 trillion to global GDP in 
the next 20 years In 2025 there will be 50 billion connected 

things
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• 87 % of manufacturers surveyed haven not yet taken advantage on
IoT

• Among 13 % who did
• 82 % reported increased efficiencies

• 49 % experienced fewer product defects

• 45 % commanded higher customer satisfaction

American Society for Quality 2013
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• The IoT will lead to a 25 % reduction in asset maintenance costs and 
35 % reduction in downtime

U.S Department of Energy
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• PdM
• Can reduce the Cost of planned repairs by 12%, 

• Cut maintenance costs by almost 30% and 

• Reduce unscheduled downtime by 70%.

• World Economic Forum and Accenture
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• It is not the strongest of the species that 

survives, nor the most intelligent that 

survives. It is the one that is the most 

adaptable to change.” —Charles Darwin
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation 

in SMEs

65

Contact:
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INTRODUCTION TO DATA ANALYTICS 

 

10 May 2017 

 

 

This project has been funded with support from the European Commission. 

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

  

Linking VET teachers and SMEs to move towards the factories of the future 
(Industry 4.0)  
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Linking VET teachers and SMEs to 

move towards the factories of the 

future (Industry 4.0)  
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs 
3 

WHAT IS ADVANCED ANALYTICS? 

SECTORS  

(MANUFACTURING, AEROSPACE, 

MACHINE-TOOL, HEALTHCARE..) 

DATA VISUALISATION & 

USER Interaction 

(value, visualization) 

ADVANCED DATA ANALYTICS 

Descriptive, Predictive, Prescriptive 

(value, veracity) 

DATA PROCESSING 

(volume,  velocity) 

DATA MANAGEMENT 

Collection, preparation, curation, linking, access 

structured, semi-structured, non-structured 

(variability, variety, volume-storage) 

INFRASTRUCTURE, COMMUNICATION, 

STORAGE, RESOURCES… 

P
R

IV
A

C
Y

 P
R

O
T

E
C

T
IO

N
, 

A
N

O
N

Y
M

IS
A

T
IO

N
, 

S
E

C
U

R
IT

Y
 

S
T
A

N
D

A
R

D
S

 

 

ADVANCED DATA ANALYTICS represents a collection of 

sophisticated techniques and tools used to model data. It 

provide additional value in all sectors in which they are 

applied, leading to more efficient and accurate process. 

 

Some of the techniques are:  

 Text Mining 

 Data Mining 

 Statistical analysis 

 Machine learning 

 Event and Pattern matching 

 Forecasting 

 Semantic Analysis 

 Sentiment Analysis 

 Improved models and Simulation 

 Deep learning and cluster analysis 

 etc.. 
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs 
4 

https://youtu.be/HPfezIOluko 

With Advanced analytics capabilities, you can understand 

what happened, what will happen and what should happen. 

There are four types of techniques: 

 

Techniques and tools of aggregation and data mining for a 

DESCRIPTIVE analysis ("what is happening?")- it aims to 

understand an underlying phenomenon or process. 

 

Statistical and predictive models to perform a PREDICTIVE 

analysis ("what could happen in the future (short / medium / 

long term)?")- it studies the hidden relationship between 

factors and outcomes and then forecasts or estimates an 

unknown value or event. 

 

Optimization and simulation algorithms to perform a 

PRESCRIPTIVE analysis ("what should I do?")- it prioritizes 

the decision options based on a key performance index. 
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs 
5 

PREDICTIVE MODELLING 
 

Predictive modeling is the task of building a concept model that expresses the 

target variable as a function of the explanatory variables. That is, it is the process of 

training the parameters of the model using a data mining algorithm to fit a set of 

instances of the concept as well as possible. The instances that are used to build the 

model are consequently called the training set. The goal of predictive modeling is to 

minimize the difference between the predicted and real values.  

 

A model representation consists of a set of parameters (attributes, operators and 

constants) arranged in some kind of structure 

 

How well a model fits a specific training set is defined as the difference or the error 

between the predicted values and the real value y and it is calculated for the training 

set by the use of an error metric. When the training error is sufficiently small, the 

training stops and the model can be used to make predictions for unseen novel data. 

Normally some of the training instances are set aside prior to training, thus creating 

a test set which is used to evaluate how good the model will perform on novel data. 
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs 
6 

ANALYTICAL TECHNIQUES (A BRIEF SUMMARY) 

REGRESSION It is a statistical process for estimating the relationships among variables. It includes many 

techniques for modeling and analyzing several variables, when the focus is on the 

relationship between a dependent variable and one or more independent variables (or 

'predictors') 

Linear regression 

Logistic regression 

PLS regression 

DECISION TREES A decision tree is a flowchart-like structure in which each internal node represents a "test" on 

an attribute, each branch represents the outcome of the test, and each leaf node represents 

a class label (decision taken after computing all attributes). The paths from root to leaf 

represent classification rules. 

C4.5 algorithm 

ID3 algorithms 

NAIVE BAYES  They are a family of simple probabilistic classifiers based on applying Bayes' theorem with 

strong (naive) independence assumptions between the features. 

Naive Bayes 

Bayesian Network 

 

CLUSTERING 

It is the task of grouping a set of objects in such a way that objects in the same group (called 

a cluster) are more similar (in some sense or another) to each other than to those in other 

groups (clusters). 

K-means 

KStart 

ARTIFICIAL NEURAL NETWORKS It  is based on a large collection of connected simple units called artificial neurons, loosely 

analogous to axons in a biological brain. Connections between neurons carry an activation 

signal of varying strength. If the combined incoming signals are strong enough, the neuron 

becomes activated and the signal travels to other neurons connected to it. Such systems can 

be trained from examples, rather than explicitly programmed, and excel in areas where the 

solution or feature detection is difficult to express in a traditional computer program.  

MultilayerPerceptron 

Self-organizing maps 

https://en.wikipedia.org/wiki/Dependent_variable
https://en.wikipedia.org/wiki/Independent_variable
https://en.wikipedia.org/wiki/Flowchart
https://en.wikipedia.org/wiki/Probabilistic_classifier
https://en.wikipedia.org/wiki/Bayes'_theorem
https://en.wikipedia.org/wiki/Statistical_independence
https://en.wikipedia.org/wiki/Artificial_neuron
https://en.wikipedia.org/wiki/Axon
https://en.wikipedia.org/wiki/Brain
https://en.wikipedia.org/wiki/Feature_detection_(computer_vision)
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs 
7 

EVOLUTIONARY 

ALGORITHMS 

It is a subset of evolutionary computation, a generic population-

based metaheuristic optimization algorithm. An EA uses mechanisms inspired by biological 

evolution, such as reproduction, mutation, recombination, and selection. Candidate solutions to 

the optimization problem play the role of individuals in a population, and the fitness 

function determines the quality of the solutions. 

Genetic algorithm 

Swarm algorithms 

RULE EXTRACTION It is one family of inductive learning that include several covering algorithms. This family is used to 

build a predictive model based on given observation. It works based on the concept of separate-

and-conquer to directly induce rules from a given training set and build its knowledge repository. 

JRip 

Ridor 

SUPPORT VECTOR 

MACHINES 

It analyzes data used for classification and regression analysis. Given a set of training examples, each 

marked as belonging to one or the other of two categories, an SVM training algorithm builds a 

model that assigns new examples to one category or the other, making it a non-

probabilistic binary linear classifier. An SVM model is a representation of the examples as points in 

space, mapped so that the examples of the separate categories are divided by a clear gap that is as 

wide as possible. New examples are then mapped into that same space and predicted to belong to a 

category based on which side of the gap they fall. 

LibSVM 

TIME SERIES It encomprises methods for analyzing time series data in order to extract meaningful statistics and 

other characteristics of the data. Time series forecasting is the use of a model to predict future 

values based on previously observed values. While regression analysis is often employed in such a 

way as to test theories that the current values of one or more independent time series affect the 

current value of another time series, this type of analysis of time series is not called "time series 

analysis", which focuses on comparing values of a single time series or multiple dependent time 

series at different points in time 

Auto regressive (AR) models 

Moving average (MA) models 

ARMA models 

Autoregressive integrated moving 

average (ARIMA) models 

 

https://en.wikipedia.org/wiki/Subset
https://en.wikipedia.org/wiki/Evolutionary_computation
https://en.wikipedia.org/wiki/Metaheuristic
https://en.wikipedia.org/wiki/Optimization_(mathematics)
https://en.wikipedia.org/wiki/Algorithm
https://en.wikipedia.org/wiki/Biological_evolution
https://en.wikipedia.org/wiki/Biological_evolution
https://en.wikipedia.org/wiki/Reproduction
https://en.wikipedia.org/wiki/Mutation
https://en.wikipedia.org/wiki/Genetic_recombination
https://en.wikipedia.org/wiki/Natural_selection
https://en.wikipedia.org/wiki/Candidate_solution
https://en.wikipedia.org/wiki/Optimization_problem
https://en.wikipedia.org/wiki/Fitness_function
https://en.wikipedia.org/wiki/Fitness_function
https://en.wikipedia.org/wiki/Statistical_classification
https://en.wikipedia.org/wiki/Regression_analysis
https://en.wikipedia.org/wiki/Probabilistic_classification
https://en.wikipedia.org/wiki/Binary_classifier
https://en.wikipedia.org/wiki/Linear_classifier
https://en.wikipedia.org/wiki/Model_(abstract)
https://en.wikipedia.org/wiki/Regression_analysis
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Contact: susana.ferreiro@tekniker.es 
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A CASE STUDY- Zero Defects manufacturing 

Burr detection in the drilling process 
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INTRODUCTION 

 One of the biggest problems in the aeronautics is the appearance of burr that exceeds the 

permitted height limits. 

  

 Where and why does the burr appear? 

 In airframe structures and components where the joints are made by riveting. 

  

 Why are they harmful?  

 Because they can cause mechanical stress in critical areas and contact surfaces which 

deform under pressure, affecting the strength of the parts and causing structural 

damage. 

 

http://www.expansion.com/accesible/2012/01/20/empresasauto-industria/1327076953.html (Spanish) 

 

http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html (English) 

 

 

 

 

http://www.expansion.com/accesible/2012/01/20/empresasauto-industria/1327076953.html
http://www.expansion.com/accesible/2012/01/20/empresasauto-industria/1327076953.html
http://www.expansion.com/accesible/2012/01/20/empresasauto-industria/1327076953.html
http://www.expansion.com/accesible/2012/01/20/empresasauto-industria/1327076953.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
http://www.telegraph.co.uk/finance/newsbysector/industry/engineering/9088801/Airbus-A380-superjumbo-hit-by-another-fault.html
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1. Placement of the structure to secure the work piece (tooling) 

 

2. Assembly of the work piece in the structure 

 

Drilling 

Remove the workpiece 

Visual inspection 

Deburring 

5. Riveting 

 

6. Final assembly (integration) of the part in the airplane 

 

Drilling 

Monitoring system and 

automatic burr  removal 

(i.e. robot arm) 

 

* Increase the cost 

 

* Reduce the production 

 

* Reduce the quality of the process 

 

 

 

THE PROCESS 

3. 
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 To monitor the appearance of burr during the drilling process, from the internal signals of the machine 
in order to: 

 

 control the process by selecting the right working conditions, ensuring that the tools do not 
wear too much and the burr size does not exceed the allowed limit.  

 study the behaviour of the burr under different working conditions, by means of burr behaviour 
simulation and modelling. 

 

• “…  We will never find the rules that establish certain aspects of the process by studying the 
data set manually..” and “…  We will not be able to discover hidden knowledge in the data set 
without the aid of computer data analysis and the different approaches that data mining 
provides us” 

 

POTENTIAL SOLUCION 
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DATA ACQUISITION 

 Sensitivity of signals 

 Characteristics of the process: 

 Aluminium Al7075-T6 

 Machining centre CNC 3 exes 

 High velocity, in dry 

 Maximum velocity: 24000 rpm 

 Forward speed: 120 m/min 

 Aceleration 2g (g= 9.8m/seg2) 

 Nominal power: 27kW  

 Nominal torque: 16.9 Nm. 
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Description Variable Origin Type Values 

Drill bit BRO Configuration Discrete SR; HARD 

Velocity VC Configuration Continuous 

Length in entry TRM Configuration Discrete 8; 15; 20;35 

Advance 1 AV1 Configuration Continuous 

Advance 2 AV2 Configuration Continuous 

Length in exit REC Configuration Discrete 20;35 

Thickness ESP Configuration Discrete 12;25 

Minimum MIN Sensor Continuous 

Maximum MAX Sensor Continuous 

Angle ANG Sensor Continuous 

Height ALT Sensor Continuous 

Width ANC Sensor Continuous Mitutoyo (SV-2000N2) 

Measurements: 0º, 90º, 120º, 180º, 240º, 270º 

FEATURE EXTRACTION AND PRE-SELECTION: 
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BRO VC TRM AV1 AV2 REC ESP MIN MAX ANG ALT ANC BURR 

SR 150 35 0.3 0.3 35 25 0.11 0.31 -42.3 2.09 10.44 yes 

SR 200 35 0.4 0.4 35 25 0.21 0.24 -55.7 2.23 17.04 yes 

HARD 150 8 0.3 0.5 20 12 0.07 2.08 43.3 4.93 8.82 no 

HARD 250 35 0.2 0.2 35 12 0.69 0.3 31.3 3.78 14.32 yes 

… 

SR 200 20 0.3 0.3 20 12 0.21 -0.84 22.5 3.69 10.77 no 

FINAL DATA SET (12 parameters) 

BURR = ‘no’    height < 127 µm 

BURR = ‘yes’   height≥ 127 µm 

 

Limits imposed by aeronautics. 
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ANY CONCLUSION? 
 

(exchange experience after data analysis) 
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Contact: 

susana.ferreiro@tekniker.es 
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WEKA SOFTWARE 

 Waikato Environment for Knowledge Analysis 

 

 Collection of state-of-the-art machine learning algorithms and data processing tools 

implemented in Java (distributed under the GNU Public License) 

 

 Support for the whole process of experimental data mining 

 Preparation of input data 

 Statistical evaluation of learning schemes 

 Visualization of input data and the result of learning 

 

 Used for education, research and applications 

 

 Complements “Data Mining” by Witten & Frank  
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MAIN FEATURES 

 49 data preprocessing tools 

 

 76 classification/regression algorithms 

 

 15 clustering algorithms 

 

 15 attribute/subset evaluators + 10 search algorithms for feature selection 

 

 3 algorithms for finding association rules 

 

 3 graphical user interfaces 

 “The Explorer” (exploratory data analysis) 

 “The Experimenter” (experimental environment) 

 “The KnowledgeFlow” (new process model inspired interface) 
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EXPLORER: pre-processing the data 

 Data can be imported from a file in various formats: ARFF, CSV, C4.5, binary 

 

 Data can also be read from a URL or from an SQL database (using JDBC) 

 

 Pre-processing tools in WEKA are called “filters” 

 

 WEKA contains filters for: 

 Discretization, normalization, resampling, attribute selection, transforming and 

combining attributes, … 
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1. Run Weka 

 

2. Select ‘Explorer’ 

 

3. Open file..  

 

4. Select ‘.csv’ format 

 

5.  Open ‘experiments.csv’ file 

1. 

2. 

3. 
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1. Select ‘REB’, the class varibale 

 

2. Select ‘yes’ label 

 

3. Click ‘Visualize All’ 
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49 data preprocessing tools 

 

 

 

1. Select ‘Choose’ 

 

2. Select ‘filters’ folder 

 

3. Select ‘unsupervised’  

 

4. Select ‘attribute’ folder 

 

5. Select ‘Discretize’ method 
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1. Right-click on ‘Discretize’ method  

 

2. Change the property 

‘useEqualFrequency’ to True 

 

3. Click ‘OK’ 
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1. ‘Apply’  the discretization of 

data 
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Take notice of ANC, ALT and TRM 

variables 
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EXPLORER: building “classifiers” 

 Classifiers in WEKA are models for predicting nominal or numeric quantities 

 

 Implemented learning schemes include ‘Classification’ and ‘Regression’ methods:  

 decision trees and lists, instance-based classifiers, support vector machines, multi-

layer perceptrons, logistic regression, Bayes’ nets, … 

 

 “Meta”-classifiers include: 

 bagging, boosting, stacking, locally weighted learning, …  
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76 classification & regression 

algorithms 

 

 

1. Select ‘Classify’ tab 

 

1. Select ‘Choose’ 

 

2. Select ‘classifiers’ folder 

 

3. Select ‘trees’ folder 

 

4. Select ‘J48’ algorithm 
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1. Right-click on ‘J48’ algorithms 

to view the properties 

 

2. Click ‘OK’ and close the window 

 

3. Select ‘Cross-validation’ option 

to establish training and testing 

datasets. 

 

4. Click ‘Start’ button 
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Main screen shows: 

 

- The set of rules which define 

the tree 

- The percentage of estimated 

success rate obtained by J48 

- Confusion Matrix to interpret 

the error of the algorithm 
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1. Right-click on ‘trees.J48’ 

 

2. Select ‘Visualize tree’ 
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1. Select ‘Preprocess’ tab again 

 

2. Click ‘Undo’ button to undo the 

discretization of variables 

 

3. Repeat the analysis and run J48 

classifier. 

 

 

Now, J48 increases the estimated 

success rate when using  numerical 

variables  it works better with 

numerical values. 
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1. Right-click on ‘trees.J48’ 

 

2. Select ‘Visualize classifier errors’ 
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EXPLORER: data visualization 

 Visualization very useful in practice: e.g. helps to determine difficulty of the learning 

problem 

 

 WEKA can visualize single attributes (1-d) and pairs of attributes (2-d) 

 

 Color-coded class values 

 

 “Jitter” option to deal with nominal attributes (and to detect “hidden” data points) 

 

 “Zoom-in” function 
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1. Select ‘Visualize’ tab 
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1. Click the relationship between 

variables that you want to 

observe 

 

As an option you can zoom in part of 

the image as rectangle, polygon, .. to 

improve the visualization. 
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EXPLORER: Clustering data 

  WEKA contains “clusterers” for finding groups of similar instances in a dataset 

 

 Implemented schemes are: 

 k-Means, EM, Cobweb, HierarchicalCluserer, FarthestFirst, .. 

 

 Clusters can be visualized and compared to “true” clusters (if given) 

 

 Evaluation based on loglikelihood if clustering scheme produces a probability distribution 
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1. Select ‘Cluster’ tab  

 

2. Select ‘Choose’ 

 

3. Select ‘clusterers’ folder 

 

4. Select ‘SimpleKMeans’ 

algorithm 

 

5. Select Classes to clusters 

evaluation 

 

6. Click ‘Store clusters for 

visualization’ option 

 

7. Click ‘Start’ button 
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1. Right-click on ‘SimpleKMeans’ 

 

2. Select ‘Visualize cluster 

assignments’ 
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EXPLORER: attribute selection 

 Panel that can be used to investigate which (subsets of) attributes are the most 
predictive ones 

 

 Attribute selection methods contain two parts: 

 A search method: best-first, forward selection, random, exhaustive, genetic 
algorithm, ranking 

 An evaluation method: correlation-based, wrapper, information gain, chi-
squared, … 

 

 Very flexible: WEKA allows (almost) arbitrary combinations of these two 
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1. Select ‘CfsSubsetEval’ as the 

Attribute Evaluator 

 

2. Select ‘ExhaustiveSearch’ as 

Search Method 

 

3. Click ‘Use full train set’ 

 

4. Click ‘Start’ button 
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1. Select ‘InfoGainAttributeEval’ as 

the Attribute Evaluator 

 

2. Select ‘Ranker’ as Search 

Method 

 

3. Click ‘Use full train set’ 

 

4. Click ‘Start’ button 
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 Try again J48 algorithm with the two datasets from attribute selection task 

 Exhaustive Search + CfsSubsetEval  VC, TRM, MIN, ALT, ANC 

 Infogain + ranker  (i.e. top five) ANC, VC, ALT, MIN, AV1 

 

DO THE RESULTS IMPROVE? 
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EXPLORER: finding associations 

 WEKA contains an implementation of the Apriori algorithm for learning association rules 

 Works only with discrete data 

 

 Can identify statistical dependencies between groups of attributes: 

 milk, butter  bread, eggs (with confidence 0.9 and support 2000) 

 

 A-priori can compute all rules that have a given minimum support and exceed a given 

confidence 
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1. Select ‘Associate’ tab again 

 

2. Click ‘Choose’ button and select 

‘Apriori algorithm 

 

3. Click ‘Start’ button 
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PERFORMING EXPERIMENTS 

 Experimenter makes it easy to compare the performance of different learning schemes 

 

 For classification and regression problems 

 

 Results can be written into file or database 

 

 Evaluation options: cross-validation, learning curve, hold-out 

 

 Can also iterate over different parameter settings 

 

 Significance-testing built in! 
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THE KNOWLEDGE FLOW GUI 

 New graphical user interface for WEKA 

 

 Java-Beans-based interface for setting up and running machine learning experiments 

 

 Data sources, classifiers, etc. are beans and can be connected graphically 

 

 Data “flows” through components: e.g., 

     “data source” -> “filter” -> “classifier” -> “evaluator” 

 

 Layouts can be saved and loaded again later 
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Contact: 

susana.ferreiro@tekniker.es 
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OBJECTIVES 

Prediction of the Total Based Number (TBN) in order to 

determine the status of the oil and its replacement. 

CONTRIBUTION AND TECHNOLOGIES 

• Development of algorithms to predict the variation of TBN 

parameter of oil from spectroscopy data (Machine Learning 

versus Chemometrics analysis). 

• Data Mining approach: 

• Data acquisition and transformation (transmittance and 

absorbance). 

• Feature extraction and selection to reduce the 

dimensionality of the dataset (from 848 to 23 variables 

without  the loss of accuracy). 

• Machine learning algorithms to validate experts’ 

knowledge and to obtain a new model with a 76% of 

estimated success rate for the detection of TBN 

parameter. 
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OBJECTIVES 

CONTRIBUTION AND TECHNOLOGIES 

Research, development and validation of new aircraft 

lubrication systems to reduce fuel and oil consumption. 

• On-line control of the lubricant and operation test rig: 

• to monitor the content of additives in oil, in particular anti-

oxidants which prevent the formation of coal deposits in 

the pipes, 

• to detect and quantify particles and bubbles, which allows 

to prevent abnormal wear within the engine mechanics, 

identify anomalies in operation (specially cavitation). 

• Image processing and analysis algorithms.  

• Data-driven modelling for the state detection and diagnosis: 

• Chemometrics (multivariate analysis). 

• Trend projection algorithms and statistics methods (i.e. 

PLS). 

SENSOR VIS-NIR 

ELUBSYS (FP7-

TRANSPORT) 

ENGINE LUBRICATION SYSTEM TECHNOLOGIES 

SENSOR OPD 
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OBJECTIVES 

Health Monitoring system design for an aeronautical electro-

mechanical actuator. 
HEALTH ACTUATORS 

HEALTH MONITORING IN ACTUATORS 

CONTRIBUTION AND TECHNOLOGIES 

• State of the art of Health Monitoring in actuators. 

• Reliability (FTA, FMECA) and cost-benefit analysis 

regarding the use of HM and potential cost-benefit. 

• Tribological testing and evaluation, friction and wear 

simulation, monitoring and diagnosis focused on bearings: 

• Test rig: FALEX. 

• Friction and wear evaluation (pitting, polishing, scuffing..) 

• Signal and data processing: time and frequency domain. 

• Algorithms development, based on: 

• Thresholds. 

• Classification techniques (machine learning). 
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OBJECTIVES 

Development and validation of a common set of standardized, 

modular and scalable EMA resources for all actuators and all 

types of aircrafts. 

ACTUATION 2015  

(FP7-Transport) 

MODULAR ELECTRO MECHANICAL ACTUATORS FOR ACARE 

2020 AIRCRAFT AND HELICOPTERS 

time in revolution 

nominal case 
function 

fault case 
function  

p
ar

am
et

er
 

va
lu

e 
 

CONTRIBUTION AND TECHNOLOGIES 

• Multi-physics modelling and simulation. 

• Sensors (Hall effect, temperature, position, ..) 

• Reliability analysis. 

• Tool for uncertainty evaluation (probabilistic model, 

Bayesian Network) 

• Health Monitoring system for mechanical components: 

• Test rig and tribology testing equipment. 

• Design of experiments. 

• Signal and data processing: time and frequency 

domain, wavelets.. 

• Fault detection and prediction algorithms based on 

data-driven approach: polishing wear, pitting or scuffing 

(gears and bearings). 
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OBJECTIVES 

Increase the operational efficiency of UAVs SINTONIA (National CENIT-E) 

UNMANNED SYSTEMS TECHNOLOGIES ORIENTED TO ZERO 

ENVIRONMENTAL IMPACT 

CONTRIBUTION AND TECHNOLOGIES 

• Health Monitoring in EMAs (landing gear) 

• Modelling and simulation of the behaviour of the system: 

• Normal state: no fault 

• Severity levels for some faults: friction / backlash / motor 

degradation / external forces. 

• Data processing and signal analysis (current, velocity, 

position..). 

• Algorithms for early fault detection based on data-driven 

approach: Data mining and machine learning technologies. 

• Integration and evaluation of the HM on the test bench 

system. 

 

• MEMS: actuation system for control flow: conceptual design 

and simulation of the device; and analysis of the viability for 

manufacturing device 
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Lands Next Flight 

Delay 

Maintenance Opportunity 

Hangar 

Today’s Aircraft 

Next Generation 

Future IVHM 
(Prognostics) 

Delay 

Maintenance Opportunity 

OBJECTIVES 

Reduction in COST by improving aircraft operability (more 

availability and punctuality). Innovative solution for future 

management scenarios: scope + integration + prognostics 

 

TATEM (FP6 - AEROSPACE) 

TECHNOLOGIES AND TECHNIQUES FOR NEW MAINTENANCE 

CONCEPTS 
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OBJECTIVES 

Reduction in COST by improving aircraft operability (more 

availability and punctuality). Innovative solution for future 

management scenarios: scope + integration + prognostics 

 

• Health Monitoring  & Health Management system 

development. 

• Diagnostics and Prognostics algorithms for brake wear 

degradation and avionics failures by means of: 

•  Physics based models. 

•  Data-driven. 

•  Statistical models. 

• Maintenance standards- integration of algorithms within a 

IVHM platform (OSA-CBM standard) 

 

 

TATEM (FP6 - 

AEROSPACE) 

TECHNOLOGIES AND TECHNIQUES FOR NEW MAINTENANCE 

CONCEPTS 

Aircraft Operational Plan 

FRA 

LHT MAD 

MUC 

MXP 

velocity 
A/C 

weight 

Brake 
use 

wear 

Runway 
length 

Flight 
distance 

Runway 
condition 

weather 

CONTRIBUTION AND TECHNOLOGIES 
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Operating 
conditions: 
- Wind speed 
- Wind direction 
- Pitch angle 
- Yaw position 
- Load 

OBJECTIVES 

Development of a Condition Monitoring system for wind 

turbines. 

CONTRIBUTION AND TECHNOLOGIES 

• Temperatures monitoring from SCADA 

• Correlation analysis between temperatures and other 

(SCADA) parameters. 

• Curve fitting and multi-variable analysis. 

• Variability and uncertainty analysis among wind turbines 

and/or group of them. 

• Prediction based on data-driven techniques. 

• Clustering: 

• to establish groups of the most similar turbines based on 

their operating parameters (pitch, yaw, wind, power..) and 

clustering analysis (k-Means, SOM..) 

ETORGAI 
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Groups of wind turbines 

with similar 

performance 

 

3. ANOMALY PREDICTION 

AND DETECTION 
2. Temperature MODELLING 

1. CLUSTERING based on 

wind turbine performance 

 

 

 

Temperature modelling and prediction based on 

SCADA dataset, under normal operating conditions. 

 Generator: winding and bearings temperature 

  Multiplier: oil and bearing temperature 

Wind farm anomaly detection based on those 

temperatures related to the failure, in example: 

 Generator: winding and bearings temperature monitoring 

  Multiplier: oil and bearing temperature monitoring 

 

 

 

 

Too high % of deviation on the winding 

temperature regarding (the farm, the 

model). Dangerous for the Generator 

performance. 
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Foreword
Jim Gray, Series Editor

Microsoft Research

Technology now allows us to capture and store vast quantities of data. Finding
patterns, trends, and anomalies in these datasets, and summarizing them 
with simple quantitative models, is one of the grand challenges of the infor-
mation age—turning data into information and turning information into
knowledge.

There has been stunning progress in data mining and machine learning. The
synthesis of statistics, machine learning, information theory, and computing has
created a solid science, with a firm mathematical base, and with very powerful
tools. Witten and Frank present much of this progress in this book and in the
companion implementation of the key algorithms. As such, this is a milestone
in the synthesis of data mining, data analysis, information theory, and machine
learning. If you have not been following this field for the last decade, this is a
great way to catch up on this exciting progress. If you have, then Witten and
Frank’s presentation and the companion open-source workbench, called Weka,
will be a useful addition to your toolkit.

They present the basic theory of automatically extracting models from data,
and then validating those models. The book does an excellent job of explaining
the various models (decision trees, association rules, linear models, clustering,
Bayes nets, neural nets) and how to apply them in practice. With this basis, they
then walk through the steps and pitfalls of various approaches. They describe
how to safely scrub datasets, how to build models, and how to evaluate a model’s
predictive quality. Most of the book is tutorial, but Part II broadly describes how
commercial systems work and gives a tour of the publicly available data mining
workbench that the authors provide through a website. This Weka workbench
has a graphical user interface that leads you through data mining tasks and has
excellent data visualization tools that help understand the models. It is a great
companion to the text and a useful and popular tool in its own right.

v
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This book presents this new discipline in a very accessible form: as a text 
both to train the next generation of practitioners and researchers and to inform
lifelong learners like myself. Witten and Frank have a passion for simple and
elegant solutions. They approach each topic with this mindset, grounding all
concepts in concrete examples, and urging the reader to consider the simple
techniques first, and then progress to the more sophisticated ones if the simple
ones prove inadequate.

If you are interested in databases, and have not been following the machine
learning field, this book is a great way to catch up on this exciting progress. If
you have data that you want to analyze and understand, this book and the asso-
ciated Weka toolkit are an excellent way to start.

v i FOREWORD
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Preface

The convergence of computing and communication has produced a society that
feeds on information. Yet most of the information is in its raw form: data. If
data is characterized as recorded facts, then information is the set of patterns,
or expectations, that underlie the data. There is a huge amount of information
locked up in databases—information that is potentially important but has not
yet been discovered or articulated. Our mission is to bring it forth.

Data mining is the extraction of implicit, previously unknown, and poten-
tially useful information from data. The idea is to build computer programs that
sift through databases automatically, seeking regularities or patterns. Strong pat-
terns, if found, will likely generalize to make accurate predictions on future data.
Of course, there will be problems. Many patterns will be banal and uninterest-
ing. Others will be spurious, contingent on accidental coincidences in the par-
ticular dataset used. In addition real data is imperfect: Some parts will be
garbled, and some will be missing. Anything discovered will be inexact: There
will be exceptions to every rule and cases not covered by any rule. Algorithms
need to be robust enough to cope with imperfect data and to extract regulari-
ties that are inexact but useful.

Machine learning provides the technical basis of data mining. It is used to
extract information from the raw data in databases—information that is
expressed in a comprehensible form and can be used for a variety of purposes.
The process is one of abstraction: taking the data, warts and all, and inferring
whatever structure underlies it. This book is about the tools and techniques of
machine learning used in practical data mining for finding, and describing,
structural patterns in data.

As with any burgeoning new technology that enjoys intense commercial
attention, the use of data mining is surrounded by a great deal of hype in the
technical—and sometimes the popular—press. Exaggerated reports appear of
the secrets that can be uncovered by setting learning algorithms loose on oceans
of data. But there is no magic in machine learning, no hidden power, no
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alchemy. Instead, there is an identifiable body of simple and practical techniques
that can often extract useful information from raw data. This book describes
these techniques and shows how they work.

We interpret machine learning as the acquisition of structural descriptions
from examples. The kind of descriptions found can be used for prediction,
explanation, and understanding. Some data mining applications focus on pre-
diction: forecasting what will happen in new situations from data that describe
what happened in the past, often by guessing the classification of new examples.
But we are equally—perhaps more—interested in applications in which the
result of “learning” is an actual description of a structure that can be used to
classify examples. This structural description supports explanation, under-
standing, and prediction. In our experience, insights gained by the applications’
users are of most interest in the majority of practical data mining applications;
indeed, this is one of machine learning’s major advantages over classical statis-
tical modeling.

The book explains a variety of machine learning methods. Some are peda-
gogically motivated: simple schemes designed to explain clearly how the basic
ideas work. Others are practical: real systems used in applications today. Many
are contemporary and have been developed only in the last few years.

A comprehensive software resource, written in the Java language, has been
created to illustrate the ideas in the book. Called the Waikato Environment for
Knowledge Analysis, or Weka1 for short, it is available as source code on the
World Wide Web at http://www.cs.waikato.ac.nz/ml/weka. It is a full, industrial-
strength implementation of essentially all the techniques covered in this book.
It includes illustrative code and working implementations of machine learning
methods. It offers clean, spare implementations of the simplest techniques,
designed to aid understanding of the mechanisms involved. It also provides a
workbench that includes full, working, state-of-the-art implementations of
many popular learning schemes that can be used for practical data mining or
for research. Finally, it contains a framework, in the form of a Java class library,
that supports applications that use embedded machine learning and even the
implementation of new learning schemes.

The objective of this book is to introduce the tools and techniques for
machine learning that are used in data mining. After reading it, you will under-
stand what these techniques are and appreciate their strengths and applicabil-
ity. If you wish to experiment with your own data, you will be able to do this
easily with the Weka software.

x x i v PREFACE

1 Found only on the islands of New Zealand, the weka (pronounced to rhyme with Mecca)
is a flightless bird with an inquisitive nature.
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The book spans the gulf between the intensely practical approach taken by
trade books that provide case studies on data mining and the more theoretical,
principle-driven exposition found in current textbooks on machine learning.
(A brief description of these books appears in the Further reading section at the
end of Chapter 1.) This gulf is rather wide. To apply machine learning tech-
niques productively, you need to understand something about how they work;
this is not a technology that you can apply blindly and expect to get good results.
Different problems yield to different techniques, but it is rarely obvious which
techniques are suitable for a given situation: you need to know something about
the range of possible solutions. We cover an extremely wide range of techniques.
We can do this because, unlike many trade books, this volume does not promote
any particular commercial software or approach. We include a large number of
examples, but they use illustrative datasets that are small enough to allow you
to follow what is going on. Real datasets are far too large to show this (and in
any case are usually company confidential). Our datasets are chosen not to 
illustrate actual large-scale practical problems but to help you understand what
the different techniques do, how they work, and what their range of application
is.

The book is aimed at the technically aware general reader interested in the
principles and ideas underlying the current practice of data mining. It will 
also be of interest to information professionals who need to become acquainted
with this new technology and to all those who wish to gain a detailed technical
understanding of what machine learning involves. It is written for an eclectic
audience of information systems practitioners, programmers, consultants,
developers, information technology managers, specification writers, patent
examiners, and curious laypeople—as well as students and professors—who
need an easy-to-read book with lots of illustrations that describes what the
major machine learning techniques are, what they do, how they are used, and
how they work. It is practically oriented, with a strong “how to” flavor, and
includes algorithms, code, and implementations. All those involved in practical
data mining will benefit directly from the techniques described. The book is
aimed at people who want to cut through to the reality that underlies the hype
about machine learning and who seek a practical, nonacademic, unpretentious
approach. We have avoided requiring any specific theoretical or mathematical
knowledge except in some sections marked by a light gray bar in the margin.
These contain optional material, often for the more technical or theoretically
inclined reader, and may be skipped without loss of continuity.

The book is organized in layers that make the ideas accessible to readers who
are interested in grasping the basics and to those who would like more depth of
treatment, along with full details on the techniques covered. We believe that con-
sumers of machine learning need to have some idea of how the algorithms they
use work. It is often observed that data models are only as good as the person
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who interprets them, and that person needs to know something about how the
models are produced to appreciate the strengths, and limitations, of the tech-
nology. However, it is not necessary for all data model users to have a deep
understanding of the finer details of the algorithms.

We address this situation by describing machine learning methods at succes-
sive levels of detail. You will learn the basic ideas, the topmost level, by reading
the first three chapters. Chapter 1 describes, through examples, what machine
learning is and where it can be used; it also provides actual practical applica-
tions. Chapters 2 and 3 cover the kinds of input and output—or knowledge 
representation—involved. Different kinds of output dictate different styles 
of algorithm, and at the next level Chapter 4 describes the basic methods of
machine learning, simplified to make them easy to comprehend. Here the prin-
ciples involved are conveyed in a variety of algorithms without getting into 
intricate details or tricky implementation issues. To make progress in the appli-
cation of machine learning techniques to particular data mining problems, it is
essential to be able to measure how well you are doing. Chapter 5, which can be
read out of sequence, equips you to evaluate the results obtained from machine
learning, addressing the sometimes complex issues involved in performance
evaluation.

At the lowest and most detailed level, Chapter 6 exposes in naked detail the
nitty-gritty issues of implementing a spectrum of machine learning algorithms,
including the complexities necessary for them to work well in practice. Although
many readers may want to ignore this detailed information, it is at this level that
the full, working, tested implementations of machine learning schemes in Weka
are written. Chapter 7 describes practical topics involved with engineering the
input to machine learning—for example, selecting and discretizing attributes—
and covers several more advanced techniques for refining and combining the
output from different learning techniques. The final chapter of Part I looks to
the future.

The book describes most methods used in practical machine learning.
However, it does not cover reinforcement learning, because it is rarely applied
in practical data mining; genetic algorithm approaches, because these are just
an optimization technique; or relational learning and inductive logic program-
ming, because they are rarely used in mainstream data mining applications.

The data mining system that illustrates the ideas in the book is described in
Part II to clearly separate conceptual material from the practical aspects of how
to use it. You can skip to Part II directly from Chapter 4 if you are in a hurry to
analyze your data and don’t want to be bothered with the technical details.

Java has been chosen for the implementations of machine learning tech-
niques that accompany this book because, as an object-oriented programming
language, it allows a uniform interface to learning schemes and methods for pre-
and postprocessing. We have chosen Java instead of C++, Smalltalk, or other
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object-oriented languages because programs written in Java can be run on
almost any computer without having to be recompiled, having to undergo com-
plicated installation procedures, or—worst of all—having to change the code.
A Java program is compiled into byte-code that can be executed on any com-
puter equipped with an appropriate interpreter. This interpreter is called the
Java virtual machine. Java virtual machines—and, for that matter, Java compil-
ers—are freely available for all important platforms.

Like all widely used programming languages, Java has received its share of
criticism. Although this is not the place to elaborate on such issues, in several
cases the critics are clearly right. However, of all currently available program-
ming languages that are widely supported, standardized, and extensively docu-
mented, Java seems to be the best choice for the purpose of this book. Its main
disadvantage is speed of execution—or lack of it. Executing a Java program is
several times slower than running a corresponding program written in C lan-
guage because the virtual machine has to translate the byte-code into machine
code before it can be executed. In our experience the difference is a factor of
three to five if the virtual machine uses a just-in-time compiler. Instead of trans-
lating each byte-code individually, a just-in-time compiler translates whole
chunks of byte-code into machine code, thereby achieving significant speedup.
However, if this is still to slow for your application, there are compilers that
translate Java programs directly into machine code, bypassing the byte-code
step. This code cannot be executed on other platforms, thereby sacrificing one
of Java’s most important advantages.

Updated and revised content
We finished writing the first edition of this book in 1999 and now, in April 2005,
are just polishing this second edition. The areas of data mining and machine
learning have matured in the intervening years. Although the core of material
in this edition remains the same, we have made the most of our opportunity to
update it to reflect the changes that have taken place over 5 years. There have
been errors to fix, errors that we had accumulated in our publicly available errata
file. Surprisingly few were found, and we hope there are even fewer in this
second edition. (The errata for the second edition may be found through the
book’s home page at http://www.cs.waikato.ac.nz/ml/weka/book.html.) We have
thoroughly edited the material and brought it up to date, and we practically
doubled the number of references. The most enjoyable part has been adding
new material. Here are the highlights.

Bowing to popular demand, we have added comprehensive information on
neural networks: the perceptron and closely related Winnow algorithm in
Section 4.6 and the multilayer perceptron and backpropagation algorithm 
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in Section 6.3. We have included more recent material on implementing 
nonlinear decision boundaries using both the kernel perceptron and radial basis
function networks. There is a new section on Bayesian networks, again in
response to readers’ requests, with a description of how to learn classifiers based
on these networks and how to implement them efficiently using all-dimensions
trees.

The Weka machine learning workbench that accompanies the book, a widely
used and popular feature of the first edition, has acquired a radical new look in
the form of an interactive interface—or rather, three separate interactive inter-
faces—that make it far easier to use. The primary one is the Explorer, which
gives access to all of Weka’s facilities using menu selection and form filling. The
others are the Knowledge Flow interface, which allows you to design configu-
rations for streamed data processing, and the Experimenter, with which you set
up automated experiments that run selected machine learning algorithms with
different parameter settings on a corpus of datasets, collect performance statis-
tics, and perform significance tests on the results. These interfaces lower the bar
for becoming a practicing data miner, and we include a full description of how
to use them. However, the book continues to stand alone, independent of Weka,
and to underline this we have moved all material on the workbench into a sep-
arate Part II at the end of the book.

In addition to becoming far easier to use, Weka has grown over the last 5
years and matured enormously in its data mining capabilities. It now includes
an unparalleled range of machine learning algorithms and related techniques.
The growth has been partly stimulated by recent developments in the field and
partly led by Weka users and driven by demand. This puts us in a position in
which we know a great deal about what actual users of data mining want, and
we have capitalized on this experience when deciding what to include in this
new edition.

The earlier chapters, containing more general and foundational material,
have suffered relatively little change. We have added more examples of fielded
applications to Chapter 1, a new subsection on sparse data and a little on string
attributes and date attributes to Chapter 2, and a description of interactive deci-
sion tree construction, a useful and revealing technique to help you grapple with
your data using manually built decision trees, to Chapter 3.

In addition to introducing linear decision boundaries for classification, the
infrastructure for neural networks, Chapter 4 includes new material on multi-
nomial Bayes models for document classification and on logistic regression. The
last 5 years have seen great interest in data mining for text, and this is reflected
in our introduction to string attributes in Chapter 2, multinomial Bayes for doc-
ument classification in Chapter 4, and text transformations in Chapter 7.
Chapter 4 includes a great deal of new material on efficient data structures for
searching the instance space: kD-trees and the recently invented ball trees. These
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are used to find nearest neighbors efficiently and to accelerate distance-based
clustering.

Chapter 5 describes the principles of statistical evaluation of machine learn-
ing, which have not changed. The main addition, apart from a note on the Kappa
statistic for measuring the success of a predictor, is a more detailed treatment
of cost-sensitive learning. We describe how to use a classifier, built without
taking costs into consideration, to make predictions that are sensitive to cost;
alternatively, we explain how to take costs into account during the training
process to build a cost-sensitive model. We also cover the popular new tech-
nique of cost curves.

There are several additions to Chapter 6, apart from the previously men-
tioned material on neural networks and Bayesian network classifiers. More
details—gory details—are given of the heuristics used in the successful RIPPER
rule learner. We describe how to use model trees to generate rules for numeric
prediction. We show how to apply locally weighted regression to classification
problems. Finally, we describe the X-means clustering algorithm, which is a big
improvement on traditional k-means.

Chapter 7 on engineering the input and output has changed most, because
this is where recent developments in practical machine learning have been con-
centrated. We describe new attribute selection schemes such as race search and
the use of support vector machines and new methods for combining models
such as additive regression, additive logistic regression, logistic model trees, and
option trees. We give a full account of LogitBoost (which was mentioned in the
first edition but not described). There is a new section on useful transforma-
tions, including principal components analysis and transformations for text
mining and time series. We also cover recent developments in using unlabeled
data to improve classification, including the co-training and co-EM methods.

The final chapter of Part I on new directions and different perspectives has
been reworked to keep up with the times and now includes contemporary chal-
lenges such as adversarial learning and ubiquitous data mining.
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Human in vitro fertilization involves collecting several eggs from a woman’s
ovaries, which, after fertilization with partner or donor sperm, produce several
embryos. Some of these are selected and transferred to the woman’s uterus. The
problem is to select the “best” embryos to use—the ones that are most likely to
survive. Selection is based on around 60 recorded features of the embryos—
characterizing their morphology, oocyte, follicle, and the sperm sample. The
number of features is sufficiently large that it is difficult for an embryologist to
assess them all simultaneously and correlate historical data with the crucial
outcome of whether that embryo did or did not result in a live child. In a
research project in England, machine learning is being investigated as a tech-
nique for making the selection, using as training data historical records of
embryos and their outcome.

Every year, dairy farmers in New Zealand have to make a tough business deci-
sion: which cows to retain in their herd and which to sell off to an abattoir. Typi-
cally, one-fifth of the cows in a dairy herd are culled each year near the end of
the milking season as feed reserves dwindle. Each cow’s breeding and milk pro-
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duction history influences this decision. Other factors include age (a cow is
nearing the end of its productive life at 8 years), health problems, history of dif-
ficult calving, undesirable temperament traits (kicking or jumping fences), and
not being in calf for the following season. About 700 attributes for each of
several million cows have been recorded over the years. Machine learning is
being investigated as a way of ascertaining what factors are taken into account
by successful farmers—not to automate the decision but to propagate their skills
and experience to others.

Life and death. From Europe to the antipodes. Family and business. Machine
learning is a burgeoning new technology for mining knowledge from data, a
technology that a lot of people are starting to take seriously.

1.1 Data mining and machine learning
We are overwhelmed with data. The amount of data in the world, in our lives,
seems to go on and on increasing—and there’s no end in sight. Omnipresent
personal computers make it too easy to save things that previously we would
have trashed. Inexpensive multigigabyte disks make it too easy to postpone deci-
sions about what to do with all this stuff—we simply buy another disk and keep
it all. Ubiquitous electronics record our decisions, our choices in the super-
market, our financial habits, our comings and goings. We swipe our way through
the world, every swipe a record in a database. The World Wide Web overwhelms
us with information; meanwhile, every choice we make is recorded. And all these
are just personal choices: they have countless counterparts in the world of com-
merce and industry. We would all testify to the growing gap between the gener-
ation of data and our understanding of it. As the volume of data increases,
inexorably, the proportion of it that people understand decreases, alarmingly.
Lying hidden in all this data is information, potentially useful information, that
is rarely made explicit or taken advantage of.

This book is about looking for patterns in data. There is nothing new about
this. People have been seeking patterns in data since human life began. Hunters
seek patterns in animal migration behavior, farmers seek patterns in crop
growth, politicians seek patterns in voter opinion, and lovers seek patterns in
their partners’ responses. A scientist’s job (like a baby’s) is to make sense of data,
to discover the patterns that govern how the physical world works and encap-
sulate them in theories that can be used for predicting what will happen in new
situations. The entrepreneur’s job is to identify opportunities, that is, patterns
in behavior that can be turned into a profitable business, and exploit them.

In data mining, the data is stored electronically and the search is automated—
or at least augmented—by computer. Even this is not particularly new. Econo-
mists, statisticians, forecasters, and communication engineers have long worked
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with the idea that patterns in data can be sought automatically, identified,
validated, and used for prediction. What is new is the staggering increase in
opportunities for finding patterns in data. The unbridled growth of databases
in recent years, databases on such everyday activities as customer choices, brings
data mining to the forefront of new business technologies. It has been estimated
that the amount of data stored in the world’s databases doubles every 20
months, and although it would surely be difficult to justify this figure in any
quantitative sense, we can all relate to the pace of growth qualitatively. As the
flood of data swells and machines that can undertake the searching become
commonplace, the opportunities for data mining increase. As the world grows
in complexity, overwhelming us with the data it generates, data mining becomes
our only hope for elucidating the patterns that underlie it. Intelligently analyzed
data is a valuable resource. It can lead to new insights and, in commercial set-
tings, to competitive advantages.

Data mining is about solving problems by analyzing data already present in
databases. Suppose, to take a well-worn example, the problem is fickle customer
loyalty in a highly competitive marketplace. A database of customer choices,
along with customer profiles, holds the key to this problem. Patterns of
behavior of former customers can be analyzed to identify distinguishing charac-
teristics of those likely to switch products and those likely to remain loyal. Once
such characteristics are found, they can be put to work to identify present cus-
tomers who are likely to jump ship. This group can be targeted for special treat-
ment, treatment too costly to apply to the customer base as a whole. More
positively, the same techniques can be used to identify customers who might be
attracted to another service the enterprise provides, one they are not presently
enjoying, to target them for special offers that promote this service. In today’s
highly competitive, customer-centered, service-oriented economy, data is the
raw material that fuels business growth—if only it can be mined.

Data mining is defined as the process of discovering patterns in data. The
process must be automatic or (more usually) semiautomatic. The patterns 
discovered must be meaningful in that they lead to some advantage, usually 
an economic advantage. The data is invariably present in substantial 
quantities.

How are the patterns expressed? Useful patterns allow us to make nontrivial
predictions on new data. There are two extremes for the expression of a pattern:
as a black box whose innards are effectively incomprehensible and as a trans-
parent box whose construction reveals the structure of the pattern. Both, we are
assuming, make good predictions. The difference is whether or not the patterns
that are mined are represented in terms of a structure that can be examined,
reasoned about, and used to inform future decisions. Such patterns we call struc-
tural because they capture the decision structure in an explicit way. In other
words, they help to explain something about the data.

1.1 DATA MINING AND MACHINE LEARNING 5
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Now, finally, we can say what this book is about. It is about techniques for
finding and describing structural patterns in data. Most of the techniques that
we cover have developed within a field known as machine learning. But first let
us look at what structural patterns are.

Describing structural patterns
What is meant by structural patterns? How do you describe them? And what
form does the input take? We will answer these questions by way of illustration
rather than by attempting formal, and ultimately sterile, definitions. There will
be plenty of examples later in this chapter, but let’s examine one right now to
get a feeling for what we’re talking about.

Look at the contact lens data in Table 1.1. This gives the conditions under
which an optician might want to prescribe soft contact lenses, hard contact
lenses, or no contact lenses at all; we will say more about what the individual
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Table 1.1 The contact lens data.

Spectacle Tear production Recommended
Age prescription Astigmatism rate lenses

young myope no reduced none
young myope no normal soft
young myope yes reduced none
young myope yes normal hard
young hypermetrope no reduced none
young hypermetrope no normal soft
young hypermetrope yes reduced none
young hypermetrope yes normal hard
pre-presbyopic myope no reduced none
pre-presbyopic myope no normal soft
pre-presbyopic myope yes reduced none
pre-presbyopic myope yes normal hard
pre-presbyopic hypermetrope no reduced none
pre-presbyopic hypermetrope no normal soft
pre-presbyopic hypermetrope yes reduced none
pre-presbyopic hypermetrope yes normal none
presbyopic myope no reduced none
presbyopic myope no normal none
presbyopic myope yes reduced none
presbyopic myope yes normal hard
presbyopic hypermetrope no reduced none
presbyopic hypermetrope no normal soft
presbyopic hypermetrope yes reduced none
presbyopic hypermetrope yes normal none
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features mean later. Each line of the table is one of the examples. Part of a struc-
tural description of this information might be as follows:

If tear production rate = reduced then recommendation = none

Otherwise, if age = young and astigmatic = no 

then recommendation = soft

Structural descriptions need not necessarily be couched as rules such as these.
Decision trees, which specify the sequences of decisions that need to be made
and the resulting recommendation, are another popular means of expression.

This example is a very simplistic one. First, all combinations of possible
values are represented in the table. There are 24 rows, representing three possi-
ble values of age and two values each for spectacle prescription, astigmatism,
and tear production rate (3 ¥ 2 ¥ 2 ¥ 2 = 24). The rules do not really general-
ize from the data; they merely summarize it. In most learning situations, the set
of examples given as input is far from complete, and part of the job is to gen-
eralize to other, new examples. You can imagine omitting some of the rows in
the table for which tear production rate is reduced and still coming up with the
rule

If tear production rate = reduced then recommendation = none

which would generalize to the missing rows and fill them in correctly. Second,
values are specified for all the features in all the examples. Real-life datasets
invariably contain examples in which the values of some features, for some
reason or other, are unknown—for example, measurements were not taken or
were lost. Third, the preceding rules classify the examples correctly, whereas
often, because of errors or noise in the data, misclassifications occur even on the
data that is used to train the classifier.

Machine learning
Now that we have some idea about the inputs and outputs, let’s turn to machine
learning. What is learning, anyway? What is machine learning? These are philo-
sophic questions, and we will not be much concerned with philosophy in this
book; our emphasis is firmly on the practical. However, it is worth spending a
few moments at the outset on fundamental issues, just to see how tricky they
are, before rolling up our sleeves and looking at machine learning in practice.
Our dictionary defines “to learn” as follows:

To get knowledge of by study, experience, or being taught;
To become aware by information or from observation;
To commit to memory;
To be informed of, ascertain;
To receive instruction.

1.1 DATA MINING AND MACHINE LEARNING 7
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These meanings have some shortcomings when it comes to talking about com-
puters. For the first two, it is virtually impossible to test whether learning has
been achieved or not. How do you know whether a machine has got knowledge
of something? You probably can’t just ask it questions; even if you could, you
wouldn’t be testing its ability to learn but would be testing its ability to answer
questions. How do you know whether it has become aware of something? The
whole question of whether computers can be aware, or conscious, is a burning
philosophic issue. As for the last three meanings, although we can see what they
denote in human terms, merely “committing to memory” and “receiving
instruction” seem to fall far short of what we might mean by machine learning.
They are too passive, and we know that computers find these tasks trivial.
Instead, we are interested in improvements in performance, or at least in the
potential for performance, in new situations. You can “commit something to
memory” or “be informed of something” by rote learning without being able to
apply the new knowledge to new situations. You can receive instruction without
benefiting from it at all.

Earlier we defined data mining operationally as the process of discovering
patterns, automatically or semiautomatically, in large quantities of data—and
the patterns must be useful. An operational definition can be formulated in the
same way for learning:

Things learn when they change their behavior in a way that makes them
perform better in the future.

This ties learning to performance rather than knowledge. You can test learning
by observing the behavior and comparing it with past behavior. This is a much
more objective kind of definition and appears to be far more satisfactory.

But there’s still a problem. Learning is a rather slippery concept. Lots of things
change their behavior in ways that make them perform better in the future, yet
we wouldn’t want to say that they have actually learned. A good example is a
comfortable slipper. Has it learned the shape of your foot? It has certainly
changed its behavior to make it perform better as a slipper! Yet we would hardly
want to call this learning. In everyday language, we often use the word “train-
ing” to denote a mindless kind of learning. We train animals and even plants,
although it would be stretching the word a bit to talk of training objects such
as slippers that are not in any sense alive. But learning is different. Learning
implies thinking. Learning implies purpose. Something that learns has to do so
intentionally. That is why we wouldn’t say that a vine has learned to grow round
a trellis in a vineyard—we’d say it has been trained. Learning without purpose
is merely training. Or, more to the point, in learning the purpose is the learner’s,
whereas in training it is the teacher’s.

Thus on closer examination the second definition of learning, in operational,
performance-oriented terms, has its own problems when it comes to talking about
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computers. To decide whether something has actually learned, you need to see
whether it intended to or whether there was any purpose involved. That makes
the concept moot when applied to machines because whether artifacts can behave
purposefully is unclear. Philosophic discussions of what is really meant by “learn-
ing,” like discussions of what is really meant by “intention” or “purpose,” are
fraught with difficulty. Even courts of law find intention hard to grapple with.

Data mining
Fortunately, the kind of learning techniques explained in this book do not
present these conceptual problems—they are called machine learning without
really presupposing any particular philosophic stance about what learning actu-
ally is. Data mining is a practical topic and involves learning in a practical, not
a theoretical, sense. We are interested in techniques for finding and describing
structural patterns in data as a tool for helping to explain that data and make
predictions from it. The data will take the form of a set of examples—examples
of customers who have switched loyalties, for instance, or situations in which
certain kinds of contact lenses can be prescribed. The output takes the form of
predictions about new examples—a prediction of whether a particular customer
will switch or a prediction of what kind of lens will be prescribed under given
circumstances. But because this book is about finding and describing patterns
in data, the output may also include an actual description of a structure that
can be used to classify unknown examples to explain the decision. As well as
performance, it is helpful to supply an explicit representation of the knowledge
that is acquired. In essence, this reflects both definitions of learning considered
previously: the acquisition of knowledge and the ability to use it.

Many learning techniques look for structural descriptions of what is learned,
descriptions that can become fairly complex and are typically expressed as sets
of rules such as the ones described previously or the decision trees described
later in this chapter. Because they can be understood by people, these descrip-
tions serve to explain what has been learned and explain the basis for new pre-
dictions. Experience shows that in many applications of machine learning to
data mining, the explicit knowledge structures that are acquired, the structural
descriptions, are at least as important, and often very much more important,
than the ability to perform well on new examples. People frequently use data
mining to gain knowledge, not just predictions. Gaining knowledge from data
certainly sounds like a good idea if you can do it. To find out how, read on!

1.2 Simple examples: The weather problem and others
We use a lot of examples in this book, which seems particularly appropriate con-
sidering that the book is all about learning from examples! There are several
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standard datasets that we will come back to repeatedly. Different datasets tend
to expose new issues and challenges, and it is interesting and instructive to have
in mind a variety of problems when considering learning methods. In fact, the
need to work with different datasets is so important that a corpus containing
around 100 example problems has been gathered together so that different algo-
rithms can be tested and compared on the same set of problems.

The illustrations in this section are all unrealistically simple. Serious appli-
cation of data mining involves thousands, hundreds of thousands, or even mil-
lions of individual cases. But when explaining what algorithms do and how they
work, we need simple examples that capture the essence of the problem but are
small enough to be comprehensible in every detail. We will be working with the
illustrations in this section throughout the book, and they are intended to be
“academic” in the sense that they will help us to understand what is going on.
Some actual fielded applications of learning techniques are discussed in Section
1.3, and many more are covered in the books mentioned in the Further reading
section at the end of the chapter.

Another problem with actual real-life datasets is that they are often propri-
etary. No one is going to share their customer and product choice database with
you so that you can understand the details of their data mining application and
how it works. Corporate data is a valuable asset, one whose value has increased
enormously with the development of data mining techniques such as those
described in this book. Yet we are concerned here with understanding how the
methods used for data mining work and understanding the details of these
methods so that we can trace their operation on actual data. That is why our
illustrations are simple ones. But they are not simplistic: they exhibit the fea-
tures of real datasets.

The weather problem
The weather problem is a tiny dataset that we will use repeatedly to illustrate
machine learning methods. Entirely fictitious, it supposedly concerns the con-
ditions that are suitable for playing some unspecified game. In general, instances
in a dataset are characterized by the values of features, or attributes, that measure
different aspects of the instance. In this case there are four attributes: outlook,
temperature, humidity, and windy. The outcome is whether to play or not.

In its simplest form, shown in Table 1.2, all four attributes have values that
are symbolic categories rather than numbers. Outlook can be sunny, overcast, or
rainy; temperature can be hot, mild, or cool; humidity can be high or normal;
and windy can be true or false. This creates 36 possible combinations (3 ¥ 3 ¥
2 ¥ 2 = 36), of which 14 are present in the set of input examples.

A set of rules learned from this information—not necessarily a very good
one—might look as follows:
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If outlook = sunny and humidity = high then play = no

If outlook = rainy and windy = true then play = no

If outlook = overcast then play = yes

If humidity = normal then play = yes

If none of the above then play = yes

These rules are meant to be interpreted in order: the first one, then if it doesn’t
apply the second, and so on. A set of rules that are intended to be interpreted
in sequence is called a decision list. Interpreted as a decision list, the rules 
correctly classify all of the examples in the table, whereas taken individually, out
of context, some of the rules are incorrect. For example, the rule if humidity =
normal then play = yes gets one of the examples wrong (check which one).
The meaning of a set of rules depends on how it is interpreted—not 
surprisingly!

In the slightly more complex form shown in Table 1.3, two of the attributes—
temperature and humidity—have numeric values. This means that any learn-
ing method must create inequalities involving these attributes rather than
simple equality tests, as in the former case. This is called a numeric-attribute
problem—in this case, a mixed-attribute problem because not all attributes are
numeric.

Now the first rule given earlier might take the following form:

If outlook = sunny and humidity > 83 then play = no

A slightly more complex process is required to come up with rules that involve
numeric tests.

1.2 SIMPLE EXAMPLES: THE WEATHER PROBLEM AND OTHERS 1 1

Table 1.2 The weather data.

Outlook Temperature Humidity Windy Play

sunny hot high false no
sunny hot high true no
overcast hot high false yes
rainy mild high false yes
rainy cool normal false yes
rainy cool normal true no
overcast cool normal true yes
sunny mild high false no
sunny cool normal false yes
rainy mild normal false yes
sunny mild normal true yes
overcast mild high true yes
overcast hot normal false yes
rainy mild high true no
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The rules we have seen so far are classification rules: they predict the classifi-
cation of the example in terms of whether to play or not. It is equally possible
to disregard the classification and just look for any rules that strongly associate
different attribute values. These are called association rules. Many association
rules can be derived from the weather data in Table 1.2. Some good ones are as
follows:

If temperature = cool then humidity = normal

If humidity = normal and windy = false then play = yes

If outlook = sunny and play = no then humidity = high

If windy = false and play = no then outlook = sunny

and humidity = high.

All these rules are 100% correct on the given data; they make no false predic-
tions. The first two apply to four examples in the dataset, the third to three
examples, and the fourth to two examples. There are many other rules: in fact,
nearly 60 association rules can be found that apply to two or more examples of
the weather data and are completely correct on this data. If you look for rules
that are less than 100% correct, then you will find many more. There are so
many because unlike classification rules, association rules can “predict” any of
the attributes, not just a specified class, and can even predict more than one
thing. For example, the fourth rule predicts both that outlook will be sunny and
that humidity will be high.
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Table 1.3 Weather data with some numeric attributes.

Outlook Temperature Humidity Windy Play

sunny 85 85 false no
sunny 80 90 true no
overcast 83 86 false yes
rainy 70 96 false yes
rainy 68 80 false yes
rainy 65 70 true no
overcast 64 65 true yes
sunny 72 95 false no
sunny 69 70 false yes
rainy 75 80 false yes
sunny 75 70 true yes
overcast 72 90 true yes
overcast 81 75 false yes
rainy 71 91 true no
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Contact lenses: An idealized problem
The contact lens data introduced earlier tells you the kind of contact lens to pre-
scribe, given certain information about a patient. Note that this example is
intended for illustration only: it grossly oversimplifies the problem and should
certainly not be used for diagnostic purposes!

The first column of Table 1.1 gives the age of the patient. In case you’re won-
dering, presbyopia is a form of longsightedness that accompanies the onset of
middle age. The second gives the spectacle prescription: myope means short-
sighted and hypermetrope means longsighted. The third shows whether the
patient is astigmatic, and the fourth relates to the rate of tear production, which
is important in this context because tears lubricate contact lenses. The final
column shows which kind of lenses to prescribe: hard, soft, or none. All possi-
ble combinations of the attribute values are represented in the table.

A sample set of rules learned from this information is shown in Figure 1.1.
This is a rather large set of rules, but they do correctly classify all the examples.
These rules are complete and deterministic: they give a unique prescription for
every conceivable example. Generally, this is not the case. Sometimes there are
situations in which no rule applies; other times more than one rule may apply,
resulting in conflicting recommendations. Sometimes probabilities or weights

1.2 SIMPLE EXAMPLES: THE WEATHER PROBLEM AND OTHERS 1 3

If tear production rate = reduced then recommendation = none

If age = young and astigmatic = no and

   tear production rate = normal then recommendation = soft

If age = pre-presbyopic and astigmatic = no and

   tear production rate = normal then recommendation = soft

If age = presbyopic and spectacle prescription = myope and

   astigmatic = no then recommendation = none

If spectacle prescription = hypermetrope and astigmatic = no and

   tear production rate = normal then recommendation = soft

If spectacle prescription = myope and astigmatic = yes and

   tear production rate = normal then recommendation = hard

If age = young and astigmatic = yes and

   tear production rate = normal then recommendation = hard

If age = pre-presbyopic and

   spectacle prescription = hypermetrope and astigmatic = yes

   then recommendation = none

If age = presbyopic and spectacle prescription = hypermetrope

   and astigmatic = yes then recommendation = none

Figure 1.1 Rules for the contact lens data.
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may be associated with the rules themselves to indicate that some are more
important, or more reliable, than others.

You might be wondering whether there is a smaller rule set that performs as
well. If so, would you be better off using the smaller rule set and, if so, why?
These are exactly the kinds of questions that will occupy us in this book. Because
the examples form a complete set for the problem space, the rules do no more
than summarize all the information that is given, expressing it in a different and
more concise way. Even though it involves no generalization, this is often a very
useful thing to do! People frequently use machine learning techniques to gain
insight into the structure of their data rather than to make predictions for new
cases. In fact, a prominent and successful line of research in machine learning
began as an attempt to compress a huge database of possible chess endgames
and their outcomes into a data structure of reasonable size. The data structure
chosen for this enterprise was not a set of rules but a decision tree.

Figure 1.2 shows a structural description for the contact lens data in the form
of a decision tree, which for many purposes is a more concise and perspicuous
representation of the rules and has the advantage that it can be visualized more
easily. (However, this decision tree—in contrast to the rule set given in Figure
1.1—classifies two examples incorrectly.) The tree calls first for a test on tear
production rate, and the first two branches correspond to the two possible out-
comes. If tear production rate is reduced (the left branch), the outcome is none.
If it is normal (the right branch), a second test is made, this time on astigma-
tism. Eventually, whatever the outcome of the tests, a leaf of the tree is reached
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normal

tear production rate

reduced

hypermetropemyope

none astigmatism

soft

hard none

spectacle prescription

yesno

Figure 1.2 Decision tree for the
contact lens data.
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that dictates the contact lens recommendation for that case. The question of
what is the most natural and easily understood format for the output from a
machine learning scheme is one that we will return to in Chapter 3.

Irises: A classic numeric dataset
The iris dataset, which dates back to seminal work by the eminent statistician
R.A. Fisher in the mid-1930s and is arguably the most famous dataset used in
data mining, contains 50 examples each of three types of plant: Iris setosa, Iris
versicolor, and Iris virginica. It is excerpted in Table 1.4. There are four attrib-
utes: sepal length, sepal width, petal length, and petal width (all measured in cen-
timeters). Unlike previous datasets, all attributes have values that are numeric.

The following set of rules might be learned from this dataset:

If petal length < 2.45 then Iris setosa

If sepal width < 2.10 then Iris versicolor

If sepal width < 2.45 and petal length < 4.55 then Iris versicolor

If sepal width < 2.95 and petal width < 1.35 then Iris versicolor

If petal length ≥ 2.45 and petal length < 4.45 then Iris versicolor

If sepal length ≥ 5.85 and petal length < 4.75 then Iris versicolor

1.2 SIMPLE EXAMPLES: THE WEATHER PROBLEM AND OTHERS 1 5

Table 1.4 The iris data.

Sepal Sepal width Petal length Petal width
length (cm) (cm) (cm) (cm) Type

1 5.1 3.5 1.4 0.2 Iris setosa
2 4.9 3.0 1.4 0.2 Iris setosa
3 4.7 3.2 1.3 0.2 Iris setosa
4 4.6 3.1 1.5 0.2 Iris setosa
5 5.0 3.6 1.4 0.2 Iris setosa
. . .
51 7.0 3.2 4.7 1.4 Iris versicolor
52 6.4 3.2 4.5 1.5 Iris versicolor
53 6.9 3.1 4.9 1.5 Iris versicolor
54 5.5 2.3 4.0 1.3 Iris versicolor
55 6.5 2.8 4.6 1.5 Iris versicolor
. . .
101 6.3 3.3 6.0 2.5 Iris virginica
102 5.8 2.7 5.1 1.9 Iris virginica
103 7.1 3.0 5.9 2.1 Iris virginica
104 6.3 2.9 5.6 1.8 Iris virginica
105 6.5 3.0 5.8 2.2 Iris virginica
. . .
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If sepal width < 2.55 and petal length < 4.95 and 

petal width < 1.55 then Iris versicolor

If petal length ≥ 2.45 and petal length < 4.95 and 

petal width < 1.55 then Iris versicolor

If sepal length ≥ 6.55 and petal length < 5.05 then Iris versicolor

If sepal width < 2.75 and petal width < 1.65 and 

sepal length < 6.05 then Iris versicolor

If sepal length ≥ 5.85 and sepal length < 5.95 and 

petal length < 4.85 then Iris versicolor

If petal length ≥ 5.15 then Iris virginica

If petal width ≥ 1.85 then Iris virginica

If petal width ≥ 1.75 and sepal width < 3.05 then Iris virginica

If petal length ≥ 4.95 and petal width < 1.55 then Iris virginica

These rules are very cumbersome, and we will see in Chapter 3 how more
compact rules can be expressed that convey the same information.

CPU performance: Introducing numeric prediction
Although the iris dataset involves numeric attributes, the outcome—the type of
iris—is a category, not a numeric value. Table 1.5 shows some data for which
the outcome and the attributes are numeric. It concerns the relative perform-
ance of computer processing power on the basis of a number of relevant 
attributes; each row represents 1 of 209 different computer configurations.

The classic way of dealing with continuous prediction is to write the outcome
as a linear sum of the attribute values with appropriate weights, for example:
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Table 1.5 The CPU performance data.

Main

Cycle
memory (KB)

Cache
Channels

time (ns) Min. Max. (KB) Min. Max. Performance
MYCT MMIN MMAX CACH CHMIN CHMAX PRP

1 125 256 6000 256 16 128 198
2 29 8000 32000 32 8 32 269
3 29 8000 32000 32 8 32 220
4 29 8000 32000 32 8 32 172
5 29 8000 16000 32 8 16 132
. . .
207 125 2000 8000 0 2 14 52
208 480 512 8000 32 0 0 67
209 480 1000 4000 0 0 0 45
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PRP = -55.9 + 0.0489 MYCT + 0.0153 MMIN + 0.0056 MMAX 
+ 0.6410 CACH - 0.2700 CHMIN + 1.480 CHMAX.

(The abbreviated variable names are given in the second row of the table.) This
is called a regression equation, and the process of determining the weights is
called regression, a well-known procedure in statistics that we will review in
Chapter 4. However, the basic regression method is incapable of discovering
nonlinear relationships (although variants do exist—indeed, one will be
described in Section 6.3), and in Chapter 3 we will examine different represen-
tations that can be used for predicting numeric quantities.

In the iris and central processing unit (CPU) performance data, all the 
attributes have numeric values. Practical situations frequently present a mixture
of numeric and nonnumeric attributes.

Labor negotiations: A more realistic example
The labor negotiations dataset in Table 1.6 summarizes the outcome of Cana-
dian contract negotiations in 1987 and 1988. It includes all collective agreements
reached in the business and personal services sector for organizations with at
least 500 members (teachers, nurses, university staff, police, etc.). Each case con-
cerns one contract, and the outcome is whether the contract is deemed accept-
able or unacceptable. The acceptable contracts are ones in which agreements
were accepted by both labor and management. The unacceptable ones are either
known offers that fell through because one party would not accept them or
acceptable contracts that had been significantly perturbed to the extent that, in
the view of experts, they would not have been accepted.

There are 40 examples in the dataset (plus another 17 which are normally
reserved for test purposes). Unlike the other tables here, Table 1.6 presents the
examples as columns rather than as rows; otherwise, it would have to be
stretched over several pages. Many of the values are unknown or missing, as
indicated by question marks.

This is a much more realistic dataset than the others we have seen. It con-
tains many missing values, and it seems unlikely that an exact classification can
be obtained.

Figure 1.3 shows two decision trees that represent the dataset. Figure 1.3(a)
is simple and approximate: it doesn’t represent the data exactly. For example, it
will predict bad for some contracts that are actually marked good. But it does
make intuitive sense: a contract is bad (for the employee!) if the wage increase
in the first year is too small (less than 2.5%). If the first-year wage increase is
larger than this, it is good if there are lots of statutory holidays (more than 10
days). Even if there are fewer statutory holidays, it is good if the first-year wage
increase is large enough (more than 4%).

1.2 SIMPLE EXAMPLES: THE WEATHER PROBLEM AND OTHERS 1 7
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Figure 1.3(b) is a more complex decision tree that represents the same
dataset. In fact, this is a more accurate representation of the actual dataset that
was used to create the tree. But it is not necessarily a more accurate representa-
tion of the underlying concept of good versus bad contracts. Look down the left
branch. It doesn’t seem to make sense intuitively that, if the working hours
exceed 36, a contract is bad if there is no health-plan contribution or a full
health-plan contribution but is good if there is a half health-plan contribution.
It is certainly reasonable that the health-plan contribution plays a role in the
decision but not if half is good and both full and none are bad. It seems likely
that this is an artifact of the particular values used to create the decision tree
rather than a genuine feature of the good versus bad distinction.

The tree in Figure 1.3(b) is more accurate on the data that was used to train
the classifier but will probably perform less well on an independent set of test
data. It is “overfitted” to the training data—it follows it too slavishly. The tree
in Figure 1.3(a) is obtained from the one in Figure 1.3(b) by a process of
pruning, which we will learn more about in Chapter 6.

Soybean classification: A classic machine learning success
An often-quoted early success story in the application of machine learning to
practical problems is the identification of rules for diagnosing soybean diseases.
The data is taken from questionnaires describing plant diseases. There are about

1 8 CHAPTER 1 | WHAT ’S IT ALL ABOUT?

Table 1.6 The labor negotiations data.

Attribute Type 1 2 3 . . . 40

duration years 1 2 3 2
wage increase 1st year percentage 2% 4% 4.3% 4.5
wage increase 2nd year percentage ? 5% 4.4% 4.0
wage increase 3rd year percentage ? ? ? ?
cost of living adjustment {none, tcf, tc} none tcf ? none
working hours per week hours 28 35 38 40
pension {none, ret-allw, empl-cntr} none ? ? ?
standby pay percentage ? 13% ? ?
shift-work supplement percentage ? 5% 4% 4
education allowance {yes, no} yes ? ? ?
statutory holidays days 11 15 12 12
vacation {below-avg, avg, gen} avg gen gen avg
long-term disability assistance {yes, no} no ? ? yes
dental plan contribution {none, half, full} none ? full full
bereavement assistance {yes, no} no ? ? yes
health plan contribution {none, half, full} none ? full half
acceptability of contract {good, bad} bad good good good
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680 examples, each representing a diseased plant. Plants were measured on 35
attributes, each one having a small set of possible values. Examples are labeled
with the diagnosis of an expert in plant biology: there are 19 disease categories
altogether—horrible-sounding diseases such as diaporthe stem canker, rhizoc-
tonia root rot, and bacterial blight, to mention just a few.

Table 1.7 gives the attributes, the number of different values that each can
have, and a sample record for one particular plant. The attributes are placed into
different categories just to make them easier to read.

Here are two example rules, learned from this data:

If [leaf condition is normal and

stem condition is abnormal and

stem cankers is below soil line and

canker lesion color is brown]

then

diagnosis is rhizoctonia root rot

If [leaf malformation is absent and

stem condition is abnormal and

stem cankers is below soil line and

canker lesion color is brown]

then

diagnosis is rhizoctonia root rot

These rules nicely illustrate the potential role of prior knowledge—often called
domain knowledge—in machine learning, because the only difference between
the two descriptions is leaf condition is normal versus leaf malformation is
absent. Now, in this domain, if the leaf condition is normal then leaf malfor-
mation is necessarily absent, so one of these conditions happens to be a special
case of the other. Thus if the first rule is true, the second is necessarily true as
well. The only time the second rule comes into play is when leaf malformation
is absent but leaf condition is not normal, that is, when something other than
malformation is wrong with the leaf. This is certainly not apparent from a casual
reading of the rules.

Research on this problem in the late 1970s found that these diagnostic rules
could be generated by a machine learning algorithm, along with rules for every
other disease category, from about 300 training examples. These training 
examples were carefully selected from the corpus of cases as being quite differ-
ent from one another—“far apart” in the example space. At the same time, the
plant pathologist who had produced the diagnoses was interviewed, and his
expertise was translated into diagnostic rules. Surprisingly, the computer-
generated rules outperformed the expert-derived rules on the remaining test
examples. They gave the correct disease top ranking 97.5% of the time com-
pared with only 72% for the expert-derived rules. Furthermore, not only did
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Table 1.7 The soybean data.

Number
Attribute of values Sample value

Environment time of occurrence 7 July
precipitation 3 above normal
temperature 3 normal
cropping history 4 same as last year
hail damage 2 yes
damaged area 4 scattered
severity 3 severe
plant height 2 normal
plant growth 2 abnormal
seed treatment 3 fungicide
germination 3 less than 80%

Seed condition 2 normal
mold growth 2 absent
discoloration 2 absent
size 2 normal
shriveling 2 absent

Fruit condition of fruit pods 3 normal
fruit spots 5 —

Leaf condition 2 abnormal
leaf spot size 3 —
yellow leaf spot halo 3 absent
leaf spot margins 3 —
shredding 2 absent
leaf malformation 2 absent
leaf mildew growth 3 absent

Stem condition 2 abnormal
stem lodging 2 yes
stem cankers 4 above soil line
canker lesion color 3 —
fruiting bodies on stems 2 present
external decay of stem 3 firm and dry
mycelium on stem 2 absent
internal discoloration 3 none
sclerotia 2 absent

Root condition 3 normal
Diagnosis diaporthe stem

19 canker
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the learning algorithm find rules that outperformed those of the expert collab-
orator, but the same expert was so impressed that he allegedly adopted the dis-
covered rules in place of his own!

1.3 Fielded applications
The examples that we opened with are speculative research projects, not pro-
duction systems. And the preceding illustrations are toy problems: they are
deliberately chosen to be small so that we can use them to work through algo-
rithms later in the book. Where’s the beef? Here are some applications of
machine learning that have actually been put into use.

Being fielded applications, the illustrations that follow tend to stress the use
of learning in performance situations, in which the emphasis is on ability to
perform well on new examples. This book also describes the use of learning
systems to gain knowledge from decision structures that are inferred from the
data. We believe that this is as important—probably even more important in
the long run—a use of the technology as merely making high-performance pre-
dictions. Still, it will tend to be underrepresented in fielded applications because
when learning techniques are used to gain insight, the result is not normally a
system that is put to work as an application in its own right. Nevertheless, in
three of the examples that follow, the fact that the decision structure is com-
prehensible is a key feature in the successful adoption of the application.

Decisions involving judgment
When you apply for a loan, you have to fill out a questionnaire that asks for 
relevant financial and personal information. This information is used by the
loan company as the basis for its decision as to whether to lend you money. Such
decisions are typically made in two stages. First, statistical methods are used to
determine clear “accept” and “reject” cases. The remaining borderline cases are
more difficult and call for human judgment. For example, one loan company
uses a statistical decision procedure to calculate a numeric parameter based on
the information supplied in the questionnaire. Applicants are accepted if this
parameter exceeds a preset threshold and rejected if it falls below a second
threshold. This accounts for 90% of cases, and the remaining 10% are referred
to loan officers for a decision. On examining historical data on whether appli-
cants did indeed repay their loans, however, it turned out that half of the bor-
derline applicants who were granted loans actually defaulted. Although it would
be tempting simply to deny credit to borderline customers, credit industry pro-
fessionals pointed out that if only their repayment future could be reliably deter-
mined it is precisely these customers whose business should be wooed; they tend
to be active customers of a credit institution because their finances remain in a
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chronically volatile condition. A suitable compromise must be reached between
the viewpoint of a company accountant, who dislikes bad debt, and that of a
sales executive, who dislikes turning business away.

Enter machine learning. The input was 1000 training examples of borderline
cases for which a loan had been made that specified whether the borrower had
finally paid off or defaulted. For each training example, about 20 attributes were
extracted from the questionnaire, such as age, years with current employer, years
at current address, years with the bank, and other credit cards possessed. A
machine learning procedure was used to produce a small set of classification
rules that made correct predictions on two-thirds of the borderline cases in an
independently chosen test set. Not only did these rules improve the success rate
of the loan decisions, but the company also found them attractive because they
could be used to explain to applicants the reasons behind the decision. Although
the project was an exploratory one that took only a small development effort,
the loan company was apparently so pleased with the result that the rules were
put into use immediately.

Screening images
Since the early days of satellite technology, environmental scientists have been
trying to detect oil slicks from satellite images to give early warning of ecolog-
ical disasters and deter illegal dumping. Radar satellites provide an opportunity
for monitoring coastal waters day and night, regardless of weather conditions.
Oil slicks appear as dark regions in the image whose size and shape evolve
depending on weather and sea conditions. However, other look-alike dark
regions can be caused by local weather conditions such as high wind. Detecting
oil slicks is an expensive manual process requiring highly trained personnel who
assess each region in the image.

A hazard detection system has been developed to screen images for subse-
quent manual processing. Intended to be marketed worldwide to a wide variety
of users—government agencies and companies—with different objectives,
applications, and geographic areas, it needs to be highly customizable to indi-
vidual circumstances. Machine learning allows the system to be trained on
examples of spills and nonspills supplied by the user and lets the user control
the tradeoff between undetected spills and false alarms. Unlike other machine
learning applications, which generate a classifier that is then deployed in the
field, here it is the learning method itself that will be deployed.

The input is a set of raw pixel images from a radar satellite, and the output
is a much smaller set of images with putative oil slicks marked by a colored
border. First, standard image processing operations are applied to normalize the
image. Then, suspicious dark regions are identified. Several dozen attributes 
are extracted from each region, characterizing its size, shape, area, intensity,
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sharpness and jaggedness of the boundaries, proximity to other regions, and
information about the background in the vicinity of the region. Finally, stan-
dard learning techniques are applied to the resulting attribute vectors.

Several interesting problems were encountered. One is the scarcity of train-
ing data. Oil slicks are (fortunately) very rare, and manual classification is
extremely costly. Another is the unbalanced nature of the problem: of the many
dark regions in the training data, only a very small fraction are actual oil slicks.
A third is that the examples group naturally into batches, with regions drawn
from each image forming a single batch, and background characteristics vary
from one batch to another. Finally, the performance task is to serve as a filter,
and the user must be provided with a convenient means of varying the false-
alarm rate.

Load forecasting
In the electricity supply industry, it is important to determine future demand
for power as far in advance as possible. If accurate estimates can be made for
the maximum and minimum load for each hour, day, month, season, and year,
utility companies can make significant economies in areas such as setting the
operating reserve, maintenance scheduling, and fuel inventory management.

An automated load forecasting assistant has been operating at a major utility
supplier over the past decade to generate hourly forecasts 2 days in advance. The
first step was to use data collected over the previous 15 years to create a sophis-
ticated load model manually. This model had three components: base load for
the year, load periodicity over the year, and the effect of holidays. To normalize
for the base load, the data for each previous year was standardized by subtract-
ing the average load for that year from each hourly reading and dividing by the
standard deviation over the year. Electric load shows periodicity at three fun-
damental frequencies: diurnal, where usage has an early morning minimum and
midday and afternoon maxima; weekly, where demand is lower at weekends;
and seasonal, where increased demand during winter and summer for heating
and cooling, respectively, creates a yearly cycle. Major holidays such as Thanks-
giving, Christmas, and New Year’s Day show significant variation from the
normal load and are each modeled separately by averaging hourly loads for that
day over the past 15 years. Minor official holidays, such as Columbus Day, are
lumped together as school holidays and treated as an offset to the normal
diurnal pattern. All of these effects are incorporated by reconstructing a year’s
load as a sequence of typical days, fitting the holidays in their correct position,
and denormalizing the load to account for overall growth.

Thus far, the load model is a static one, constructed manually from histori-
cal data, and implicitly assumes “normal” climatic conditions over the year. The
final step was to take weather conditions into account using a technique that
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locates the previous day most similar to the current circumstances and uses the
historical information from that day as a predictor. In this case the prediction
is treated as an additive correction to the static load model. To guard against
outliers, the eight most similar days are located and their additive corrections
averaged. A database was constructed of temperature, humidity, wind speed,
and cloud cover at three local weather centers for each hour of the 15-year 
historical record, along with the difference between the actual load and that 
predicted by the static model. A linear regression analysis was performed to
determine the relative effects of these parameters on load, and the coefficients
were used to weight the distance function used to locate the most similar days.

The resulting system yielded the same performance as trained human fore-
casters but was far quicker—taking seconds rather than hours to generate a daily
forecast. Human operators can analyze the forecast’s sensitivity to simulated
changes in weather and bring up for examination the “most similar” days that
the system used for weather adjustment.

Diagnosis
Diagnosis is one of the principal application areas of expert systems. Although
the handcrafted rules used in expert systems often perform well, machine learn-
ing can be useful in situations in which producing rules manually is too labor
intensive.

Preventative maintenance of electromechanical devices such as motors and
generators can forestall failures that disrupt industrial processes. Technicians
regularly inspect each device, measuring vibrations at various points to deter-
mine whether the device needs servicing. Typical faults include shaft misalign-
ment, mechanical loosening, faulty bearings, and unbalanced pumps. A
particular chemical plant uses more than 1000 different devices, ranging from
small pumps to very large turbo-alternators, which until recently were diag-
nosed by a human expert with 20 years of experience. Faults are identified by
measuring vibrations at different places on the device’s mounting and using
Fourier analysis to check the energy present in three different directions at each
harmonic of the basic rotation speed. This information, which is very noisy
because of limitations in the measurement and recording procedure, is studied
by the expert to arrive at a diagnosis. Although handcrafted expert system rules
had been developed for some situations, the elicitation process would have to
be repeated several times for different types of machinery; so a learning
approach was investigated.

Six hundred faults, each comprising a set of measurements along with the
expert’s diagnosis, were available, representing 20 years of experience in the
field. About half were unsatisfactory for various reasons and had to be discarded;
the remainder were used as training examples. The goal was not to determine
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whether or not a fault existed, but to diagnose the kind of fault, given that one
was there. Thus there was no need to include fault-free cases in the training set.
The measured attributes were rather low level and had to be augmented by inter-
mediate concepts, that is, functions of basic attributes, which were defined in
consultation with the expert and embodied some causal domain knowledge.
The derived attributes were run through an induction algorithm to produce a
set of diagnostic rules. Initially, the expert was not satisfied with the rules
because he could not relate them to his own knowledge and experience. For
him, mere statistical evidence was not, by itself, an adequate explanation.
Further background knowledge had to be used before satisfactory rules were
generated. Although the resulting rules were quite complex, the expert liked
them because he could justify them in light of his mechanical knowledge. He
was pleased that a third of the rules coincided with ones he used himself and
was delighted to gain new insight from some of the others.

Performance tests indicated that the learned rules were slightly superior to
the handcrafted ones that had previously been elicited from the expert, and this
result was confirmed by subsequent use in the chemical factory. It is interesting
to note, however, that the system was put into use not because of its good per-
formance but because the domain expert approved of the rules that had been
learned.

Marketing and sales
Some of the most active applications of data mining have been in the area of
marketing and sales. These are domains in which companies possess massive
volumes of precisely recorded data, data which—it has only recently been real-
ized—is potentially extremely valuable. In these applications, predictions them-
selves are the chief interest: the structure of how decisions are made is often
completely irrelevant.

We have already mentioned the problem of fickle customer loyalty and the
challenge of detecting customers who are likely to defect so that they can be
wooed back into the fold by giving them special treatment. Banks were early
adopters of data mining technology because of their successes in the use of
machine learning for credit assessment. Data mining is now being used to
reduce customer attrition by detecting changes in individual banking patterns
that may herald a change of bank or even life changes—such as a move to
another city—that could result in a different bank being chosen. It may reveal,
for example, a group of customers with above-average attrition rate who do
most of their banking by phone after hours when telephone response is slow.
Data mining may determine groups for whom new services are appropriate,
such as a cluster of profitable, reliable customers who rarely get cash advances
from their credit card except in November and December, when they are pre-

2 6 CHAPTER 1 | WHAT ’S IT ALL ABOUT?

P088407-Ch001.qxd  4/30/05  11:11 AM  Page 26



pared to pay exorbitant interest rates to see them through the holiday season. In
another domain, cellular phone companies fight churn by detecting patterns of
behavior that could benefit from new services, and then advertise such services
to retain their customer base. Incentives provided specifically to retain existing
customers can be expensive, and successful data mining allows them to be pre-
cisely targeted to those customers where they are likely to yield maximum benefit.

Market basket analysis is the use of association techniques to find groups of
items that tend to occur together in transactions, typically supermarket check-
out data. For many retailers this is the only source of sales information that is
available for data mining. For example, automated analysis of checkout data
may uncover the fact that customers who buy beer also buy chips, a discovery
that could be significant from the supermarket operator’s point of view
(although rather an obvious one that probably does not need a data mining
exercise to discover). Or it may come up with the fact that on Thursdays, cus-
tomers often purchase diapers and beer together, an initially surprising result
that, on reflection, makes some sense as young parents stock up for a weekend
at home. Such information could be used for many purposes: planning store
layouts, limiting special discounts to just one of a set of items that tend to be
purchased together, offering coupons for a matching product when one of them
is sold alone, and so on. There is enormous added value in being able to iden-
tify individual customer’s sales histories. In fact, this value is leading to a pro-
liferation of discount cards or “loyalty” cards that allow retailers to identify
individual customers whenever they make a purchase; the personal data that
results will be far more valuable than the cash value of the discount. Identifica-
tion of individual customers not only allows historical analysis of purchasing
patterns but also permits precisely targeted special offers to be mailed out to
prospective customers.

This brings us to direct marketing, another popular domain for data mining.
Promotional offers are expensive and have an extremely low—but highly 
profitable—response rate. Any technique that allows a promotional mailout to
be more tightly focused, achieving the same or nearly the same response from
a much smaller sample, is valuable. Commercially available databases contain-
ing demographic information based on ZIP codes that characterize the associ-
ated neighborhood can be correlated with information on existing customers
to find a socioeconomic model that predicts what kind of people will turn out
to be actual customers. This model can then be used on information gained in
response to an initial mailout, where people send back a response card or call
an 800 number for more information, to predict likely future customers. Direct
mail companies have the advantage over shopping-mall retailers of having com-
plete purchasing histories for each individual customer and can use data mining
to determine those likely to respond to special offers. Targeted campaigns are
cheaper than mass-marketed campaigns because companies save money by
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sending offers only to those likely to want the product. Machine learning can
help companies to find the targets.

Other applications
There are countless other applications of machine learning. We briefly mention
a few more areas to illustrate the breadth of what has been done.

Sophisticated manufacturing processes often involve tweaking control
parameters. Separating crude oil from natural gas is an essential prerequisite to
oil refinement, and controlling the separation process is a tricky job. British
Petroleum used machine learning to create rules for setting the parameters. This
now takes just 10 minutes, whereas previously human experts took more than
a day. Westinghouse faced problems in their process for manufacturing nuclear
fuel pellets and used machine learning to create rules to control the process.
This was reported to save them more than $10 million per year (in 1984). The
Tennessee printing company R.R. Donnelly applied the same idea to control
rotogravure printing presses to reduce artifacts caused by inappropriate 
parameter settings, reducing the number of artifacts from more than 500 each
year to less than 30.

In the realm of customer support and service, we have already described adju-
dicating loans, and marketing and sales applications. Another example arises
when a customer reports a telephone problem and the company must decide
what kind of technician to assign to the job. An expert system developed by Bell
Atlantic in 1991 to make this decision was replaced in 1999 by a set of rules
learned using machine learning, which saved more than $10 million per year by
making fewer incorrect decisions.

There are many scientific applications. In biology, machine learning is used
to help identify the thousands of genes within each new genome. In biomedi-
cine, it is used to predict drug activity by analyzing not just the chemical 
properties of drugs but also their three-dimensional structure. This accelerates
drug discovery and reduces its cost. In astronomy, machine learning has 
been used to develop a fully automatic cataloguing system for celestial objects
that are too faint to be seen by visual inspection. In chemistry, it has been used
to predict the structure of certain organic compounds from magnetic resonance
spectra. In all these applications, machine learning techniques have attained
levels of performance—or should we say skill?—that rival or surpass human
experts.

Automation is especially welcome in situations involving continuous moni-
toring, a job that is time consuming and exceptionally tedious for humans. Eco-
logical applications include the oil spill monitoring described earlier. Some
other applications are rather less consequential—for example, machine learn-
ing is being used to predict preferences for TV programs based on past choices
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and advise viewers about the available channels. Still others may save lives.
Intensive care patients may be monitored to detect changes in variables that
cannot be explained by circadian rhythm, medication, and so on, raising 
an alarm when appropriate. Finally, in a world that relies on vulnerable net-
worked computer systems and is increasingly concerned about cybersecurity,
machine learning is used to detect intrusion by recognizing unusual patterns of
operation.

1.4 Machine learning and statistics
What’s the difference between machine learning and statistics? Cynics, looking
wryly at the explosion of commercial interest (and hype) in this area, equate
data mining to statistics plus marketing. In truth, you should not look for a
dividing line between machine learning and statistics because there is a contin-
uum—and a multidimensional one at that—of data analysis techniques. Some
derive from the skills taught in standard statistics courses, and others are more
closely associated with the kind of machine learning that has arisen out of com-
puter science. Historically, the two sides have had rather different traditions. If
forced to point to a single difference of emphasis, it might be that statistics has
been more concerned with testing hypotheses, whereas machine learning has
been more concerned with formulating the process of generalization as a search
through possible hypotheses. But this is a gross oversimplification: statistics is
far more than hypothesis testing, and many machine learning techniques do not
involve any searching at all.

In the past, very similar methods have developed in parallel in machine learn-
ing and statistics. One is decision tree induction. Four statisticians (Breiman et
al. 1984) published a book on Classification and regression trees in the mid-1980s,
and throughout the 1970s and early 1980s a prominent machine learning
researcher, J. Ross Quinlan, was developing a system for inferring classification
trees from examples. These two independent projects produced quite similar
methods for generating trees from examples, and the researchers only became
aware of one another’s work much later. A second area in which similar methods
have arisen involves the use of nearest-neighbor methods for classification.
These are standard statistical techniques that have been extensively adapted by
machine learning researchers, both to improve classification performance and
to make the procedure more efficient computationally. We will examine both
decision tree induction and nearest-neighbor methods in Chapter 4.

But now the two perspectives have converged. The techniques we will
examine in this book incorporate a great deal of statistical thinking. From the
beginning, when constructing and refining the initial example set, standard sta-
tistical methods apply: visualization of data, selection of attributes, discarding
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outliers, and so on. Most learning algorithms use statistical tests when con-
structing rules or trees and for correcting models that are “overfitted” in that
they depend too strongly on the details of the particular examples used to
produce them (we have already seen an example of this in the two decision trees
of Figure 1.3 for the labor negotiations problem). Statistical tests are used to
validate machine learning models and to evaluate machine learning algorithms.
In our study of practical techniques for data mining, we will learn a great deal
about statistics.

1.5 Generalization as search
One way of visualizing the problem of learning—and one that distinguishes it
from statistical approaches—is to imagine a search through a space of possible
concept descriptions for one that fits the data. Although the idea of generaliza-
tion as search is a powerful conceptual tool for thinking about machine learn-
ing, it is not essential for understanding the practical methods described in this
book. That is why this section is marked optional, as indicated by the gray bar
in the margin.

Suppose, for definiteness, that concepts—the result of learning—are
expressed as rules such as the ones given for the weather problem in Section 1.2
(although other concept description languages would do just as well). Suppose
that we list all possible sets of rules and then look for ones that satisfy a given
set of examples. A big job? Yes. An infinite job? At first glance it seems so because
there is no limit to the number of rules there might be. But actually the number
of possible rule sets is finite. Note first that each individual rule is no greater
than a fixed maximum size, with at most one term for each attribute: for the
weather data of Table 1.2 this involves four terms in all. Because the number of
possible rules is finite, the number of possible rule sets is finite, too, although
extremely large. However, we’d hardly be interested in sets that contained a very
large number of rules. In fact, we’d hardly be interested in sets that had more
rules than there are examples because it is difficult to imagine needing more
than one rule for each example. So if we were to restrict consideration to rule
sets smaller than that, the problem would be substantially reduced, although
still very large.

The threat of an infinite number of possible concept descriptions seems more
serious for the second version of the weather problem in Table 1.3 because these
rules contain numbers. If they are real numbers, you can’t enumerate them, even
in principle. However, on reflection the problem again disappears because the
numbers really just represent breakpoints in the numeric values that appear in
the examples. For instance, consider the temperature attribute in Table 1.3. It
involves the numbers 64, 65, 68, 69, 70, 71, 72, 75, 80, 81, 83, and 85—12 dif-
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ferent numbers. There are 13 possible places in which we might want to put a
breakpoint for a rule involving temperature. The problem isn’t infinite after all.

So the process of generalization can be regarded as a search through an enor-
mous, but finite, search space. In principle, the problem can be solved by enu-
merating descriptions and striking out those that do not fit the examples
presented. A positive example eliminates all descriptions that it does not match,
and a negative one eliminates those it does match. With each example the set
of remaining descriptions shrinks (or stays the same). If only one is left, it is the
target description—the target concept.

If several descriptions are left, they may still be used to classify unknown
objects. An unknown object that matches all remaining descriptions should be
classified as matching the target; if it fails to match any description it should be
classified as being outside the target concept. Only when it matches some
descriptions but not others is there ambiguity. In this case if the classification
of the unknown object were revealed, it would cause the set of remaining
descriptions to shrink because rule sets that classified the object the wrong way
would be rejected.

Enumerating the concept space
Regarding it as search is a good way of looking at the learning process. However,
the search space, although finite, is extremely big, and it is generally quite
impractical to enumerate all possible descriptions and then see which ones fit.
In the weather problem there are 4 ¥ 4 ¥ 3 ¥ 3 ¥ 2 = 288 possibilities for each
rule. There are four possibilities for the outlook attribute: sunny, overcast, rainy,
or it may not participate in the rule at all. Similarly, there are four for tempera-
ture, three for weather and humidity, and two for the class. If we restrict the rule
set to contain no more than 14 rules (because there are 14 examples in the train-
ing set), there are around 2.7 ¥ 1034 possible different rule sets. That’s a lot to
enumerate, especially for such a patently trivial problem.

Although there are ways of making the enumeration procedure more feasi-
ble, a serious problem remains: in practice, it is rare for the process to converge
on a unique acceptable description. Either many descriptions are still in the
running after the examples are processed or the descriptors are all eliminated.
The first case arises when the examples are not sufficiently comprehensive to
eliminate all possible descriptions except for the “correct” one. In practice,
people often want a single “best” description, and it is necessary to apply some
other criteria to select the best one from the set of remaining descriptions. The
second problem arises either because the description language is not expressive
enough to capture the actual concept or because of noise in the examples. If an
example comes in with the “wrong” classification because of an error in some
of the attribute values or in the class that is assigned to it, this will likely 
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eliminate the correct description from the space. The result is that the set of
remaining descriptions becomes empty. This situation is very likely to happen
if the examples contain any noise at all, which inevitably they do except in 
artificial situations.

Another way of looking at generalization as search is to imagine it not as a
process of enumerating descriptions and striking out those that don’t apply but
as a kind of hill-climbing in description space to find the description that best
matches the set of examples according to some prespecified matching criterion.
This is the way that most practical machine learning methods work. However,
except in the most trivial cases, it is impractical to search the whole space
exhaustively; most practical algorithms involve heuristic search and cannot
guarantee to find the optimal description.

Bias
Viewing generalization as a search in a space of possible concepts makes it clear
that the most important decisions in a machine learning system are as follows:

� The concept description language
� The order in which the space is searched
� The way that overfitting to the particular training data is avoided

These three properties are generally referred to as the bias of the search and are
called language bias, search bias, and overfitting-avoidance bias. You bias the
learning scheme by choosing a language in which to express concepts, by search-
ing in a particular way for an acceptable description, and by deciding when the
concept has become so complex that it needs to be simplified.

Language bias
The most important question for language bias is whether the concept descrip-
tion language is universal or whether it imposes constraints on what concepts can
be learned. If you consider the set of all possible examples, a concept is really just
a division of it into subsets. In the weather example, if you were to enumerate all
possible weather conditions, the play concept is a subset of possible weather con-
ditions. A “universal” language is one that is capable of expressing every possible
subset of examples. In practice, the set of possible examples is generally huge, and
in this respect our perspective is a theoretical, not a practical, one.

If the concept description language permits statements involving logical or,
that is, disjunctions, then any subset can be represented. If the description lan-
guage is rule based, disjunction can be achieved by using separate rules. For
example, one possible concept representation is just to enumerate the examples:

If outlook = overcast and temperature = hot and humidity = high

and windy = false then play = yes

3 2 CHAPTER 1 | WHAT ’S IT ALL ABOUT?

P088407-Ch001.qxd  4/30/05  11:11 AM  Page 32



If outlook = rainy and temperature = mild and humidity = high

and windy = false then play = yes

If outlook = rainy and temperature = cool and humidity = normal

and windy = false then play = yes

If outlook = overcast and temperature = cool and humidity = normal

and windy = true then play = yes

...

If none of the above then play = no

This is not a particularly enlightening concept description: it simply records the
positive examples that have been observed and assumes that all the rest are neg-
ative. Each positive example is given its own rule, and the concept is the dis-
junction of the rules. Alternatively, you could imagine having individual rules
for each of the negative examples, too—an equally uninteresting concept. In
either case the concept description does not perform any generalization; it
simply records the original data.

On the other hand, if disjunction is not allowed, some possible concepts—
sets of examples—may not be able to be represented at all. In that case, a
machine learning scheme may simply be unable to achieve good performance.

Another kind of language bias is that obtained from knowledge of the par-
ticular domain being used. For example, it may be that some combinations of
attribute values can never happen. This would be the case if one attribute
implied another. We saw an example of this when considering the rules for the
soybean problem described on page 20. Then, it would be pointless to even con-
sider concepts that involved redundant or impossible combinations of attribute
values. Domain knowledge can be used to cut down the search space. Knowl-
edge is power: a little goes a long way, and even a small hint can reduce the
search space dramatically.

Search bias
In realistic data mining problems, there are many alternative concept descrip-
tions that fit the data, and the problem is to find the “best” one according to
some criterion—usually simplicity. We use the term fit in a statistical sense; we
seek the best description that fits the data reasonably well. Moreover, it is often
computationally infeasible to search the whole space and guarantee that the
description found really is the best. Consequently, the search procedure is
heuristic, and no guarantees can be made about the optimality of the final result.
This leaves plenty of room for bias: different search heuristics bias the search in
different ways.

For example, a learning algorithm might adopt a “greedy” search for rules by
trying to find the best rule at each stage and adding it in to the rule set. However,
it may be that the best pair of rules is not just the two rules that are individu-
ally found to be the best. Or when building a decision tree, a commitment to
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split early on using a particular attribute might turn out later to be ill consid-
ered in light of how the tree develops below that node. To get around these prob-
lems, a beam search could be used in which irrevocable commitments are not
made but instead a set of several active alternatives—whose number is the beam
width—are pursued in parallel. This will complicate the learning algorithm
quite considerably but has the potential to avoid the myopia associated with a
greedy search. Of course, if the beam width is not large enough, myopia may
still occur. There are more complex search strategies that help to overcome this
problem.

A more general and higher-level kind of search bias concerns whether the
search is done by starting with a general description and refining it, or by 
starting with a specific example and generalizing it. The former is called a
general-to-specific search bias; the latter a specific-to-general one. Many learning
algorithms adopt the former policy, starting with an empty decision tree, or a
very general rule, and specializing it to fit the examples. However, it is perfectly
possible to work in the other direction. Instance-based methods start with a 
particular example and see how it can be generalized to cover nearby examples
in the same class.

Overfitting-avoidance bias
Overfitting-avoidance bias is often just another kind of search bias. But because
it addresses a rather special problem, we treat it separately. Recall the disjunc-
tion problem described previously. The problem is that if disjunction is allowed,
useless concept descriptions that merely summarize the data become possible,
whereas if it is prohibited, some concepts are unlearnable. To get around this
problem, it is common to search the concept space starting with the simplest
concept descriptions and proceeding to more complex ones: simplest-first
ordering. This biases the search toward simple concept descriptions.

Using a simplest-first search and stopping when a sufficiently complex
concept description is found is a good way of avoiding overfitting. It is some-
times called forward pruning or prepruning because complex descriptions are
pruned away before they are reached. The alternative, backward pruning or post-
pruning, is also viable. Here, we first find a description that fits the data well and
then prune it back to a simpler description that also fits the data. This is not as
redundant as it sounds: often the only way to arrive at a simple theory is to find
a complex one and then simplify it. Forward and backward pruning are both a
kind of overfitting-avoidance bias.

In summary, although generalization as search is a nice way to think about
the learning problem, bias is the only way to make it feasible in practice. Dif-
ferent learning algorithms correspond to different concept description spaces
searched with different biases. This is what makes it interesting: different
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description languages and biases serve some problems well and other problems
badly. There is no universal “best” learning method—as every teacher knows!

1.6 Data mining and ethics
The use of data—particularly data about people—for data mining has serious
ethical implications, and practitioners of data mining techniques must act
responsibly by making themselves aware of the ethical issues that surround their
particular application.

When applied to people, data mining is frequently used to discriminate—
who gets the loan, who gets the special offer, and so on. Certain kinds of
discrimination—racial, sexual, religious, and so on—are not only unethical 
but also illegal. However, the situation is complex: everything depends on the
application. Using sexual and racial information for medical diagnosis is 
certainly ethical, but using the same information when mining loan payment
behavior is not. Even when sensitive information is discarded, there is a risk 
that models will be built that rely on variables that can be shown to substitute
for racial or sexual characteristics. For example, people frequently live in 
areas that are associated with particular ethnic identities, so using an area 
code in a data mining study runs the risk of building models that are based on
race—even though racial information has been explicitly excluded from the
data.

It is widely accepted that before people make a decision to provide personal
information they need to know how it will be used and what it will be used for,
what steps will be taken to protect its confidentiality and integrity, what the con-
sequences of supplying or withholding the information are, and any rights of
redress they may have. Whenever such information is collected, individuals
should be told these things—not in legalistic small print but straightforwardly
in plain language they can understand.

The potential use of data mining techniques means that the ways in which a
repository of data can be used may stretch far beyond what was conceived when
the data was originally collected. This creates a serious problem: it is necessary
to determine the conditions under which the data was collected and for what
purposes it may be used. Does the ownership of data bestow the right to use it
in ways other than those purported when it was originally recorded? Clearly in
the case of explicitly collected personal data it does not. But in general the 
situation is complex.

Surprising things emerge from data mining. For example, it has been
reported that one of the leading consumer groups in France has found that
people with red cars are more likely to default on their car loans. What is the
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status of such a “discovery”? What information is it based on? Under what con-
ditions was that information collected? In what ways is it ethical to use it?
Clearly, insurance companies are in the business of discriminating among
people based on stereotypes—young males pay heavily for automobile insur-
ance—but such stereotypes are not based solely on statistical correlations; they
also involve common-sense knowledge about the world. Whether the preceding
finding says something about the kind of person who chooses a red car, or
whether it should be discarded as an irrelevancy, is a matter for human 
judgment based on knowledge of the world rather than on purely statistical 
criteria.

When presented with data, you need to ask who is permitted to have access
to it, for what purpose it was collected, and what kind of conclusions is it legit-
imate to draw from it. The ethical dimension raises tough questions for those
involved in practical data mining. It is necessary to consider the norms of the
community that is used to dealing with the kind of data involved, standards that
may have evolved over decades or centuries but ones that may not be known to
the information specialist. For example, did you know that in the library com-
munity, it is taken for granted that the privacy of readers is a right that is 
jealously protected? If you call your university library and ask who has such-
and-such a textbook out on loan, they will not tell you. This prevents a student
from being subjected to pressure from an irate professor to yield access to a book
that she desperately needs for her latest grant application. It also prohibits
enquiry into the dubious recreational reading tastes of the university ethics
committee chairman. Those who build, say, digital libraries may not be aware
of these sensitivities and might incorporate data mining systems that analyze
and compare individuals’ reading habits to recommend new books—perhaps
even selling the results to publishers!

In addition to community standards for the use of data, logical and scientific
standards must be adhered to when drawing conclusions from it. If you do come
up with conclusions (such as red car owners being greater credit risks), you need
to attach caveats to them and back them up with arguments other than purely
statistical ones. The point is that data mining is just a tool in the whole process:
it is people who take the results, along with other knowledge, and decide what
action to apply.

Data mining prompts another question, which is really a political one: to
what use are society’s resources being put? We mentioned previously the appli-
cation of data mining to basket analysis, where supermarket checkout records
are analyzed to detect associations among items that people purchase. What use
should be made of the resulting information? Should the supermarket manager
place the beer and chips together, to make it easier for shoppers, or farther apart,
making it less convenient for them, maximizing their time in the store, and
therefore increasing their likelihood of being drawn into unplanned further
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purchases? Should the manager move the most expensive, most profitable
diapers near the beer, increasing sales to harried fathers of a high-margin item
and add further luxury baby products nearby?

Of course, anyone who uses advanced technologies should consider the
wisdom of what they are doing. If data is characterized as recorded facts, then
information is the set of patterns, or expectations, that underlie the data. You
could go on to define knowledge as the accumulation of your set of expectations
and wisdom as the value attached to knowledge. Although we will not pursue it
further here, this issue is worth pondering.

As we saw at the very beginning of this chapter, the techniques described in
this book may be called upon to help make some of the most profound and
intimate decisions that life presents. Data mining is a technology that we need
to take seriously.

1.7 Further reading
To avoid breaking up the flow of the main text, all references are collected in a
section at the end of each chapter. This first Further reading section describes
papers, books, and other resources relevant to the material covered in Chapter
1. The human in vitro fertilization research mentioned in the opening to this
chapter was undertaken by the Oxford University Computing Laboratory,
and the research on cow culling was performed in the Computer Science
Department at the University of Waikato, New Zealand.

The example of the weather problem is from Quinlan (1986) and has been
widely used to explain machine learning schemes. The corpus of example prob-
lems mentioned in the introduction to Section 1.2 is available from Blake et al.
(1998). The contact lens example is from Cendrowska (1998), who introduced
the PRISM rule-learning algorithm that we will encounter in Chapter 4. The iris
dataset was described in a classic early paper on statistical inference (Fisher
1936). The labor negotiations data is from the Collective bargaining review, a
publication of Labour Canada issued by the Industrial Relations Information
Service (BLI 1988), and the soybean problem was first described by Michalski
and Chilausky (1980).

Some of the applications in Section 1.3 are covered in an excellent paper that
gives plenty of other applications of machine learning and rule induction
(Langley and Simon 1995); another source of fielded applications is a special
issue of the Machine Learning Journal (Kohavi and Provost 1998). The loan
company application is described in more detail by Michie (1989), the oil slick
detector is from Kubat et al. (1998), the electric load forecasting work is by
Jabbour et al. (1988), and the application to preventative maintenance of
electromechanical devices is from Saitta and Neri (1998). Fuller descriptions 
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of some of the other projects mentioned in Section 1.3 (including the figures
of dollars saved and related literature references) appear at the Web sites of the
Alberta Ingenuity Centre for Machine Learning and MLnet, a European
network for machine learning.

The book Classification and regression trees mentioned in Section 1.4 is by
Breiman et al. (1984), and the independently derived but similar scheme of
Quinlan was described in a series of papers that eventually led to a book
(Quinlan 1993).

The first book on data mining appeared in 1991 (Piatetsky-Shapiro and
Frawley 1991)—a collection of papers presented at a workshop on knowledge
discovery in databases in the late 1980s. Another book from the same stable has
appeared since (Fayyad et al. 1996) from a 1994 workshop. There followed a
rash of business-oriented books on data mining, focusing mainly on practical
aspects of how it can be put into practice with only rather superficial descrip-
tions of the technology that underlies the methods used. They are valuable
sources of applications and inspiration. For example, Adriaans and Zantige
(1996) from Syllogic, a European systems and database consultancy, provide an
early introduction to data mining. Berry and Linoff (1997), from a Pennsylva-
nia-based company specializing in data warehousing and data mining, give an
excellent and example-studded review of data mining techniques for market-
ing, sales, and customer support. Cabena et al. (1998), written by people from
five international IBM laboratories, overview the data mining process with
many examples of real-world applications. Dhar and Stein (1997) give a busi-
ness perspective on data mining and include broad-brush, popularized reviews
of many of the technologies involved. Groth (1998), working for a provider of
data mining software, gives a brief introduction to data mining and then a 
fairly extensive review of data mining software products; the book includes a
CD-ROM containing a demo version of his company’s product. Weiss and
Indurkhya (1998) look at a wide variety of statistical techniques for making 
predictions from what they call “big data.” Han and Kamber (2001) cover data
mining from a database perspective, focusing on the discovery of knowledge in
large corporate databases. Finally, Hand et al. (2001) produced an interdiscipli-
nary book on data mining from an international group of authors who are well
respected in the field.

Books on machine learning, on the other hand, tend to be academic texts
suited for use in university courses rather than practical guides. Mitchell (1997)
wrote an excellent book that covers many techniques of machine learning,
including some—notably genetic algorithms and reinforcement learning—that
are not covered here. Langley (1996) offers another good text. Although the pre-
viously mentioned book by Quinlan (1993) concentrates on a particular learn-
ing algorithm, C4.5, which we will cover in detail in Chapters 4 and 6, it is a
good introduction to some of the problems and techniques of machine learn-
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ing. An excellent book on machine learning from a statistical perspective is from
Hastie et al. (2001). This is quite a theoretically oriented work, and is beauti-
fully produced with apt and telling illustrations.

Pattern recognition is a topic that is closely related to machine learning, and
many of the same techniques apply. Duda et al. (2001) offer the second edition
of a classic and successful book on pattern recognition (Duda and Hart 1973).
Ripley (1996) and Bishop (1995) describe the use of neural networks for pattern
recognition. Data mining with neural networks is the subject of a book by Bigus
(1996) of IBM, which features the IBM Neural Network Utility Product that he
developed.

There is a great deal of current interest in support vector machines, which
we return to in Chapter 6. Cristianini and Shawe-Taylor (2000) give a nice intro-
duction, and a follow-up work generalizes this to cover additional algorithms,
kernels, and solutions with applications to pattern discovery problems in fields
such as bioinformatics, text analysis, and image analysis (Shawe-Taylor and 
Cristianini 2004). Schölkopf and Smola (2002) provide a comprehensive intro-
duction to support vector machines and related kernel methods by two young
researchers who did their PhD research in this rapidly developing area.
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Before delving into the question of how machine learning methods operate, we
begin by looking at the different forms the input might take and, in the next
chapter, the different kinds of output that might be produced. With any soft-
ware system, understanding what the inputs and outputs are is far more impor-
tant than knowing what goes on in between, and machine learning is no
exception.

The input takes the form of concepts, instances, and attributes. We call the
thing that is to be learned a concept description. The idea of a concept, like 
the very idea of learning in the first place, is hard to pin down precisely, and 
we won’t spend time philosophizing about just what it is and isn’t. In a 
sense, what we are trying to find—the result of the learning process—is a
description of the concept that is intelligible in that it can be understood, dis-
cussed, and disputed, and operational in that it can be applied to actual exam-
ples. The next section explains some distinctions among different kinds of
learning problems, distinctions that are very concrete and very important in
practical data mining.

c h a p t e r 2

Input:
Concepts, Instances, and Attributes

4 1
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The information that the learner is given takes the form of a set of instances.
In the illustrations in Chapter 1, each instance was an individual, independent
example of the concept to be learned. Of course there are many things you might
like to learn for which the raw data cannot be expressed as individual, inde-
pendent instances. Perhaps background knowledge should be taken into
account as part of the input. Perhaps the raw data is an agglomerated mass that
cannot be fragmented into individual instances. Perhaps it is a single sequence,
say, a time sequence, that cannot meaningfully be cut into pieces. However, this
book is about simple, practical methods of data mining, and we focus on 
situations in which the information can be supplied in the form of individual
examples.

Each instance is characterized by the values of attributes that measure dif-
ferent aspects of the instance. There are many different types of attributes,
although typical data mining methods deal only with numeric and nominal, or
categorical, ones.

Finally, we examine the question of preparing input for data mining and
introduce a simple format—the one that is used by the Java code that accom-
panies this book—for representing the input information as a text file.

2.1 What’s a concept?
Four basically different styles of learning appear in data mining applications. In
classification learning, the learning scheme is presented with a set of classified
examples from which it is expected to learn a way of classifying unseen exam-
ples. In association learning, any association among features is sought, not just
ones that predict a particular class value. In clustering, groups of examples that
belong together are sought. In numeric prediction, the outcome to be predicted
is not a discrete class but a numeric quantity. Regardless of the type of learning
involved, we call the thing to be learned the concept and the output produced
by a learning scheme the concept description.

Most of the examples in Chapter 1 are classification problems. The weather
data (Tables 1.2 and 1.3) presents a set of days together with a decision for each
as to whether to play the game or not. The problem is to learn how to classify
new days as play or don’t play. Given the contact lens data (Table 1.1), the
problem is to learn how to decide on a lens recommendation for a new patient—
or more precisely, since every possible combination of attributes is present in
the data, the problem is to learn a way of summarizing the given data. For the
irises (Table 1.4), the problem is to learn how to decide whether a new iris flower
is setosa, versicolor, or virginica, given its sepal length and width and petal length
and width. For the labor negotiations data (Table 1.6), the problem is to decide
whether a new contract is acceptable or not, on the basis of its duration; wage
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increase in the first, second, and third years; cost of living adjustment; and so
forth.

Classification learning is sometimes called supervised because, in a sense, the
method operates under supervision by being provided with the actual outcome
for each of the training examples—the play or don’t play judgment, the lens rec-
ommendation, the type of iris, the acceptability of the labor contract. This
outcome is called the class of the example. The success of classification learning
can be judged by trying out the concept description that is learned on an inde-
pendent set of test data for which the true classifications are known but not
made available to the machine. The success rate on test data gives an objective
measure of how well the concept has been learned. In many practical data
mining applications, success is measured more subjectively in terms of how
acceptable the learned description—such as the rules or the decision tree—are
to a human user.

Most of the examples in Chapter 1 can be used equally well for association
learning, in which there is no specified class. Here, the problem is to discover
any structure in the data that is “interesting.” Some association rules for the
weather data were given in Section 1.2. Association rules differ from classifica-
tion rules in two ways: they can “predict” any attribute, not just the class, and
they can predict more than one attribute’s value at a time. Because of this there
are far more association rules than classification rules, and the challenge is to
avoid being swamped by them. For this reason, association rules are often
limited to those that apply to a certain minimum number of examples—say
80% of the dataset—and have greater than a certain minimum accuracy level—
say 95% accurate. Even then, there are usually lots of them, and they have to be
examined manually to determine whether they are meaningful or not. Associ-
ation rules usually involve only nonnumeric attributes: thus you wouldn’t nor-
mally look for association rules in the iris dataset.

When there is no specified class, clustering is used to group items that seem
to fall naturally together. Imagine a version of the iris data in which the type of
iris is omitted, such as in Table 2.1. Then it is likely that the 150 instances fall
into natural clusters corresponding to the three iris types. The challenge is to
find these clusters and assign the instances to them—and to be able to assign
new instances to the clusters as well. It may be that one or more of the iris types
splits naturally into subtypes, in which case the data will exhibit more than three
natural clusters. The success of clustering is often measured subjectively in terms
of how useful the result appears to be to a human user. It may be followed by a
second step of classification learning in which rules are learned that give an
intelligible description of how new instances should be placed into the clusters.

Numeric prediction is a variant of classification learning in which the
outcome is a numeric value rather than a category. The CPU performance
problem is one example. Another, shown in Table 2.2, is a version of the weather
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Table 2.1 Iris data as a clustering problem.

Sepal length Sepal width Petal length Petal width
(cm) (cm) (cm) (cm)

1 5.1 3.5 1.4 0.2
2 4.9 3.0 1.4 0.2
3 4.7 3.2 1.3 0.2
4 4.6 3.1 1.5 0.2
5 5.0 3.6 1.4 0.2
. . .
51 7.0 3.2 4.7 1.4
52 6.4 3.2 4.5 1.5
53 6.9 3.1 4.9 1.5
54 5.5 2.3 4.0 1.3
55 6.5 2.8 4.6 1.5
. . .
101 6.3 3.3 6.0 2.5
102 5.8 2.7 5.1 1.9
103 7.1 3.0 5.9 2.1
104 6.3 2.9 5.6 1.8
105 6.5 3.0 5.8 2.2
. . .

Table 2.2 Weather data with a numeric class.

Outlook Temperature Humidity Windy Play time (min.)

sunny 85 85 false 5
sunny 80 90 true 0
overcast 83 86 false 55
rainy 70 96 false 40
rainy 68 80 false 65
rainy 65 70 true 45
overcast 64 65 true 60
sunny 72 95 false 0
sunny 69 70 false 70
rainy 75 80 false 45
sunny 75 70 true 50
overcast 72 90 true 55
overcast 81 75 false 75
rainy 71 91 true 10
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data in which what is to be predicted is not play or don’t play but rather is the
time (in minutes) to play. With numeric prediction problems, as with other
machine learning situations, the predicted value for new instances is often of
less interest than the structure of the description that is learned, expressed in
terms of what the important attributes are and how they relate to the numeric
outcome.

2.2 What’s in an example?
The input to a machine learning scheme is a set of instances. These instances
are the things that are to be classified, associated, or clustered. Although 
until now we have called them examples, henceforth we will use the more spe-
cific term instances to refer to the input. Each instance is an individual, inde-
pendent example of the concept to be learned. In addition, each one is
characterized by the values of a set of predetermined attributes. This was the
case in all the sample datasets described in the last chapter (the weather, contact
lens, iris, and labor negotiations problems). Each dataset is represented as a
matrix of instances versus attributes, which in database terms is a single rela-
tion, or a flat file.

Expressing the input data as a set of independent instances is by far the most
common situation for practical data mining. However, it is a rather restrictive
way of formulating problems, and it is worth spending some time reviewing
why. Problems often involve relationships between objects rather than separate,
independent instances. Suppose, to take a specific situation, a family tree is
given, and we want to learn the concept sister. Imagine your own family tree,
with your relatives (and their genders) placed at the nodes. This tree is the input
to the learning process, along with a list of pairs of people and an indication of
whether they are sisters or not.

Figure 2.1 shows part of a family tree, below which are two tables that each
define sisterhood in a slightly different way. A yes in the third column of the
tables means that the person in the second column is a sister of the person in
the first column (that’s just an arbitrary decision we’ve made in setting up this
example).

The first thing to notice is that there are a lot of nos in the third column of
the table on the left—because there are 12 people and 12 ¥ 12 = 144 pairs of
people in all, and most pairs of people aren’t sisters. The table on the right, which
gives the same information, records only the positive instances and assumes that
all others are negative. The idea of specifying only positive examples and adopt-
ing a standing assumption that the rest are negative is called the closed world
assumption. It is frequently assumed in theoretical studies; however, it is not of
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much practical use in real-life problems because they rarely involve “closed”
worlds in which you can be certain that all cases are covered.

Neither table in Figure 2.1 is of any use without the family tree itself. This
tree can also be expressed in the form of a table, part of which is shown in Table
2.3. Now the problem is expressed in terms of two relationships. But these tables
do not contain independent sets of instances because values in the Name,
Parent1, and Parent2 columns of the sister-of relation refer to rows of the family
tree relation. We can make them into a single set of instances by collapsing the
two tables into the single one of Table 2.4.

We have at last succeeded in transforming the original relational problem
into the form of instances, each of which is an individual, independent example
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Figure 2.1 A family tree and two ways of expressing the sister-of relation.
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of the concept that is to be learned. Of course, the instances are not really inde-
pendent—there are plenty of relationships among different rows of the table!—
but they are independent as far as the concept of sisterhood is concerned. Most
machine learning schemes will still have trouble dealing with this kind of data,
as we will see in Section 3.6, but at least the problem has been recast into the
right form. A simple rule for the sister-of relation is as follows:

If second person’s gender = female

and first person’s parent1 = second person’s parent1

then sister-of = yes

This example shows how you can take a relationship between different nodes
of a tree and recast it into a set of independent instances. In database terms, you
take two relations and join them together to make one, a process of flattening
that is technically called denormalization. It is always possible to do this with
any (finite) set of (finite) relations.

The structure of Table 2.4 can be used to describe any relationship between
two people—grandparenthood, second cousins twice removed, and so on. Rela-
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Table 2.3 Family tree represented as a table.

Name Gender Parent1 Parent2

Peter male ? ?
Peggy female ? ?
Steven male Peter Peggy
Graham male Peter Peggy
Pam female Peter Peggy
Ian male Grace Ray
. . .

Table 2.4 The sister-of relation represented in a table.

First person Second person

Name Gender Parent1 Parent2 Name Gender Parent1 Parent2 Sister of?

Steven male Peter Peggy Pam female Peter Peggy yes
Graham male Peter Peggy Pam female Peter Peggy yes
Ian male Grace Ray Pippa female Grace Ray yes
Brian male Grace Ray Pippa female Grace Ray yes
Anna female Pam Ian Nikki female Pam Ian yes
Nikki female Pam Ian Anna female Pam Ian yes

all the rest no
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tionships among more people would require a larger table.Relationships in which
the maximum number of people is not specified in advance pose a more serious
problem. If we want to learn the concept of nuclear family (parents and their chil-
dren), the number of people involved depends on the size of the largest nuclear
family, and although we could guess at a reasonable maximum (10? 20?), the
actual number could only be found by scanning the tree itself. Nevertheless, given
a finite set of finite relations we could, at least in principle, form a new “superre-
lation” that contained one row for every combination of people, and this would
be enough to express any relationship between people no matter how many were
involved. The computational and storage costs would, however, be prohibitive.

Another problem with denormalization is that it produces apparent regular-
ities in the data that are completely spurious and are in fact merely reflections
of the original database structure. For example, imagine a supermarket data-
base with a relation for customers and the products they buy, one for products
and their supplier, and one for suppliers and their address. Denormalizing this
will produce a flat file that contains, for each instance, customer, product, sup-
plier, and supplier address. A database mining tool that seeks structure in the
database may come up with the fact that customers who buy beer also buy chips,
a discovery that could be significant from the supermarket manager’s point of
view. However, it may also come up with the fact that supplier address can be
predicted exactly from supplier—a “discovery” that will not impress the super-
market manager at all. This fact masquerades as a significant discovery from the
flat file but is present explicitly in the original database structure.

Many abstract computational problems involve relations that are not finite,
although clearly any actual set of input instances must be finite. Concepts such
as ancestor-of involve arbitrarily long paths through a tree, and although the
human race,and hence its family tree,may be finite (although prodigiously large),
many artificial problems generate data that truly is infinite. Although it may
sound abstruse, this situation is the norm in areas such as list processing and logic
programming and is addressed in a subdiscipline of machine learning called
inductive logic programming. Computer scientists usually use recursion to deal
with situations in which the number of possible instances is infinite. For example,

If person1 is a parent of person2

then person1 is an ancestor of person2

If person1 is a parent of person2

and person2 is an ancestor of person3

then person1 is an ancestor of person3

is a simple recursive definition of ancestor that works no matter how distantly
two people are related. Techniques of inductive logic programming can learn
recursive rules such as these from a finite set of instances such as those in Table
2.5.
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The real drawbacks of such techniques, however, are that they do not cope
well with noisy data, and they tend to be so slow as to be unusable on anything
but small artificial datasets. They are not covered in this book; see Bergadano
and Gunetti (1996) for a comprehensive treatment.

In summary, the input to a data mining scheme is generally expressed as a
table of independent instances of the concept to be learned. Because of this, it
has been suggested, disparagingly, that we should really talk of file mining rather
than database mining. Relational data is more complex than a flat file. A finite
set of finite relations can always be recast into a single table, although often at
enormous cost in space. Moreover, denormalization can generate spurious 
regularities in the data, and it is essential to check the data for such artifacts
before applying a learning method. Finally, potentially infinite concepts can be
dealt with by learning rules that are recursive, although that is beyond the scope
of this book.

2.3 What’s in an attribute?
Each individual, independent instance that provides the input to machine 
learning is characterized by its values on a fixed, predefined set of features or
attributes. The instances are the rows of the tables that we have shown for the
weather, contact lens, iris, and CPU performance problems, and the attributes
are the columns. (The labor negotiations data was an exception: we presented
this with instances in columns and attributes in rows for space reasons.)

The use of a fixed set of features imposes another restriction on the kinds of
problems generally considered in practical data mining. What if different
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Table 2.5 Another relation represented as a table.

First person Second person
Ancestor

Name Gender Parent1 Parent2 Name Gender Parent1 Parent2 of?

Peter male ? ? Steven male Peter Peggy yes
Peter male ? ? Pam female Peter Peggy yes
Peter male ? ? Anna female Pam Ian yes
Peter male ? ? Nikki female Pam Ian yes
Pam female Peter Peggy Nikki female Pam Ian yes
Grace female ? ? Ian male Grace Ray yes
Grace female ? ? Nikki female Pam Ian yes

other examples here yes
all the rest no
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instances have different features? If the instances were transportation vehicles,
then number of wheels is a feature that applies to many vehicles but not to ships,
for example, whereas number of masts might be a feature that applies to ships
but not to land vehicles. The standard workaround is to make each possible
feature an attribute and to use a special “irrelevant value” flag to indicate that a
particular attribute is not available for a particular case. A similar situation arises
when the existence of one feature (say, spouse’s name) depends on the value of
another (married or single).

The value of an attribute for a particular instance is a measurement of the
quantity to which the attribute refers. There is a broad distinction between quan-
tities that are numeric and ones that are nominal. Numeric attributes, sometimes
called continuous attributes, measure numbers—either real or integer valued.
Note that the term continuous is routinely abused in this context: integer-valued
attributes are certainly not continuous in the mathematical sense. Nominal
attributes take on values in a prespecified, finite set of possibilities and are some-
times called categorical. But there are other possibilities. Statistics texts often
introduce “levels of measurement” such as nominal, ordinal, interval, and ratio.

Nominal quantities have values that are distinct symbols. The values them-
selves serve just as labels or names—hence the term nominal, which comes from
the Latin word for name. For example, in the weather data the attribute outlook
has values sunny, overcast, and rainy. No relation is implied among these
three—no ordering or distance measure. It certainly does not make sense to add
the values together, multiply them, or even compare their size. A rule using such
an attribute can only test for equality or inequality, as follows:

outlook: sunny Æ no

overcast Æ yes

rainy Æ yes

Ordinal quantities are ones that make it possible to rank order the categories.
However, although there is a notion of ordering, there is no notion of distance.
For example, in the weather data the attribute temperature has values hot, mild,
and cool. These are ordered. Whether you say

hot > mild > cool or hot < mild < cool

is a matter of convention—it does not matter which is used as long as consis-
tency is maintained. What is important is that mild lies between the other two.
Although it makes sense to compare two values, it does not make sense to add
or subtract them—the difference between hot and mild cannot be compared
with the difference between mild and cool. A rule using such an attribute might
involve a comparison, as follows:

temperature = hot Æ no

temperature < hot Æ yes
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Notice that the distinction between nominal and ordinal quantities is not
always straightforward and obvious. Indeed, the very example of an ordinal
quantity that we used previously, outlook, is not completely clear: you might
argue that the three values do have an ordering—overcastbeing somehow inter-
mediate between sunny and rainy as weather turns from good to bad.

Interval quantities have values that are not only ordered but also measured
in fixed and equal units. A good example is temperature, expressed in degrees
(say, degrees Fahrenheit) rather than on the nonnumeric scale implied by cool,
mild, and hot. It makes perfect sense to talk about the difference between two
temperatures, say 46 and 48 degrees, and compare that with the difference
between another two temperatures, say 22 and 24 degrees. Another example is
dates. You can talk about the difference between the years 1939 and 1945 (6
years) or even the average of the years 1939 and 1945 (1942), but it doesn’t make
much sense to consider the sum of the years 1939 and 1945 (3884) or three
times the year 1939 (5817), because the starting point, year 0, is completely 
arbitrary—indeed, it has changed many times throughout the course of his-
tory. (Children sometimes wonder what the year 300  was called in 300 .)

Ratio quantities are ones for which the measurement method inherently
defines a zero point. For example, when measuring the distance from one object
to others, the distance between the object and itself forms a natural zero. Ratio
quantities are treated as real numbers: any mathematical operations are allowed.
It certainly does make sense to talk about three times the distance and even to
multiply one distance by another to get an area.

However, the question of whether there is an “inherently” defined zero point
depends on our scientific knowledge—it’s culture relative. For example, Daniel
Fahrenheit knew no lower limit to temperature, and his scale is an interval one.
Nowadays, however, we view temperature as a ratio scale based on absolute zero.
Measurement of time in years since some culturally defined zero such as  0
is not a ratio scale; years since the big bang is. Even the zero point of money—
where we are usually quite happy to say that something cost twice as much as
something else—may not be quite clearly defined for those of us who constantly
max out our credit cards.

Most practical data mining systems accommodate just two of these four levels
of measurement: nominal and ordinal. Nominal attributes are sometimes called
categorical, enumerated, or discrete. Enumerated is the standard term used in
computer science to denote a categorical data type; however, the strict defini-
tion of the term—namely, to put into one-to-one correspondence with the
natural numbers—implies an ordering, which is specifically not implied in the
machine learning context. Discrete also has connotations of ordering because
you often discretize a continuous, numeric quantity. Ordinal attributes are 
generally called numeric, or perhaps continuous, but without the implication of
mathematical continuity. A special case of the nominal scale is the dichotomy,
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which has only two members—often designated as true and false, or yes and no
in the weather data. Such attributes are sometimes called Boolean.

Machine learning systems can use a wide variety of other information about
attributes. For instance, dimensional considerations could be used to restrict the
search to expressions or comparisons that are dimensionally correct. Circular
ordering could affect the kinds of tests that are considered. For example, in a
temporal context, tests on a day attribute could involve next day, previous day,
next weekday, and same day next week. Partial orderings, that is, generalization
or specialization relations, frequently occur in practical situations. Information
of this kind is often referred to as metadata, data about data. However, the kinds
of practical methods used for data mining are rarely capable of taking metadata
into account, although it is likely that these capabilities will develop rapidly in
the future. (We return to this in Chapter 8.)

2.4 Preparing the input
Preparing input for a data mining investigation usually consumes the bulk of
the effort invested in the entire data mining process. Although this book is not
really about the problems of data preparation, we want to give you a feeling for
the issues involved so that you can appreciate the complexities. Following that,
we look at a particular input file format, the attribute-relation file format (ARFF
format), that is used in the Java package described in Part II. Then we consider
issues that arise when converting datasets to such a format, because there are
some simple practical points to be aware of. Bitter experience shows that real
data is often of disappointingly low in quality, and careful checking—a process
that has become known as data cleaning—pays off many times over.

Gathering the data together
When beginning work on a data mining problem, it is first necessary to bring
all the data together into a set of instances. We explained the need to denor-
malize relational data when describing the family tree example. Although it
illustrates the basic issue, this self-contained and rather artificial example does
not really convey a feeling for what the process will be like in practice. In a real
business application, it will be necessary to bring data together from different
departments. For example, in a marketing study data will be needed from the
sales department, the customer billing department, and the customer service
department.

Integrating data from different sources usually presents many challenges—
not deep issues of principle but nasty realities of practice. Different departments
will use different styles of record keeping, different conventions, different time
periods, different degrees of data aggregation, different primary keys, and will
have different kinds of error. The data must be assembled, integrated, and
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cleaned up. The idea of company wide database integration is known as data
warehousing. Data warehouses provide a single consistent point of access to cor-
porate or organizational data, transcending departmental divisions. They are
the place where old data is published in a way that can be used to inform busi-
ness decisions. The movement toward data warehousing is a recognition of the
fact that the fragmented information that an organization uses to support day-
to-day operations at a departmental level can have immense strategic value
when brought together. Clearly, the presence of a data warehouse is a very useful
precursor to data mining, and if it is not available, many of the steps involved
in data warehousing will have to be undertaken to prepare the data for mining.

Often even a data warehouse will not contain all the necessary data, and you
may have to reach outside the organization to bring in data relevant to the
problem at hand. For example, weather data had to be obtained in the load 
forecasting example in the last chapter, and demographic data is needed for
marketing and sales applications. Sometimes called overlay data, this is not nor-
mally collected by an organization but is clearly relevant to the data mining
problem. It, too, must be cleaned up and integrated with the other data that has
been collected.

Another practical question when assembling the data is the degree of aggre-
gation that is appropriate. When a dairy farmer decides which cows to sell, the
milk production records—which an automatic milking machine records twice
a day—must be aggregated. Similarly, raw telephone call data is of little use when
telecommunications companies study their clients’ behavior: the data must be
aggregated to the customer level. But do you want usage by month or by quarter,
and for how many months or quarters in arrears? Selecting the right type and
level of aggregation is usually critical for success.

Because so many different issues are involved, you can’t expect to get it right
the first time. This is why data assembly, integration, cleaning, aggregating, and
general preparation take so long.

ARFF format
We now look at a standard way of representing datasets that consist of inde-
pendent, unordered instances and do not involve relationships among instances,
called an ARFF file.

Figure 2.2 shows an ARFF file for the weather data in Table 1.3, the version
with some numeric features. Lines beginning with a % sign are comments.
Following the comments at the beginning of the file are the name of the rela-
tion (weather) and a block defining the attributes (outlook,temperature, humid-
ity, windy, play?). Nominal attributes are followed by the set of values they can
take on, enclosed in curly braces. Values can include spaces; if so, they must be
placed within quotation marks. Numeric values are followed by the keyword
numeric.
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% ARFF file for the weather data with some numeric features

%

@relation weather

@attribute outlook { sunny, overcast, rainy }

@attribute temperature numeric

@attribute humidity numeric

@attribute windy { true, false }

@attribute play? { yes, no }

@data

%

% 14 instances

%

sunny, 85, 85, false, no

sunny, 80, 90, true, no

overcast, 83, 86, false, yes

rainy, 70, 96, false, yes

rainy, 68, 80, false, yes

rainy, 65, 70, true, no

overcast, 64, 65, true, yes

sunny, 72, 95, false, no

sunny, 69, 70, false, yes

rainy, 75, 80, false, yes

sunny, 75, 70, true, yes

overcast, 72, 90, true, yes

overcast, 81, 75, false, yes

rainy, 71, 91, true, no

Figure 2.2 ARFF file for the weather data.

Although the weather problem is to predict the class value play?
from the values of the other attributes, the class attribute is not dis-
tinguished in any way in the data file. The ARFF format merely gives
a dataset; it does not specify which of the attributes is the one that
is supposed to be predicted. This means that the same file can be used
for investigating how well each attribute can be predicted from the
others, or to find association rules, or for clustering.

Following the attribute definitions is an @data line that signals the
start of the instances in the dataset. Instances are written one per line,
with values for each attribute in turn, separated by commas. If a value
is missing it is represented by a single question mark (there are no
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missing values in this dataset). The attribute specifications in ARFF files allow
the dataset to be checked to ensure that it contains legal values for all attributes,
and programs that read ARFF files do this checking automatically.

In addition to nominal and numeric attributes, exemplified by the weather
data, the ARFF format has two further attribute types: string attributes and date
attributes. String attributes have values that are textual. Suppose you have a
string attribute that you want to call description. In the block defining the attrib-
utes, it is specified as follows:

@attribute description string

Then, in the instance data, include any character string in quotation marks (to
include quotation marks in your string, use the standard convention of pre-
ceding each one by a backslash, \). Strings are stored internally in a string table
and represented by their address in that table. Thus two strings that contain the
same characters will have the same value.

String attributes can have values that are very long—even a whole document.
To be able to use string attributes for text mining, it is necessary to be able to
manipulate them. For example, a string attribute might be converted into many
numeric attributes, one for each word in the string, whose value is the number
of times that word appears. These transformations are described in Section 7.3.

Date attributes are strings with a special format and are introduced like this:

@attribute today date

(for an attribute called today). Weka, the machine learning software discussed
in Part II of this book, uses the ISO-8601 combined date and time format yyyy-
MM-dd-THH:mm:ss with four digits for the year, two each for the month and
day, then the letter T followed by the time with two digits for each of hours,
minutes, and seconds.1 In the data section of the file, dates are specified as the
corresponding string representation of the date and time, for example, 2004-04-
03T12:00:00. Although they are specified as strings, dates are converted to
numeric form when the input file is read. Dates can also be converted internally
to different formats, so you can have absolute timestamps in the data file and
use transformations to forms such as time of day or day of the week to detect
periodic behavior.

Sparse data
Sometimes most attributes have a value of 0 for most the instances. For example,
market basket data records purchases made by supermarket customers. No
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1 Weka contains a mechanism for defining a date attribute to have a different format by
including a special string in the attribute definition.
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matter how big the shopping expedition, customers never purchase more than
a tiny portion of the items a store offers. The market basket data contains the
quantity of each item that the customer purchases, and this is zero for almost
all items in stock. The data file can be viewed as a matrix whose rows and
columns represent customers and stock items, and the matrix is “sparse”—
nearly all its elements are zero. Another example occurs in text mining, in which
the instances are documents. Here, the columns and rows represent documents
and words, and the numbers indicate how many times a particular word appears
in a particular document. Most documents have a rather small vocabulary, so
most entries are zero.

It can be impractical to represent each element of a sparse matrix explicitly,
writing each value in order, as follows:

0, 26, 0, 0, 0, 0, 63, 0, 0, 0, “class A”

0, 0, 0, 42, 0, 0, 0, 0, 0, 0, “class B”

Instead, the nonzero attributes can be explicitly identified by attribute number
and their value stated:

{1 26, 6 63, 10 “class A”}

{3 42, 10 “class B”}

Each instance is enclosed in curly braces and contains the index number of each
nonzero attribute (indexes start from 0) and its value. Sparse data files have the
same @relation and @attribute tags, followed by an @data line, but the data
section is different and contains specifications in braces such as those shown
previously. Note that the omitted values have a value of 0—they are not
“missing” values! If a value is unknown, it must be explicitly represented with
a question mark.

Attribute types
ARFF files accommodate the two basic data types, nominal and numeric. String
attributes and date attributes are effectively nominal and numeric, respectively,
although before they are used strings are often converted into a numeric form
such as a word vector. But how the two basic types are interpreted depends on
the learning method being used. For example, most methods treat numeric
attributes as ordinal scales and only use less-than and greater-than comparisons
between the values. However, some treat them as ratio scales and use distance
calculations. You need to understand how machine learning methods work
before using them for data mining.

If a learning method treats numeric attributes as though they are measured
on ratio scales, the question of normalization arises. Attributes are often nor-
malized to lie in a fixed range, say, from zero to one, by dividing all values by
the maximum value encountered or by subtracting the minimum value and
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dividing by the range between the maximum and the minimum values. Another
normalization technique is to calculate the statistical mean and standard 
deviation of the attribute values, subtract the mean from each value, and divide
the result by the standard deviation. This process is called standardizing a sta-
tistical variable and results in a set of values whose mean is zero and standard
deviation is one.

Some learning methods—for example, varieties of instance-based learning
and regression methods—deal only with ratio scales because they calculate 
the “distance” between two instances based on the values of their attributes. If
the actual scale is ordinal, a numeric distance function must be defined. One
way of doing this is to use a two-level distance: one if the two values are differ-
ent and zero if they are the same. Any nominal quantity can be treated as numeric
by using this distance function. However, it is rather a crude technique and con-
ceals the true degree of variation between instances. Another possibility is to gen-
erate several synthetic binary attributes for each nominal attribute: we return to
this in Section 6.5 when we look at the use of trees for numeric prediction.

Sometimes there is a genuine mapping between nominal quantities and
numeric scales. For example, postal ZIP codes indicate areas that could be rep-
resented by geographic coordinates; the leading digits of telephone numbers
may do so, too, depending on where you live. The first two digits of a student’s
identification number may be the year in which she first enrolled.

It is very common for practical datasets to contain nominal values that are
coded as integers. For example, an integer identifier may be used as a code for
an attribute such as part number, yet such integers are not intended for use in
less-than or greater-than comparisons. If this is the case, it is important to
specify that the attribute is nominal rather than numeric.

It is quite possible to treat an ordinal quantity as though it were nominal.
Indeed, some machine learning methods only deal with nominal elements. For
example, in the contact lens problem the age attribute is treated as nominal, and
the rules generated included the following:

If age = young and astigmatic = no and 

tear production rate = normal then recommendation = soft

If age = pre-presbyopic and astigmatic = no and 

tear production rate = normal then recommendation = soft

But in fact age, specified in this way, is really an ordinal quantity for which the
following is true:

young < pre-presbyopic < presbyopic

If it were treated as ordinal, the two rules could be collapsed into one:

If age £ pre-presbyopic and astigmatic = no and 

tear production rate = normal then recommendation = soft
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which is a more compact, and hence more satisfactory, way of saying the same
thing.

Missing values
Most datasets encountered in practice, such as the labor negotiations data in
Table 1.6, contain missing values. Missing values are frequently indicated by out-
of-range entries, perhaps a negative number (e.g., -1) in a numeric field that is
normally only positive or a 0 in a numeric field that can never normally be 0.
For nominal attributes, missing values may be indicated by blanks or dashes.
Sometimes different kinds of missing values are distinguished (e.g., unknown
vs. unrecorded vs. irrelevant values) and perhaps represented by different 
negative integers (-1, -2, etc.).

You have to think carefully about the significance of missing values. They may
occur for several reasons, such as malfunctioning measurement equipment,
changes in experimental design during data collection, and collation of several
similar but not identical datasets. Respondents in a survey may refuse to answer
certain questions such as age or income. In an archaeological study, a specimen
such as a skull may be damaged so that some variables cannot be measured.
In a biologic one, plants or animals may die before all variables have been 
measured. What do these things mean about the example under consideration?
Might the skull damage have some significance in itself, or is it just because of
some random event? Does the plants’ early death have some bearing on the case
or not?

Most machine learning methods make the implicit assumption that there is
no particular significance in the fact that a certain instance has an attribute value
missing: the value is simply not known. However, there may be a good reason
why the attribute’s value is unknown—perhaps a decision was made, on the evi-
dence available, not to perform some particular test—and that might convey
some information about the instance other than the fact that the value is simply
missing. If this is the case, then it would be more appropriate to record not tested
as another possible value for this attribute or perhaps as another attribute in the
dataset. As the preceding examples illustrate, only someone familiar with the data
can make an informed judgment about whether a particular value being missing
has some extra significance or whether it should simply be coded as an ordinary
missing value. Of course, if there seem to be several types of missing value, that
is prima facie evidence that something is going on that needs to be investigated.

If missing values mean that an operator has decided not to make a particu-
lar measurement, that may convey a great deal more than the mere fact that the
value is unknown. For example, people analyzing medical databases have
noticed that cases may, in some circumstances, be diagnosable simply from the
tests that a doctor decides to make regardless of the outcome of the tests. Then
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a record of which values are “missing” is all that is needed for a complete 
diagnosis—the actual values can be ignored completely!

Inaccurate values
It is important to check data mining files carefully for rogue attributes and
attribute values. The data used for mining has almost certainly not been gath-
ered expressly for that purpose. When originally collected, many of the fields
probably didn’t matter and were left blank or unchecked. Provided that it does
not affect the original purpose of the data, there is no incentive to correct it.
However, when the same database is used for mining, the errors and omissions
suddenly start to assume great significance. For example, banks do not really need
to know the age of their customers, so their databases may contain many missing
or incorrect values. But age may be a very significant feature in mined rules.

Typographic errors in a dataset will obviously lead to incorrect values. Often
the value of a nominal attribute is misspelled, creating an extra possible value
for that attribute. Or perhaps it is not a misspelling but different names for the
same thing, such as Pepsi and Pepsi Cola. Obviously the point of a defined
format such as ARFF is to allow data files to be checked for internal consistency.
However, errors that occur in the original data file are often preserved through
the conversion process into the file that is used for data mining; thus the list of
possible values that each attribute takes on should be examined carefully.

Typographic or measurement errors in numeric values generally cause out-
liers that can be detected by graphing one variable at a time. Erroneous values
often deviate significantly from the pattern that is apparent in the remaining
values. Sometimes, however, inaccurate values are hard to find, particularly
without specialist domain knowledge.

Duplicate data presents another source of error. Most machine learning tools
will produce different results if some of the instances in the data files are dupli-
cated, because repetition gives them more influence on the result.

People often make deliberate errors when entering personal data into data-
bases. They might make minor changes in the spelling of their street to try to
identify whether the information they have provided was sold to advertising
agencies that burden them with junk mail. They might adjust the spelling of
their name when applying for insurance if they have had insurance refused in
the past. Rigid computerized data entry systems often impose restrictions that
require imaginative workarounds. One story tells of a foreigner renting a vehicle
in the United States. Being from abroad, he had no ZIP code, yet the computer
insisted on one; in desperation the operator suggested that he use the ZIP code
of the rental agency. If this is common practice, future data mining projects may
notice a cluster of customers who apparently live in the same district as the agency!
Similarly, a supermarket checkout operator sometimes uses his own frequent
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buyer card when the customer does not supply one, either so that the customer
can get a discount that would otherwise be unavailable or simply to accumulate
credit points in the cashier’s account. Only a deep semantic knowledge of what is
going on will be able to explain systematic data errors such as these.

Finally, data goes stale. Many items change as circumstances change. For
example, items in mailing lists—names, addresses, telephone numbers, and so
on—change frequently. You need to consider whether the data you are mining
is still current.

Getting to know your data
There is no substitute for getting to know your data. Simple tools that show his-
tograms of the distribution of values of nominal attributes, and graphs of the
values of numeric attributes (perhaps sorted or simply graphed against instance
number), are very helpful. These graphical visualizations of the data make it
easy to identify outliers, which may well represent errors in the data file—or
arcane conventions for coding unusual situations, such as a missing year as 9999
or a missing weight as -1 kg, that no one has thought to tell you about. Domain
experts need to be consulted to explain anomalies, missing values, the signifi-
cance of integers that represent categories rather than numeric quantities, and
so on. Pairwise plots of one attribute against another, or each attribute against
the class value, can be extremely revealing.

Data cleaning is a time-consuming and labor-intensive procedure but one
that is absolutely necessary for successful data mining. With a large dataset,
people often give up—how can they possibly check it all? Instead, you should
sample a few instances and examine them carefully. You’ll be surprised at what
you find. Time looking at your data is always well spent.

2.5 Further reading
Pyle (1999) provides an extensive guide to data preparation for data mining.
There is also a great deal of current interest in data warehousing and the prob-
lems it entails. Kimball (1996) offers the best introduction to these that we know
of. Cabena et al. (1998) estimate that data preparation accounts for 60% of the
effort involved in a data mining application, and they write at some length about
the problems involved.

The area of inductive logic programming, which deals with finite and infi-
nite relations, is covered by Bergadano and Gunetti (1996). The different “levels
of measurement” for attributes were introduced by Stevens (1946) and are well
described in the manuals for statistical packages such as SPSS (Nie et al. 1970).
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Most of the techniques in this book produce easily comprehensible descriptions
of the structural patterns in the data. Before looking at how these techniques
work, we have to see how structural patterns can be expressed. There are many
different ways for representing the patterns that can be discovered by machine
learning, and each one dictates the kind of technique that can be used to infer
that output structure from data. Once you understand how the output is 
represented, you have come a long way toward understanding how it can be 
generated.

We saw many examples of data mining in Chapter 1. In these cases the output
took the form of decision trees and classification rules, which are basic knowl-
edge representation styles that many machine learning methods use. Knowledge
is really too imposing a word for a decision tree or a collection of rules, and by
using it we don’t really mean to imply that these structures vie with the real kind
of knowledge that we carry in our heads: it’s just that we need some word to
refer to the structures that learning methods produce. There are more complex
varieties of rules that allow exceptions to be specified, and ones that can express
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relations among the values of the attributes of different instances. Special forms
of trees can be used for numeric prediction, too. Instance-based representations
focus on the instances themselves rather than rules that govern their attribute
values. Finally, some learning methods generate clusters of instances. These dif-
ferent knowledge representation methods parallel the different kinds of learn-
ing problems introduced in Chapter 2.

3.1 Decision tables
The simplest, most rudimentary way of representing the output from machine
learning is to make it just the same as the input—a decision table. For example,
Table 1.2 is a decision table for the weather data: you just look up the appro-
priate conditions to decide whether or not to play. Less trivially, creating a deci-
sion table might involve selecting some of the attributes. If temperature is
irrelevant to the decision, for example, a smaller, condensed table with that
attribute missing would be a better guide. The problem is, of course, to decide
which attributes to leave out without affecting the final decision.

3.2 Decision trees
A “divide-and-conquer” approach to the problem of learning from a set of inde-
pendent instances leads naturally to a style of representation called a decision
tree. We have seen some examples of decision trees, for the contact lens (Figure
1.2) and labor negotiations (Figure 1.3) datasets. Nodes in a decision tree involve
testing a particular attribute. Usually, the test at a node compares an attribute
value with a constant. However, some trees compare two attributes with each
other, or use some function of one or more attributes. Leaf nodes give a classi-
fication that applies to all instances that reach the leaf, or a set of classifications,
or a probability distribution over all possible classifications. To classify an
unknown instance, it is routed down the tree according to the values of the
attributes tested in successive nodes, and when a leaf is reached the instance is
classified according to the class assigned to the leaf.

If the attribute that is tested at a node is a nominal one, the number of chil-
dren is usually the number of possible values of the attribute. In this case,
because there is one branch for each possible value, the same attribute will not
be retested further down the tree. Sometimes the attribute values are divided
into two subsets, and the tree branches just two ways depending on which subset
the value lies in the tree; in that case, the attribute might be tested more than
once in a path.

If the attribute is numeric, the test at a node usually determines whether its
value is greater or less than a predetermined constant, giving a two-way split.
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Alternatively, a three-way split may be used, in which case there are several dif-
ferent possibilities. If missing value is treated as an attribute value in its own
right, that will create a third branch. An alternative for an integer-valued attrib-
ute would be a three-way split into less than, equal to, and greater than. An alter-
native for a real-valued attribute, for which equal to is not such a meaningful
option, would be to test against an interval rather than a single constant, again
giving a three-way split: below, within, and above. A numeric attribute is often
tested several times in any given path down the tree from root to leaf, each test
involving a different constant. We return to this when describing the handling
of numeric attributes in Section 6.1.

Missing values pose an obvious problem. It is not clear which branch should
be taken when a node tests an attribute whose value is missing. Sometimes, as
described in Section 2.4, missing value is treated as an attribute value in its own
right. If this is not the case, missing values should be treated in a special way
rather than being considered as just another possible value that the attribute
might take. A simple solution is to record the number of elements in the train-
ing set that go down each branch and to use the most popular branch if the
value for a test instance is missing.

A more sophisticated solution is to notionally split the instance into pieces
and send part of it down each branch and from there right on down to the leaves
of the subtrees involved. The split is accomplished using a numeric weight
between zero and one, and the weight for a branch is chosen to be proportional
to the number of training instances going down that branch, all weights
summing to one. A weighted instance may be further split at a lower node. Even-
tually, the various parts of the instance will each reach a leaf node, and the deci-
sions at these leaf nodes must be recombined using the weights that have
percolated down to the leaves. We return to this in Section 6.1.

It is instructive and can even be entertaining to build a decision tree for a
dataset manually. To do so effectively, you need a good way of visualizing the
data so that you can decide which are likely to be the best attributes to test and
what an appropriate test might be. The Weka Explorer, described in Part II, has
a User Classifier facility that allows users to construct a decision tree interac-
tively. It presents you with a scatter plot of the data against two selected attrib-
utes, which you choose. When you find a pair of attributes that discriminates
the classes well, you can create a two-way split by drawing a polygon around the
appropriate data points on the scatter plot.

For example, in Figure 3.1(a) the user is operating on a dataset with three
classes, the iris dataset, and has found two attributes, petallength and petalwidth,
that do a good job of splitting up the classes. A rectangle has been drawn, man-
ually, to separate out one of the classes (Iris versicolor). Then the user switches
to the decision tree view in Figure 3.1(b) to see the tree so far. The left-hand
leaf node contains predominantly irises of one type (Iris versicolor, contami-
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(a)

(b)

Figure 3.1 Constructing a decision tree interactively: (a) creating a rectangular test
involving petallength and petalwidth and (b) the resulting (unfinished) decision tree.
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nated by only two virginicas); the right-hand one contains predominantly two
types (Iris setosa and virginica, contaminated by only two versicolors). The user
will probably select the right-hand leaf and work on it next, splitting it further
with another rectangle—perhaps based on a different pair of attributes
(although, from Figure 3.1[a], these two look pretty good).

Section 10.2 explains how to use Weka’s User Classifier facility. Most people
enjoy making the first few decisions but rapidly lose interest thereafter, and one
very useful option is to select a machine learning method and let it take over at
any point in the decision tree. Manual construction of decision trees is a good
way to get a feel for the tedious business of evaluating different combinations
of attributes to split on.

3.3 Classification rules
Classification rules are a popular alternative to decision trees, and we have
already seen examples for the weather (page 10), contact lens (page 13), iris
(page 15), and soybean (page 18) datasets. The antecedent, or precondition, of
a rule is a series of tests just like the tests at nodes in decision trees, and the con-
sequent, or conclusion, gives the class or classes that apply to instances covered
by that rule, or perhaps gives a probability distribution over the classes. Gener-
ally, the preconditions are logically ANDed together, and all the tests must
succeed if the rule is to fire. However, in some rule formulations the precondi-
tions are general logical expressions rather than simple conjunctions. We often
think of the individual rules as being effectively logically ORed together: if any
one applies, the class (or probability distribution) given in its conclusion is
applied to the instance. However, conflicts arise when several rules with differ-
ent conclusions apply; we will return to this shortly.

It is easy to read a set of rules directly off a decision tree. One rule is gener-
ated for each leaf. The antecedent of the rule includes a condition for every node
on the path from the root to that leaf, and the consequent of the rule is the 
class assigned by the leaf. This procedure produces rules that are unambigu-
ous in that the order in which they are executed is irrelevant. However, in
general, rules that are read directly off a decision tree are far more complex than
necessary, and rules derived from trees are usually pruned to remove redundant
tests.

Because decision trees cannot easily express the disjunction implied among
the different rules in a set, transforming a general set of rules into a tree is not
quite so straightforward. A good illustration of this occurs when the rules have
the same structure but different attributes, like:

If a and b then x

If c and d then x
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Then it is necessary to break the symmetry and choose a single test for the root
node. If, for example, a is chosen, the second rule must, in effect, be repeated
twice in the tree, as shown in Figure 3.2. This is known as the replicated subtree
problem.

The replicated subtree problem is sufficiently important that it is worth
looking at a couple more examples. The diagram on the left of Figure 3.3 shows
an exclusive-or function for which the output is a if x = 1 or y = 1 but not both.
To make this into a tree, you have to split on one attribute first, leading to a
structure like the one shown in the center. In contrast, rules can faithfully reflect
the true symmetry of the problem with respect to the attributes, as shown on
the right.
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Figure 3.2 Decision tree for a simple disjunction.
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In this example the rules are not notably more compact than the tree. In fact,
they are just what you would get by reading rules off the tree in the obvious
way. But in other situations, rules are much more compact than trees, particu-
larly if it is possible to have a “default” rule that covers cases not specified by the
other rules. For example, to capture the effect of the rules in Figure 3.4—in
which there are four attributes, x, y, z, and w, that can each be 1, 2, or 3—requires
the tree shown on the right. Each of the three small gray triangles to the upper
right should actually contain the whole three-level subtree that is displayed in
gray, a rather extreme example of the replicated subtree problem. This is a dis-
tressingly complex description of a rather simple concept.

One reason why rules are popular is that each rule seems to represent an inde-
pendent “nugget” of knowledge. New rules can be added to an existing rule set
without disturbing ones already there, whereas to add to a tree structure may
require reshaping the whole tree. However, this independence is something of
an illusion, because it ignores the question of how the rule set is executed. We
explained earlier (on page 11) the fact that if rules are meant to be interpreted
in order as a “decision list,” some of them, taken individually and out of context,
may be incorrect. On the other hand, if the order of interpretation is supposed
to be immaterial, then it is not clear what to do when different rules lead to dif-
ferent conclusions for the same instance. This situation cannot arise for rules
that are read directly off a decision tree because the redundancy included in the
structure of the rules prevents any ambiguity in interpretation. But it does arise
when rules are generated in other ways.

If a rule set gives multiple classifications for a particular example, one solu-
tion is to give no conclusion at all. Another is to count how often each rule fires
on the training data and go with the most popular one. These strategies can lead
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Figure 3.3 The exclusive-or problem.
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to radically different results. A different problem occurs when an instance is
encountered that the rules fail to classify at all. Again, this cannot occur with
decision trees, or with rules read directly off them, but it can easily happen with
general rule sets. One way of dealing with this situation is to fail to classify such
an example; another is to choose the most frequently occurring class as a default.
Again, radically different results may be obtained for these strategies. Individ-
ual rules are simple, and sets of rules seem deceptively simple—but given just
a set of rules with no additional information, it is not clear how it should be
interpreted.

A particularly straightforward situation occurs when rules lead to a class that
is Boolean (say, yes and no) and when only rules leading to one outcome (say,
yes) are expressed. The assumption is that if a particular instance is not in class
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yes, then it must be in class no—a form of closed world assumption. If this is
the case, then rules cannot conflict and there is no ambiguity in rule interpre-
tation: any interpretation strategy will give the same result. Such a set of rules
can be written as a logic expression in what is called disjunctive normal form:
that is, as a disjunction (OR) of conjunctive (AND) conditions.

It is this simple special case that seduces people into assuming rules are very
easy to deal with, because here each rule really does operate as a new, inde-
pendent piece of information that contributes in a straightforward way to the
disjunction. Unfortunately, it only applies to Boolean outcomes and requires the
closed world assumption, and both these constraints are unrealistic in most
practical situations. Machine learning algorithms that generate rules invariably
produce ordered rule sets in multiclass situations, and this sacrifices any possi-
bility of modularity because the order of execution is critical.

3.4 Association rules
Association rules are really no different from classification rules except that they
can predict any attribute, not just the class, and this gives them the freedom to
predict combinations of attributes too. Also, association rules are not intended
to be used together as a set, as classification rules are. Different association rules
express different regularities that underlie the dataset, and they generally predict
different things.

Because so many different association rules can be derived from even a tiny
dataset, interest is restricted to those that apply to a reasonably large number of
instances and have a reasonably high accuracy on the instances to which they
apply to. The coverage of an association rule is the number of instances for which
it predicts correctly—this is often called its support. Its accuracy—often called
confidence—is the number of instances that it predicts correctly, expressed as a
proportion of all instances to which it applies. For example, with the rule:

If temperature = cool then humidity = normal

the coverage is the number of days that are both cool and have normal humid-
ity (4 days in the data of Table 1.2), and the accuracy is the proportion of cool
days that have normal humidity (100% in this case). It is usual to specify
minimum coverage and accuracy values and to seek only those rules whose cov-
erage and accuracy are both at least these specified minima. In the weather data,
for example, there are 58 rules whose coverage and accuracy are at least 2 and
95%, respectively. (It may also be convenient to specify coverage as a percent-
age of the total number of instances instead.)

Association rules that predict multiple consequences must be interpreted
rather carefully. For example, with the weather data in Table 1.2 we saw this rule:
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If windy = false and play = no then outlook = sunny

and humidity = high

This is not just a shorthand expression for the two separate rules:

If windy = false and play = no then outlook = sunny

If windy = false and play = no then humidity = high

It indeed implies that these exceed the minimum coverage and accuracy
figures—but it also implies more. The original rule means that the number of
examples that are nonwindy, nonplaying, with sunny outlook and high humidity,
is at least as great as the specified minimum coverage figure. It also means that
the number of such days, expressed as a proportion of nonwindy, nonplaying days,
is at least the specified minimum accuracy figure. This implies that the rule

If humidity = high and windy = false and play = no 

then outlook = sunny

also holds, because it has the same coverage as the original rule, and its accu-
racy must be at least as high as the original rule’s because the number of high-
humidity, nonwindy, nonplaying days is necessarily less than that of nonwindy,
nonplaying days—which makes the accuracy greater.

As we have seen, there are relationships between particular association 
rules: some rules imply others. To reduce the number of rules that are produced,
in cases where several rules are related it makes sense to present only the
strongest one to the user. In the preceding example, only the first rule should
be printed.

3.5 Rules with exceptions
Returning to classification rules, a natural extension is to allow them to have
exceptions. Then incremental modifications can be made to a rule set by express-
ing exceptions to existing rules rather than reengineering the entire set. For
example, consider the iris problem described earlier. Suppose a new flower was
found with the dimensions given in Table 3.1, and an expert declared it to be
an instance of Iris setosa. If this flower was classified by the rules given in Chapter
1 (pages 15–16) for this problem, it would be misclassified by two of them:
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Table 3.1 A new iris flower.

Sepal length (cm) Sepal width (cm) Petal length (cm) Petal width (cm) Type

5.1 3.5 2.6 0.2 ?
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If petal length ≥ 2.45 and petal length < 4.45 then Iris versicolor

If petal length ≥ 2.45 and petal length < 4.95 and 

petal width < 1.55 then Iris versicolor

These rules require modification so that the new instance can be 
treated correctly. However, simply changing the bounds for the attribute-
value tests in these rules may not suffice because the instances used to create the
rule set may then be misclassified. Fixing up a rule set is not as simple as it
sounds.

Instead of changing the tests in the existing rules, an expert might be con-
sulted to explain why the new flower violates them, receiving explanations that
could be used to extend the relevant rules only. For example, the first of these
two rules misclassifies the new Iris setosa as an instance of the genus Iris versi-
color. Instead of altering the bounds on any of the inequalities in the rule, an
exception can be made based on some other attribute:

If petal length ≥ 2.45 and petal length < 4.45 then 

Iris versicolor EXCEPT if petal width < 1.0 then Iris setosa

This rule says that a flower is Iris versicolor if its petal length is between 2.45 cm
and 4.45 cm except when its petal width is less than 1.0 cm, in which case it is
Iris setosa.

Of course, we might have exceptions to the exceptions, exceptions to 
these, and so on, giving the rule set something of the character of a tree. As 
well as being used to make incremental changes to existing rule sets, rules with
exceptions can be used to represent the entire concept description in the first
place.

Figure 3.5 shows a set of rules that correctly classify all examples in the Iris
dataset given earlier (pages 15–16). These rules are quite difficult to compre-
hend at first. Let’s follow them through. A default outcome has been chosen, Iris
setosa, and is shown in the first line. For this dataset, the choice of default is
rather arbitrary because there are 50 examples of each type. Normally, the most
frequent outcome is chosen as the default.

Subsequent rules give exceptions to this default. The first if . . . then, on lines
2 through 4, gives a condition that leads to the classification Iris versicolor.
However, there are two exceptions to this rule (lines 5 through 8), which we will
deal with in a moment. If the conditions on lines 2 and 3 fail, the else clause on
line 9 is reached, which essentially specifies a second exception to the original
default. If the condition on line 9 holds, the classification is Iris virginica (line
10). Again, there is an exception to this rule (on lines 11 and 12).

Now return to the exception on lines 5 through 8. This overrides the Iris ver-
sicolor conclusion on line 4 if either of the tests on lines 5 and 7 holds. As it
happens, these two exceptions both lead to the same conclusion, Iris virginica
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(lines 6 and 8). The final exception is the one on lines 11 and 12, which over-
rides the Iris virginica conclusion on line 10 when the condition on line 11 is
met, and leads to the classification Iris versicolor.

You will probably need to ponder these rules for some minutes before it
becomes clear how they are intended to be read. Although it takes some time 
to get used to reading them, sorting out the excepts and if . . . then . . .
elses becomes easier with familiarity. People often think of real problems in
terms of rules, exceptions, and exceptions to the exceptions, so it is often a good
way to express a complex rule set. But the main point in favor of this way of
representing rules is that it scales up well. Although the whole rule set is a little
hard to comprehend, each individual conclusion, each individual then state-
ment, can be considered just in the context of the rules and exceptions that lead
to it; whereas with decision lists, all prior rules need to be reviewed to deter-
mine the precise effect of an individual rule. This locality property is crucial
when trying to understand large rule sets. Psychologically, people familiar with
the data think of a particular set of cases, or kind of case, when looking at any
one conclusion in the exception structure, and when one of these cases turns
out to be an exception to the conclusion, it is easy to add an except clause to
cater for it.

It is worth pointing out that the default . . . except if . . . then . . . structure is
logically equivalent to if . . . then . . . else . . ., where the else is unconditional and
specifies exactly what the default did. An unconditional else is, of course, a
default. (Note that there are no unconditional elses in the preceding rules.) Log-
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Default: Iris-setosa 1

except if petal-length ≥ 2.45 and petal-length < 5.355  2

          and petal-width < 1.75 3

       then Iris-versicolor 4

            except if petal-length ≥ 4.95 and petal-width < 1.55 5

                   then Iris-virginica 6

                   else if sepal-length < 4.95 and sepal-width ≥ 2.45 7

                        then Iris-virginica 8

       else if petal-length ≥ 3.35 9

            then Iris-virginica 10

                 except if petal-length < 4.85 and sepal-length < 5.95 11

                        then Iris-versicolor 12

Figure 3.5 Rules for the Iris data.
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ically, the exception-based rules can very simply be rewritten in terms of regular
if . . . then . . . else clauses. What is gained by the formulation in terms of excep-
tions is not logical but psychological. We assume that the defaults and the tests
that occur early apply more widely than the exceptions further down. If this is
indeed true for the domain, and the user can see that it is plausible, the expres-
sion in terms of (common) rules and (rare) exceptions will be easier to grasp
than a different, but logically equivalent, structure.

3.6 Rules involving relations
We have assumed implicitly that the conditions in rules involve testing an
attribute value against a constant. Such rules are called propositional because the
attribute-value language used to define them has the same power as what logi-
cians call the propositional calculus. In many classification tasks, propositional
rules are sufficiently expressive for concise, accurate concept descriptions. The
weather, contact lens recommendation, iris type, and acceptability of labor con-
tract datasets mentioned previously, for example, are well described by propo-
sitional rules. However, there are situations in which a more expressive form of
rule would provide a more intuitive and concise concept description, and these
are situations that involve relationships between examples such as those encoun-
tered in Section 2.2.

Suppose, to take a concrete example, we have the set of eight building blocks
of the various shapes and sizes illustrated in Figure 3.6, and we wish to learn
the concept of standing. This is a classic two-class problem with classes stand-
ing and lying. The four shaded blocks are positive (standing) examples of the
concept, and the unshaded blocks are negative (lying) examples. The only infor-
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Shaded:
Unshaded: 

standing
lying

Figure 3.6 The shapes problem.
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mation the learning algorithm will be given is the width, height, and number of
sides of each block. The training data is shown in Table 3.2.

A propositional rule set that might be produced for this data is:

if width ≥ 3.5 and height < 7.0 then lying

if height ≥ 3.5 then standing

In case you’re wondering, 3.5 is chosen as the breakpoint for width because it is
halfway between the width of the thinnest lying block, namely 4, and the width
of the fattest standing block whose height is less than 7, namely 3. Also, 7.0 is
chosen as the breakpoint for height because it is halfway between the height of
the tallest lying block, namely 6, and the shortest standing block whose width
is greater than 3.5, namely 8. It is common to place numeric thresholds halfway
between the values that delimit the boundaries of a concept.

Although these two rules work well on the examples given, they are not very
good. Many new blocks would not be classified by either rule (e.g., one with
width 1 and height 2), and it is easy to devise many legitimate blocks that the
rules would not fit.

A person classifying the eight blocks would probably notice that 
“standing blocks are those that are taller than they are wide.” This rule does 
not compare attribute values with constants, it compares attributes with each
other:

if width > height then lying

if height > width then standing

The actual values of the height and width attributes are not important; just the
result of comparing the two. Rules of this form are called relational, because
they express relationships between attributes, rather than propositional, which
denotes a fact about just one attribute.
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Table 3.2 Training data for the shapes problem.

Width Height Sides Class

2 4 4 standing
3 6 4 standing
4 3 4 lying
7 8 3 standing
7 6 3 lying
2 9 4 standing
9 1 4 lying
10 2 3 lying
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Standard relations include equality (and inequality) for nominal attributes
and less than and greater than for numeric ones. Although relational nodes
could be put into decision trees just as relational conditions can be put into
rules, schemes that accommodate relations generally use the rule rather than the
tree representation. However, most machine learning methods do not consider
relational rules because there is a considerable cost in doing so. One way of
allowing a propositional method to make use of relations is to add extra, sec-
ondary attributes that say whether two primary attributes are equal or not, or
give the difference between them if they are numeric. For example, we might
add a binary attribute is width < height? to Table 3.2. Such attributes are often
added as part of the data engineering process.

With a seemingly rather small further enhancement, the expressive 
power of the relational knowledge representation can be extended very 
greatly. The trick is to express rules in a way that makes the role of the instance
explicit:

if width(block) > height(block) then lying(block)

if height(block) > width(block) then standing(block)

Although this does not seem like much of an extension, it is if instances can
be decomposed into parts. For example, if a tower is a pile of blocks, one on top
of the other, then the fact that the topmost block of the tower is standing can
be expressed by:

if height(tower.top) > width(tower.top) then standing(tower.top)

Here, tower.top is used to refer to the topmost block. So far, nothing has been
gained. But if tower.rest refers to the rest of the tower, then the fact that the tower
is composed entirely of standing blocks can be expressed by the rules:

if height(tower.top) > width(tower.top) and standing(tower.rest)

then standing(tower)

The apparently minor addition of the condition standing(tower.rest) is a recur-
sive expression that will turn out to be true only if the rest of the tower is com-
posed of standing blocks. A recursive application of the same rule will test this.
Of course, it is necessary to ensure that the recursion “bottoms out” properly
by adding a further rule, such as:

if tower = empty then standing(tower.top)

With this addition, relational rules can express concepts that cannot possibly be
expressed propositionally, because the recursion can take place over arbitrarily
long lists of objects. Sets of rules such as this are called logic programs, and this
area of machine learning is called inductive logic programming. We will not be
treating it further in this book.
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3.7 Trees for numeric prediction
The kind of decision trees and rules that we have been looking at are designed
for predicting categories rather than numeric quantities. When it comes to pre-
dicting numeric quantities, as with the CPU performance data in Table 1.5, the
same kind of tree or rule representation can be used, but the leaf nodes of the
tree, or the right-hand side of the rules, would contain a numeric value that is
the average of all the training set values to which the leaf, or rule, applies.
Because statisticians use the term regression for the process of computing an
expression that predicts a numeric quantity, decision trees with averaged
numeric values at the leaves are called regression trees.

Figure 3.7(a) shows a regression equation for the CPU performance data, and
Figure 3.7(b) shows a regression tree. The leaves of the tree are numbers that
represent the average outcome for instances that reach the leaf. The tree is much
larger and more complex than the regression equation, and if we calculate the
average of the absolute values of the errors between the predicted and the actual
CPU performance measures, it turns out to be significantly less for the tree than
for the regression equation. The regression tree is more accurate because a
simple linear model poorly represents the data in this problem. However, the
tree is cumbersome and difficult to interpret because of its large size.

It is possible to combine regression equations with regression trees. Figure
3.7(c) is a tree whose leaves contain linear expressions—that is, regression equa-
tions—rather than single predicted values. This is (slightly confusingly) called
a model tree. Figure 3.7(c) contains the six linear models that belong at the six
leaves, labeled LM1 through LM6. The model tree approximates continuous
functions by linear “patches,” a more sophisticated representation than either
linear regression or regression trees. Although the model tree is smaller and
more comprehensible than the regression tree, the average error values on the
training data are lower. (However, we will see in Chapter 5 that calculating the
average error on the training set is not in general a good way of assessing 
the performance of models.)

3.8 Instance-based representation
The simplest form of learning is plain memorization, or rote learning. Once a
set of training instances has been memorized, on encountering a new instance
the memory is searched for the training instance that most strongly resembles
the new one. The only problem is how to interpret “resembles”: we will explain
that shortly. First, however, note that this is a completely different way of rep-
resenting the “knowledge” extracted from a set of instances: just store the
instances themselves and operate by relating new instances whose class is
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Figure 3.7 Models for the CPU performance data: (a) linear regression, (b) regression
tree, and (c) model tree.
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unknown to existing ones whose class is known. Instead of trying to create rules,
work directly from the examples themselves. This is known as instance-based
learning. In a sense all the other learning methods are “instance-based,” too,
because we always start with a set of instances as the initial training informa-
tion. But the instance-based knowledge representation uses the instances them-
selves to represent what is learned, rather than inferring a rule set or decision
tree and storing it instead.

In instance-based learning, all the real work is done when the time comes to
classify a new instance rather than when the training set is processed. In a sense,
then, the difference between this method and the others we have seen is the time
at which the “learning” takes place. Instance-based learning is lazy, deferring the
real work as long as possible, whereas other methods are eager, producing a gen-
eralization as soon as the data has been seen. In instance-based learning, each
new instance is compared with existing ones using a distance metric, and the
closest existing instance is used to assign the class to the new one. This is called
the nearest-neighbor classification method. Sometimes more than one nearest
neighbor is used, and the majority class of the closest k neighbors (or the dis-
tance-weighted average, if the class is numeric) is assigned to the new instance.
This is termed the k-nearest-neighbor method.

Computing the distance between two examples is trivial when examples have
just one numeric attribute: it is just the difference between the two attribute
values. It is almost as straightforward when there are several numeric attributes:
generally, the standard Euclidean distance is used. However, this assumes that
the attributes are normalized and are of equal importance, and one of the main
problems in learning is to determine which are the important features.

When nominal attributes are present, it is necessary to come up with a “dis-
tance” between different values of that attribute. What are the distances between,
say, the values red, green, and blue? Usually a distance of zero is assigned if the
values are identical; otherwise, the distance is one. Thus the distance between
red and red is zero but that between red and green is one. However, it may be
desirable to use a more sophisticated representation of the attributes. For
example, with more colors one could use a numeric measure of hue in color
space, making yellow closer to orange than it is to green and ocher closer still.

Some attributes will be more important than others, and this is usually
reflected in the distance metric by some kind of attribute weighting. Deriving
suitable attribute weights from the training set is a key problem in instance-
based learning.

It may not be necessary, or desirable, to store all the training instances. For
one thing, this may make the nearest-neighbor calculation unbearably slow. For
another, it may consume unrealistic amounts of storage. Generally, some regions
of attribute space are more stable than others with regard to class, and just a
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few exemplars are needed inside stable regions. For example, you might expect
the required density of exemplars that lie well inside class boundaries to be
much less than the density that is needed near class boundaries. Deciding which
instances to save and which to discard is another key problem in instance-based
learning.

An apparent drawback to instance-based representations is that they do not
make explicit the structures that are learned. In a sense this violates the notion
of “learning” that we presented at the beginning of this book; instances do not
really “describe” the patterns in data. However, the instances combine with the
distance metric to carve out boundaries in instance space that distinguish one
class from another, and this is a kind of explicit representation of knowledge.
For example, given a single instance of each of two classes, the nearest-neigh-
bor rule effectively splits the instance space along the perpendicular bisector of
the line joining the instances. Given several instances of each class, the space is
divided by a set of lines that represent the perpendicular bisectors of selected
lines joining an instance of one class to one of another class. Figure 3.8(a) illus-
trates a nine-sided polygon that separates the filled-circle class from the open-
circle class. This polygon is implicit in the operation of the nearest-neighbor
rule.

When training instances are discarded, the result is to save just a few proto-
typical examples of each class. Figure 3.8(b) shows as dark circles only the
examples that actually get used in nearest-neighbor decisions: the others (the
light gray ones) can be discarded without affecting the result. These prototypi-
cal examples serve as a kind of explicit knowledge representation.

Some instance-based representations go further and explicitly generalize the
instances. Typically, this is accomplished by creating rectangular regions that
enclose examples of the same class. Figure 3.8(c) shows the rectangular regions
that might be produced. Unknown examples that fall within one of the rectan-
gles will be assigned the corresponding class; ones that fall outside all rectan-
gles will be subject to the usual nearest-neighbor rule. Of course this produces
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Figure 3.8 Different ways of partitioning the instance space.
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different decision boundaries from the straightforward nearest-neighbor rule,
as can be seen by superimposing the polygon in Figure 3.8(a) onto the rectan-
gles. Any part of the polygon that lies within a rectangle will be chopped off and
replaced by the rectangle’s boundary.

Rectangular generalizations in instance space are just like rules with a special
form of condition, one that tests a numeric variable against an upper and lower
bound and selects the region in between. Different dimensions of the rectangle
correspond to tests on different attributes being ANDed together. Choosing
snugly fitting rectangular regions as tests leads to much more conservative rules
than those generally produced by rule-based machine learning methods,
because for each boundary of the region, there is an actual instance that lies on
(or just inside) that boundary. Tests such as x < a (where x is an attribute value
and a is a constant) encompass an entire half-space—they apply no matter how
small x is as long as it is less than a. When doing rectangular generalization in
instance space you can afford to be conservative because if a new example is
encountered that lies outside all regions, you can fall back on the nearest-neigh-
bor metric. With rule-based methods the example cannot be classified, or
receives just a default classification, if no rules apply to it. The advantage of more
conservative rules is that, although incomplete, they may be more perspicuous
than a complete set of rules that covers all cases. Finally, ensuring that the
regions do not overlap is tantamount to ensuring that at most one rule can apply
to an example, eliminating another of the difficulties of rule-based systems—
what to do when several rules apply.

A more complex kind of generalization is to permit rectangular regions to
nest one within another. Then a region that is basically all one class can contain
an inner region of a different class, as illustrated in Figure 3.8(d). It is possible
to allow nesting within nesting so that the inner region can itself contain its own
inner region of a different class—perhaps the original class of the outer region.
This is analogous to allowing rules to have exceptions and exceptions to the
exceptions, as in Section 3.5.

It is worth pointing out a slight danger to the technique of visualizing
instance-based learning in terms of boundaries in example space: it makes the
implicit assumption that attributes are numeric rather than nominal. If the
various values that a nominal attribute can take on were laid out along a 
line, generalizations involving a segment of that line would make no sense: each
test involves either one value for the attribute or all values for it (or perhaps an
arbitrary subset of values). Although you can more or less easily imagine extend-
ing the examples in Figure 3.8 to several dimensions, it is much harder to
imagine how rules involving nominal attributes will look in multidimensional
instance space. Many machine learning situations involve numerous attributes,
and our intuitions tend to lead us astray when extended to high-dimensional
spaces.
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3.9 Clusters
When clusters rather than a classifier is learned, the output takes the form of a
diagram that shows how the instances fall into clusters. In the simplest case this
involves associating a cluster number with each instance, which might be
depicted by laying the instances out in two dimensions and partitioning the
space to show each cluster, as illustrated in Figure 3.9(a).

Some clustering algorithms allow one instance to belong to more than one
cluster, so the diagram might lay the instances out in two dimensions and draw
overlapping subsets representing each cluster—a Venn diagram. Some algo-
rithms associate instances with clusters probabilistically rather than categori-
cally. In this case, for every instance there is a probability or degree of
membership with which it belongs to each of the clusters. This is shown in
Figure 3.9(c). This particular association is meant to be a probabilistic one, so
the numbers for each example sum to one—although that is not always the 
case. Other algorithms produce a hierarchical structure of clusters so that at 
the top level the instance space divides into just a few clusters, each of which
divides into its own subclusters at the next level down, and so on. In this case a
diagram such as the one in Figure 3.9(d) is used, in which elements joined
together at lower levels are more tightly clustered than ones joined together at
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Figure 3.9 Different ways of representing clusters.
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higher levels. Diagrams such as this are called dendrograms. This term means
just the same thing as tree diagrams (the Greek word dendron means “a tree”),
but in clustering the more exotic version seems to be preferred—perhaps
because biologic species are a prime application area for clustering techniques,
and ancient languages are often used for naming in biology.

Clustering is often followed by a stage in which a decision tree or rule set is
inferred that allocates each instance to the cluster in which it belongs. Then, the
clustering operation is just one step on the way to a structural description.

3.10 Further reading
Knowledge representation is a key topic in classical artificial intelligence and is
well represented by a comprehensive series of papers edited by Brachman and
Levesque (1985). However, these are about ways of representing handcrafted,
not learned knowledge, and the kind of representations that can be learned from
examples are quite rudimentary in comparison. In particular, the shortcomings
of propositional rules, which in logic are referred to as the propositional calcu-
lus, and the extra expressive power of relational rules, or the predicate calculus,
are well described in introductions to logic such as that in Chapter 2 of the book
by Genesereth and Nilsson (1987).

We mentioned the problem of dealing with conflict among different rules.
Various ways of doing this, called conflict resolution strategies, have been devel-
oped for use with rule-based programming systems. These are described in
books on rule-based programming, such as that by Brownstown et al. (1985).
Again, however, they are designed for use with handcrafted rule sets rather than
ones that have been learned. The use of hand-crafted rules with exceptions for
a large dataset has been studied by Gaines and Compton (1995), and Richards
and Compton (1998) describe their role as an alternative to classic knowledge
engineering.

Further information on the various styles of concept representation can be
found in the papers that describe machine learning methods of inferring con-
cepts from examples, and these are covered in the Further reading section of
Chapter 4 and the Discussion sections of Chapter 6.
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Now that we’ve seen how the inputs and outputs can be represented, it’s time
to look at the learning algorithms themselves. This chapter explains the basic
ideas behind the techniques that are used in practical data mining. We will not
delve too deeply into the trickier issues—advanced versions of the algorithms,
optimizations that are possible, complications that arise in practice. These topics
are deferred to Chapter 6, where we come to grips with real implementations
of machine learning methods such as the ones included in data mining toolkits
and used for real-world applications. It is important to understand these more
advanced issues so that you know what is really going on when you analyze a
particular dataset.

In this chapter we look at the basic ideas. One of the most instructive lessons
is that simple ideas often work very well, and we strongly recommend the adop-
tion of a “simplicity-first” methodology when analyzing practical datasets. There
are many different kinds of simple structure that datasets can exhibit. In one
dataset, there might be a single attribute that does all the work and the others
may be irrelevant or redundant. In another dataset, the attributes might 
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contribute independently and equally to the final outcome. A third might have
a simple logical structure, involving just a few attributes that can be captured
by a decision tree. In a fourth, there may be a few independent rules that govern
the assignment of instances to different classes. A fifth might exhibit depend-
encies among different subsets of attributes. A sixth might involve linear
dependence among numeric attributes, where what matters is a weighted sum
of attribute values with appropriately chosen weights. In a seventh, classifica-
tions appropriate to particular regions of instance space might be governed by
the distances between the instances themselves. And in an eighth, it might be
that no class values are provided: the learning is unsupervised.

In the infinite variety of possible datasets there are many different kinds of
structure that can occur, and a data mining tool—no matter how capable—that
is looking for one class of structure may completely miss regularities of a dif-
ferent kind, regardless of how rudimentary those may be. The result is a baroque
and opaque classification structure of one kind instead of a simple, elegant,
immediately comprehensible structure of another.

Each of the eight examples of different kinds of datasets sketched previously
leads to a different machine learning method well suited to discovering it. The
sections of this chapter look at each of these structures in turn.

4.1 Inferring rudimentary rules
Here’s an easy way to find very simple classification rules from a set of instances.
Called 1R for 1-rule, it generates a one-level decision tree expressed in the form
of a set of rules that all test one particular attribute. 1R is a simple, cheap method
that often comes up with quite good rules for characterizing the structure in
data. It turns out that simple rules frequently achieve surprisingly high accu-
racy. Perhaps this is because the structure underlying many real-world datasets
is quite rudimentary, and just one attribute is sufficient to determine the class
of an instance quite accurately. In any event, it is always a good plan to try the
simplest things first.

The idea is this: we make rules that test a single attribute and branch accord-
ingly. Each branch corresponds to a different value of the attribute. It is obvious
what is the best classification to give each branch: use the class that occurs most
often in the training data. Then the error rate of the rules can easily be deter-
mined. Just count the errors that occur on the training data, that is, the number
of instances that do not have the majority class.

Each attribute generates a different set of rules, one rule for every value 
of the attribute. Evaluate the error rate for each attribute’s rule set and choose
the best. It’s that simple! Figure 4.1 shows the algorithm in the form of
pseudocode.
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To see the 1R method at work, consider the weather data of Table 1.2 (we will
encounter it many times again when looking at how learning algorithms work).
To classify on the final column, play, 1R considers four sets of rules, one for each
attribute. These rules are shown in Table 4.1. An asterisk indicates that a random
choice has been made between two equally likely outcomes. The number of
errors is given for each rule, along with the total number of errors for the rule
set as a whole. 1R chooses the attribute that produces rules with the smallest
number of errors—that is, the first and third rule sets. Arbitrarily breaking the
tie between these two rule sets gives:

outlook: sunny Æ no

overcast Æ yes

rainy Æ yes

4.1 INFERRING RUDIMENTARY RULES 8 5

For each attribute,

  For each value of that attribute, make a rule as follows:

    count how often each class appears

    find the most frequent class

    make the rule assign that class to this attribute-value.

  Calculate the error rate of the rules.

Choose the rules with the smallest error rate.

Figure 4.1 Pseudocode for 1R.

Table 4.1 Evaluating the attributes in the weather data.

Attribute Rules Errors Total errors

1 outlook sunny Æ no 2/5 4/14
overcast Æ yes 0/4
rainy Æ yes 2/5

2 temperature hot Æ no* 2/4 5/14
mild Æ yes 2/6
cool Æ yes 1/4

3 humidity high Æ no 3/7 4/14
normal Æ yes 1/7

4 windy false Æ yes 2/8 5/14
true Æ no* 3/6

* A random choice was made between two equally likely outcomes.
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We noted at the outset that the game for the weather data is unspecified.
Oddly enough, it is apparently played when it is overcast or rainy but not when
it is sunny. Perhaps it’s an indoor pursuit.

Missing values and numeric attributes
Although a very rudimentary learning method, 1R does accommodate both
missing values and numeric attributes. It deals with these in simple but effec-
tive ways. Missing is treated as just another attribute value so that, for example,
if the weather data had contained missing values for the outlook attribute, a rule
set formed on outlook would specify four possible class values, one each for
sunny, overcast, and rainy and a fourth for missing.

We can convert numeric attributes into nominal ones using a simple dis-
cretization method. First, sort the training examples according to the values of
the numeric attribute. This produces a sequence of class values. For example,
sorting the numeric version of the weather data (Table 1.3) according to the
values of temperature produces the sequence

64 65 68 69 70 71 72 72 75 75 80 81 83 85
yes no yes yes yes no  no yes yes yes no  yes yes no

Discretization involves partitioning this sequence by placing breakpoints in
it. One possibility is to place breakpoints wherever the class changes, producing
eight categories:

yes | no | yes yes yes | no no | yes yes yes | no | yes yes | no

Choosing breakpoints halfway between the examples on either side places
them at 64.5, 66.5, 70.5, 72, 77.5, 80.5, and 84. However, the two instances with
value 72 cause a problem because they have the same value of temperature but
fall into different classes. The simplest fix is to move the breakpoint at 72 up
one example, to 73.5, producing a mixed partition in which no is the majority
class.

A more serious problem is that this procedure tends to form a large number
of categories. The 1R method will naturally gravitate toward choosing an attri-
bute that splits into many categories, because this will partition the dataset into
many classes, making it more likely that instances will have the same class as the
majority in their partition. In fact, the limiting case is an attribute that has a
different value for each instance—that is, an identification code attribute that
pinpoints instances uniquely—and this will yield a zero error rate on the train-
ing set because each partition contains just one instance. Of course, highly
branching attributes do not usually perform well on test examples; indeed, the
identification code attribute will never predict any examples outside the training
set correctly. This phenomenon is known as overfitting; we have already
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described overfitting-avoidance bias in Chapter 1 (page 35), and we will
encounter this problem repeatedly in subsequent chapters.

For 1R, overfitting is likely to occur whenever an attribute has a large 
number of possible values. Consequently, when discretizing a numeric attrib-
ute a rule is adopted that dictates a minimum number of examples of the 
majority class in each partition. Suppose that minimum is set at three. This
eliminates all but two of the preceding partitions. Instead, the partitioning
process begins

yes no yes yes | yes...

ensuring that there are three occurrences of yes, the majority class, in the first
partition. However, because the next example is also yes, we lose nothing by
including that in the first partition, too. This leads to a new division:

yes no yes yes yes | no no yes yes yes | no yes yes no

where each partition contains at least three instances of the majority class, except
the last one, which will usually have less. Partition boundaries always fall
between examples of different classes.

Whenever adjacent partitions have the same majority class, as do the first two
partitions above, they can be merged together without affecting the meaning of
the rule sets. Thus the final discretization is

yes no yes yes yes no no yes yes yes | no yes yes no

which leads to the rule set

temperature: £ 77.5 Æ yes

> 77.5 Æ no

The second rule involved an arbitrary choice; as it happens, no was chosen. If
we had chosen yes instead, there would be no need for any breakpoint at all—
and as this example illustrates, it might be better to use the adjacent categories
to help to break ties. In fact this rule generates five errors on the training set
and so is less effective than the preceding rule for outlook. However, the same
procedure leads to this rule for humidity:

humidity: £ 82.5 Æ yes

> 82.5 and £ 95.5 Æ no

> 95.5 Æ yes

This generates only three errors on the training set and is the best “1-rule” for
the data in Table 1.3.

Finally, if a numeric attribute has missing values, an additional category is
created for them, and the preceding discretization procedure is applied just to
the instances for which the attribute’s value is defined.

4.1 INFERRING RUDIMENTARY RULES 8 7
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Discussion
In a seminal paper titled “Very simple classification rules perform well on most
commonly used datasets” (Holte 1993), a comprehensive study of the perform-
ance of the 1R procedure was reported on 16 datasets frequently used by
machine learning researchers to evaluate their algorithms. Throughout, the
study used cross-validation, an evaluation technique that we will explain in
Chapter 5, to ensure that the results were representative of what independent
test sets would yield. After some experimentation, the minimum number of
examples in each partition of a numeric attribute was set at six, not three as
used for the preceding illustration.

Surprisingly, despite its simplicity 1R did astonishingly—even embarrass-
ingly—well in comparison with state-of-the-art learning methods, and the rules
it produced turned out to be just a few percentage points less accurate, on almost
all of the datasets, than the decision trees produced by a state-of-the-art deci-
sion tree induction scheme. These trees were, in general, considerably larger
than 1R’s rules. Rules that test a single attribute are often a viable alternative to
more complex structures, and this strongly encourages a simplicity-first meth-
odology in which the baseline performance is established using simple, rudi-
mentary techniques before progressing to more sophisticated learning methods,
which inevitably generate output that is harder for people to interpret.

The 1R procedure learns a one-level decision tree whose leaves represent the
various different classes. A slightly more expressive technique is to use a differ-
ent rule for each class. Each rule is a conjunction of tests, one for each attribute.
For numeric attributes the test checks whether the value lies within a given inter-
val; for nominal ones it checks whether it is in a certain subset of that attribute’s
values. These two types of tests—intervals and subset—are learned from the
training data pertaining to each class. For a numeric attribute, the endpoints of
the interval are the minimum and maximum values that occur in the training
data for that class. For a nominal one, the subset contains just those values that
occur for that attribute in the training data for the class. Rules representing dif-
ferent classes usually overlap, and at prediction time the one with the most
matching tests is predicted. This simple technique often gives a useful first
impression of a dataset. It is extremely fast and can be applied to very large
quantities of data.

4.2 Statistical modeling
The 1R method uses a single attribute as the basis for its decisions and chooses
the one that works best. Another simple technique is to use all attributes and
allow them to make contributions to the decision that are equally important and
independent of one another, given the class. This is unrealistic, of course: what
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makes real-life datasets interesting is that the attributes are certainly not equally
important or independent. But it leads to a simple scheme that again works sur-
prisingly well in practice.

Table 4.2 shows a summary of the weather data obtained by counting how
many times each attribute–value pair occurs with each value (yes and no) for
play. For example, you can see from Table 1.2 that outlook is sunny for five exam-
ples, two of which have play = yes and three of which have play = no. The cells
in the first row of the new table simply count these occurrences for all possible
values of each attribute, and the play figure in the final column counts the total
number of occurrences of yes and no. In the lower part of the table, we rewrote
the same information in the form of fractions, or observed probabilities. For
example, of the nine days that play is yes, outlook is sunny for two, yielding a
fraction of 2/9. For play the fractions are different: they are the proportion of
days that play is yes and no, respectively.

Now suppose we encounter a new example with the values that are shown in
Table 4.3. We treat the five features in Table 4.2—outlook, temperature, humid-
ity, windy, and the overall likelihood that play is yes or no—as equally impor-
tant, independent pieces of evidence and multiply the corresponding fractions.
Looking at the outcome yes gives:

The fractions are taken from the yes entries in the table according to the values
of the attributes for the new day, and the final 9/14 is the overall fraction 

likelihood of yes = ¥ ¥ ¥ ¥ =2 9 3 9 3 9 3 9 9 14 0 0053. .
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Table 4.2 The weather data with counts and probabilities.

Outlook Temperature Humidity Windy Play

yes no yes no yes no yes no yes no

sunny 2 3 hot 2 2 high 3 4 false 6 2 9 5
overcast 4 0 mild 4 2 normal 6 1 true 3 3
rainy 3 2 cool 3 1

sunny 2/9 3/5 hot 2/9 2/5 high 3/9 4/5 false 6/9 2/5 9/14 5/14
overcast 4/9 0/5 mild 4/9 2/5 normal 6/9 1/5 true 3/9 3/5
rainy 3/9 2/5 cool 3/9 1/5

Table 4.3 A new day.

Outlook Temperature Humidity Windy Play

sunny cool high true ?
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representing the proportion of days on which play is yes. A similar calculation
for the outcome no leads to

This indicates that for the new day, no is more likely than yes—four times more
likely. The numbers can be turned into probabilities by normalizing them so
that they sum to 1:

This simple and intuitive method is based on Bayes’s rule of conditional prob-
ability. Bayes’s rule says that if you have a hypothesis H and evidence E that bears
on that hypothesis, then

We use the notation that Pr[A] denotes the probability of an event A and that
Pr[A|B] denotes the probability of A conditional on another event B. The
hypothesis H is that play will be, say, yes, and Pr[H|E] is going to turn out to be
20.5%, just as determined previously. The evidence E is the particular combi-
nation of attribute values for the new day, outlook = sunny, temperature = cool,
humidity = high, and windy = true. Let’s call these four pieces of evidence E1, E2,
E3, and E4, respectively. Assuming that these pieces of evidence are independent
(given the class), their combined probability is obtained by multiplying the
probabilities:

Don’t worry about the denominator: we will ignore it and eliminate it in the
final normalizing step when we make the probabilities of yes and no sum to 1,
just as we did previously. The Pr[yes] at the end is the probability of a yes
outcome without knowing any of the evidence E, that is, without knowing any-
thing about the particular day referenced—it’s called the prior probability of the
hypothesis H. In this case, it’s just 9/14, because 9 of the 14 training examples
had a yes value for play. Substituting the fractions in Table 4.2 for the appro-
priate evidence probabilities leads to

Pr
Pr

yes E
E

[ ] = ¥ ¥ ¥ ¥
[ ]

2 9 3 9 3 9 3 9 9 14
,

Pr 
Pr Pr Pr Pr Pr

Pr
yes E

E yes E yes E yes E yes yes

E
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1 2 3 4 .
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just as we calculated previously. Again, the Pr[E] in the denominator will dis-
appear when we normalize.

This method goes by the name of Naïve Bayes, because it’s based on Bayes’s
rule and “naïvely” assumes independence—it is only valid to multiply proba-
bilities when the events are independent. The assumption that attributes are
independent (given the class) in real life certainly is a simplistic one. But despite
the disparaging name, Naïve Bayes works very well when tested on actual
datasets, particularly when combined with some of the attribute selection pro-
cedures introduced in Chapter 7 that eliminate redundant, and hence nonin-
dependent, attributes.

One thing that can go wrong with Naïve Bayes is that if a particular attribute
value does not occur in the training set in conjunction with every class value,
things go badly awry. Suppose in the example that the training data was differ-
ent and the attribute value outlook = sunny had always been associated with 
the outcome no. Then the probability of outlook = sunny given a yes, that is,
Pr[outlook = sunny | yes], would be zero, and because the other probabilities are
multiplied by this the final probability of yes would be zero no matter how large
they were. Probabilities that are zero hold a veto over the other ones. This is not
a good idea. But the bug is easily fixed by minor adjustments to the method of
calculating probabilities from frequencies.

For example, the upper part of Table 4.2 shows that for play = yes, outlook is
sunny for two examples, overcast for four, and rainy for three, and the lower part
gives these events probabilities of 2/9, 4/9, and 3/9, respectively. Instead, we
could add 1 to each numerator and compensate by adding 3 to the denomina-
tor, giving probabilities of 3/12, 5/12, and 4/12, respectively. This will ensure that
an attribute value that occurs zero times receives a probability which is nonzero,
albeit small. The strategy of adding 1 to each count is a standard technique called
the Laplace estimator after the great eighteenth-century French mathematician
Pierre Laplace. Although it works well in practice, there is no particular reason
for adding 1 to the counts: we could instead choose a small constant m and use

The value of m, which was set to 3, effectively provides a weight that determines
how influential the a priori values of 1/3, 1/3, and 1/3 are for each of the three
possible attribute values. A large m says that these priors are very important com-
pared with the new evidence coming in from the training set, whereas a small
one gives them less influence. Finally, there is no particular reason for dividing
m into three equal parts in the numerators: we could use

2

9

4

9

3

9
1 2 3+

+
+
+

+
+

m
m

m
m

m
m

p p p
, , and 

2 3

9

4 3

9

3 3

9

+
+

+
+

+
+

m
m

m
m

m
m

, , .and 

4.2 STATISTICAL MODELING 9 1

P088407-Ch004.qxd  4/30/05  11:13 AM  Page 91



instead, where p1, p2, and p3 sum to 1. Effectively, these three numbers are a priori
probabilities of the values of the outlook attribute being sunny, overcast, and
rainy, respectively.

This is now a fully Bayesian formulation where prior probabilities have been
assigned to everything in sight. It has the advantage of being completely rigor-
ous, but the disadvantage that it is not usually clear just how these prior prob-
abilities should be assigned. In practice, the prior probabilities make little
difference provided that there are a reasonable number of training instances,
and people generally just estimate frequencies using the Laplace estimator by
initializing all counts to one instead of to zero.

Missing values and numeric attributes
One of the really nice things about the Bayesian formulation is that missing
values are no problem at all. For example, if the value of outlook were missing
in the example of Table 4.3, the calculation would simply omit this attribute,
yielding

These two numbers are individually a lot higher than they were before, because
one of the fractions is missing. But that’s not a problem because a fraction is
missing in both cases, and these likelihoods are subject to a further normal-
ization process. This yields probabilities for yes and no of 41% and 59%,
respectively.

If a value is missing in a training instance, it is simply not included in the
frequency counts, and the probability ratios are based on the number of values
that actually occur rather than on the total number of instances.

Numeric values are usually handled by assuming that they have a “normal”
or “Gaussian” probability distribution. Table 4.4 gives a summary of the weather
data with numeric features from Table 1.3. For nominal attributes, we calcu-
lated counts as before, and for numeric ones we simply listed the values that
occur. Then, whereas we normalized the counts for the nominal attributes into
probabilities, we calculated the mean and standard deviation for each class 
and each numeric attribute. Thus the mean value of temperature over the yes
instances is 73, and its standard deviation is 6.2. The mean is simply the average
of the preceding values, that is, the sum divided by the number of values. The
standard deviation is the square root of the sample variance, which we can cal-
culate as follows: subtract the mean from each value, square the result, sum them
together, and then divide by one less than the number of values. After we have
found this sample variance, find its square root to determine the standard devi-
ation. This is the standard way of calculating mean and standard deviation of a
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set of numbers (the “one less than” is to do with the number of degrees of
freedom in the sample, a statistical notion that we don’t want to get into here).

The probability density function for a normal distribution with mean m and
standard deviation s is given by the rather formidable expression:

But fear not! All this means is that if we are considering a yes outcome when
temperature has a value, say, of 66, we just need to plug x = 66, m = 73, and s =
6.2 into the formula. So the value of the probability density function is

By the same token, the probability density of a yes outcome when humidity has
value, say, of 90 is calculated in the same way:

The probability density function for an event is very closely related to its prob-
ability. However, it is not quite the same thing. If temperature is a continuous
scale, the probability of the temperature being exactly 66—or exactly any other
value, such as 63.14159262—is zero. The real meaning of the density function
f(x) is that the probability that the quantity lies within a small region around x,
say, between x - e/2 and x + e/2, is e f(x). What we have written above is correct
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Table 4.4 The numeric weather data with summary statistics.

Outlook Temperature Humidity Windy Play

yes no yes no yes no yes no yes no

sunny 2 3 83 85 86 85 false 6 2 9 5
overcast 4 0 70 80 96 90 true 3 3
rainy 3 2 68 65 80 70

64 72 65 95
69 71 70 91
75 80
75 70
72 90
81 75

sunny 2/9 3/5 mean 73 74.6 mean 79.1 86.2 false 6/9 2/5 9/14 5/14
overcast 4/9 0/5 std. dev. 6.2 7.9 std. dev. 10.2 9.7 true 3/9 3/5
rainy 3/9 2/5
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if temperature is measured to the nearest degree and humidity is measured to
the nearest percentage point. You might think we ought to factor in the accu-
racy figure e when using these probabilities, but that’s not necessary. The same
e would appear in both the yes and no likelihoods that follow and cancel out
when the probabilities were calculated.

Using these probabilities for the new day in Table 4.5 yields

which leads to probabilities

These figures are very close to the probabilities calculated earlier for the new
day in Table 4.3, because the temperature and humidity values of 66 and 90 yield
similar probabilities to the cool and high values used before.

The normal-distribution assumption makes it easy to extend the Naïve Bayes
classifier to deal with numeric attributes. If the values of any numeric attributes
are missing, the mean and standard deviation calculations are based only on the
ones that are present.

Bayesian models for document classification
One important domain for machine learning is document classification, in
which each instance represents a document and the instance’s class is the doc-
ument’s topic. Documents might be news items and the classes might be domes-
tic news, overseas news, financial news, and sport. Documents are characterized
by the words that appear in them, and one way to apply machine learning to
document classification is to treat the presence or absence of each word as 
a Boolean attribute. Naïve Bayes is a popular technique for this application
because it is very fast and quite accurate.

However, this does not take into account the number of occurrences of each
word, which is potentially useful information when determining the category
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Table 4.5 Another new day.

Outlook Temperature Humidity Windy Play

sunny 66 90 true ?
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of a document. Instead, a document can be viewed as a bag of words—a set that
contains all the words in the document, with multiple occurrences of a word
appearing multiple times (technically, a set includes each of its members just
once, whereas a bag can have repeated elements). Word frequencies can be
accommodated by applying a modified form of Naïve Bayes that is sometimes
described as multinominal Naïve Bayes.

Suppose n1, n2, . . . , nk is the number of times word i occurs in the document,
and P1, P2, . . . , Pk is the probability of obtaining word i when sampling from
all the documents in category H. Assume that the probability is independent of
the word’s context and position in the document. These assumptions lead to a
multinomial distribution for document probabilities. For this distribution, the
probability of a document E given its class H—in other words, the formula for
computing the probability Pr[E|H] in Bayes’s rule—is

where N = n1 + n2 + . . . + nk is the number of words in the document. The reason
for the factorials is to account for the fact that the ordering of the occurrences
of each word is immaterial according to the bag-of-words model. Pi is estimated
by computing the relative frequency of word i in the text of all training docu-
ments pertaining to category H. In reality there should be a further term that
gives the probability that the model for category H generates a document whose
length is the same as the length of E (that is why we use the symbol ª instead
of =), but it is common to assume that this is the same for all classes and hence
can be dropped.

For example, suppose there are only the two words, yellow and blue, in the
vocabulary, and a particular document class H has Pr[yellow|H] = 75% and
Pr[blue|H] = 25% (you might call H the class of yellowish green documents).
Suppose E is the document blue yellow blue with a length of N = 3 words. There
are four possible bags of three words. One is {yellow yellow yellow}, and its prob-
ability according to the preceding formula is

The other three, with their probabilities, are
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Here, E corresponds to the last case (recall that in a bag of words the order is
immaterial); thus its probability of being generated by the yellowish green doc-
ument model is 9/64, or 14%. Suppose another class, very bluish green docu-
ments (call it H¢), has Pr[yellow | H¢] = 10%, Pr[blue | H¢] = 90%. The probability
that E is generated by this model is 24%.

If these are the only two classes, does that mean that E is in the very bluish
green document class? Not necessarily. Bayes’s rule, given earlier, says that you
have to take into account the prior probability of each hypothesis. If you know
that in fact very bluish green documents are twice as rare as yellowish green ones,
this would be just sufficient to outweigh the preceding 14% to 24% disparity
and tip the balance in favor of the yellowish green class.

The factorials in the preceding probability formula don’t actually need to be
computed because—being the same for every class—they drop out in the nor-
malization process anyway. However, the formula still involves multiplying
together many small probabilities, which soon yields extremely small numbers
that cause underflow on large documents. The problem can be avoided by using
logarithms of the probabilities instead of the probabilities themselves.

In the multinomial Naïve Bayes formulation a document’s class is determined
not just by the words that occur in it but also by the number of times they occur.
In general it performs better than the ordinary Naïve Bayes model for docu-
ment classification, particularly for large dictionary sizes.

Discussion
Naïve Bayes gives a simple approach, with clear semantics, to representing,
using, and learning probabilistic knowledge. Impressive results can be achieved
using it. It has often been shown that Naïve Bayes rivals, and indeed outper-
forms, more sophisticated classifiers on many datasets. The moral is, always try
the simple things first. Repeatedly in machine learning people have eventually,
after an extended struggle, obtained good results using sophisticated learning
methods only to discover years later that simple methods such as 1R and Naïve
Bayes do just as well—or even better.

There are many datasets for which Naïve Bayes does not do so well, however,
and it is easy to see why. Because attributes are treated as though they were com-
pletely independent, the addition of redundant ones skews the learning process.
As an extreme example, if you were to include a new attribute with the same
values as temperature to the weather data, the effect of the temperature attri-
bute would be multiplied: all of its probabilities would be squared, giving it a
great deal more influence in the decision. If you were to add 10 such attributes,
then the decisions would effectively be made on temperature alone. Dependen-
cies between attributes inevitably reduce the power of Naïve Bayes to discern
what is going on. They can, however, be ameliorated by using a subset of the
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4.3 DIVIDE-AND-CONQUER: CONSTRUCTING DECISION TREES 9 7

attributes in the decision procedure, making a careful selection of which ones
to use. Chapter 7 shows how.

The normal-distribution assumption for numeric attributes is another
restriction on Naïve Bayes as we have formulated it here. Many features simply
aren’t normally distributed. However, there is nothing to prevent us from using
other distributions for the numeric attributes: there is nothing magic about the
normal distribution. If you know that a particular attribute is likely to follow
some other distribution, standard estimation procedures for that distribution
can be used instead. If you suspect it isn’t normal but don’t know the actual 
distribution, there are procedures for “kernel density estimation” that do not
assume any particular distribution for the attribute values. Another possibility
is simply to discretize the data first.

4.3 Divide-and-conquer: Constructing decision trees
The problem of constructing a decision tree can be expressed recursively. First,
select an attribute to place at the root node and make one branch for each pos-
sible value. This splits up the example set into subsets, one for every value of
the attribute. Now the process can be repeated recursively for each branch, using
only those instances that actually reach the branch. If at any time all instances
at a node have the same classification, stop developing that part of the tree.

The only thing left to decide is how to determine which attribute to split on,
given a set of examples with different classes. Consider (again!) the weather data.
There are four possibilities for each split, and at the top level they produce trees
such as those in Figure 4.2. Which is the best choice? The number of yes and no
classes are shown at the leaves. Any leaf with only one class—yes or no—will
not have to be split further, and the recursive process down that branch will ter-
minate. Because we seek small trees, we would like this to happen as soon as
possible. If we had a measure of the purity of each node, we could choose the
attribute that produces the purest daughter nodes. Take a moment to look at
Figure 4.2 and ponder which attribute you think is the best choice.

The measure of purity that we will use is called the information and is meas-
ured in units called bits. Associated with a node of the tree, it represents the
expected amount of information that would be needed to specify whether a new
instance should be classified yes or no, given that the example reached that node.
Unlike the bits in computer memory, the expected amount of information
usually involves fractions of a bit—and is often less than one! We calculate it
based on the number of yes and no classes at the node; we will look at the details
of the calculation shortly. But first let’s see how it’s used. When evaluating the
first tree in Figure 4.2, the numbers of yes and no classes at the leaf nodes are
[2,3], [4,0], and [3,2], respectively, and the information values of these nodes are:
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We can calculate the average information value of these, taking into account the
number of instances that go down each branch—five down the first and third
and four down the second:

This average represents the amount of information that we expect would be nec-
essary to specify the class of a new instance, given the tree structure in Figure
4.2(a).

info bits.2 3 4 0 3 2 5 14 0 971 4 14 0 5 14 0 971 0 693, , , , , . . .[ ] [ ] [ ]( ) = ( ) ¥ + ( ) ¥ + ( ) ¥ =
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Figure 4.2 Tree stumps for the weather data.
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4.3 DIVIDE-AND-CONQUER: CONSTRUCTING DECISION TREES 9 9

Before we created any of the nascent tree structures in Figure 4.2, the train-
ing examples at the root comprised nine yes and five no nodes, corresponding
to an information value of

Thus the tree in Figure 4.2(a) is responsible for an information gain of

which can be interpreted as the informational value of creating a branch on the
outlook attribute.

The way forward is clear. We calculate the information gain for each attri-
bute and choose the one that gains the most information to split on. In the sit-
uation of Figure 4.2,

so we select outlook as the splitting attribute at the root of the tree. Hopefully
this accords with your intuition as the best one to select. It is the only choice
for which one daughter node is completely pure, and this gives it a considerable
advantage over the other attributes. Humidity is the next best choice because it
produces a larger daughter node that is almost completely pure.

Then we continue, recursively. Figure 4.3 shows the possibilities for a further
branch at the node reached when outlook is sunny. Clearly, a further split on
outlook will produce nothing new, so we only consider the other three attributes.
The information gain for each turns out to be

so we select humidity as the splitting attribute at this point. There is no need to
split these nodes any further, so this branch is finished.

Continued application of the same idea leads to the decision tree of Figure
4.4 for the weather data. Ideally, the process terminates when all leaf nodes are
pure, that is, when they contain instances that all have the same classification.
However, it might not be possible to reach this happy situation because there is
nothing to stop the training set containing two examples with identical sets of
attributes but different classes. Consequently, we stop when the data cannot be
split any further.
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Calculating information
Now it is time to explain how to calculate the information measure that is used
as a basis for evaluating different splits. We describe the basic idea in this section,
then in the next we examine a correction that is usually made to counter a bias
toward selecting splits on attributes with large numbers of possible values.

Before examining the detailed formula for calculating the amount of infor-
mation required to specify the class of an example given that it reaches a tree
node with a certain number of yes’s and no’s, consider first the kind of proper-
ties we would expect this quantity to have:
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Figure 4.3 Expanded tree stumps for the weather data.
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1. When the number of either yes’s or no’s is zero, the information is 
zero.

2. When the number of yes’s and no’s is equal, the information reaches a
maximum.

Moreover, the measure should be applicable to multiclass situations, not just to
two-class ones.

The information measure relates to the amount of information obtained by
making a decision, and a more subtle property of information can be derived
by considering the nature of decisions. Decisions can be made in a single stage,
or they can be made in several stages, and the amount of information involved
is the same in both cases. For example, the decision involved in

can be made in two stages. First decide whether it’s the first case or one of the
other two cases:

and then decide which of the other two cases it is:

In some cases the second decision will not need to be made, namely, when 
the decision turns out to be the first one. Taking this into account leads to the
equation
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Figure 4.4 Decision tree for the weather data.
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Of course, there is nothing special about these particular numbers, and a similar
relationship must hold regardless of the actual values. Thus we can add a further
criterion to the preceding list:

3. The information must obey the multistage property illustrated previously.

Remarkably, it turns out that there is only one function that satisfies all these
properties, and it is known as the information value or entropy:

The reason for the minus signs is that logarithms of the fractions p1, p2, . . . , pn

are negative, so the entropy is actually positive. Usually the logarithms are
expressed in base 2, then the entropy is in units called bits—just the usual kind
of bits used with computers.

The arguments p1, p2, . . . of the entropy formula are expressed as fractions
that add up to one, so that, for example,

Thus the multistage decision property can be written in general as

where p + q + r = 1.
Because of the way the log function works, you can calculate the information

measure without having to work out the individual fractions:

This is the way that the information measure is usually calculated in 
practice. So the information value for the first leaf node of the first tree in Figure
4.2 is

as stated on page 98.

Highly branching attributes
When some attributes have a large number of possible values, giving rise to a
multiway branch with many child nodes, a problem arises with the information
gain calculation. The problem can best be appreciated in the extreme case when
an attribute has a different value for each instance in the dataset—as, for
example, an identification code attribute might.
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Table 4.6 gives the weather data with this extra attribute. Branching on ID
code produces the tree stump in Figure 4.5. The information required to specify
the class given the value of this attribute is

which is zero because each of the 14 terms is zero. This is not surprising: the ID
code attribute identifies the instance, which determines the class without any
ambiguity—just as Table 4.6 shows. Consequently, the information gain of this
attribute is just the information at the root, info([9,5]) = 0.940 bits. This is
greater than the information gain of any other attribute, and so ID code will
inevitably be chosen as the splitting attribute. But branching on the identifica-
tion code is no good for predicting the class of unknown instances and tells
nothing about the structure of the decision, which after all are the twin goals of
machine learning.

info 0,1 info 0,1 info 1,0 info 1,0 info 0,1[ ]( ) + [ ]( ) + [ ]( ) + + [ ]( ) + [ ]( ). . . ,

Table 4.6 The weather data with identification codes.

ID code Outlook Temperature Humidity Windy Play

a sunny hot high false no
b sunny hot high true no
c overcast hot high false yes
d rainy mild high false yes
e rainy cool normal false yes
f rainy cool normal true no
g overcast cool normal true yes
h sunny mild high false no
i sunny cool normal false yes
j rainy mild normal false yes
k sunny mild normal true yes
l overcast mild high true yes
m overcast hot normal false yes
n rainy mild high true no

no yesno yes no

ID code

a b c ... m n

Figure 4.5 Tree stump for the ID code attribute.
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The overall effect is that the information gain measure tends to prefer attri-
butes with large numbers of possible values. To compensate for this, a modifi-
cation of the measure called the gain ratio is widely used. The gain ratio is
derived by taking into account the number and size of daughter nodes into
which an attribute splits the dataset, disregarding any information about the
class. In the situation shown in Figure 4.5, all counts have a value of 1, so the
information value of the split is

because the same fraction, 1/14, appears 14 times. This amounts to log 14, or
3.807 bits, which is a very high value. This is because the information value of
a split is the number of bits needed to determine to which branch each instance
is assigned, and the more branches there are, the greater this value is. The gain
ratio is calculated by dividing the original information gain, 0.940 in this case,
by the information value of the attribute, 3.807—yielding a gain ratio value of
0.247 for the ID code attribute.

Returning to the tree stumps for the weather data in Figure 4.2, outlook splits
the dataset into three subsets of size 5, 4, and 5 and thus has an intrinsic infor-
mation value of

without paying any attention to the classes involved in the subsets. As we have
seen, this intrinsic information value is higher for a more highly branching
attribute such as the hypothesized ID code. Again we can correct the informa-
tion gain by dividing by the intrinsic information value to get the gain ratio.

The results of these calculations for the tree stumps of Figure 4.2 are sum-
marized in Table 4.7. Outlook still comes out on top, but humidity is now a much
closer contender because it splits the data into two subsets instead of three. In
this particular example, the hypothetical ID code attribute, with a gain ratio of
0.247, would still be preferred to any of these four. However, its advantage is

info 5,4,5[ ]( ) = 1 577.

info 1,1, . . . ,1[ ]( ) = - ¥ ¥1 14 1 14 14log ,
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Table 4.7 Gain ratio calculations for the tree stumps of Figure 4.2.

Outlook Temperature Humidity Windy

info: 0.693 info: 0.911 info: 0.788 info: 0.892
gain: 0.940– 0.247 gain: 0.940– 0.029 gain: 0.940– 0.152 gain: 0.940– 0.048

0.693 0.911 0.788 0.892
split info: 1.577 split info: 1.557 split info: 1.000 split info: 0.985

info([5,4,5]) info([4,6,4]) info ([7,7]) info([8,6])
gain ratio: 0.157 gain ratio: 0.019 gain ratio: 0.152 gain ratio: 0.049

0.247/1.577 0.029/1.557 0.152/1 0.048/0.985
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greatly reduced. In practical implementations, we can use an ad hoc test to guard
against splitting on such a useless attribute.

Unfortunately, in some situations the gain ratio modification overcompen-
sates and can lead to preferring an attribute just because its intrinsic informa-
tion is much lower than that for the other attributes. A standard fix is to choose
the attribute that maximizes the gain ratio, provided that the information gain
for that attribute is at least as great as the average information gain for all the
attributes examined.

Discussion
The divide-and-conquer approach to decision tree induction, sometimes called
top-down induction of decision trees, was developed and refined over many years
by J. Ross Quinlan of the University of Sydney, Australia. Although others have
worked on similar methods, Quinlan’s research has always been at the very fore-
front of decision tree induction. The method that has been described using the
information gain criterion is essentially the same as one known as ID3. The use
of the gain ratio was one of many improvements that were made to ID3 over
several years; Quinlan described it as robust under a wide variety of circum-
stances. Although a robust and practical solution, it sacrifices some of the ele-
gance and clean theoretical motivation of the information gain criterion.

A series of improvements to ID3 culminated in a practical and influential
system for decision tree induction called C4.5. These improvements include
methods for dealing with numeric attributes, missing values, noisy data, and
generating rules from trees, and they are described in Section 6.1.

4.4 Covering algorithms: Constructing rules
As we have seen, decision tree algorithms are based on a divide-and-conquer
approach to the classification problem. They work from the top down, seeking
at each stage an attribute to split on that best separates the classes; then recur-
sively processing the subproblems that result from the split. This strategy 
generates a decision tree, which can if necessary be converted into a set of clas-
sification rules—although if it is to produce effective rules, the conversion is not
trivial.

An alternative approach is to take each class in turn and seek a way of cov-
ering all instances in it, at the same time excluding instances not in the class.
This is called a covering approach because at each stage you identify a rule that
“covers” some of the instances. By its very nature, this covering approach leads
to a set of rules rather than to a decision tree.

The covering method can readily be visualized in a two-dimensional space
of instances as shown in Figure 4.6(a). We first make a rule covering the a’s. For
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the first test in the rule, split the space vertically as shown in the center picture.
This gives the beginnings of a rule:

If x > 1.2 then class = a

However, the rule covers many b’s as well as a’s, so a new test is added to the
rule by further splitting the space horizontally as shown in the third diagram:

If x > 1.2 and y > 2.6 then class = a

This gives a rule covering all but one of the a’s. It’s probably appropriate to leave
it at that, but if it were felt necessary to cover the final a, another rule would be
necessary—perhaps

If x > 1.4 and y < 2.4 then class = a

The same procedure leads to two rules covering the b’s:

If x £ 1.2 then class = b

If x > 1.2 and y £ 2.6 then class = b

1 0 6 CHAPTER 4 | ALGORITHMS: THE BASIC METHODS

Figure 4.6 Covering algorithm: (a) covering the instances and (b) the decision tree for
the same problem.
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Again, one a is erroneously covered by these rules. If it were necessary to exclude
it, more tests would have to be added to the second rule, and additional rules
would need to be introduced to cover the b’s that these new tests exclude.

Rules versus trees
A top-down divide-and-conquer algorithm operates on the same data in a
manner that is, at least superficially, quite similar to a covering algorithm. It
might first split the dataset using the x attribute and would probably end up
splitting it at the same place, x = 1.2. However, whereas the covering algorithm
is concerned only with covering a single class, the division would take both
classes into account, because divide-and-conquer algorithms create a single
concept description that applies to all classes. The second split might also be at
the same place, y = 2.6, leading to the decision tree in Figure 4.6(b). This tree
corresponds exactly to the set of rules, and in this case there is no difference in
effect between the covering and the divide-and-conquer algorithms.

But in many situations there is a difference between rules and trees in terms
of the perspicuity of the representation. For example, when we described the
replicated subtree problem in Section 3.3, we noted that rules can be symmet-
ric whereas trees must select one attribute to split on first, and this can lead to
trees that are much larger than an equivalent set of rules. Another difference is
that, in the multiclass case, a decision tree split takes all classes into account,
trying to maximize the purity of the split, whereas the rule-generating method
concentrates on one class at a time, disregarding what happens to the other
classes.

A simple covering algorithm
Covering algorithms operate by adding tests to the rule that is under construc-
tion, always striving to create a rule with maximum accuracy. In contrast, divide-
and-conquer algorithms operate by adding tests to the tree that is under
construction, always striving to maximize the separation among the classes.
Each of these involves finding an attribute to split on. But the criterion for the
best attribute is different in each case. Whereas divide-and-conquer algorithms
such as ID3 choose an attribute to maximize the information gain, the cover-
ing algorithm we will describe chooses an attribute–value pair to maximize the
probability of the desired classification.

Figure 4.7 gives a picture of the situation, showing the space containing all
the instances, a partially constructed rule, and the same rule after a new term
has been added. The new term restricts the coverage of the rule: the idea is to
include as many instances of the desired class as possible and exclude as many
instances of other classes as possible. Suppose the new rule will cover a total of
t instances, of which p are positive examples of the class and t - p are in other
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classes—that is, they are errors made by the rule. Then choose the new term to
maximize the ratio p/t.

An example will help. For a change, we use the contact lens problem of Table
1.1. We will form rules that cover each of the three classes, hard, soft, and none,
in turn. To begin, we seek a rule:

If ? then recommendation = hard

For the unknown term ?, we have nine choices:

age = young 2/8
age = pre-presbyopic 1/8
age = presbyopic 1/8
spectacle prescription = myope 3/12
spectacle prescription = hypermetrope 1/12
astigmatism = no 0/12
astigmatism = yes 4/12
tear production rate = reduced 0/12
tear production rate = normal 4/12

The numbers on the right show the fraction of “correct” instances in the set
singled out by that choice. In this case, correct means that the recommendation is
hard. For instance, age = young selects eight instances, two of which recommend
hard contact lenses, so the first fraction is 2/8. (To follow this, you will need to
look back at the contact lens data in Table 1.1 on page 6 and count up the entries
in the table.) We select the largest fraction, 4/12, arbitrarily choosing between
the seventh and the last choice in the preceding list, and create the rule:

If astigmatism = yes then recommendation = hard

This rule is an inaccurate one, getting only 4 instances correct out of the 12
that it covers, shown in Table 4.8. So we refine it further:

If astigmatism = yes and ? then recommendation = hard

1 0 8 CHAPTER 4 | ALGORITHMS: THE BASIC METHODS

Figure 4.7 The instance space during operation of a covering algorithm.
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Considering the possibilities for the unknown term ? yields the seven choices:

age = young 2/4
age = pre-presbyopic 1/4
age = presbyopic 1/4
spectacle prescription = myope 3/6
spectacle prescription = hypermetrope 1/6
tear production rate = reduced 0/6
tear production rate = normal 4/6

(Again, count the entries in Table 4.8.) The last is a clear winner, getting four
instances correct out of the six that it covers, and corresponds to the rule

If astigmatism = yes and tear production rate = normal

then recommendation = hard

Should we stop here? Perhaps. But let’s say we are going for exact rules, no
matter how complex they become. Table 4.9 shows the cases that are covered by
the rule so far. The possibilities for the next term are now

age = young 2/2
age = pre-presbyopic 1/2
age = presbyopic 1/2
spectacle prescription = myope 3/3
spectacle prescription = hypermetrope 1/3

We need to choose between the first and fourth. So far we have treated the frac-
tions numerically, but although these two are equal (both evaluate to 1), they
have different coverage: one selects just two correct instances and the other

Table 4.8 Part of the contact lens data for which astigmatism = yes.

Age Spectacle Astigmatism Tear production Recommended 
prescription rate lenses

young myope yes reduced none
young myope yes normal hard
young hypermetrope yes reduced none
young hypermetrope yes normal hard
pre-presbyopic myope yes reduced none
pre-presbyopic myope yes normal hard
pre-presbyopic hypermetrope yes reduced none
pre-presbyopic hypermetrope yes normal none
presbyopic myope yes reduced none
presbyopic myope yes normal hard
presbyopic hypermetrope yes reduced none
presbyopic hypermetrope yes normal none

P088407-Ch004.qxd  4/30/05  11:13 AM  Page 109



selects three. In the event of a tie, we choose the rule with the greater coverage,
giving the final rule:

If astigmatism = yes and tear production rate = normal

and spectacle prescription = myope then recommendation = hard

This is indeed one of the rules given for the contact lens problem. But it only
covers three of the four hard recommendations. So we delete these three from
the set of instances and start again, looking for another rule of the form:

If ? then recommendation = hard

Following the same process, we will eventually find that age = young is the best
choice for the first term. Its coverage is seven; the reason for the seven is that 3
instances have been removed from the original set, leaving 21 instances alto-
gether. The best choice for the second term is astigmatism = yes, selecting 1/3
(actually, this is a tie); tear production rate = normal is the best for the third,
selecting 1/1.

If age = young and astigmatism = yes and 

tear production rate = normal then recommendation = hard

This rule actually covers three of the original set of instances, two of which are
covered by the previous rule—but that’s all right because the recommendation
is the same for each rule.

Now that all the hard-lens cases are covered, the next step is to proceed with
the soft-lens ones in just the same way. Finally, rules are generated for the none
case—unless we are seeking a rule set with a default rule, in which case explicit
rules for the final outcome are unnecessary.

What we have just described is the PRISM method for constructing rules. It
generates only correct or “perfect” rules. It measures the success of a rule by the
accuracy formula p/t. Any rule with accuracy less than 100% is “incorrect” in
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Table 4.9 Part of the contact lens data for which astigmatism = yes and tear 
production rate = normal.

Age Spectacle Astigmatism Tear production Recommended
prescription rate lenses

young myope yes normal hard
young hypermetrope yes normal hard
pre-presbyopic myope yes normal hard
pre-presbyopic hypermetrope yes normal none
presbyopic myope yes normal hard
presbyopic hypermetrope yes normal none
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that it assigns cases to the class in question that actually do not have that class.
PRISM continues adding clauses to each rule until it is perfect: its accuracy is
100%. Figure 4.8 gives a summary of the algorithm. The outer loop iterates over
the classes, generating rules for each class in turn. Note that we reinitialize to
the full set of examples each time round. Then we create rules for that class and
remove the examples from the set until there are none of that class left. When-
ever we create a rule, start with an empty rule (which covers all the examples),
and then restrict it by adding tests until it covers only examples of the desired
class. At each stage choose the most promising test, that is, the one that maxi-
mizes the accuracy of the rule. Finally, break ties by selecting the test with great-
est coverage.

Rules versus decision lists
Consider the rules produced for a particular class, that is, the algorithm in Figure
4.8 with the outer loop removed. It seems clear from the way that these rules
are produced that they are intended to be interpreted in order, that is, as a deci-
sion list, testing the rules in turn until one applies and then using that. This is
because the instances covered by a new rule are removed from the instance set
as soon as the rule is completed (in the third line from the end of the code in
Figure 4.8): thus subsequent rules are designed for instances that are not covered
by the rule. However, although it appears that we are supposed to check the rules
in turn, we do not have to do so. Consider that any subsequent rules generated
for this class will have the same effect—they all predict the same class. This
means that it does not matter what order they are executed in: either a rule will

For each class C 

  Initialize E to the instance set

  While E contains instances in class C 

    Create a rule R with an empty left-hand side that predicts class C 

    Until R is perfect (or there are no more attributes to use) do

      For each attribute A not mentioned in R, and each value v,

        Consider adding the condition A=v to the LHS of R 

        Select A and v to maximize the accuracy p/t

          (break ties by choosing the condition with the largest p)

      Add A=v to R 

    Remove the instances covered by R from E 

Figure 4.8 Pseudocode for a basic rule learner.
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be found that covers this instance, in which case the class in question is pre-
dicted, or no such rule is found, in which case the class is not predicted.

Now return to the overall algorithm. Each class is considered in turn, and
rules are generated that distinguish instances in that class from the others. No
ordering is implied between the rules for one class and those for another. Con-
sequently, the rules that are produced can be executed independent of order.

As described in Section 3.3, order-independent rules seem to provide more
modularity by each acting as independent nuggets of “knowledge,” but they
suffer from the disadvantage that it is not clear what to do when conflicting
rules apply. With rules generated in this way, a test example may receive multi-
ple classifications, that is, rules that apply to different classes may accept it. Other
test examples may receive no classification at all. A simple strategy to force a
decision in these ambiguous cases is to choose, from the classifications that are
predicted, the one with the most training examples or, if no classification is pre-
dicted, to choose the category with the most training examples overall. These
difficulties do not occur with decision lists because they are meant to be inter-
preted in order and execution stops as soon as one rule applies: the addition of
a default rule at the end ensures that any test instance receives a classification.
It is possible to generate good decision lists for the multiclass case using a slightly
different method, as we shall see in Section 6.2.

Methods such as PRISM can be described as separate-and-conquer algo-
rithms: you identify a rule that covers many instances in the class (and excludes
ones not in the class), separate out the covered instances because they are already
taken care of by the rule, and continue the process on those that are left. This
contrasts nicely with the divide-and-conquer approach of decision trees. The
separate step greatly increases the efficiency of the method because the instance
set continually shrinks as the operation proceeds.

4.5 Mining association rules
Association rules are like classification rules. You could find them in the same
way, by executing a divide-and-conquer rule-induction procedure for each pos-
sible expression that could occur on the right-hand side of the rule. But not only
might any attribute occur on the right-hand side with any possible value; a
single association rule often predicts the value of more than one attribute. To
find such rules, you would have to execute the rule-induction procedure once
for every possible combination of attributes, with every possible combination of
values, on the right-hand side. That would result in an enormous number 
of association rules, which would then have to be pruned down on the basis of
their coverage (the number of instances that they predict correctly) and their
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accuracy (the same number expressed as a proportion of the number of
instances to which the rule applies). This approach is quite infeasible. (Note that,
as we mentioned in Section 3.4, what we are calling coverage is often called
support and what we are calling accuracy is often called confidence.)

Instead, we capitalize on the fact that we are only interested in association
rules with high coverage. We ignore, for the moment, the distinction between
the left- and right-hand sides of a rule and seek combinations of attribute–value
pairs that have a prespecified minimum coverage. These are called item sets: an
attribute–value pair is an item. The terminology derives from market basket
analysis, in which the items are articles in your shopping cart and the super-
market manager is looking for associations among these purchases.

Item sets
The first column of Table 4.10 shows the individual items for the weather data
of Table 1.2, with the number of times each item appears in the dataset given
at the right. These are the one-item sets. The next step is to generate the two-
item sets by making pairs of one-item ones. Of course, there is no point in 
generating a set containing two different values of the same attribute (such as
outlook = sunny and outlook = overcast), because that cannot occur in any actual
instance.

Assume that we seek association rules with minimum coverage 2: thus we
discard any item sets that cover fewer than two instances. This leaves 47 two-
item sets, some of which are shown in the second column along with the
number of times they appear. The next step is to generate the three-item sets,
of which 39 have a coverage of 2 or greater. There are 6 four-item sets, and no
five-item sets—for this data, a five-item set with coverage 2 or greater could only
correspond to a repeated instance. The first row of the table, for example, shows
that there are five days when outlook = sunny, two of which have temperature =
mild, and, in fact, on both of those days humidity = high and play = no as well.

Association rules
Shortly we will explain how to generate these item sets efficiently. But first let
us finish the story. Once all item sets with the required coverage have been gen-
erated, the next step is to turn each into a rule, or set of rules, with at least the
specified minimum accuracy. Some item sets will produce more than one rule;
others will produce none. For example, there is one three-item set with a cov-
erage of 4 (row 38 of Table 4.10):

humidity = normal, windy = false, play = yes

This set leads to seven potential rules:
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Table 4.10 Item sets for the weather data with coverage 2 or greater.

One-item sets Two-item sets Three-item sets Four-item sets

1 outlook = sunny (5) outlook = sunny outlook = sunny outlook = sunny
temperature = mild (2) temperature = hot temperature = hot

humidity = high (2) humidity = high
play = no (2)

2 outlook = overcast (4) outlook = sunny outlook = sunny outlook = sunny
temperature = hot (2) temperature = hot humidity = high

play = no (2) windy = false
play = no (2)

3 outlook = rainy (5) outlook = sunny outlook = sunny outlook = overcast
humidity = normal (2) humidity = normal temperature = hot

play = yes (2) windy = false
play = yes (2)

4 temperature = cool (4) outlook = sunny outlook = sunny outlook = rainy
humidity = high (3) humidity = high temperature = mild

windy = false (2) windy = false
play = yes (2)

5 temperature = mild (6) outlook = sunny outlook = sunny outlook = rainy
windy = true (2) humidity = high humidity = normal

play = no (3) windy = false
play = yes (2)

6 temperature = hot (4) outlook = sunny outlook = sunny temperature = cool
windy = false (3) windy = false humidity = normal

play = no (2) windy = false
play = yes (2)

7 humidity = normal (7) outlook = sunny outlook = overcast
play = yes (2) temperature = hot

windy = false (2)
8 humidity = high (7) outlook = sunny outlook = overcast

play = no (3) temperature = hot
play = yes (2)

9 windy = true (6) outlook = overcast outlook = overcast
temperature = hot (2) humidity = normal

play = yes (2)
10 windy = false (8) outlook = overcast outlook = overcast

humidity = normal (2) humidity = high
play = yes (2)

11 play = yes (9) outlook = overcast outlook = overcast
humidity = high (2) windy = true

play = yes (2)
12 play = no (5) outlook = overcast outlook = overcast

windy = true (2) windy = false
play = yes (2)

13 outlook = overcast outlook = rainy
windy = false (2) temperature = cool

humidity = normal (2)
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If humidity = normal and windy = false then play = yes 4/4

If humidity = normal and play = yes then windy = false 4/6

If windy = false and play = yes then humidity = normal 4/6

If humidity = normal then windy = false and play = yes 4/7

If windy = false then humidity = normal and play = yes 4/8

If play = yes then humidity = normal and windy = false 4/9

If – then humidity = normal and windy = false and play = yes 4/12

The figures at the right show the number of instances for which all three con-
ditions are true—that is, the coverage—divided by the number of instances for
which the conditions in the antecedent are true. Interpreted as a fraction, they
represent the proportion of instances on which the rule is correct—that is, its
accuracy. Assuming that the minimum specified accuracy is 100%, only the first
of these rules will make it into the final rule set. The denominators of the frac-
tions are readily obtained by looking up the antecedent expression in Table 4.10
(though some are not shown in the Table). The final rule above has no condi-
tions in the antecedent, and its denominator is the total number of instances in
the dataset.

Table 4.11 shows the final rule set for the weather data, with minimum cov-
erage 2 and minimum accuracy 100%, sorted by coverage. There are 58 rules, 3
with coverage 4, 5 with coverage 3, and 50 with coverage 2. Only 7 have two
conditions in the consequent, and none has more than two. The first rule comes
from the item set described previously. Sometimes several rules arise from the
same item set. For example, rules 9, 10, and 11 all arise from the four-item set
in row 6 of Table 4.10:

temperature = cool, humidity = normal, windy = false, play = yes

Table 4.10 (continued)

One-item sets Two-item sets Three-item sets Four-item sets

. . . . . . . . .
38 humidity = normal humidity = normal

windy = false (4) windy = false
play = yes (4)

39 humidity = normal humidity = high
play = yes (6) windy = false

play = no (2)
40 humidity = high

windy = true (3)
. . . . . .
47 windy = false

play = no (2)
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Table 4.11 Association rules for the weather data.

Association rule Coverage Accuracy

1 humidity = normal windy = false fi play = yes 4 100%
2 temperature = cool fi humidity = normal 4 100%
3 outlook = overcast fi play = yes 4 100%
4 temperature = cool play = yes fi humidity = normal 3 100%
5 outlook = rainy windy = false fi play = yes 3 100%
6 outlook = rainy play = yes fi windy = false 3 100%
7 outlook = sunny humidity = high fi play = no 3 100%
8 outlook = sunny play = no fi humidity = high 3 100%
9 temperature = cool windy = false fi humidity = normal 2 100%

play = yes
10 temperature = cool humidity = normal windy fi play = yes 2 100%

= false
11 temperature = cool windy = false play = yes fi humidity = normal 2 100%
12 outlook = rainy humidity = normal windy fi play = yes 2 100%

= false
13 outlook = rainy humidity = normal play = yes fi windy = false 2 100%
14 outlook = rainy temperature = mild windy fi play = yes 2 100%

= false
15 outlook = rainy temperature = mild play = yes fi windy = false 2 100%
16 temperature = mild windy = false play = yes fi outlook = rainy 2 100%
17 outlook = overcast temperature = hot fi windy = false 2 100%

play = yes
18 outlook = overcast windy = false fi temperature = hot 2 100%

play = yes
19 temperature = hot play = yes fi outlook = overcast 2 100%

windy = false
20 outlook = overcast temperature = hot windy fi play = yes 2 100%

= false
21 outlook = overcast temperature = hot play fi windy = false 2 100%

= yes
22 outlook = overcast windy = false play = yes fi temperature = hot 2 100%
23 temperature = hot windy = false play = yes fi outlook = overcast 2 100%
24 windy = false play = no fi outlook = sunny 2 100%

humidity = high
25 outlook = sunny humidity = high windy = false fi play = no 2 100%
26 outlook = sunny windy = false play = no fi humidity = high 2 100%
27 humidity = high windy = false play = no fi outlook = sunny 2 100%
28 outlook = sunny temperature = hot fi humidity = high 2 100%

play = no
29 temperature = hot play = no fi outlook = sunny 2 100%

humidity = high
30 outlook = sunny temperature = hot humidity fi play = no 2 100%

= high
31 outlook = sunny temperature = hot play = no fi humidity = high 2 100%
. . . . . . . . . . . .
58 outlook = sunny temperature = hot fi humidity = high 2 100%
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which has coverage 2. Three subsets of this item set also have coverage 2:

temperature = cool, windy = false

temperature = cool, humidity = normal, windy = false

temperature = cool, windy = false, play = yes

and these lead to rules 9, 10, and 11, all of which are 100% accurate (on the
training data).

Generating rules efficiently
We now consider in more detail an algorithm for producing association rules
with specified minimum coverage and accuracy. There are two stages: generat-
ing item sets with the specified minimum coverage, and from each item set
determining the rules that have the specified minimum accuracy.

The first stage proceeds by generating all one-item sets with the given
minimum coverage (the first column of Table 4.10) and then using this to gen-
erate the two-item sets (second column), three-item sets (third column), and so
on. Each operation involves a pass through the dataset to count the items in
each set, and after the pass the surviving item sets are stored in a hash table—
a standard data structure that allows elements stored in it to be found very
quickly. From the one-item sets, candidate two-item sets are generated, and then
a pass is made through the dataset, counting the coverage of each two-item set;
at the end the candidate sets with less than minimum coverage are removed
from the table. The candidate two-item sets are simply all of the one-item sets
taken in pairs, because a two-item set cannot have the minimum coverage unless
both its constituent one-item sets have minimum coverage, too. This applies in
general: a three-item set can only have the minimum coverage if all three of its
two-item subsets have minimum coverage as well, and similarly for four-item
sets.

An example will help to explain how candidate item sets are generated.
Suppose there are five three-item sets—(A B C), (A B D), (A C D), (A C E), and
(B C D)—where, for example, A is a feature such as outlook = sunny. The union
of the first two, (A B C D), is a candidate four-item set because its other three-
item subsets (A C D) and (B C D) have greater than minimum coverage. If the
three-item sets are sorted into lexical order, as they are in this list, then we need
only consider pairs whose first two members are the same. For example, we do
not consider (A C D) and (B C D) because (A B C D) can also be generated
from (A B C) and (A B D), and if these two are not candidate three-item sets
then (A B C D) cannot be a candidate four-item set. This leaves the pairs (A B
C) and (A B D), which we have already explained, and (A C D) and (A C E).
This second pair leads to the set (A C D E) whose three-item subsets do not all
have the minimum coverage, so it is discarded. The hash table assists with this
check: we simply remove each item from the set in turn and check that the
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remaining three-item set is indeed present in the hash table. Thus in this
example there is only one candidate four-item set, (A B C D). Whether or not
it actually has minimum coverage can only be determined by checking the
instances in the dataset.

The second stage of the procedure takes each item set and generates rules
from it, checking that they have the specified minimum accuracy. If only rules
with a single test on the right-hand side were sought, it would be simply a matter
of considering each condition in turn as the consequent of the rule, deleting it
from the item set, and dividing the coverage of the entire item set by the cov-
erage of the resulting subset—obtained from the hash table—to yield the accu-
racy of the corresponding rule. Given that we are also interested in association
rules with multiple tests in the consequent, it looks like we have to evaluate the
effect of placing each subset of the item set on the right-hand side, leaving the
remainder of the set as the antecedent.

This brute-force method will be excessively computation intensive unless
item sets are small, because the number of possible subsets grows exponentially
with the size of the item set. However, there is a better way. We observed when
describing association rules in Section 3.4 that if the double-consequent rule

If windy = false and play = no then outlook = sunny

and humidity = high

holds with a given minimum coverage and accuracy, then both single-
consequent rules formed from the same item set must also hold:

If humidity = high and windy = false and play = no

then outlook = sunny

If outlook = sunny and windy = false and play = no

then humidity = high

Conversely, if one or other of the single-consequent rules does not hold, there
is no point in considering the double-consequent one. This gives a way of build-
ing up from single-consequent rules to candidate double-consequent ones, from
double-consequent rules to candidate triple-consequent ones, and so on. Of
course, each candidate rule must be checked against the hash table to see if it
really does have more than the specified minimum accuracy. But this generally
involves checking far fewer rules than the brute force method. It is interesting
that this way of building up candidate (n + 1)-consequent rules from actual n-
consequent ones is really just the same as building up candidate (n + 1)-item
sets from actual n-item sets, described earlier.

Discussion
Association rules are often sought for very large datasets, and efficient algo-
rithms are highly valued. The method described previously makes one pass
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through the dataset for each different size of item set. Sometimes the dataset is
too large to read in to main memory and must be kept on disk; then it may be
worth reducing the number of passes by checking item sets of two consecutive
sizes in one go. For example, once sets with two items have been generated, all
sets of three items could be generated from them before going through the
instance set to count the actual number of items in the sets. More three-item
sets than necessary would be considered, but the number of passes through the
entire dataset would be reduced.

In practice, the amount of computation needed to generate association rules
depends critically on the minimum coverage specified. The accuracy has less
influence because it does not affect the number of passes that we must make
through the dataset. In many situations we will want to obtain a certain num-
ber of rules—say 50—with the greatest possible coverage at a prespecified
minimum accuracy level. One way to do this is to begin by specifying the cov-
erage to be rather high and to then successively reduce it, reexecuting the entire
rule-finding algorithm for each coverage value and repeating this until the
desired number of rules has been generated.

The tabular input format that we use throughout this book, and in particu-
lar a standard ARFF file based on it, is very inefficient for many association-rule
problems. Association rules are often used when attributes are binary—either
present or absent—and most of the attribute values associated with a given
instance are absent. This is a case for the sparse data representation described
in Section 2.4; the same algorithm for finding association rules applies.

4.6 Linear models
The methods we have been looking at for decision trees and rules work most
naturally with nominal attributes. They can be extended to numeric attributes
either by incorporating numeric-value tests directly into the decision tree or rule
induction scheme, or by prediscretizing numeric attributes into nominal ones.
We will see how in Chapters 6 and 7, respectively. However, there are methods
that work most naturally with numeric attributes. We look at simple ones here,
ones that form components of more complex learning methods, which we will
examine later.

Numeric prediction: Linear regression
When the outcome, or class, is numeric, and all the attributes are numeric, linear
regression is a natural technique to consider. This is a staple method in statis-
tics. The idea is to express the class as a linear combination of the attributes,
with predetermined weights:

x w w a w a w ak k= + + + +0 1 1 2 2 . . .
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where x is the class; a1, a2, . . ., ak are the attribute values; and w0, w1, . . ., wk are
weights.

The weights are calculated from the training data. Here the notation gets a
little heavy, because we need a way of expressing the attribute values for each
training instance. The first instance will have a class, say x(1), and attribute values
a1

(1), a2
(1), . . ., ak

(1), where the superscript denotes that it is the first example.
Moreover, it is notationally convenient to assume an extra attribute a0 whose
value is always 1.

The predicted value for the first instance’s class can be written as

This is the predicted, not the actual, value for the first instance’s class. Of inter-
est is the difference between the predicted and the actual values. The method of
linear regression is to choose the coefficients wj —there are k + 1 of them—to
minimize the sum of the squares of these differences over all the training
instances. Suppose there are n training instances; denote the ith one with a
superscript (i). Then the sum of the squares of the differences is

where the expression inside the parentheses is the difference between the ith
instance’s actual class and its predicted class. This sum of squares is what we
have to minimize by choosing the coefficients appropriately.

This is all starting to look rather formidable. However, the minimization
technique is straightforward if you have the appropriate math background.
Suffice it to say that given enough examples—roughly speaking, more examples
than attributes—choosing weights to minimize the sum of the squared differ-
ences is really not difficult. It does involve a matrix inversion operation, but this
is readily available as prepackaged software.

Once the math has been accomplished, the result is a set of numeric weights,
based on the training data, which we can use to predict the class of new
instances. We saw an example of this when looking at the CPU performance
data, and the actual numeric weights are given in Figure 3.7(a). This formula
can be used to predict the CPU performance of new test instances.

Linear regression is an excellent, simple method for numeric prediction, and
it has been widely used in statistical applications for decades. Of course, linear
models suffer from the disadvantage of, well, linearity. If the data exhibits a non-
linear dependency, the best-fitting straight line will be found, where “best” is
interpreted as the least mean-squared difference. This line may not fit very well.
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However, linear models serve well as building blocks for more complex learn-
ing methods.

Linear classification: Logistic regression
Linear regression can easily be used for classification in domains with numeric
attributes. Indeed, we can use any regression technique, whether linear or non-
linear, for classification. The trick is to perform a regression for each class,
setting the output equal to one for training instances that belong to the class
and zero for those that do not. The result is a linear expression for the 
class. Then, given a test example of unknown class, calculate the value of each
linear expression and choose the one that is largest. This method is sometimes
called multiresponse linear regression.

One way of looking at multiresponse linear regression is to imagine that it
approximates a numeric membership function for each class. The membership
function is 1 for instances that belong to that class and 0 for other instances.
Given a new instance we calculate its membership for each class and select the
biggest.

Multiresponse linear regression often yields good results in practice.
However, it has two drawbacks. First, the membership values it produces are not
proper probabilities because they can fall outside the range 0 to 1. Second, least-
squares regression assumes that the errors are not only statistically independ-
ent, but are also normally distributed with the same standard deviation, an
assumption that is blatantly violated when the method is applied to classifica-
tion problems because the observations only ever take on the values 0 and 1.

A related statistical technique called logistic regression does not suffer from
these problems. Instead of approximating the 0 and 1 values directly, thereby
risking illegitimate probability values when the target is overshot, logistic regres-
sion builds a linear model based on a transformed target variable.

Suppose first that there are only two classes. Logistic regression replaces the
original target variable

which cannot be approximated accurately using a linear function, with

The resulting values are no longer constrained to the interval from 0 to 1 but
can lie anywhere between negative infinity and positive infinity. Figure 4.9(a)
plots the transformation function, which is often called the logit transformation.

The transformed variable is approximated using a linear function just like
the ones generated by linear regression. The resulting model is

Pr 1 1 11 2 0 1 1a a a w w a w ak k k, , . . . , exp . . . ,[ ] = + - - - -( )( )

log Pr Pr1 1 11 2 1 2a a a a a ak k, , . . . , , , . . . , .[ ]( ) - [ ]( )

Pr 1 1 2a a ak, , . . . , ,[ ]
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with weights w. Figure 4.9(b) shows an example of this function in one dimen-
sion, with two weights w0 = 0.5 and w1 = 1.

Just as in linear regression, weights must be found that fit the training data
well. Linear regression measures the goodness of fit using the squared error. In
logistic regression the log-likelihood of the model is used instead. This is given
by
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Figure 4.9 Logistic regression: (a) the logit transform and (b) an example logistic regres-
sion function.
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where the x(i) are either zero or one.
The weights wi need to be chosen to maximize the log-likelihood. There are

several methods for solving this maximization problem. A simple one is to 
iteratively solve a sequence of weighted least-squares regression problems until
the log-likelihood converges to a maximum, which usually happens in a few 
iterations.

To generalize logistic regression to several classes, one possibility is to proceed
in the way described previously for multiresponse linear regression by per-
forming logistic regression independently for each class. Unfortunately, the
resulting probability estimates will not sum to one. To obtain proper probabil-
ities it is necessary to couple the individual models for each class. This yields a
joint optimization problem, and there are efficient solution methods for this.

A conceptually simpler, and very general, way to address multiclass problems
is known as pairwise classification. Here a classifier is built for every pair of
classes, using only the instances from these two classes. The output on an
unknown test example is based on which class receives the most votes. This
method generally yields accurate results in terms of classification error. It can
also be used to produce probability estimates by applying a method called pair-
wise coupling, which calibrates the individual probability estimates from the dif-
ferent classifiers.

If there are k classes, pairwise classification builds a total of k(k - 1)/2 clas-
sifiers. Although this sounds unnecessarily computation intensive, it is not. In
fact, if the classes are evenly populated pairwise classification is at least as fast
as any other multiclass method. The reason is that each of the pairwise learn-
ing problem only involves instances pertaining to the two classes under consid-
eration. If n instances are divided evenly among k classes, this amounts to 2n/k
instances per problem. Suppose the learning algorithm for a two-class problem
with n instances takes time proportional to n seconds to execute. Then the run
time for pairwise classification is proportional to k(k - 1)/2 ¥ 2n/k seconds,
which is (k - 1)n. In other words, the method scales linearly with the number
of classes. If the learning algorithm takes more time—say proportional to n2—
the advantage of the pairwise approach becomes even more pronounced.

The use of linear functions for classification can easily be visualized in
instance space. The decision boundary for two-class logistic regression lies
where the prediction probability is 0.5, that is:

This occurs when

Pr 1 1 1 0 51 2 0 1 1a a a w w a w ak k k, , . . . , exp . . . . .[ ] = + - - - -( )( ) =

1 1 1 1
1

1 2 1 2-( ) - [ ]( )+ [ ]( )( )
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Because this is a linear equality in the attribute values, the boundary is a linear
plane, or hyperplane, in instance space. It is easy to visualize sets of points that
cannot be separated by a single hyperplane, and these cannot be discriminated
correctly by logistic regression.

Multiresponse linear regression suffers from the same problem. Each class
receives a weight vector calculated from the training data. Focus for the moment
on a particular pair of classes. Suppose the weight vector for class 1 is

and the same for class 2 with appropriate superscripts. Then, an instance will
be assigned to class 1 rather than class 2 if

In other words, it will be assigned to class 1 if

This is a linear inequality in the attribute values, so the boundary between each
pair of classes is a hyperplane. The same holds true when performing pairwise
classification. The only difference is that the boundary between two classes is
governed by the training instances in those classes and is not influenced by the
other classes.

Linear classification using the perceptron
Logistic regression attempts to produce accurate probability estimates by max-
imizing the probability of the training data. Of course, accurate probability esti-
mates lead to accurate classifications. However, it is not necessary to perform
probability estimation if the sole purpose of the model is to predict class labels.
A different approach is to learn a hyperplane that separates the instances per-
taining to the different classes—let’s assume that there are only two of them. If
the data can be separated perfectly into two groups using a hyperplane, it is said
to be linearly separable. It turns out that if the data is linearly separable, there
is a very simple algorithm for finding a separating hyperplane.

The algorithm is called the perceptron learning rule. Before looking at it in
detail, let’s examine the equation for a hyperplane again:

Here, a1, a2, . . ., ak are the attribute values, and w0, w1, . . ., wk are the weights
that define the hyperplane. We will assume that each training instance a1, a2,
. . . is extended by an additional attribute a0 that always has the value 1 (as we
did in the case of linear regression). This extension, which is called the bias, just

w a w a w a w ak k0 0 1 1 2 2 0+ + + + =. . . .
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means that we don’t have to include an additional constant element in the sum.
If the sum is greater than zero, we will predict the first class; otherwise, we will
predict the second class. We want to find values for the weights so that the train-
ing data is correctly classified by the hyperplane.

Figure 4.10(a) gives the perceptron learning rule for finding a separating
hyperplane. The algorithm iterates until a perfect solution has been found, but
it will only work properly if a separating hyperplane exists, that is, if the data is
linearly separable. Each iteration goes through all the training instances. If a
misclassified instance is encountered, the parameters of the hyperplane are
changed so that the misclassified instance moves closer to the hyperplane or
maybe even across the hyperplane onto the correct side. If the instance belongs
to the first class, this is done by adding its attribute values to the weight vector;
otherwise, they are subtracted from it.

Set all weights to zero

Until all instances in the training data are classified correctly

  For each instance I in the training data

    If I is classified incorrectly by the perceptron

      If I belongs to the first class add it to the weight vector

      else subtract it from the weight vector

(a) 

1
(“bias”)

attribute
a1

attribute
a2

attribute
a3

w0 w2w1 wk

(b)

Figure 4.10 The perceptron: (a) learning rule and (b) representation as a neural network.
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To see why this works, consider the situation after an instance a pertaining
to the first class has been added:

This means the output for a has increased by

This number is always positive. Thus the hyperplane has moved in the correct
direction for classifying instance a as positive. Conversely, if an instance belong-
ing to the second class is misclassified, the output for that instance decreases
after the modification, again moving the hyperplane to the correct direction.

These corrections are incremental and can interfere with earlier updates.
However, it can be shown that the algorithm converges in a finite number of
iterations if the data is linearly separable. Of course, if the data is not linearly
separable, the algorithm will not terminate, so an upper bound needs to be
imposed on the number of iterations when this method is applied in practice.

The resulting hyperplane is called a perceptron, and it’s the grandfather of
neural networks (we return to neural networks in Section 6.3). Figure 4.10(b)
represents the perceptron as a graph with nodes and weighted edges, imagina-
tively termed a “network” of “neurons.” There are two layers of nodes: input and
output. The input layer has one node for every attribute, plus an extra node that
is always set to one. The output layer consists of just one node. Every node in
the input layer is connected to the output layer. The connections are weighted,
and the weights are those numbers found by the perceptron learning rule.

When an instance is presented to the perceptron, its attribute values serve to
“activate” the input layer. They are multiplied by the weights and summed up
at the output node. If the weighted sum is greater than 0 the output signal is 1,
representing the first class; otherwise, it is -1, representing the second.

Linear classification using Winnow
The perceptron algorithm is not the only method that is guaranteed to find a
separating hyperplane for a linearly separable problem. For datasets with binary
attributes there is an alternative known as Winnow, shown in Figure 4.11(a).
The structure of the two algorithms is very similar. Like the perceptron, Winnow
only updates the weight vector when a misclassified instance is encountered—
it is mistake driven.

The two methods differ in how the weights are updated. The perceptron rule
employs an additive mechanism that alters the weight vector by adding (or sub-
tracting) the instance’s attribute vector. Winnow employs multiplicative updates
and alters weights individually by multiplying them by the user-specified
parameter a (or its inverse). The attribute values ai are either 0 or 1 because we

a a a a a a a ak k0 0 1 1 2 2¥ + ¥ + ¥ + + ¥. . . .

w a a w a a w a a w a ak k k0 0 0 1 1 1 2 2 2+( ) + +( ) + +( ) + + +( ). . . .
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While some instances are misclassified

      for every instance a

        classify a using the current weights

        if the predicted class is incorrect

          if a belongs to the first class

            for each ai that is 1, multiply wi by a
            (if ai is 0, leave wi unchanged)

          otherwise

            for each ai that is 1, divide wi by a
            (if ai is 0, leave wi unchanged)

(a)

    While some instances are misclassified

      for every instance a

        classify a using the current weights

        if the predicted class is incorrect

          if a belongs to the first class

            for each ai that is 1,

              multiply wi
+ by a

              divide wi
– by a

            (if ai is 0, leave wi
+ and wi

- unchanged)

          otherwise for 

            for each ai that is 1,

              multiply wi
– by a

              divide wi
+ by a

            (if ai is 0, leave wi
+ and wi

- unchanged)

(b)
Figure 4.11 The Winnow algorithm: (a) the unbalanced version and (b) the balanced
version.
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are working with binary data. Weights are unchanged if the attribute value is 0,
because then they do not participate in the decision. Otherwise, the multiplier
is a if that attribute helps to make a correct decision and 1/a if it does not.

Another difference is that the threshold in the linear function is also a user-
specified parameter. We call this threshold q and classify an instance as belong-
ing to class 1 if and only if

The multiplier a needs to be greater than one. The wi are set to a constant at
the start.

The algorithm we have described doesn’t allow negative weights, which—
depending on the domain—can be a drawback. However, there is a version,
called Balanced Winnow, which does allow them. This version maintains two
weight vectors, one for each class. An instance is classified as belonging to class
1 if:

Figure 4.11(b) shows the balanced algorithm.
Winnow is very effective in homing in on the relevant features in a dataset—

therefore it is called an attribute-efficient learner. That means that it may be a
good candidate algorithm if a dataset has many (binary) features and most of
them are irrelevant. Both winnow and the perceptron algorithm can be used in
an online setting in which new instances arrive continuously, because they can
incrementally update their hypotheses as new instances arrive.

4.7 Instance-based learning
In instance-based learning the training examples are stored verbatim, and a dis-
tance function is used to determine which member of the training set is closest
to an unknown test instance. Once the nearest training instance has been
located, its class is predicted for the test instance. The only remaining problem
is defining the distance function, and that is not very difficult to do, particularly
if the attributes are numeric.

The distance function
Although there are other possible choices, most instance-based learners use
Euclidean distance. The distance between an instance with attribute values a1

(1),
a2

(1), . . . , ak
(1) (where k is the number of attributes) and one with values a1

(2),
a2

(2), . . . , ak
(2) is defined as

a a a a a ak k1
1

1
2 2

2
1

2
2 2 1 2 2( ) ( ) ( ) ( ) ( ) ( )-( ) + -( ) + + -( ). . . .
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When comparing distances it is not necessary to perform the square root oper-
ation; the sums of squares can be compared directly. One alternative to the
Euclidean distance is the Manhattan or city-block metric, where the difference
between attribute values is not squared but just added up (after taking the
absolute value). Others are obtained by taking powers higher than the square.
Higher powers increase the influence of large differences at the expense of small
differences. Generally, the Euclidean distance represents a good compromise.
Other distance metrics may be more appropriate in special circumstances. The
key is to think of actual instances and what it means for them to be separated
by a certain distance—what would twice that distance mean, for example?

Different attributes are measured on different scales, so if the Euclidean 
distance formula were used directly, the effects of some attributes might be 
completely dwarfed by others that had larger scales of measurement. Conse-
quently, it is usual to normalize all attribute values to lie between 0 and 1, by
calculating

where vi is the actual value of attribute i, and the maximum and minimum are
taken over all instances in the training set.

These formulae implicitly assume numeric attributes. Here, the difference
between two values is just the numerical difference between them, and it is this
difference that is squared and added to yield the distance function. For nominal
attributes that take on values that are symbolic rather than numeric, the differ-
ence between two values that are not the same is often taken to be one, whereas
if the values are the same the difference is zero. No scaling is required in this
case because only the values 0 and 1 are used.

A common policy for handling missing values is as follows. For nominal
attributes, assume that a missing feature is maximally different from any other
feature value. Thus if either or both values are missing, or if the values are dif-
ferent, the difference between them is taken as one; the difference is zero only
if they are not missing and both are the same. For numeric attributes, the dif-
ference between two missing values is also taken as one. However, if just one
value is missing, the difference is often taken as either the (normalized) size of
the other value or one minus that size, whichever is larger. This means that if
values are missing, the difference is as large as it can possibly be.

Finding nearest neighbors efficiently
Although instance-based learning is simple and effective, it is often slow. The
obvious way to find which member of the training set is closest to an unknown
test instance is to calculate the distance from every member of the training set

a
v v

v v
i

i i

i i

= -
-
min

max min
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and select the smallest. This procedure is linear in the number of training
instances: in other words, the time it takes to make a single prediction is pro-
portional to the number of training instances. Processing an entire test set takes
time proportional to the product of the number of instances in the training and
test sets.

Nearest neighbors can be found more efficiently by representing the training
set as a tree, although it is not quite obvious how. One suitable structure is a
kD-tree. This is a binary tree that divides the input space with a hyperplane 
and then splits each partition again, recursively. All splits are made parallel to
one of the axes, either vertically or horizontally, in the two-dimensional case.
The data structure is called a kD-tree because it stores a set of points in k-
dimensional space, k being the number of attributes.

Figure 4.12(a) gives a small example with k = 2, and Figure 4.12(b) shows the
four training instances it represents, along with the hyperplanes that constitute
the tree. Note that these hyperplanes are not decision boundaries: decisions are
made on a nearest-neighbor basis as explained later. The first split is horizon-
tal (h), through the point (7,4)—this is the tree’s root. The left branch is not
split further: it contains the single point (2,2), which is a leaf of the tree. The
right branch is split vertically (v) at the point (6,7). Its left child is empty, and
its right child contains the point (3,8). As this example illustrates, each region
contains just one point—or, perhaps, no points. Sibling branches of the tree—
for example, the two daughters of the root in Figure 4.12(a)—are not neces-
sarily developed to the same depth. Every point in the training set corresponds
to a single node, and up to half are leaf nodes.
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Figure 4.12 A kD-tree for four training instances: (a) the tree and (b) instances and
splits.
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How do you build a kD-tree from a dataset? Can it be updated efficiently as
new training examples are added? And how does it speed up nearest-neighbor
calculations? We tackle the last question first.

To locate the nearest neighbor of a given target point, follow the tree down
from its root to locate the region containing the target. Figure 4.13 shows a space
like that of Figure 4.12(b) but with a few more instances and an extra bound-
ary. The target, which is not one of the instances in the tree, is marked by a star.
The leaf node of the region containing the target is colored black. This is not
necessarily the target’s closest neighbor, as this example illustrates, but it is a
good first approximation. In particular, any nearer neighbor must lie closer—
within the dashed circle in Figure 4.13. To determine whether one exists, first
check whether it is possible for a closer neighbor to lie within the node’s sibling.
The black node’s sibling is shaded in Figure 4.13, and the circle does not inter-
sect it, so the sibling cannot contain a closer neighbor. Then back up to the
parent node and check its sibling—which here covers everything above the hor-
izontal line. In this case it must be explored, because the area it covers intersects
with the best circle so far. To explore it, find its daughters (the original point’s
two aunts), check whether they intersect the circle (the left one does not, but
the right one does), and descend to see whether it contains a closer point (it
does).

Figure 4.13 Using a kD-tree to find the nearest neighbor of the star.
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In a typical case, this algorithm is far faster than examining all points to find
the nearest neighbor. The work involved in finding the initial approximate
nearest neighbor—the black point in Figure 4.13—depends on the depth of the
tree, given by the logarithm of the number of nodes, log2n. The amount of work
involved in backtracking to check whether this really is the nearest neighbor
depends a bit on the tree, and on how good the initial approximation is. But for
a well-constructed tree whose nodes are approximately square, rather than long
skinny rectangles, it can also be shown to be logarithmic in the number of nodes.

How do you build a good tree for a set of training examples? The problem
boils down to selecting the first training instance to split at and the direction of
the split. Once you can do that, apply the same method recursively to each child
of the initial split to construct the entire tree.

To find a good direction for the split, calculate the variance of the data points
along each axis individually, select the axis with the greatest variance, and create
a splitting hyperplane perpendicular to it. To find a good place for the hyper-
plane, locate the median value along that axis and select the corresponding
point. This makes the split perpendicular to the direction of greatest spread,
with half the points lying on either side. This produces a well-balanced tree. To
avoid long skinny regions it is best for successive splits to be along different axes,
which is likely because the dimension of greatest variance is chosen at each stage.
However, if the distribution of points is badly skewed, choosing the median
value may generate several successive splits in the same direction, yielding long,
skinny hyperrectangles. A better strategy is to calculate the mean rather than the
median and use the point closest to that. The tree will not be perfectly balanced,
but its regions will tend to be squarish because there is a greater chance that dif-
ferent directions will be chosen for successive splits.

An advantage of instance-based learning over most other machine learning
methods is that new examples can be added to the training set at any time. To
retain this advantage when using a kD-tree, we need to be able to update it incre-
mentally with new data points. To do this, determine which leaf node contains
the new point and find its hyperrectangle. If it is empty, simply place the new
point there. Otherwise split the hyperrectangle, splitting it along its longest
dimension to preserve squareness. This simple heuristic does not guarantee that
adding a series of points will preserve the tree’s balance, nor that the hyperrec-
tangles will be well shaped for nearest-neighbor search. It is a good idea to
rebuild the tree from scratch occasionally—for example, when its depth grows
to twice the best possible depth.

As we have seen, kD-trees are good data structures for finding nearest neigh-
bors efficiently. However, they are not perfect. Skewed datasets present a basic
conflict between the desire for the tree to be perfectly balanced and the desire
for regions to be squarish. More importantly, rectangles—even squares—are not
the best shape to use anyway, because of their corners. If the dashed circle in
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Figure 4.13 were any bigger, which it would be if the black instance were a little
further from the target, it would intersect the lower right-hand corner of the
rectangle at the top left and then that rectangle would have to be investigated,
too—despite the fact that the training instances that define it are a long way
from the corner in question. The corners of rectangular regions are awkward.

The solution? Use hyperspheres, not hyperrectangles. Neighboring spheres
may overlap whereas rectangles can abut, but this is not a problem because the
nearest-neighbor algorithm for kD-trees described previously does not depend
on the regions being disjoint. A data structure called a ball tree defines k-
dimensional hyperspheres (“balls”) that cover the data points, and arranges
them into a tree.

Figure 4.14(a) shows 16 training instances in two-dimensional space, over-
laid by a pattern of overlapping circles, and Figure 4.14(b) shows a tree formed
from these circles. Circles at different levels of the tree are indicated by differ-
ent styles of dash, and the smaller circles are drawn in shades of gray. Each node
of the tree represents a ball, and the node is dashed or shaded according to the
same convention so that you can identify which level the balls are at. To help
you understand the tree, numbers are placed on the nodes to show how many
data points are deemed to be inside that ball. But be careful: this is not neces-
sarily the same as the number of points falling within the spatial region that the
ball represents. The regions at each level sometimes overlap, but points that fall
into the overlap area are assigned to only one of the overlapping balls (the
diagram does not show which one). Instead of the occupancy counts in Figure
4.14(b) the nodes of actual ball trees store the center and radius of their ball;
leaf nodes record the points they contain as well.

To use a ball tree to find the nearest neighbor to a given target, start by tra-
versing the tree from the top down to locate the leaf that contains the target and
find the closest point to the target in that ball. This gives an upper bound for
the target’s distance from its nearest neighbor. Then, just as for the kD-tree,
examine the sibling node. If the distance from the target to the sibling’s center
exceeds its radius plus the current upper bound, it cannot possibly contain a
closer point; otherwise the sibling must be examined by descending the tree
further. In Figure 4.15 the target is marked with a star and the black dot is its
closest currently known neighbor. The entire contents of the gray ball can be
ruled out: it cannot contain a closer point because its center is too far away.
Proceed recursively back up the tree to its root, examining any ball that may
possibly contain a point nearer than the current upper bound.

Ball trees are built from the top down, and as with kD-trees the basic problem
is to find a good way of splitting a ball containing a set of data points into two.
In practice you do not have to continue until the leaf balls contain just 
two points: you can stop earlier, once a predetermined minimum number is
reached—and the same goes for kD-trees. Here is one possible splitting method.
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Figure 4.14 Ball tree for 16 training instances: (a) instances and balls and (b) the tree.
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Choose the point in the ball that is farthest from its center, and then a second
point that is farthest from the first one. Assign all data points in the ball to the
closest one of these two cluster centers, then compute the centroid of each
cluster and the minimum radius required for it to enclose all the data points it
represents. This method has the merit that the cost of splitting a ball contain-
ing n points is only linear in n. There are more elaborate algorithms that
produce tighter balls, but they require more computation. We will not describe
sophisticated algorithms for constructing ball trees or updating them incre-
mentally as new training instances are encountered.

Discussion
Nearest-neighbor instance-based learning is simple and often works very 
well. In the method described previously each attribute has exactly the same
influence on the decision, just as it does in the Naïve Bayes method. Another
problem is that the database can easily become corrupted by noisy exemplars.
One solution is to adopt the k-nearest-neighbor strategy, where some fixed,
small, number k of nearest neighbors—say five—are located and used together
to determine the class of the test instance through a simple majority vote. (Note
that we used k to denote the number of attributes earlier; this is a different, inde-
pendent usage.) Another way of proofing the database against noise is to choose
the exemplars that are added to it selectively and judiciously; improved proce-
dures, described in Chapter 6, address these shortcomings.

Figure 4.15 Ruling out an entire ball (gray) based on a target point (star) and its current
nearest neighbor.
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The nearest-neighbor method originated many decades ago, and statisticians
analyzed k-nearest-neighbor schemes in the early 1950s. If the number of train-
ing instances is large, it makes intuitive sense to use more than one nearest
neighbor, but clearly this is dangerous if there are few instances. It can be shown
that when k and the number n of instances both become infinite in such a way
that k/n Æ 0, the probability of error approaches the theoretical minimum for
the dataset. The nearest-neighbor method was adopted as a classification
method in the early 1960s and has been widely used in the field of pattern recog-
nition for more than three decades.

Nearest-neighbor classification was notoriously slow until kD-trees began to
be applied in the early 1990s, although the data structure itself was developed
much earlier. In practice, these trees become inefficient when the dimension of
the space increases and are only worthwhile when the number of attributes is
small—up to 10. Ball trees were developed much more recently and are an
instance of a more general structure sometimes called a metric tree. Sophisti-
cated algorithms can create metric trees that deal successfully with thousands
of dimensions.

Instead of storing all training instances, you can compress them into regions.
A very simple technique, mentioned at the end of Section 4.1, is to just record
the range of values observed in the training data for each attribute and cate-
gory. Given a test instance, you work out which ranges the attribute values fall
into and choose the category with the greatest number of correct ranges for that
instance. A slightly more elaborate technique is to construct intervals for each
attribute and use the training set to count the number of times each class occurs
for each interval on each attribute. Numeric attributes can be discretized into
intervals, and “intervals” consisting of a single point can be used for nominal
ones. Then, given a test instance, you can determine which intervals it resides
in and classify it by voting, a method called voting feature intervals. These
methods are very approximate, but very fast, and can be useful for initial analy-
sis of large datasets.

4.8 Clustering
Clustering techniques apply when there is no class to be predicted but rather
when the instances are to be divided into natural groups. These clusters pre-
sumably reflect some mechanism at work in the domain from which instances
are drawn, a mechanism that causes some instances to bear a stronger resem-
blance to each other than they do to the remaining instances. Clustering natu-
rally requires different techniques to the classification and association learning
methods we have considered so far.
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As we saw in Section 3.9, there are different ways in which the result of clus-
tering can be expressed. The groups that are identified may be exclusive so that
any instance belongs in only one group. Or they may be overlapping so that an
instance may fall into several groups. Or they may be probabilistic, whereby an
instance belongs to each group with a certain probability. Or they may be hier-
archical, such that there is a crude division of instances into groups at the top
level, and each of these groups is refined further—perhaps all the way down to
individual instances. Really, the choice among these possibilities should be dic-
tated by the nature of the mechanisms that are thought to underlie the partic-
ular clustering phenomenon. However, because these mechanisms are rarely
known—the very existence of clusters is, after all, something that we’re trying
to discover—and for pragmatic reasons too, the choice is usually dictated by the
clustering tools that are available.

We will examine an algorithm that forms clusters in numeric domains, par-
titioning instances into disjoint clusters. Like the basic nearest-neighbor method
of instance-based learning, it is a simple and straightforward technique that 
has been used for several decades. In Chapter 6 we examine newer clustering
methods that perform incremental and probabilistic clustering.

Iterative distance-based clustering
The classic clustering technique is called k-means. First, you specify in advance
how many clusters are being sought: this is the parameter k. Then k points are
chosen at random as cluster centers. All instances are assigned to their closest
cluster center according to the ordinary Euclidean distance metric. Next the cen-
troid, or mean, of the instances in each cluster is calculated—this is the “means”
part. These centroids are taken to be new center values for their respective clus-
ters. Finally, the whole process is repeated with the new cluster centers. Itera-
tion continues until the same points are assigned to each cluster in consecutive
rounds, at which stage the cluster centers have stabilized and will remain the
same forever.

This clustering method is simple and effective. It is easy to prove that choos-
ing the cluster center to be the centroid minimizes the total squared distance
from each of the cluster’s points to its center. Once the iteration has stabilized,
each point is assigned to its nearest cluster center, so the overall effect is to min-
imize the total squared distance from all points to their cluster centers. But the
minimum is a local one; there is no guarantee that it is the global minimum.
The final clusters are quite sensitive to the initial cluster centers. Completely dif-
ferent arrangements can arise from small changes in the initial random choice.
In fact, this is true of all practical clustering techniques: it is almost always infea-
sible to find globally optimal clusters. To increase the chance of finding a global
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minimum people often run the algorithm several times with different initial
choices and choose the best final result—the one with the smallest total squared
distance.

It is easy to imagine situations in which k-means fails to find a good cluster-
ing. Consider four instances arranged at the vertices of a rectangle in two-
dimensional space. There are two natural clusters, formed by grouping together
the two vertices at either end of a short side. But suppose that the two initial
cluster centers happen to fall at the midpoints of the long sides. This forms a
stable configuration. The two clusters each contain the two instances at either
end of a long side—no matter how great the difference between the long and
the short sides.

Faster distance calculations
The k-means clustering algorithm usually requires several iterations, each
involving finding the distance of k cluster centers from every instance to deter-
mine its cluster. There are simple approximations that speed this up consider-
ably. For example, you can project the dataset and make cuts along selected axes,
instead of using the arbitrary hyperplane divisions that are implied by choos-
ing the nearest cluster center. But this inevitably compromises the quality of the
resulting clusters.

Here’s a better way of speeding things up. Finding the closest cluster center
is not so different from finding nearest neighbors in instance-based learning.
Can the same efficient solutions—kD-trees and ball trees—be used? Yes! Indeed
they can be applied in an even more efficient way, because in each iteration of
k-means all the data points are processed together, whereas in instance-based
learning test instances are processed individually.

First, construct a kD-tree or ball tree for all the data points, which will remain
static throughout the clustering procedure. Each iteration of k-means produces
a set of cluster centers, and all data points must be examined and assigned to
the nearest center. One way of processing the points is to descend the tree from
the root until reaching a leaf and check each individual point in the leaf to find
its closest cluster center. But it may be that the region represented by a higher
interior node falls entirely within the domain of a single cluster center. In that
case all the data points under that node can be processed in one blow!

The aim of the exercise, after all, is to find new positions for the cluster centers
by calculating the centroid of the points they contain. The centroid can be cal-
culated by keeping a running vector sum of the points in the cluster, and a count
of how many there are so far. At the end, just divide one by the other to find
the centroid. Suppose that with each node of the tree we store the vector sum
of the points within that node and a count of the number of points. If the whole
node falls within the ambit of a single cluster, the running totals for that cluster
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can be updated immediately. If not, look inside the node by proceeding recur-
sively down the tree.

Figure 4.16 shows the same instances and ball tree as Figure 4.14, but with
two cluster centers marked as black stars. Because all instances are assigned to
the closest center, the space is divided in two by the thick line shown in Figure
4.16(a). Begin at the root of the tree in Figure 4.16(b), with initial values for the
vector sum and counts for each cluster; all initial values are zero. Proceed recur-
sively down the tree. When node A is reached, all points within it lie in cluster
1, so cluster 1’s sum and count can be updated with the sum and count for node
A, and we need descend no further. Recursing back to node B, its ball straddles
the boundary between the clusters, so its points must be examined individually.
When node C is reached, it falls entirely within cluster 2; again, we can update
cluster 2 immediately and need descend no further. The tree is only examined
down to the frontier marked by the dashed line in Figure 4.16(b), and the advan-
tage is that the nodes below need not be opened—at least, not on this particu-
lar iteration of k-means. Next time, the cluster centers will have changed and
things may be different.

Discussion
Many variants of the basic k-means procedure have been developed. Some
produce a hierarchical clustering by applying the algorithm with k = 2 to the
overall dataset and then repeating, recursively, within each cluster.

How do you choose k? Often nothing is known about the likely number of
clusters, and the whole point of clustering is to find out. One way is to try dif-
ferent values and choose the best. To do this you need to learn how to evaluate
the success of machine learning, which is what Chapter 5 is about. We return
to clustering in Section 6.6.

4.9 Further reading
The 1R scheme was proposed and thoroughly investigated by Holte (1993). It
was never really intended as a machine learning “method”: the point was more
to demonstrate that very simple structures underlie most of the practical
datasets being used to evaluate machine learning methods at the time and that
putting high-powered inductive inference methods to work on simple datasets
was like using a sledgehammer to crack a nut. Why grapple with a complex deci-
sion tree when a simple rule will do? The method that generates one simple rule
per class is the result of work by Lucio de Souza Coelho of Brazil and Len Trigg
of New Zealand, and it has been dubbed hyperpipes. A very simple algorithm,
it has the advantage of being extremely fast and is quite feasible even with an
enormous number of attributes.
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Figure 4.16 A ball tree: (a) two cluster centers and their dividing line and (b) the cor-
responding tree.
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Bayes was an eighteenth-century English philosopher who set out his theory
of probability in “An essay towards solving a problem in the doctrine of
chances,” published in the Philosophical Transactions of the Royal Society of
London (Bayes 1763); the rule that bears his name has been a cornerstone 
of probability theory ever since. The difficulty with the application of Bayes’s
rule in practice is the assignment of prior probabilities. Some statisticians,
dubbed Bayesians, take the rule as gospel and insist that people make serious
attempts to estimate prior probabilities accurately—although such estimates are
often subjective. Others, non-Bayesians, prefer the kind of prior-free analysis
that typically generates statistical confidence intervals, which we will meet in the
next chapter. With a particular dataset, prior probabilities are usually reason-
ably easy to estimate, which encourages a Bayesian approach to learning. The
independence assumption made by the Naïve Bayes method is a great stumbling
block, however, and some attempts are being made to apply Bayesian analysis
without assuming independence. The resulting models are called Bayesian net-
works (Heckerman et al. 1995), and we describe them in Section 6.7.

Bayesian techniques had been used in the field of pattern recognition (Duda
and Hart 1973) for 20 years before they were adopted by machine learning
researchers (e.g., see Langley et al. 1992) and made to work on datasets with
redundant attributes (Langley and Sage 1994) and numeric attributes (John and
Langley 1995). The label Naïve Bayes is unfortunate because it is hard to use
this method without feeling simpleminded. However, there is nothing naïve
about its use in appropriate circumstances. The multinomial Naïve Bayes model,
which is particularly appropriate for text classification, was investigated by
McCallum and Nigam (1998).

The classic paper on decision tree induction is by Quinlan (1986), who
describes the basic ID3 procedure developed in this chapter. A comprehensive
description of the method, including the improvements that are embodied in
C4.5, appears in a classic book by Quinlan (1993), which gives a listing of the
complete C4.5 system, written in the C programming language. PRISM was
developed by Cendrowska (1987), who also introduced the contact lens dataset.

Association rules are introduced and described in the database literature
rather than in the machine learning literature. Here the emphasis is very much
on dealing with huge amounts of data rather than on sensitive ways of testing
and evaluating algorithms on limited datasets. The algorithm introduced in this
chapter is the Apriori method developed by Agrawal and his associates (Agrawal
et al. 1993a, 1993b; Agrawal and Srikant 1994). A survey of association-rule
mining appears in an article by Chen et al. (1996).

Linear regression is described in most standard statistical texts, and a partic-
ularly comprehensive treatment can be found in a book by Lawson and Hanson
(1995). The use of linear models for classification enjoyed a great deal of pop-
ularity in the 1960s; Nilsson (1965) provides an excellent reference. He defines
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a linear threshold unit as a binary test of whether a linear function is greater or
less than zero and a linear machine as a set of linear functions, one for each class,
whose value for an unknown example is compared and the largest chosen as its
predicted class. In the distant past, perceptrons fell out of favor on publication
of an influential book that showed they had fundamental limitations (Minsky
and Papert 1969); however, more complex systems of linear functions have
enjoyed a resurgence in recent years in the form of neural networks, described
in Section 6.3. The Winnow algorithms were introduced by Nick Littlestone in
his PhD thesis in 1989 (Littlestone 1988, 1989). Multiresponse linear classifiers
have found a new application recently for an operation called stacking that com-
bines the output of other learning algorithms, described in Chapter 7 (see
Wolpert 1992). Friedman (1996) describes the technique of pairwise classifica-
tion, Fürnkranz (2002) further analyzes it, and Hastie and Tibshirani (1998)
extend it to estimate probabilities using pairwise coupling.

Fix and Hodges (1951) performed the first analysis of the nearest-neighbor
method, and Johns (1961) pioneered its use in classification problems. Cover
and Hart (1967) obtained the classic theoretical result that, for large enough
datasets, its probability of error never exceeds twice the theoretical minimum;
Devroye et al. (1996) showed that k-nearest neighbor is asymptotically optimal
for large k and n with k/n Æ 0. Nearest-neighbor methods gained popularity in
machine learning through the work of Aha (1992), who showed that instance-
based learning can be combined with noisy exemplar pruning and attribute
weighting and that the resulting methods perform well in comparison with
other learning methods. We take this up again in Chapter 6.

The kD-tree data structure was developed by Friedman et al. (1977). Our
description closely follows an explanation given by Andrew Moore in his PhD
thesis (Moore 1991), who, along with Omohundro (1987), pioneered its use in
machine learning. Moore (2000) describes sophisticated ways of constructing
ball trees that perform well even with thousands of attributes. We took our ball
tree example from lecture notes by Alexander Gray of Carnegie-Mellon Uni-
versity. The voting feature intervals method mentioned in the Discussion sub-
section at the end of Section 4.7 is described by Demiroz and Guvenir (1997).

The k-means algorithm is a classic technique, and many descriptions and
variations are available (e.g., see Hartigan 1975). The clever use of kD-trees to
speed up k-means clustering, which we chose to illustrate using ball trees
instead, was pioneered by Moore and Pelleg (2000) in their X-means clustering
algorithm. That algorithm also contains some other innovations, described in
Section 6.6.
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Evaluation is the key to making real progress in data mining. There are lots of
ways of inferring structure from data: we have encountered many already and
will see further refinements, and new methods, in the next chapter. But to deter-
mine which ones to use on a particular problem we need systematic ways to
evaluate how different methods work and to compare one with another. Eval-
uation is not as simple as it might appear at first sight.

What’s the problem? We have the training set; surely we can just look at how
well different methods do on that. Well, no: as we will see very shortly, per-
formance on the training set is definitely not a good indicator of performance
on an independent test set. We need ways of predicting performance bounds in
practice, based on experiments with whatever data can be obtained.

When a vast supply of data is available, this is no problem: just make a model
based on a large training set, and try it out on another large test set. But although
data mining sometimes involves “big data”—particularly in marketing, sales,
and customer support applications—it is often the case that data, quality data,
is scarce. The oil slicks mentioned in Chapter 1 (pages 23–24) had to be detected
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and marked manually—a skilled and labor-intensive process—before being
used as training data. Even in the credit card application (pages 22–23), there
turned out to be only 1000 training examples of the appropriate type. The elec-
tricity supply data (pages 24–25) went back 15 years, 5000 days—but only 15
Christmas Days and Thanksgivings, and just 4 February 29s and presidential
elections. The electromechanical diagnosis application (pages 25–26) was able
to capitalize on 20 years of recorded experience, but this yielded only 300 usable
examples of faults. Marketing and sales applications (pages 26–28) certainly
involve big data, but many others do not: training data frequently relies on spe-
cialist human expertise—and that is always in short supply.

The question of predicting performance based on limited data is an inter-
esting, and still controversial, one. We will encounter many different techniques,
of which one—repeated cross-validation—is gaining ascendance and is proba-
bly the evaluation method of choice in most practical limited-data situations.
Comparing the performance of different machine learning methods on a given
problem is another matter that is not so easy as it sounds: to be sure that appar-
ent differences are not caused by chance effects, statistical tests are needed. So
far we have tacitly assumed that what is being predicted is the ability to classify
test instances accurately; however, some situations involve predicting the class
probabilities rather than the classes themselves, and others involve predicting
numeric rather than nominal values. Different methods are needed in each case.
Then we look at the question of cost. In most practical data mining situations
the cost of a misclassification error depends on the type of error it is—whether,
for example, a positive example was erroneously classified as negative or vice
versa. When doing data mining, and evaluating its performance, it is often essen-
tial to take these costs into account. Fortunately, there are simple techniques to
make most learning schemes cost sensitive without grappling with the internals
of the algorithm. Finally, the whole notion of evaluation has fascinating philo-
sophical connections. For 2000 years philosophers have debated the question of
how to evaluate scientific theories, and the issues are brought into sharp focus
by data mining because what is extracted is essentially a “theory” of the data.

5.1 Training and testing
For classification problems, it is natural to measure a classifier’s performance in
terms of the error rate. The classifier predicts the class of each instance: if it is
correct, that is counted as a success; if not, it is an error. The error rate is just the
proportion of errors made over a whole set of instances, and it measures the
overall performance of the classifier.

Of course, what we are interested in is the likely future performance on new
data, not the past performance on old data. We already know the classifications
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of each instance in the training set, which after all is why we can use it for train-
ing. We are not generally interested in learning about those classifications—
although we might be if our purpose is data cleansing rather than prediction.
So the question is, is the error rate on old data likely to be a good indicator of
the error rate on new data? The answer is a resounding no—not if the old data
was used during the learning process to train the classifier.

This is a surprising fact, and a very important one. Error rate on the train-
ing set is not likely to be a good indicator of future performance. Why? Because
the classifier has been learned from the very same training data, any estimate 
of performance based on that data will be optimistic, and may be hopelessly
optimistic.

We have already seen an example of this in the labor relations dataset. Figure
1.3(b) was generated directly from the training data, and Figure 1.3(a) was
obtained from it by a process of pruning. The former is likely to be more accu-
rate on the data that was used to train the classifier but will probably perform
less well on independent test data because it is overfitted to the training data.
The first tree will look good according to the error rate on the training data,
better than the second tree. But this does not reflect how they will perform on
independent test data.

The error rate on the training data is called the resubstitution error, because
it is calculated by resubstituting the training instances into a classifier that was
constructed from them. Although it is not a reliable predictor of the true error
rate on new data, it is nevertheless often useful to know.

To predict the performance of a classifier on new data, we need to assess its
error rate on a dataset that played no part in the formation of the classifier. This
independent dataset is called the test set. We assume that both the training data
and the test data are representative samples of the underlying problem.

In some cases the test data might be distinct in nature from the training data.
Consider, for example, the credit risk problem from Section 1.3. Suppose the
bank had training data from branches in New York City and Florida and wanted
to know how well a classifier trained on one of these datasets would perform in
a new branch in Nebraska. It should probably use the Florida data as test data
to evaluate the New York-trained classifier and the New York data to evaluate
the Florida-trained classifier. If the datasets were amalgamated before training,
performance on the test data would probably not be a good indicator of per-
formance on future data in a completely different state.

It is important that the test data was not used in any way to create the clas-
sifier. For example, some learning methods involve two stages, one to come up
with a basic structure and the second to optimize parameters involved in that
structure, and separate sets of data may be needed in the two stages. Or you
might try out several learning schemes on the training data and then evaluate
them—on a fresh dataset, of course—to see which one works best. But none of
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this data may be used to determine an estimate of the future error rate. In such
situations people often talk about three datasets: the training data, the valida-
tion data, and the test data. The training data is used by one or more learning
methods to come up with classifiers. The validation data is used to optimize
parameters of those classifiers, or to select a particular one. Then the test data
is used to calculate the error rate of the final, optimized, method. Each of the
three sets must be chosen independently: the validation set must be different
from the training set to obtain good performance in the optimization or selec-
tion stage, and the test set must be different from both to obtain a reliable esti-
mate of the true error rate.

It may be that once the error rate has been determined, the test data is
bundled back into the training data to produce a new classifier for actual use.
There is nothing wrong with this: it is just a way of maximizing the amount of
data used to generate the classifier that will actually be employed in practice.
What is important is that error rates are not quoted based on any of this data.
Also, once the validation data has been used—maybe to determine the best type
of learning scheme to use—then it can be bundled back into the training data
to retrain that learning scheme, maximizing the use of data.

If lots of data is available, there is no problem: we take a large sample and
use it for training; then another, independent large sample of different data and
use it for testing. Provided that both samples are representative, the error rate
on the test set will give a true indication of future performance. Generally, the
larger the training sample the better the classifier, although the returns begin to
diminish once a certain volume of training data is exceeded. And the larger the
test sample, the more accurate the error estimate. The accuracy of the error esti-
mate can be quantified statistically, as we will see in the next section.

The real problem occurs when there is not a vast supply of data available. In
many situations the training data must be classified manually—and so must the
test data, of course, to obtain error estimates. This limits the amount of data
that can be used for training, validation, and testing, and the problem becomes
how to make the most of a limited dataset. From this dataset, a certain amount
is held over for testing—this is called the holdout procedure—and the remain-
der is used for training (and, if necessary, part of that is set aside for validation).
There’s a dilemma here: to find a good classifier, we want to use as much of the
data as possible for training; to obtain a good error estimate, we want to use as
much of it as possible for testing. Sections 5.3 and 5.4 review widely used
methods for dealing with this dilemma.

5.2 Predicting performance
Suppose we measure the error of a classifier on a test set and obtain a certain
numeric error rate—say 25%. Actually, in this section we refer to success rate
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rather than error rate, so this corresponds to a success rate of 75%. Now, this is
only an estimate. What can you say about the true success rate on the target
population? Sure, it’s expected to be close to 75%. But how close—within 5%?
Within 10%? It must depend on the size of the test set. Naturally, we would be
more confident of the 75% figure if it was based on a test set of 10,000 instances
rather than on a test set of 100 instances. But how much more confident would
we be?

To answer these questions, we need some statistical reasoning. In statistics, a
succession of independent events that either succeed or fail is called a Bernoulli
process. The classic example is coin tossing. Each toss is an independent event.
Let’s say we always predict heads; but rather than “heads” or “tails,” each toss 
is considered a “success” or a “failure.” Let’s say the coin is biased, but we don’t
know what the probability of heads is. Then, if we actually toss the coin 100
times and 75 of them are heads, we have a situation much like the one described
previously for a classifier with an observed 75% success rate on a test set. What
can we say about the true success probability? In other words, imagine that there
is a Bernoulli process—a biased coin—whose true (but unknown) success rate
is p. Suppose that out of N trials, S are successes: thus the observed success rate
is f = S/N. The question is, what does this tell you about the true success rate p?

The answer to this question is usually expressed as a confidence interval; that
is, p lies within a certain specified interval with a certain specified confidence.
For example, if S = 750 successes are observed out of N = 1000 trials, this indi-
cates that the true success rate must be around 75%. But how close to 75%? It
turns out that with 80% confidence, the true success rate p lies between 73.2%
and 76.7%. If S = 75 successes are observed out of N = 100 trials, this also indi-
cates that the true success rate must be around 75%. But the experiment is
smaller, and the 80% confidence interval for p is wider, stretching from 69.1%
to 80.1%.

These figures are easy to relate to qualitatively, but how are they derived quan-
titatively? We reason as follows: the mean and variance of a single Bernoulli trial
with success rate p are p and p(1 - p), respectively. If N trials are taken from a
Bernoulli process, the expected success rate f = S/N is a random variable with
the same mean p; the variance is reduced by a factor of N to p(1 - p)/N. For
large N, the distribution of this random variable approaches the normal distri-
bution. These are all facts of statistics: we will not go into how they are derived.

The probability that a random variable X, with zero mean, lies within a
certain confidence range of width 2z is

For a normal distribution, values of c and corresponding values of z are given
in tables printed at the back of most statistical texts. However, the tabulations
conventionally take a slightly different form: they give the confidence that X will

Pr - £ £[ ] =z X z c.
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lie outside the range, and they give it for the upper part of the range only:

This is called a one-tailed probability because it refers only to the upper “tail”
of the distribution. Normal distributions are symmetric, so the probabilities for
the lower tail

are just the same.
Table 5.1 gives an example. Like other tables for the normal distribution, this

assumes that the random variable X has a mean of zero and a variance of one.
Alternatively, you might say that the z figures are measured in standard devia-
tions from the mean. Thus the figure for Pr[X ≥ z] = 5% implies that there is a
5% chance that X lies more than 1.65 standard deviations above the mean.
Because the distribution is symmetric, the chance that X lies more than 1.65
standard deviations from the mean (above or below) is 10%, or

All we need do now is reduce the random variable f to have zero mean and unit
variance. We do this by subtracting the mean p and dividing by the standard
deviation This leads to

Now here is the procedure for finding confidence limits. Given a particular con-
fidence figure c, consult Table 5.1 for the corresponding z value. To use the table
you will first have to subtract c from 1 and then halve the result, so that for c =
90% you use the table entry for 5%. Linear interpolation can be used for inter-
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Table 5.1 Confidence limits for the normal distribution.

Pr[X ≥ z] z

0.1% 3.09
0.5% 2.58
1% 2.33
5% 1.65
10% 1.28
20% 0.84
40% 0.25
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mediate confidence levels. Then write the inequality in the preceding expression
as an equality and invert it to find an expression for p.

The final step involves solving a quadratic equation. Although not hard to
do, it leads to an unpleasantly formidable expression for the confidence limits:

The ± in this expression gives two values for p that represent the upper and
lower confidence boundaries. Although the formula looks complicated, it is not
hard to work out in particular cases.

This result can be used to obtain the values in the preceding numeric
example. Setting f = 75%, N = 1000, and c = 80% (so that z = 1.28) leads to the
interval [0.732,0.767] for p, and N = 100 leads to [0.691,0.801] for the same level
of confidence. Note that the normal distribution assumption is only valid for
large N (say, N > 100). Thus f = 75% and N = 10 leads to confidence limits
[0.549,0.881]—but these should be taken with a grain of salt.

5.3 Cross-validation
Now consider what to do when the amount of data for training and testing is
limited. The holdout method reserves a certain amount for testing and uses the
remainder for training (and sets part of that aside for validation, if required).
In practical terms, it is common to hold out one-third of the data for testing
and use the remaining two-thirds for training.

Of course, you may be unlucky: the sample used for training (or testing)
might not be representative. In general, you cannot tell whether a sample is rep-
resentative or not. But there is one simple check that might be worthwhile: each
class in the full dataset should be represented in about the right proportion in
the training and testing sets. If, by bad luck, all examples with a certain class
were missing from the training set, you could hardly expect a classifier learned
from that data to perform well on the examples of that class—and the situation
would be exacerbated by the fact that the class would necessarily be overrepre-
sented in the test set because none of its instances made it into the training set!
Instead, you should ensure that the random sampling is done in such a way 
as to guarantee that each class is properly represented in both training and test
sets. This procedure is called stratification, and we might speak of stratified
holdout. Although it is generally well worth doing, stratification provides only
a primitive safeguard against uneven representation in training and test sets.

A more general way to mitigate any bias caused by the particular sample
chosen for holdout is to repeat the whole process, training and testing, several
times with different random samples. In each iteration a certain proportion—
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say two-thirds—of the data is randomly selected for training, possibly with
stratification, and the remainder used for testing. The error rates on the differ-
ent iterations are averaged to yield an overall error rate. This is the repeated
holdout method of error rate estimation.

In a single holdout procedure, you might consider swapping the roles of the
testing and training data—that is, train the system on the test data and test it
on the training data—and average the two results, thus reducing the effect of
uneven representation in training and test sets. Unfortunately, this is only really
plausible with a 50 : 50 split between training and test data, which is generally
not ideal—it is better to use more than half the data for training even at the
expense of test data. However, a simple variant forms the basis of an important
statistical technique called cross-validation. In cross-validation, you decide on a
fixed number of folds, or partitions of the data. Suppose we use three. Then the
data is split into three approximately equal partitions and each in turn is used
for testing and the remainder is used for training. That is, use two-thirds for
training and one-third for testing and repeat the procedure three times so that,
in the end, every instance has been used exactly once for testing. This is called
threefold cross-validation, and if stratification is adopted as well—which it often
is—it is stratified threefold cross-validation.

The standard way of predicting the error rate of a learning technique given
a single, fixed sample of data is to use stratified 10-fold cross-validation. The
data is divided randomly into 10 parts in which the class is represented in
approximately the same proportions as in the full dataset. Each part is held out
in turn and the learning scheme trained on the remaining nine-tenths; then its
error rate is calculated on the holdout set. Thus the learning procedure is exe-
cuted a total of 10 times on different training sets (each of which have a lot in
common). Finally, the 10 error estimates are averaged to yield an overall error
estimate.

Why 10? Extensive tests on numerous datasets, with different learning tech-
niques, have shown that 10 is about the right number of folds to get the best
estimate of error, and there is also some theoretical evidence that backs this up.
Although these arguments are by no means conclusive, and debate continues to
rage in machine learning and data mining circles about what is the best scheme
for evaluation, 10-fold cross-validation has become the standard method in
practical terms. Tests have also shown that the use of stratification improves
results slightly. Thus the standard evaluation technique in situations where only
limited data is available is stratified 10-fold cross-validation. Note that neither
the stratification nor the division into 10 folds has to be exact: it is enough to
divide the data into 10 approximately equal sets in which the various class values
are represented in approximately the right proportion. Statistical evaluation is
not an exact science. Moreover, there is nothing magic about the exact number
10: 5-fold or 20-fold cross-validation is likely to be almost as good.

1 5 0 CHAPTER 5 | CREDIBILITY: EVALUATING WHAT ’S BEEN LEARNED

P088407-Ch005.qxd  4/30/05  11:21 AM  Page 150



A single 10-fold cross-validation might not be enough to get a reliable error
estimate. Different 10-fold cross-validation experiments with the same learning
method and dataset often produce different results, because of the effect of
random variation in choosing the folds themselves. Stratification reduces the
variation, but it certainly does not eliminate it entirely. When seeking an accu-
rate error estimate, it is standard procedure to repeat the cross-validation
process 10 times—that is, 10 times 10-fold cross-validation—and average the
results. This involves invoking the learning algorithm 100 times on datasets that
are all nine-tenths the size of the original. Obtaining a good measure of per-
formance is a computation-intensive undertaking.

5.4 Other estimates
Tenfold cross-validation is the standard way of measuring the error rate of a
learning scheme on a particular dataset; for reliable results, 10 times 10-fold
cross-validation. But many other methods are used instead. Two that are par-
ticularly prevalent are leave-one-out cross-validation and the bootstrap.

Leave-one-out
Leave-one-out cross-validation is simply n-fold cross-validation, where n is the
number of instances in the dataset. Each instance in turn is left out, and the
learning method is trained on all the remaining instances. It is judged by its cor-
rectness on the remaining instance—one or zero for success or failure, respec-
tively. The results of all n judgments, one for each member of the dataset, are
averaged, and that average represents the final error estimate.

This procedure is an attractive one for two reasons. First, the greatest possi-
ble amount of data is used for training in each case, which presumably increases
the chance that the classifier is an accurate one. Second, the procedure is deter-
ministic: no random sampling is involved. There is no point in repeating it 10
times, or repeating it at all: the same result will be obtained each time. Set against
this is the high computational cost, because the entire learning procedure must
be executed n times and this is usually quite infeasible for large datasets. Never-
theless, leave-one-out seems to offer a chance of squeezing the maximum out of
a small dataset and obtaining as accurate an estimate as possible.

But there is a disadvantage to leave-one-out cross-validation, apart from the
computational expense. By its very nature, it cannot be stratified—worse than
that, it guarantees a nonstratified sample. Stratification involves getting the
correct proportion of examples in each class into the test set, and this is impos-
sible when the test set contains only a single example. A dramatic, although
highly artificial, illustration of the problems this might cause is to imagine a
completely random dataset that contains the same number of each of two
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classes. The best that an inducer can do with random data is to predict the
majority class, giving a true error rate of 50%. But in each fold of leave-one-
out, the opposite class to the test instance is in the majority—and therefore the
predictions will always be incorrect, leading to an estimated error rate of 100%!

The bootstrap
The second estimation method we describe, the bootstrap, is based on the sta-
tistical procedure of sampling with replacement. Previously, whenever a sample
was taken from the dataset to form a training or test set, it was drawn without
replacement. That is, the same instance, once selected, could not be selected
again. It is like picking teams for football: you cannot choose the same person
twice. But dataset instances are not like people. Most learning methods can use
the same instance twice, and it makes a difference in the result of learning if it
is present in the training set twice. (Mathematical sticklers will notice that we
should not really be talking about “sets” at all if the same object can appear more
than once.)

The idea of the bootstrap is to sample the dataset with replacement to form
a training set. We will describe a particular variant, mysteriously (but for a
reason that will soon become apparent) called the 0.632 bootstrap. For this, a
dataset of n instances is sampled n times, with replacement, to give another
dataset of n instances. Because some elements in this second dataset will (almost
certainly) be repeated, there must be some instances in the original dataset that
have not been picked: we will use these as test instances.

What is the chance that a particular instance will not be picked for the train-
ing set? It has a 1/n probability of being picked each time and therefore a 
1 - 1/n probability of not being picked. Multiply these probabilities together
according to the number of picking opportunities, which is n, and the result is
a figure of

(where e is the base of natural logarithms, 2.7183, not the error rate!). This gives
the chance of a particular instance not being picked at all. Thus for a reason-
ably large dataset, the test set will contain about 36.8% of the instances and the
training set will contain about 63.2% of them (now you can see why it’s called
the 0.632 bootstrap). Some instances will be repeated in the training set, bring-
ing it up to a total size of n, the same as in the original dataset.

The figure obtained by training a learning system on the training set and cal-
culating its error over the test set will be a pessimistic estimate of the true error
rate, because the training set, although its size is n, nevertheless contains only
63% of the instances, which is not a great deal compared, for example, with the
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90% used in 10-fold cross-validation. To compensate for this, we combine the
test-set error rate with the resubstitution error on the instances in the training
set. The resubstitution figure, as we warned earlier, gives a very optimistic esti-
mate of the true error and should certainly not be used as an error figure on its
own. But the bootstrap procedure combines it with the test error rate to give a
final estimate e as follows:

Then, the whole bootstrap procedure is repeated several times, with different
replacement samples for the training set, and the results averaged.

The bootstrap procedure may be the best way of estimating error for very
small datasets. However, like leave-one-out cross-validation, it has disadvantages
that can be illustrated by considering a special, artificial situation. In fact, the
very dataset we considered previously will do: a completely random dataset with
two classes. The true error rate is 50% for any prediction rule. But a scheme that
memorized the training set would give a perfect resubstitution score of 100%
so that etraining instances = 0, and the 0.632 bootstrap will mix this in with a weight
of 0.368 to give an overall error rate of only 31.6% (0.632 ¥ 50% + 0.368 ¥ 0%),
which is misleadingly optimistic.

5.5 Comparing data mining methods
We often need to compare two different learning methods on the same problem
to see which is the better one to use. It seems simple: estimate the error using
cross-validation (or any other suitable estimation procedure), perhaps repeated
several times, and choose the scheme whose estimate is smaller. This is quite
sufficient in many practical applications: if one method has a lower estimated
error than another on a particular dataset, the best we can do is to use the former
method’s model. However, it may be that the difference is simply caused by esti-
mation error, and in some circumstances it is important to determine whether
one scheme is really better than another on a particular problem. This is a stan-
dard challenge for machine learning researchers. If a new learning algorithm is
proposed, its proponents must show that it improves on the state of the art for
the problem at hand and demonstrate that the observed improvement is not
just a chance effect in the estimation process.

This is a job for a statistical test that gives confidence bounds, the kind we
met previously when trying to predict true performance from a given test-set
error rate. If there were unlimited data, we could use a large amount for train-
ing and evaluate performance on a large independent test set, obtaining confi-
dence bounds just as before. However, if the difference turns out to be significant
we must ensure that this is not just because of the particular dataset we 

e e e= ¥ + ¥0 632 0 368. . .test instances training instances
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happened to base the experiment on. What we want to determine is whether
one scheme is better or worse than another on average, across all possible train-
ing and test datasets that can be drawn from the domain. Because the amount
of training data naturally affects performance, all datasets should be the same
size: indeed, the experiment might be repeated with different sizes to obtain a
learning curve.

For the moment, assume that the supply of data is unlimited. For definite-
ness, suppose that cross-validation is being used to obtain the error estimates
(other estimators, such as repeated cross-validation, are equally viable). For each
learning method we can draw several datasets of the same size, obtain an accu-
racy estimate for each dataset using cross-validation, and compute the mean of
the estimates. Each cross-validation experiment yields a different, independent
error estimate. What we are interested in is the mean accuracy across all possi-
ble datasets of the same size, and whether this mean is greater for one scheme
or the other.

From this point of view, we are trying to determine whether the mean of
a set of samples—cross-validation estimates for the various datasets that we
sampled from the domain—is significantly greater than, or significantly less
than, the mean of another. This is a job for a statistical device known as the t-
test, or Student’s t-test. Because the same cross-validation experiment can be
used for both learning methods to obtain a matched pair of results for each
dataset, a more sensitive version of the t-test known as a paired t-test can be
used.

We need some notation. There is a set of samples x1, x2, . . . , xk obtained by
successive 10-fold cross-validations using one learning scheme, and a second set
of samples y1, y2, . . . , yk obtained by successive 10-fold cross-validations using
the other. Each cross-validation estimate is generated using a different dataset
(but all datasets are of the same size and from the same domain). We will get
the best results if exactly the same cross-validation partitions are used for both
schemes so that x1 and y1 are obtained using the same cross-validation split, as
are x2 and y2, and so on. Denote the mean of the first set of samples by x– and
the mean of the second set by y–. We are trying to determine whether x– is sig-
nificantly different from y–.

If there are enough samples, the mean (x–) of a set of independent samples
(x1, x2, . . . , xk) has a normal (i.e., Gaussian) distribution, regardless of the dis-
tribution underlying the samples themselves. We will call the true value of the
mean m. If we knew the variance of that normal distribution, so that it could be
reduced to have zero mean and unit variance, we could obtain confidence limits
on m given the mean of the samples (x–). However, the variance is unknown, and
the only way we can obtain it is to estimate it from the set of samples.

That is not hard to do. The variance of x– can be estimated by dividing the
variance calculated from the samples x1, x2, . . . , xk—call it s 2

x—by k. But the
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fact that we have to estimate the variance changes things somewhat. We can
reduce the distribution of x– to have zero mean and unit variance by using

Because the variance is only an estimate, this does not have a normal distribu-
tion (although it does become normal for large values of k). Instead, it has what
is called a Student’s distribution with k - 1 degrees of freedom. What this means
in practice is that we have to use a table of confidence intervals for Student’s
distribution rather than the confidence table for the normal distribution given
earlier. For 9 degrees of freedom (which is the correct number if we are using
the average of 10 cross-validations) the appropriate confidence limits are shown
in Table 5.2. If you compare them with Table 5.1 you will see that the Student’s
figures are slightly more conservative—for a given degree of confidence, the
interval is slightly wider—and this reflects the additional uncertainty caused 
by having to estimate the variance. Different tables are needed for different
numbers of degrees of freedom, and if there are more than 100 degrees of
freedom the confidence limits are very close to those for the normal distribu-
tion. Like Table 5.1, the figures in Table 5.2 are for a “one-sided” confidence
interval.

To decide whether the means x– and y–, each an average of the same number
k of samples, are the same or not, we consider the differences di between corre-
sponding observations, di = xi - yi. This is legitimate because the observations
are paired. The mean of this difference is just the difference between the two
means, d

–
= x– - y–, and, like the means themselves, it has a Student’s distribution

with k - 1 degrees of freedom. If the means are the same, the difference is zero
(this is called the null hypothesis); if they’re significantly different, the difference
will be significantly different from zero. So for a given confidence level, we will
check whether the actual difference exceeds the confidence limit.

x

kx

- m
s 2

.

Table 5.2 Confidence limits for Student’s 
distribution with 9 degrees of freedom.

Pr[X ≥ z] z

0.1% 4.30
0.5% 3.25
1% 2.82
5% 1.83
10% 1.38
20% 0.88
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First, reduce the difference to a zero-mean, unit-variance variable called the
t-statistic:

where s 2
d is the variance of the difference samples. Then, decide on a confidence

level—generally, 5% or 1% is used in practice. From this the confidence limit z
is determined using Table 5.2 if k is 10; if it is not, a confidence table of the
Student’s distribution for the k value in question is used. A two-tailed test is
appropriate because we do not know in advance whether the mean of the x’s is
likely to be greater than that of the y’s or vice versa: thus for a 1% test we use
the value corresponding to 0.5% in Table 5.2. If the value of t according to the
preceding formula is greater than z, or less than -z, we reject the null hypothe-
sis that the means are the same and conclude that there really is a significant dif-
ference between the two learning methods on that domain for that dataset size.

Two observations are worth making on this procedure. The first is technical:
what if the observations were not paired? That is, what if we were unable, for
some reason, to assess the error of each learning scheme on the same datasets?
What if the number of datasets for each scheme was not even the same? These
conditions could arise if someone else had evaluated one of the methods and
published several different estimates for a particular domain and dataset size—
or perhaps just their mean and variance—and we wished to compare this with
a different learning method. Then it is necessary to use a regular, nonpaired t-
test. If the means are normally distributed, as we are assuming, the difference
between the means is also normally distributed. Instead of taking the mean of
the difference, d

–
, we use the difference of the means, x– - y–. Of course, that’s the

same thing: the mean of the difference is the difference of the means. But the
variance of the difference d

–
is not the same. If the variance of the samples x1, x2,

. . . , xk is s2
x and the variance of the samples y1, y2, . . . , y1 is s2

y, the best esti-
mate of the variance of the difference of the means is

It is this variance (or rather, its square root) that should be used as the denom-
inator of the t-statistic given previously. The degrees of freedom, necessary for
consulting Student’s confidence tables, should be taken conservatively to be the
minimum of the degrees of freedom of the two samples. Essentially, knowing
that the observations are paired allows the use of a better estimate for the vari-
ance, which will produce tighter confidence bounds.

The second observation concerns the assumption that there is essentially
unlimited data so that several independent datasets of the right size can be used.

s sx y

k

2 2

1
+ .

t
d

kd

=
s 2

1 5 6 CHAPTER 5 | CREDIBILITY: EVALUATING WHAT ’S BEEN LEARNED

P088407-Ch005.qxd  4/30/05  11:21 AM  Page 156



5.6 PREDICTING PROBABILITIES 1 5 7

In practice there is usually only a single dataset of limited size. What can be
done? We could split the data into (perhaps 10) subsets and perform a cross-
validation on each. However, the overall result will only tell us whether a learn-
ing scheme is preferable for that particular size—perhaps one-tenth of the
original dataset. Alternatively, the original dataset could be reused—for
example, with different randomizations of the dataset for each cross-validation.2

However, the resulting cross-validation estimates will not be independent
because they are not based on independent datasets. In practice, this means that
a difference may be judged to be significant when in fact it is not. In fact, just
increasing the number of samples k, that is, the number of cross-validation runs,
will eventually yield an apparently significant difference because the value of the
t-statistic increases without bound.

Various modifications of the standard t-test have been proposed to circum-
vent this problem, all of them heuristic and lacking sound theoretical justifica-
tion. One that appears to work well in practice is the corrected resampled t-test.
Assume for the moment that the repeated holdout method is used instead of
cross-validation, repeated k times on different random splits of the same dataset
to obtain accuracy estimates for two learning methods. Each time, n1 instances
are used for training and n2 for testing, and differences di are computed from
performance on the test data. The corrected resampled t-test uses the modified
statistic

in exactly the same way as the standard t-statistic. A closer look at the formula
shows that its value cannot be increased simply by increasing k. The same mod-
ified statistic can be used with repeated cross-validation, which is just a special
case of repeated holdout in which the individual test sets for one cross-
validation do not overlap. For 10-fold cross-validation repeated 10 times,
k = 100, n2/n1 = 0.1/0.9, and s 2

d is based on 100 differences.

5.6 Predicting probabilities
Throughout this section we have tacitly assumed that the goal is to maximize
the success rate of the predictions. The outcome for each test instance is either
correct, if the prediction agrees with the actual value for that instance, or incor-
rect, if it does not. There are no grays: everything is black or white, correct or
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2 The method was advocated in the first edition of this book.
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incorrect. In many situations, this is the most appropriate perspective. If the
learning scheme, when it is actually applied, results in either a correct or an
incorrect prediction, success is the right measure to use. This is sometimes called
a 0 - 1 loss function: the “loss” is either zero if the prediction is correct or one
if it is not. The use of loss is conventional, although a more optimistic termi-
nology might couch the outcome in terms of profit instead.

Other situations are softer edged. Most learning methods can associate a
probability with each prediction (as the Naïve Bayes method does). It might be
more natural to take this probability into account when judging correctness. For
example, a correct outcome predicted with a probability of 99% should perhaps
weigh more heavily than one predicted with a probability of 51%, and, in a two-
class situation, perhaps the latter is not all that much better than an incorrect
outcome predicted with probability 51%. Whether it is appropriate to take pre-
diction probabilities into account depends on the application. If the ultimate
application really is just a prediction of the outcome, and no prizes are awarded
for a realistic assessment of the likelihood of the prediction, it does not seem
appropriate to use probabilities. If the prediction is subject to further process-
ing, however—perhaps involving assessment by a person, or a cost analysis, or
maybe even serving as input to a second-level learning process—then it may
well be appropriate to take prediction probabilities into account.

Quadratic loss function
Suppose that for a single instance there are k possible outcomes, or classes, and
for a given instance the learning scheme comes up with a probability vector p1,
p2, . . . , pk for the classes (where these probabilities sum to 1). The actual
outcome for that instance will be one of the possible classes. However, it is con-
venient to express it as a vector a1, a2, . . . , ak whose ith component, where i is
the actual class, is 1 and all other components are 0. We can express the penalty
associated with this situation as a loss function that depends on both the p vector
and the a vector.

One criterion that is frequently used to evaluate probabilistic prediction is
the quadratic loss function:

Note that this is for a single instance: the summation is over possible outputs
not over different instances. Just one of the a’s will be 1 and the rest will be 0,
so the sum contains contributions of p2

j for the incorrect predictions and 
(1 - pi)

2 for the correct one. Consequently, it can be written

1 2 2- + Âp pi jj
,

p aj jj
-( )Â 2

.
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where i is the correct class. When the test set contains several instances, the loss
function is summed over them all.

It is an interesting theoretical fact that if you seek to minimize the value of
the quadratic loss function in a situation in which the actual class is generated
probabilistically, the best strategy is to choose for the p vector the actual prob-
abilities of the different outcomes, that is, pi = Pr[class = i]. If the true proba-
bilities are known, they will be the best values for p. If they are not, a system
that strives to minimize the quadratic loss function will be encouraged to use
its best estimate of Pr[class = i] as the value for pi.

This is quite easy to see. Denote the true probabilities by p*1, p*2, . . . , p*k so that
p*i = Pr[class = i]. The expected value of the quadratic loss function for a test
instance can be rewritten as follows:

The first stage just involves bringing the expectation inside the sum and expand-
ing the square. For the second, pj is just a constant and the expected value of aj

is simply p*j ; moreover, because aj is either 0 or 1, a2
j = aj and its expected value

is p*j too. The third stage is straightforward algebra. To minimize the resulting
sum, it is clear that it is best to choose pj = p*j so that the squared term disap-
pears and all that is left is a term that is just the variance of the true distribu-
tion governing the actual class.

Minimizing the squared error has a long history in prediction problems. In
the present context, the quadratic loss function forces the predictor to be honest
about choosing its best estimate of the probabilities—or, rather, it gives prefer-
ence to predictors that are able to make the best guess at the true probabilities.
Moreover, the quadratic loss function has some useful theoretical properties that
we will not go into here. For all these reasons it is frequently used as the crite-
rion of success in probabilistic prediction situations.

Informational loss function
Another popular criterion for the evaluation of probabilistic prediction is the
informational loss function:

where the ith prediction is the correct one. This is in fact identical to the nega-
tive of the log-likelihood function that is optimized by logistic regression,
described in Section 4.6. It represents the information (in bits) required to
express the actual class i with respect to the probability distribution p1, p2, . . . ,

- log2 pi
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pk. In other words, if you were given the probability distribution and someone
had to communicate to you which class was the one that actually occurred, this
is the number of bits that person would need to encode the information if they
did it as effectively as possible. (Of course, it is always possible to use more bits.)
Because probabilities are always less than one, their logarithms are negative, and
the minus sign makes the outcome positive. For example, in a two-class situa-
tion—heads or tails—with an equal probability of each class, the occurrence of
a head would take 1 bit to transmit, because -log21/2 is 1.

The expected value of the informational loss function, if the true probabili-
ties are p*1, p*2, . . . , p*k , is

Like the quadratic loss function, this expression is minimized by choosing pj =
p*j , in which case the expression becomes the entropy of the true distribution:

Thus the informational loss function also rewards honesty in predictors that
know the true probabilities, and encourages predictors that do not to put
forward their best guess.

The informational loss function also has a gambling interpretation in which
you imagine gambling on the outcome, placing odds on each possible class and
winning according to the class that comes up. Successive instances are like suc-
cessive bets: you carry wins (or losses) over from one to the next. The logarithm
of the total amount of money you win over the whole test set is the value of the
informational loss function. In gambling, it pays to be able to predict the odds
as accurately as possible; in that sense, honesty pays, too.

One problem with the informational loss function is that if you assign a
probability of zero to an event that actually occurs, the function’s value is minus
infinity. This corresponds to losing your shirt when gambling. Prudent punters
never bet everything on a particular event, no matter how certain it appears.
Likewise, prudent predictors operating under the informational loss function
do not assign zero probability to any outcome. This leads to a problem when
no information is available about that outcome on which to base a prediction:
this is called the zero-frequency problem, and various plausible solutions have
been proposed, such as the Laplace estimator discussed for Naïve Bayes on page
91.

Discussion
If you are in the business of evaluating predictions of probabilities, which of the
two loss functions should you use? That’s a good question, and there is no uni-
versally agreed-upon answer—it’s really a matter of taste. Both do the funda-

- - - -p p p p p pk k1 2 1 2 2 2 2* log * * log * . . . * log *.

- - - -p p p p p pk k1 2 1 2 2 2 2* log * log . . . * log .
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mental job expected of a loss function: they give maximum reward to predic-
tors that are capable of predicting the true probabilities accurately. However,
there are some objective differences between the two that may help you form
an opinion.

The quadratic loss function takes account not only of the probability assigned
to the event that actually occurred, but also the other probabilities. For example,
in a four-class situation, suppose you assigned 40% to the class that actually
came up and distributed the remainder among the other three classes. The
quadratic loss will depend on how you distributed it because of the sum of
the p2

j that occurs in the expression given earlier for the quadratic loss function.
The loss will be smallest if the 60% was distributed evenly among the three
classes: an uneven distribution will increase the sum of the squares. The infor-
mational loss function, on the other hand, depends solely on the probability
assigned to the class that actually occurred. If you’re gambling on a particular
event coming up, and it does, who cares how you distributed the remainder of
your money among the other events?

If you assign a very small probability to the class that actually occurs, the
information loss function will penalize you massively. The maximum penalty,
for a zero probability, is infinite. The gambling world penalizes mistakes like this
harshly, too! The quadratic loss function, on the other hand, is milder, being
bounded by

which can never exceed 2.
Finally, proponents of the informational loss function point to a general

theory of performance assessment in learning called the minimum description
length (MDL) principle. They argue that the size of the structures that a scheme
learns can be measured in bits of information, and if the same units are used
to measure the loss, the two can be combined in useful and powerful ways. We
return to this in Section 5.9.

5.7 Counting the cost
The evaluations that have been discussed so far do not take into account the
cost of making wrong decisions, wrong classifications. Optimizing classification
rate without considering the cost of the errors often leads to strange results. In
one case, machine learning was being used to determine the exact day that each
cow in a dairy herd was in estrus, or “in heat.” Cows were identified by elec-
tronic ear tags, and various attributes were used such as milk volume and chem-
ical composition (recorded automatically by a high-tech milking machine), and
milking order—for cows are regular beasts and generally arrive in the milking

1 2+ Â pjj
,
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shed in the same order, except in unusual circumstances such as estrus. In a
modern dairy operation it’s important to know when a cow is ready: animals
are fertilized by artificial insemination and missing a cycle will delay calving
unnecessarily, causing complications down the line. In early experiments,
machine learning methods stubbornly predicted that each cow was never in
estrus. Like humans, cows have a menstrual cycle of approximately 30 days, so
this “null” rule is correct about 97% of the time—an impressive degree of accu-
racy in any agricultural domain! What was wanted, of course, were rules that
predicted the “in estrus” situation more accurately than the “not in estrus” one:
the costs of the two kinds of error were different. Evaluation by classification
accuracy tacitly assumes equal error costs.

Other examples in which errors cost different amounts include loan deci-
sions: the cost of lending to a defaulter is far greater than the lost-business cost
of refusing a loan to a nondefaulter. And oil-slick detection: the cost of failing
to detect an environment-threatening real slick is far greater than the cost of a
false alarm. And load forecasting: the cost of gearing up electricity generators
for a storm that doesn’t hit is far less than the cost of being caught completely
unprepared. And diagnosis: the cost of misidentifying problems with a machine
that turns out to be free of faults is less than the cost of overlooking problems
with one that is about to fail. And promotional mailing: the cost of sending junk
mail to a household that doesn’t respond is far less than the lost-business cost
of not sending it to a household that would have responded. Why—these are
all the examples of Chapter 1! In truth, you’d be hard pressed to find an appli-
cation in which the costs of different kinds of error were the same.

In the two-class case with classes yes and no, lend or not lend, mark a suspi-
cious patch as an oil slick or not, and so on, a single prediction has the four dif-
ferent possible outcomes shown in Table 5.3. The true positives (TP) and true
negatives (TN) are correct classifications. A false positive (FP) occurs when the
outcome is incorrectly predicted as yes (or positive) when it is actually no (neg-
ative). A false negative (FN) occurs when the outcome is incorrectly predicted
as negative when it is actually positive. The true positive rate is TP divided 
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Table 5.3 Different outcomes of a two-class prediction.

Predicted class

yes no

Actual yes true false 
positive negative

class
no false true 

positive negative
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by the total number of positives, which is TP + FN; the false positive rate is 
FP divided by the total number of negatives, FP + TN. The overall success 
rate is the number of correct classifications divided by the total number of
classifications:

Finally, the error rate is one minus this.
In a multiclass prediction, the result on a test set is often displayed as a two-

dimensional confusion matrix with a row and column for each class. Each matrix
element shows the number of test examples for which the actual class is the row
and the predicted class is the column. Good results correspond to large numbers
down the main diagonal and small, ideally zero, off-diagonal elements. Table
5.4(a) shows a numeric example with three classes. In this case the test set has
200 instances (the sum of the nine numbers in the matrix), and 88 + 40 + 12 =
140 of them are predicted correctly, so the success rate is 70%.

But is this a fair measure of overall success? How many agreements would
you expect by chance? This predictor predicts a total of 120 a’s, 60 b’s, and 20
c’s; what if you had a random predictor that predicted the same total numbers
of the three classes? The answer is shown in Table 5.4(b). Its first row divides
the 100 a’s in the test set into these overall proportions, and the second and
third rows do the same thing for the other two classes. Of course, the row and
column totals for this matrix are the same as before—the number of instances
hasn’t changed, and we have ensured that the random predictor predicts the
same number of a’s, b’s, and c’s as the actual predictor.

This random predictor gets 60 + 18 + 4 = 82 instances correct. A measure
called the Kappa statistic takes this expected figure into account by deducting 
it from the predictor’s successes and expressing the result as a proportion 
of the total for a perfect predictor, to yield 140 - 82 = 58 extra successes out 

TP TN

TP TN FP FN

+
+ + +

.
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Table 5.4 Different outcomes of a three-class prediction: (a) actual and (b) expected.

Predicted class Predicted class

a b c Total a b c Total

Actual a 88 10 2 100 Actual a 60 30 10 100
class b 14 40 6 60 class b 36 18 6 60

c 18 10 12 40 c 24 12 4 40

Total 120 60 20 Total 120 60 20

(a) (b)
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of a possible total of 200 - 82 = 118, or 49.2%. The maximum value of Kappa
is 100%, and the expected value for a random predictor with the same column
totals is zero. In summary, the Kappa statistic is used to measure the agreement
between predicted and observed categorizations of a dataset, while correcting
for agreement that occurs by chance. However, like the plain success rate, it does
not take costs into account.

Cost-sensitive classification
If the costs are known, they can be incorporated into a financial analysis of the
decision-making process. In the two-class case, in which the confusion matrix
is like that of Table 5.3, the two kinds of error—false positives and false nega-
tives—will have different costs; likewise, the two types of correct classification
may have different benefits. In the two-class case, costs can be summarized in
the form of a 2 ¥ 2 matrix in which the diagonal elements represent the two
types of correct classification and the off-diagonal elements represent the two
types of error. In the multiclass case this generalizes to a square matrix whose
size is the number of classes, and again the diagonal elements represent the cost
of correct classification. Table 5.5(a) and (b) shows default cost matrixes for the
two- and three-class cases whose values simply give the number of errors: mis-
classification costs are all 1.

Taking the cost matrix into account replaces the success rate by the average
cost (or, thinking more positively, profit) per decision. Although we will not do
so here, a complete financial analysis of the decision-making process might also
take into account the cost of using the machine learning tool—including the
cost of gathering the training data—and the cost of using the model, or deci-
sion structure, that it produces—that is, the cost of determining the attributes
for the test instances. If all costs are known, and the projected number of the
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Table 5.5 Default cost matrixes: (a) a two-class case and (b) a three-class case.

Predicted Predicted 
class class

yes no a b c

Actual yes 0 1 Actual a 0 1 1
class no 1 0 class b 1 0 1

c 1 1 0

(a) (b)
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different outcomes in the cost matrix can be estimated—say, using cross-
validation—it is straightforward to perform this kind of financial analysis.

Given a cost matrix, you can calculate the cost of a particular learned model
on a given test set just by summing the relevant elements of the cost matrix for
the model’s prediction for each test instance. Here, the costs are ignored when
making predictions, but taken into account when evaluating them.

If the model outputs the probability associated with each prediction, it can
be adjusted to minimize the expected cost of the predictions. Given a set of pre-
dicted probabilities for each outcome on a certain test instance, one normally
selects the most likely outcome. Instead, the model could predict the class with
the smallest expected misclassification cost. For example, suppose in a three-
class situation the model assigns the classes a, b, and c to a test instance with
probabilities pa, pb , and pc , and the cost matrix is that in Table 5.5(b). If it pre-
dicts a, the expected cost of the prediction is obtained by multiplying the first
column of the matrix, [0,1,1], by the probability vector, [pa, pb, pc], yielding 
pb + pc or 1 - pa because the three probabilities sum to 1. Similarly, the costs for
predicting the other two classes are 1 - pb and 1 - pc . For this cost matrix, choos-
ing the prediction with the lowest expected cost is the same as choosing the one
with the greatest probability. For a different cost matrix it might be different.

We have assumed that the learning method outputs probabilities, as Naïve
Bayes does. Even if they do not normally output probabilities, most classifiers
can easily be adapted to compute them. In a decision tree, for example, the prob-
ability distribution for a test instance is just the distribution of classes at the
corresponding leaf.

Cost-sensitive learning
We have seen how a classifier, built without taking costs into consideration, can
be used to make predictions that are sensitive to the cost matrix. In this case,
costs are ignored at training time but used at prediction time. An alternative is
to do just the opposite: take the cost matrix into account during the training
process and ignore costs at prediction time. In principle, better performance
might be obtained if the classifier were tailored by the learning algorithm to the
cost matrix.

In the two-class situation, there is a simple and general way to make any
learning method cost sensitive. The idea is to generate training data with a dif-
ferent proportion of yes and no instances. Suppose that you artificially increase
the number of no instances by a factor of 10 and use the resulting dataset for
training. If the learning scheme is striving to minimize the number of errors, it
will come up with a decision structure that is biased toward avoiding errors on
the no instances, because such errors are effectively penalized 10-fold. If data
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with the original proportion of no instances is used for testing, fewer errors will
be made on these than on yes instances—that is, there will be fewer false posi-
tives than false negatives—because false positives have been weighted 10 times
more heavily than false negatives. Varying the proportion of instances in the
training set is a general technique for building cost-sensitive classifiers.

One way to vary the proportion of training instances is to duplicate instances
in the dataset. However, many learning schemes allow instances to be weighted.
(As we mentioned in Section 3.2, this is a common technique for handling
missing values.) Instance weights are normally initialized to one. To build cost-
sensitive trees the weights can be initialized to the relative cost of the two kinds
of error, false positives and false negatives.

Lift charts
In practice, costs are rarely known with any degree of accuracy, and people will
want to ponder various scenarios. Imagine you’re in the direct mailing business
and are contemplating a mass mailout of a promotional offer to 1,000,000
households—most of whom won’t respond, of course. Let us say that, based on
previous experience, the proportion who normally respond is known to be 0.1%
(1000 respondents). Suppose a data mining tool is available that, based on
known information about the households, identifies a subset of 100,000 for
which the response rate is 0.4% (400 respondents). It may well pay off to restrict
the mailout to these 100,000 households—that depends on the mailing cost
compared with the return gained for each response to the offer. In marketing
terminology, the increase in response rate, a factor of four in this case, is known
as the lift factor yielded by the learning tool. If you knew the costs, you could
determine the payoff implied by a particular lift factor.

But you probably want to evaluate other possibilities, too. The same data
mining scheme, with different parameter settings, may be able to identify
400,000 households for which the response rate will be 0.2% (800 respondents),
corresponding to a lift factor of two. Again, whether this would be a more prof-
itable target for the mailout can be calculated from the costs involved. It may
be necessary to factor in the cost of creating and using the model—including
collecting the information that is required to come up with the attribute values.
After all, if developing the model is very expensive, a mass mailing may be more
cost effective than a targeted one.

Given a learning method that outputs probabilities for the predicted class of
each member of the set of test instances (as Naïve Bayes does), your job is to
find subsets of test instances that have a high proportion of positive instances,
higher than in the test set as a whole. To do this, the instances should be sorted
in descending order of predicted probability of yes. Then, to find a sample of a
given size with the greatest possible proportion of positive instances, just read
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the requisite number of instances off the list, starting at the top. If each test
instance’s class is known, you can calculate the lift factor by simply counting the
number of positive instances that the sample includes, dividing by the sample
size to obtain a success proportion and dividing by the success proportion for
the complete test set to determine the lift factor.

Table 5.6 shows an example for a small dataset with 150 instances, of which
50 are yes responses—an overall success proportion of 33%. The instances have
been sorted in descending probability order according to the predicted proba-
bility of a yes response. The first instance is the one that the learning scheme
thinks is most likely to be positive, the second is the next most likely, and so on.
The numeric values of the probabilities are unimportant: rank is the only thing
that matters. With each rank is given the actual class of the instance. Thus the
learning method was right about items 1 and 2—they are indeed positives—but
wrong about item 3, which turned out to be a negative. Now, if you were seeking
the most promising sample of size 10 but only knew the predicted probabilities
and not the actual classes, your best bet would be the top ten ranking instances.
Eight of these are positive, so the success proportion for this sample is 80%, cor-
responding to a lift factor of four.

If you knew the different costs involved, you could work them out for each
sample size and choose the most profitable. But a graphical depiction of the
various possibilities will often be far more revealing than presenting a single
“optimal” decision. Repeating the preceding operation for different-sized
samples allows you to plot a lift chart like that of Figure 5.1. The horizontal axis
shows the sample size as a proportion of the total possible mailout. The verti-
cal axis shows the number of responses obtained. The lower left and upper right
points correspond to no mailout at all, with a response of 0, and a full mailout,
with a response of 1000. The diagonal line gives the expected result for different-
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Table 5.6 Data for a lift chart.

Rank Predicted Actual class Rank Predicted Actual class
probability probability

1 0.95 yes 11 0.77 no
2 0.93 yes 12 0.76 yes
3 0.93 no 13 0.73 yes
4 0.88 yes 14 0.65 no
5 0.86 yes 15 0.63 yes
6 0.85 yes 16 0.58 no
7 0.82 yes 17 0.56 yes
8 0.80 yes 18 0.49 no
9 0.80 no 19 0.48 yes

10 0.79 yes . . . . . . . . .
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sized random samples. But we do not choose random samples; we choose those
instances which, according to the data mining tool, are most likely to generate
a positive response. These correspond to the upper line, which is derived by
summing the actual responses over the corresponding percentage of the instance
list sorted in probability order. The two particular scenarios described previ-
ously are marked: a 10% mailout that yields 400 respondents and a 40% one
that yields 800.

Where you’d like to be in a lift chart is near the upper left-hand corner: at
the very best, 1000 responses from a mailout of just 1000, where you send only
to those households that will respond and are rewarded with a 100% success
rate. Any selection procedure worthy of the name will keep you above the diag-
onal—otherwise, you’d be seeing a response that was worse than for random
sampling. So the operating part of the diagram is the upper triangle, and the
farther to the northwest the better.

ROC curves
Lift charts are a valuable tool, widely used in marketing. They are closely related
to a graphical technique for evaluating data mining schemes known as ROC
curves, which are used in just the same situation as the preceding one, in which
the learner is trying to select samples of test instances that have a high propor-
tion of positives. The acronym stands for receiver operating characteristic, a term
used in signal detection to characterize the tradeoff between hit rate and false
alarm rate over a noisy channel. ROC curves depict the performance of a clas-
sifier without regard to class distribution or error costs. They plot the number
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Figure 5.1 A hypothetical lift chart.
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of positives included in the sample on the vertical axis, expressed as a percent-
age of the total number of positives, against the number of negatives included
in the sample, expressed as a percentage of the total number of negatives, on
the horizontal axis. The vertical axis is the same as that of the lift chart except
that it is expressed as a percentage. The horizontal axis is slightly different—
number of negatives rather than sample size. However, in direct marketing sit-
uations in which the proportion of positives is very small anyway (like 0.1%),
there is negligible difference between the size of a sample and the number of
negatives it contains, so the ROC curve and lift chart look very similar. As with
lift charts, the northwest corner is the place to be.

Figure 5.2 shows an example ROC curve—the jagged line—for the sample of
test data in Table 5.6. You can follow it along with the table. From the origin,
go up two (two positives), along one (one negative), up five (five positives),
along one (one negative), up one, along one, up two, and so on. Each point cor-
responds to drawing a line at a certain position on the ranked list, counting the
yes’s and no’s above it, and plotting them vertically and horizontally, respectively.
As you go farther down the list, corresponding to a larger sample, the number
of positives and negatives both increase.

The jagged ROC line in Figure 5.2 depends intimately on the details of the
particular sample of test data. This sample dependence can be reduced by apply-
ing cross-validation. For each different number of no’s—that is, each position
along the horizontal axis—take just enough of the highest-ranked instances to
include that number of no’s, and count the number of yes’s they contain. Finally,
average that number over different folds of the cross-validation. The result is a
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Figure 5.2 A sample ROC curve.

P088407-Ch005.qxd  4/30/05  11:21 AM  Page 169



smooth curve like that in Figure 5.2—although in reality such curves do not
generally look quite so smooth.

This is just one way of using cross-validation to generate ROC curves. A
simpler approach is to collect the predicted probabilities for all the various test
sets (of which there are 10 in a 10-fold cross-validation), along with the true
class labels of the corresponding instances, and generate a single ranked list
based on this data. This assumes that the probability estimates from the classi-
fiers built from the different training sets are all based on equally sized random
samples of the data. It is not clear which method is preferable. However, the
latter method is easier to implement.

If the learning scheme does not allow the instances to be ordered, you can
first make it cost sensitive as described earlier. For each fold of a 10-fold cross-
validation, weight the instances for a selection of different cost ratios, train the
scheme on each weighted set, count the true positives and false positives in the
test set, and plot the resulting point on the ROC axes. (It doesn’t matter whether
the test set is weighted or not because the axes in the ROC diagram are expressed
as the percentage of true and false positives.) However, for inherently cost-
sensitive probabilistic classifiers such as Naïve Bayes it is far more costly than
the method described previously because it involves a separate learning problem
for every point on the curve.

It is instructive to look at cross-validated ROC curves obtained using differ-
ent learning methods. For example, in Figure 5.3, method A excels if a small,
focused sample is sought; that is, if you are working toward the left-hand side
of the graph. Clearly, if you aim to cover just 40% of the true positives you
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should choose method A, which gives a false positive rate of around 5%, rather
than method B, which gives more than 20% false positives. But method B excels
if you are planning a large sample: if you are covering 80% of the true positives,
method B will give a false positive rate of 60% as compared with method A’s
80%. The shaded area is called the convex hull of the two curves, and you should
always operate at a point that lies on the upper boundary of the convex hull.

What about the region in the middle where neither method A nor method
B lies on the convex hull? It is a remarkable fact that you can get anywhere in
the shaded region by combining methods A and B and using them at random
with appropriate probabilities. To see this, choose a particular probability cutoff
for method A that gives true and false positive rates of tA and fA, respectively,
and another cutoff for method B that gives tB and fB. If you use these two
schemes at random with probability p and q, where p + q = 1, then you will get
true and false positive rates of p.tA + q.tB and p.fA + q.fB. This represents a point
lying on the straight line joining the points (tA,fA) and (tB,fB), and by varying p
and q you can trace out the entire line between these two points. Using this
device, the entire shaded region can be reached. Only if a particular scheme gen-
erates a point that lies on the convex hull should it be used alone: otherwise, it
would always be better to use a combination of classifiers corresponding to a
point that lies on the convex hull.

Recall–precision curves
People have grappled with the fundamental tradeoff illustrated by lift charts and
ROC curves in a wide variety of domains. Information retrieval is a good
example. Given a query, a Web search engine produces a list of hits that repre-
sent documents supposedly relevant to the query. Compare one system that
locates 100 documents, 40 of which are relevant, with another that locates 400
documents, 80 of which are relevant. Which is better? The answer should now
be obvious: it depends on the relative cost of false positives, documents that are
returned that aren’t relevant, and false negatives, documents that are relevant
that aren’t returned. Information retrieval researchers define parameters called
recall and precision:

For example, if the list of yes’s and no’s in Table 5.6 represented a ranked list of
retrieved documents and whether they were relevant or not, and the entire 
collection contained a total of 40 relevant documents, then “recall at 10” would

precision
number of documents retrieved that are relevant

total number of documents that are retrieved
= .

recall
number of documents retrieved that are relevant

total number of documents that are relevant
=
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refer to recall for the top ten documents, that is, 8/40 = 5%; while “precision at
10” would be 8/10 = 80%. Information retrieval experts use recall–precision
curves that plot one against the other, for different numbers of retrieved docu-
ments, in just the same way as ROC curves and lift charts—except that because
the axes are different, the curves are hyperbolic in shape and the desired oper-
ating point is toward the upper right.

Discussion
Table 5.7 summarizes the three different ways we have met of evaluating the
same basic tradeoff; TP, FP, TN, and FN are the number of true positives, false
positives, true negatives, and false negatives, respectively. You want to choose a
set of instances with a high proportion of yes instances and a high coverage of
the yes instances: you can increase the proportion by (conservatively) using a
smaller coverage, or (liberally) increase the coverage at the expense of the pro-
portion. Different techniques give different tradeoffs, and can be plotted as dif-
ferent lines on any of these graphical charts.

People also seek single measures that characterize performance. Two that are
used in information retrieval are 3-point average recall, which gives the average
precision obtained at recall values of 20%, 50%, and 80%, and 11-point average
recall, which gives the average precision obtained at recall values of 0%, 10%,
20%, 30%, 40%, 50%, 60%, 70%, 80%, 90%, and 100%. Also used in informa-
tion retrieval is the F-measure, which is:

2 2¥ ¥
+

= ◊
◊ + +

recall precision

recall precision

TP

2 TP FP FN
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Table 5.7 Different measures used to evaluate the false positive versus the false 
negative tradeoff.

Domain Plot Axes Explanation of axes

lift chart marketing TP vs. TP number of true positives
subset size

subset size

ROC curve communications TP rate vs. TP rate
FP rate

FP rate

recall–precision information recall vs. recall same as TP rate tp
curve retrieval precision

precision
TP

TP FP+
¥100%

fp =
+

¥FP
FP TN

100%

tp =
+

¥TP
TP FN

100%

TP FP
TP FP TN FN

+
+ + +

¥100%
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Different terms are used in different domains. Medics, for example, talk about
the sensitivity and specificity of diagnostic tests. Sensitivity refers to the propor-
tion of people with disease who have a positive test result, that is, tp. Specificity
refers to the proportion of people without disease who have a negative test
result, which is 1 - fp. Sometimes the product of these is used as an overall
measure:

Finally, of course, there is our old friend the success rate:

To summarize ROC curves in a single quantity, people sometimes use the area
under the curve (AUC) because, roughly speaking the larger the area the better
the model. The area also has a nice interpretation as the probability that the
classifier ranks a randomly chosen positive instance above a randomly chosen
negative one. Although such measures may be useful if costs and class distri-
butions are unknown and one method must be chosen to handle all situations,
no single number is able to capture the tradeoff. That can only be done by 
two-dimensional depictions such as lift charts, ROC curves, and recall–preci-
sion diagrams.

Cost curves
ROC curves and their relatives are very useful for exploring the tradeoffs among
different classifiers over a range of costs. However, they are not ideal for evalu-
ating machine learning models in situations with known error costs. For
example, it is not easy to read off the expected cost of a classifier for a fixed cost
matrix and class distribution. Neither can you easily determine the ranges of
applicability of different classifiers. For example, from the crossover point
between the two ROC curves in Figure 5.3 it is hard to tell for what cost and
class distributions classifier A outperforms classifier B.

Cost curves are a different kind of display on which a single classifier corre-
sponds to a straight line that shows how the performance varies as the class dis-
tribution changes. Again, they work best in the two-class case, although you can
always make a multiclass problem into a two-class one by singling out one class
and evaluating it against the remaining ones.

Figure 5.4(a) plots the expected error against the probability of one of the
classes. You could imagine adjusting this probability by resampling the test set
in a nonuniform way. We denote the two classes using + and -. The diagonals
show the performance of two extreme classifiers: one always predicts +, giving

TP TN

TP FP TN FN

+
+ + +

.

sensitivity specificity
TP TN

TP FN FP TN
¥ = -( ) = ◊

+( ) ◊ +( )
tp fp1
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an expected error of one if the dataset contains no + instances and zero if all its
instances are +; the other always predicts -, giving the opposite performance.
The dashed horizontal line shows the performance of the classifier that is always
wrong, and the X-axis itself represents the classifier that is always correct. In
practice, of course, neither of these is realizable. Good classifiers have low 
error rates, so where you want to be is as close to the bottom of the diagram as
possible.

The line marked A represents the error rate of a particular classifier. If you
calculate its performance on a certain test set, its false positive rate fp is its
expected error on a subsample of the test set that contains only negative exam-
ples (p[+] = 0), and its false negative rate fn is the error on a subsample that
contains only positive examples (p[+] = 1). These are the values of the inter-
cepts at the left and right, respectively. You can see immediately from the plot
that if p[+] is smaller than about 0.2, predictor A is outperformed by the extreme
classifier that always predicts -, and if it is larger than about 0.65, the other
extreme classifier is better.
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Figure 5.4 Effect of varying the probability threshold: (a) the error curve and (b) the
cost curve.
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So far we have not taken costs into account, or rather we have used the default
cost matrix in which all errors cost the same. Cost curves, which do take cost
into account, look very similar—very similar indeed—but the axes are differ-
ent. Figure 5.4(b) shows a cost curve for the same classifier A (note that the ver-
tical scale has been enlarged, for convenience, and ignore the gray lines for now).
It plots the expected cost of using A against the probability cost function, which
is a distorted version of p[+] that retains the same extremes: zero when p[+] =
0 and one when p[+] = 1. Denote by C[+|-] the cost of predicting + when the
instance is actually –, and the reverse by C[-|+]. Then the axes of Figure 5.4(b)
are

We are assuming here that correct predictions have no cost: C[+|+] = C[-|-] =
0. If that is not the case the formulas are a little more complex.

The maximum value that the normalized expected cost can have is 1—that
is why it is “normalized.” One nice thing about cost curves is that the extreme
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Probability cost function
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Figure 5.4 (continued)
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cost values at the left and right sides of the graph are fp and fn, just as they are
for the error curve, so you can draw the cost curve for any classifier very easily.

Figure 5.4(b) also shows classifier B, whose expected cost remains the same
across the range—that is, its false positive and false negative rates are equal. As
you can see, it outperforms classifier A if the probability cost function exceeds
about 0.45, and knowing the costs we could easily work out what this corre-
sponds to in terms of class distribution. In situations that involve different class
distributions, cost curves make it easy to tell when one classifier will outper-
form another.

In what circumstances might this be useful? To return to the example of pre-
dicting when cows will be in estrus, their 30-day cycle, or 1/30 prior probabil-
ity, is unlikely to vary greatly (barring a genetic cataclysm!). But a particular
herd may have different proportions of cows that are likely to reach estrus in
any given week, perhaps synchronized with—who knows?—the phase of the
moon. Then, different classifiers would be appropriate at different times. In the
oil spill example, different batches of data may have different spill probabilities.
In these situations cost curves can help to show which classifier to use when.

Each point on a lift chart, ROC curve, or recall–precision curve represents a
classifier, typically obtained using different threshold values for a method such
as Naïve Bayes. Cost curves represent each classifier using a straight line, and a
suite of classifiers will sweep out a curved envelope whose lower limit shows
how well that type of classifier can do if the parameter is well chosen. Figure
5.4(b) indicates this with a few gray lines. If the process were continued, it would
sweep out the dotted parabolic curve.

The operating region of classifier B ranges from a probability cost value of
about 0.25 to a value of about 0.75. Outside this region, classifier B is outper-
formed by the trivial classifiers represented by dashed lines. Suppose we decide
to use classifier B within this range and the appropriate trivial classifier below
and above it. All points on the parabola are certainly better than this scheme.
But how much better? It is hard to answer such questions from an ROC curve,
but the cost curve makes them easy. The performance difference is negligible if
the probability cost value is around 0.5, and below a value of about 0.2 and
above 0.8 it is barely perceptible. The greatest difference occurs at probability
cost values of 0.25 and 0.75 and is about 0.04, or 4% of the maximum possible
cost figure.

5.8 Evaluating numeric prediction
All the evaluation measures we have described pertain to classification situa-
tions rather than numeric prediction situations. The basic principles—using an
independent test set rather than the training set for performance evaluation, the
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holdout method, and cross-validation—apply equally well to numeric predic-
tion. But the basic quality measure offered by the error rate is no longer appro-
priate: errors are not simply present or absent; they come in different sizes.

Several alternative measures, summarized in Table 5.8, can be used to evalu-
ate the success of numeric prediction. The predicted values on the test instances
are p1, p2, . . ., pn ; the actual values are a1, a2, . . ., an. Notice that pi means some-
thing very different here from what it did in the last section: there it was the
probability that a particular prediction was in the ith class; here it refers to the
numeric value of the prediction for the ith test instance.

Mean-squared error is the principal and most commonly used measure;
sometimes the square root is taken to give it the same dimensions as the pre-
dicted value itself. Many mathematical techniques (such as linear regression,
explained in Chapter 4) use the mean-squared error because it tends to be the
easiest measure to manipulate mathematically: it is, as mathematicians say,“well
behaved.” However, here we are considering it as a performance measure: all the
performance measures are easy to calculate, so mean-squared error has no par-
ticular advantage. The question is, is it an appropriate measure for the task at
hand?

Mean absolute error is an alternative: just average the magnitude of the indi-
vidual errors without taking account of their sign. Mean-squared error tends to
exaggerate the effect of outliers—instances whose prediction error is larger than
the others—but absolute error does not have this effect: all sizes of error are
treated evenly according to their magnitude.

Sometimes it is the relative rather than absolute error values that are of impor-
tance. For example, if a 10% error is equally important whether it is an error of
50 in a prediction of 500 or an error of 0.2 in a prediction of 2, then averages
of absolute error will be meaningless: relative errors are appropriate. This effect
would be taken into account by using the relative errors in the mean-squared
error calculation or the mean absolute error calculation.

Relative squared error in Table 5.8 refers to something quite different. The
error is made relative to what it would have been if a simple predictor had been
used. The simple predictor in question is just the average of the actual 
values from the training data. Thus relative squared error takes the total squared
error and normalizes it by dividing by the total squared error of the default 
predictor.

The next error measure goes by the glorious name of relative absolute error
and is just the total absolute error, with the same kind of normalization. In these
three relative error measures, the errors are normalized by the error of the
simple predictor that predicts average values.

The final measure in Table 5.8 is the correlation coefficient, which measures
the statistical correlation between the a’s and the p’s. The correlation coefficient
ranges from 1 for perfectly correlated results, through 0 when there is no cor-
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relation, to -1 when the results are perfectly correlated negatively. Of course,
negative values should not occur for reasonable prediction methods. Correla-
tion is slightly different from the other measures because it is scale independent
in that, if you take a particular set of predictions, the error is unchanged if all
the predictions are multiplied by a constant factor and the actual values are left
unchanged. This factor appears in every term of SPA in the numerator and in
every term of SP in the denominator, thus canceling out. (This is not true for
the relative error figures, despite normalization: if you multiply all the predic-
tions by a large constant, then the difference between the predicted and the
actual values will change dramatically, as will the percentage errors.) It is also
different in that good performance leads to a large value of the correlation coef-
ficient, whereas because the other methods measure error, good performance is
indicated by small values.

Which of these measures is appropriate in any given situation is a matter that
can only be determined by studying the application itself. What are we trying
to minimize? What is the cost of different kinds of error? Often it is not easy to
decide. The squared error measures and root squared error measures weigh large
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Table 5.8 Performance measures for numeric prediction*.
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discrepancies much more heavily than small ones, whereas the absolute error
measures do not. Taking the square root (root mean-squared error) just reduces
the figure to have the same dimensionality as the quantity being predicted. The
relative error figures try to compensate for the basic predictability or unpre-
dictability of the output variable: if it tends to lie fairly close to its average value,
then you expect prediction to be good and the relative figure compensate for
this. Otherwise, if the error figure in one situation is far greater than that in
another situation, it may be because the quantity in the first situation is inher-
ently more variable and therefore harder to predict, not because the predictor
is any worse.

Fortunately, it turns out that in most practical situations the best numeric
prediction method is still the best no matter which error measure is used. For
example, Table 5.9 shows the result of four different numeric prediction tech-
niques on a given dataset, measured using cross-validation. Method D is the best
according to all five metrics: it has the smallest value for each error measure and
the largest correlation coefficient. Method C is the second best by all five metrics.
The performance of methods A and B is open to dispute: they have the same
correlation coefficient, method A is better than method B according to both
mean-squared and relative squared errors, and the reverse is true for both
absolute and relative absolute error. It is likely that the extra emphasis that the
squaring operation gives to outliers accounts for the differences in this case.

When comparing two different learning schemes that involve numeric pre-
diction, the methodology developed in Section 5.5 still applies. The only dif-
ference is that success rate is replaced by the appropriate performance measure
(e.g., root mean-squared error) when performing the significance test.

5.9 The minimum description length principle
What is learned by a machine learning method is a kind of “theory” of the
domain from which the examples are drawn, a theory that is predictive in that
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Table 5.9 Performance measures for four numeric prediction models.

A B C D

root mean-squared error 67.8 91.7 63.3 57.4
mean absolute error 41.3 38.5 33.4 29.2
root relative squared error 42.2% 57.2% 39.4% 35.8%
relative absolute error 43.1% 40.1% 34.8% 30.4%
correlation coefficient 0.88 0.88 0.89 0.91
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it is capable of generating new facts about the domain—in other words, the class
of unseen instances. Theory is a rather grandiose term: we are using it here only
in the sense of a predictive model. Thus theories might comprise decision trees
or sets of rules—they don’t have to be any more “theoretical” than that.

There is a long-standing tradition in science that, other things being equal,
simple theories are preferable to complex ones. This is known as Occam’s razor
after the medieval philosopher William of Occam (or Ockham). Occam’s razor
shaves philosophical hairs off a theory. The idea is that the best scientific theory
is the smallest one that explains all the facts. As Albert Einstein is reputed to
have said, “Everything should be made as simple as possible, but no simpler.”
Of course, quite a lot is hidden in the phrase “other things being equal,” and it
can be hard to assess objectively whether a particular theory really does “explain”
all the facts on which it is based—that’s what controversy in science is all about.

In our case, in machine learning, most theories make errors. If what is learned
is a theory, then the errors it makes are like exceptions to the theory. One way
to ensure that other things are equal is to insist that the information embodied
in the exceptions is included as part of the theory when its “simplicity” is judged.

Imagine an imperfect theory for which there are a few exceptions. Not all the
data is explained by the theory, but most is. What we do is simply adjoin the
exceptions to the theory, specifying them explicitly as exceptions. This new
theory is larger: that is a price that, quite justifiably, has to be paid for its inabil-
ity to explain all the data. However, it may be that the simplicity—is it too much
to call it elegance?—of the original theory is sufficient to outweigh the fact that
it does not quite explain everything compared with a large, baroque theory that
is more comprehensive and accurate.

For example, if Kepler’s three laws of planetary motion did not at the time
account for the known data quite so well as Copernicus’s latest refinement of
the Ptolemaic theory of epicycles, they had the advantage of being far less
complex, and that would have justified any slight apparent inaccuracy. Kepler
was well aware of the benefits of having a theory that was compact, despite the
fact that his theory violated his own aesthetic sense because it depended on
“ovals” rather than pure circular motion. He expressed this in a forceful
metaphor: “I have cleared the Augean stables of astronomy of cycles and spirals,
and left behind me only a single cartload of dung.”

The minimum description length or MDL principle takes the stance that the
best theory for a body of data is one that minimizes the size of the theory plus
the amount of information necessary to specify the exceptions relative to the
theory—the smallest cartload of dung. In statistical estimation theory, this has
been applied successfully to various parameter-fitting problems. It applies to
machine learning as follows: given a set of instances, a learning method infers
a theory—be it ever so simple; unworthy, perhaps, to be called a “theory”—from
them. Using a metaphor of communication, imagine that the instances are to
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be transmitted through a noiseless channel. Any similarity that is detected
among them can be exploited to give a more compact coding. According to the
MDL principle, the best generalization is the one that minimizes the number of
bits required to communicate the generalization, along with the examples from
which it was made.

Now the connection with the informational loss function introduced in
Section 5.6 should be starting to emerge. That function measures the error in
terms of the number of bits required to transmit the instances, given the prob-
abilistic predictions made by the theory. According to the MDL principle we
need to add to this the “size” of the theory in bits, suitably encoded, to obtain
an overall figure for complexity. However, the MDL principle refers to the
information required to transmit the examples from which the theory was
formed, that is, the training instances—not a test set. The overfitting problem
is avoided because a complex theory that overfits will be penalized relative to a
simple one by virtue of the fact that it takes more bits to encode. At one extreme
is a very complex, highly overfitted theory that makes no errors on the training
set. At the other is a very simple theory—the null theory—which does not help
at all when transmitting the training set. And in between are theories of inter-
mediate complexity, which make probabilistic predictions that are imperfect
and need to be corrected by transmitting some information about the training
set. The MDL principle provides a means of comparing all these possibilities on
an equal footing to see which is the best. We have found the holy grail: an eval-
uation scheme that works on the training set alone and does not need a sepa-
rate test set. But the devil is in the details, as we will see.

Suppose a learning method comes up with a theory T, based on a training
set E of examples, that requires a certain number of bits L[T] to encode (L for
length). Given the theory, the training set itself can be encoded in a certain
number of bits, L[E |T]. L[E |T] is in fact given by the informational loss func-
tion summed over all members of the training set. Then the total description
length of theory plus training set is

and the MDL principle recommends choosing the theory T that minimizes this
sum.

There is a remarkable connection between the MDL principle and basic prob-
ability theory. Given a training set E, we seek the “most likely” theory T, that is,
the theory for which the a posteriori probability Pr[T |E]—the probability after
the examples have been seen—is maximized. Bayes’s rule of conditional prob-
ability, the same rule that we encountered in Section 4.2, dictates that
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Taking negative logarithms,

Maximizing the probability is the same as minimizing its negative logarithm.
Now (as we saw in Section 5.6) the number of bits required to code something
is just the negative logarithm of its probability. Furthermore, the final term,
log Pr[E], depends solely on the training set and not on the learning method.
Thus choosing the theory that maximizes the probability Pr[T|E] is tantamount
to choosing the theory that minimizes

—in other words, the MDL principle!
This astonishing correspondence with the notion of maximizing the a 

posteriori probability of a theory after the training set has been taken into
account gives credence to the MDL principle. But it also points out where 
the problems will sprout when the MDL principle is applied in practice. The
difficulty with applying Bayes’s rule directly is in finding a suitable prior prob-
ability distribution Pr[T] for the theory. In the MDL formulation, that trans-
lates into finding how to code the theory T into bits in the most efficient way.
There are many ways of coding things, and they all depend on presuppositions
that must be shared by encoder and decoder. If you know in advance that the
theory is going to take a certain form, you can use that information to encode
it more efficiently. How are you going to actually encode T? The devil is in the
details.

Encoding E with respect to T to obtain L[E|T] seems a little more straight-
forward: we have already met the informational loss function. But actually,
when you encode one member of the training set after another, you are encod-
ing a sequence rather than a set. It is not necessary to transmit the training set
in any particular order, and it ought to be possible to use that fact to reduce the
number of bits required. Often, this is simply approximated by subtracting 
log n! (where n is the number of elements in E), which is the number of bits
needed to specify a particular permutation of the training set (and because this
is the same for all theories, it doesn’t actually affect the comparison between
them). But one can imagine using the frequency of the individual errors to
reduce the number of bits needed to code them. Of course, the more sophisti-
cated the method that is used to code the errors, the less the need for a theory
in the first place—so whether a theory is justified or not depends to some extent
on how the errors are coded. The details, the details.

We will not go into the details of different coding methods here. The whole
question of using the MDL principle to evaluate a learning scheme based solely
on the training data is an area of active research and vocal disagreement among
researchers.

L LE T T[ ]+ [ ]

- [ ] = - [ ]- [ ]+ [ ]log log log log .Pr Pr Pr PrT E E T T E
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We end this section as we began, on a philosophical note. It is important to
appreciate that Occam’s razor, the preference of simple theories over complex
ones, has the status of a philosophical position or “axiom” rather than some-
thing that can be proved from first principles. Although it may seem self-evident
to us, this is a function of our education and the times we live in. A preference
for simplicity is—or may be—culture specific rather than absolute.

The Greek philosopher Epicurus (who enjoyed good food and wine and 
supposedly advocated sensual pleasure—in moderation—as the highest good)
expressed almost the opposite sentiment. His principle of multiple explanations
advises “if more than one theory is consistent with the data, keep them all” on
the basis that if several explanations are equally in agreement, it may be possi-
ble to achieve a higher degree of precision by using them together—and anyway,
it would be unscientific to discard some arbitrarily. This brings to mind
instance-based learning, in which all the evidence is retained to provide robust
predictions, and resonates strongly with decision combination methods such as
bagging and boosting (described in Chapter 7) that actually do gain predictive
power by using multiple explanations together.

5.10 Applying the MDL principle to clustering
One of the nice things about the MDL principle is that unlike other evaluation
criteria, it can be applied under widely different circumstances. Although in
some sense equivalent to Bayes’s rule in that, as we saw previously, devising a
coding scheme for theories is tantamount to assigning them a prior probability
distribution, schemes for coding are somehow far more tangible and easier to
think about in concrete terms than intuitive prior probabilities. To illustrate this
we will briefly describe—without entering into coding details—how you might
go about applying the MDL principle to clustering.

Clustering seems intrinsically difficult to evaluate. Whereas classification or
association learning has an objective criterion of success—predictions made on
test cases are either right or wrong—this is not so with clustering. It seems that
the only realistic evaluation is whether the result of learning—the clustering—
proves useful in the application context. (It is worth pointing out that really this
is the case for all types of learning, not just clustering.)

Despite this, clustering can be evaluated from a description length perspec-
tive. Suppose a cluster-learning technique divides the training set E into k clus-
ters. If these clusters are natural ones, it should be possible to use them to encode
E more efficiently. The best clustering will support the most efficient encoding.

One way of encoding the instances in E with respect to a given clustering is
to start by encoding the cluster centers—the average value of each attribute over
all instances in the cluster. Then, for each instance in E, transmit which cluster
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it belongs to (in log2k bits) followed by its attribute values with respect to the
cluster center—perhaps as the numeric difference of each attribute value from
the center. Couched as it is in terms of averages and differences, this descrip-
tion presupposes numeric attributes and raises thorny questions about how 
to code numbers efficiently. Nominal attributes can be handled in a similar
manner: for each cluster there is a probability distribution for the attribute
values, and the distributions are different for different clusters. The coding issue
becomes more straightforward: attribute values are coded with respect to the
relevant probability distribution, a standard operation in data compression.

If the data exhibits extremely strong clustering, this technique will result in
a smaller description length than simply transmitting the elements of E without
any clusters. However, if the clustering effect is not so strong, it will likely
increase rather than decrease the description length. The overhead of transmit-
ting cluster-specific distributions for attribute values will more than offset the
advantage gained by encoding each training instance relative to the cluster it lies
in. This is where more sophisticated coding techniques come in. Once the cluster
centers have been communicated, it is possible to transmit cluster-specific prob-
ability distributions adaptively, in tandem with the relevant instances: the
instances themselves help to define the probability distributions, and the prob-
ability distributions help to define the instances. We will not venture further
into coding techniques here. The point is that the MDL formulation, properly
applied, may be flexible enough to support the evaluation of clustering. But
actually doing it satisfactorily in practice is not easy.

5.11 Further reading
The statistical basis of confidence tests is well covered in most statistics texts,
which also give tables of the normal distribution and Student’s distribution. (We
use an excellent course text, Wild and Seber 1995, which we recommend very
strongly if you can get hold of it.) “Student” is the nom de plume of a statisti-
cian called William Gosset, who obtained a post as a chemist in the Guinness
brewery in Dublin, Ireland, in 1899 and invented the t-test to handle small
samples for quality control in brewing. The corrected resampled t-test was pro-
posed by Nadeau and Bengio (2003). Cross-validation is a standard statistical
technique, and its application in machine learning has been extensively investi-
gated and compared with the bootstrap by Kohavi (1995a). The bootstrap tech-
nique itself is thoroughly covered by Efron and Tibshirani (1993).

The Kappa statistic was introduced by Cohen (1960). Ting (2002) has inves-
tigated a heuristic way of generalizing to the multiclass case the algorithm given
in Section 5.7 to make two-class learning schemes cost sensitive. Lift charts are
described by Berry and Linoff (1997). The use of ROC analysis in signal detec-
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tion theory is covered by Egan (1975); this work has been extended for visual-
izing and analyzing the behavior of diagnostic systems (Swets 1988) and is also
used in medicine (Beck and Schultz 1986). Provost and Fawcett (1997) brought
the idea of ROC analysis to the attention of the machine learning and data
mining community. Witten et al. (1999b) explain the use of recall and precision
in information retrieval systems; the F-measure is described by van Rijsbergen
(1979). Drummond and Holte (2000) introduced cost curves and investigated
their properties.

The MDL principle was formulated by Rissanen (1985). Kepler’s discovery of
his economical three laws of planetary motion, and his doubts about them, are
recounted by Koestler (1964).

Epicurus’s principle of multiple explanations is mentioned by Li and Vityani
(1992), quoting from Asmis (1984).
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We have seen the basic ideas of several machine learning methods and studied
in detail how to assess their performance on practical data mining problems.
Now we are well prepared to look at real, industrial-strength, machine learning
algorithms. Our aim is to explain these algorithms both at a conceptual level
and with a fair amount of technical detail so that you can understand them fully
and appreciate the key implementation issues that arise.

In truth, there is a world of difference between the simplistic methods
described in Chapter 4 and the actual algorithms that are widely used in prac-
tice. The principles are the same. So are the inputs and outputs—methods of
knowledge representation. But the algorithms are far more complex, principally
because they have to deal robustly and sensibly with real-world problems such
as numeric attributes, missing values, and—most challenging of all—noisy data.
To understand how the various methods cope with noise, we will have to draw
on some of the statistical knowledge that we learned in Chapter 5.

Chapter 4 opened with an explanation of how to infer rudimentary rules and
went on to examine statistical modeling and decision trees. Then we returned

c h a p t e r 6

Implementations:
Real Machine Learning Schemes

1 8 7
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to rule induction and continued with association rules, linear models, the
nearest-neighbor method of instance-based learning, and clustering. The
present chapter develops all these topics except association rules, which have
already been covered in adequate detail.

We begin with decision tree induction and work up to a full description of
the C4.5 system, a landmark decision tree program that is probably the machine
learning workhorse most widely used in practice to date. Next we describe deci-
sion rule induction. Despite the simplicity of the idea, inducing decision rules
that perform comparably with state-of-the-art decision trees turns out to be
quite difficult in practice. Most high-performance rule inducers find an initial
rule set and then refine it using a rather complex optimization stage that dis-
cards or adjusts individual rules to make them work better together. We describe
the ideas that underlie rule learning in the presence of noise, and then go on to
cover a scheme that operates by forming partial decision trees, an approach 
that has been demonstrated to perform as well as other state-of-the-art rule
learners yet avoids their complex and ad hoc heuristics. Following this, we take
a brief look at how to generate rules with exceptions, which were described in
Section 3.5.

There has been resurgence of interest in linear models with the introduction
of support vector machines, a blend of linear modeling and instance-based 
learning. Support vector machines select a small number of critical boundary
instances called support vectors from each class and build a linear discriminant
function that separates them as widely as possible. These systems transcend 
the limitations of linear boundaries by making it practical to include extra 
nonlinear terms in the function, making it possible to form quadratic, cubic,
and higher-order decision boundaries. The same techniques can be applied to 
the perceptron described in Section 4.6 to implement complex decision bound-
aries. An older technique for extending the perceptron is to connect units
together into multilayer “neural networks.” All these ideas are described in
Section 6.3.

The next section of the chapter describes instance-based learners, develop-
ing the simple nearest-neighbor method introduced in Section 4.7 and showing
some more powerful alternatives that perform explicit generalization. Follow-
ing that, we extend linear regression for numeric prediction to a more sophis-
ticated procedure that comes up with the tree representation introduced in
Section 3.7 and go on to describe locally weighted regression, an instance-based
strategy for numeric prediction. Next we return to clustering and review some
methods that are more sophisticated than simple k-means, methods that
produce hierarchical clusters and probabilistic clusters. Finally, we look at
Bayesian networks, a potentially very powerful way of extending the Naïve Bayes
method to make it less “naïve” by dealing with datasets that have internal
dependencies.

1 8 8 CHAPTER 6 | IMPLEMENTATIONS: REAL MACHINE LEARNING SCHEMES

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 188



Because of the nature of the material it contains, this chapter differs from the
others in the book. Sections can be read independently, and each section is self-
contained, including the references to further reading, which are gathered
together in a Discussion subsection at the end of each section.

6.1 Decision trees
The first machine learning scheme that we will develop in detail derives from
the simple divide-and-conquer algorithm for producing decision trees that was
described in Section 4.3. It needs to be extended in several ways before it is ready
for use on real-world problems. First we consider how to deal with numeric
attributes and, after that, missing values. Then we look at the all-important
problem of pruning decision trees, because although trees constructed by the
divide-and-conquer algorithm as described perform well on the training set,
they are usually overfitted to the training data and do not generalize well to
independent test sets. Next we consider how to convert decision trees to classi-
fication rules. In all these aspects we are guided by the popular decision tree
algorithm C4.5, which, with its commercial successor C5.0, has emerged as the
industry workhorse for off-the-shelf machine learning. Finally, we look at the
options provided by C4.5 and C5.0 themselves.

Numeric attributes
The method we have described only works when all the attributes are nominal,
whereas, as we have seen, most real datasets contain some numeric attributes.
It is not too difficult to extend the algorithm to deal with these. For a numeric
attribute we will restrict the possibilities to a two-way, or binary, split. Suppose
we use the version of the weather data that has some numeric features (Table
1.3). Then, when temperature is being considered for the first split, the tem-
perature values involved are

64 65 68 69 70 71 72 75 80 81 83 85
no yes

yes no yes yes yes no
yes yes

no yes yes no

(Repeated values have been collapsed together.) There are only 11 possible posi-
tions for the breakpoint—8 if the breakpoint is not allowed to separate items
of the same class. The information gain for each can be calculated in the usual
way. For example, the test temperature < 71.5 produces four yes’s and two no’s,
whereas temperature > 71.5 produces five yes’s and three no’s, and so the infor-
mation value of this test is

info 4,2 info 4,2 info 5,3 bits.[ ] [ ]( ) = ( ) ¥ [ ]( )+ ( ) ¥ [ ]( ) =, , .5 3 6 14 8 14 0 939
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It is common to place numeric thresholds halfway between the values that
delimit the boundaries of a concept, although something might be gained by
adopting a more sophisticated policy. For example, we will see later that
although the simplest form of instance-based learning puts the dividing line
between concepts in the middle of the space between them, other methods that
involve more than just the two nearest examples have been suggested.

When creating decision trees using the divide-and-conquer method, once the
first attribute to split on has been selected, a top-level tree node is created that
splits on that attribute, and the algorithm proceeds recursively on each of the
child nodes. For each numeric attribute, it appears that the subset of instances
at each child node must be re-sorted according to that attribute’s values—and,
indeed, this is how programs for inducing decision trees are usually written.
However, it is not actually necessary to re-sort because the sort order at a parent
node can be used to derive the sort order for each child, leading to a speedier
implementation. Consider the temperature attribute in the weather data, whose
sort order (this time including duplicates) is

64 65 68 69 70 71 72 72 75 75 80 81 83 85
7 6 5 9 4 14 8 12 10 11 2 13 3 1

The italicized number below each temperature value gives the number of the
instance that has that value: thus instance number 7 has temperature value 64,
instance 6 has temperature value 65, and so on. Suppose we decide to split at
the top level on the attribute outlook. Consider the child node for which 
outlook = sunny—in fact the examples with this value of outlook are numbers 1,
2, 8, 9, and 11. If the italicized sequence is stored with the example set (and a
different sequence must be stored for each numeric attribute)—that is, instance
7 contains a pointer to instance 6, instance 6 points to instance 5, instance 5
points to instance 9, and so on—then it is a simple matter to read off the exam-
ples for which outlook = sunny in order. All that is necessary is to scan through
the instances in the indicated order, checking the outlook attribute for each and
writing down the ones with the appropriate value:

9 8 11 2 1

Thus repeated sorting can be avoided by storing with each subset of instances
the sort order for that subset according to each numeric attribute. The sort order
must be determined for each numeric attribute at the beginning; no further
sorting is necessary thereafter.

When a decision tree tests a nominal attribute as described in Section 4.3, a
branch is made for each possible value of the attribute. However, we have
restricted splits on numeric attributes to be binary. This creates an important
difference between numeric attributes and nominal ones: once you have
branched on a nominal attribute, you have used all the information that it offers,

1 9 0 CHAPTER 6 | IMPLEMENTATIONS: REAL MACHINE LEARNING SCHEMES

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 190



whereas successive splits on a numeric attribute may continue to yield new
information. Whereas a nominal attribute can only be tested once on any path
from the root of a tree to the leaf, a numeric one can be tested many times. This
can yield trees that are messy and difficult to understand because the tests on
any single numeric attribute are not located together but can be scattered along
the path. An alternative, which is harder to accomplish but produces a more
readable tree, is to allow a multiway test on a numeric attribute, testing against
several constants at a single node of the tree. A simpler but less powerful solu-
tion is to prediscretize the attribute as described in Section 7.2.

Missing values
The next enhancement to the decision-tree-building algorithm deals with the
problems of missing values. Missing values are endemic in real-world datasets.
As explained in Chapter 2 (page 58), one way of handling them is to treat them
as just another possible value of the attribute; this is appropriate if the fact that
the attribute is missing is significant in some way. In that case no further action
need be taken. But if there is no particular significance in the fact that a certain
instance has a missing attribute value, a more subtle solution is needed. It is
tempting to simply ignore all instances in which some of the values are missing,
but this solution is often too draconian to be viable. Instances with missing
values often provide a good deal of information. Sometimes the attributes
whose values are missing play no part in the decision, in which case these
instances are as good as any other.

One question is how to apply a given decision tree to an instance in which
some of the attributes to be tested have missing values. We outlined a solution
in Section 3.2 that involves notionally splitting the instance into pieces, using a
numeric weighting method, and sending part of it down each branch in pro-
portion to the number of training instances going down that branch. Eventu-
ally, the various parts of the instance will each reach a leaf node, and the
decisions at these leaf nodes must be recombined using the weights that have
percolated to the leaves. The information gain and gain ratio calculations
described in Section 4.3 can also be applied to partial instances. Instead of
having integer counts, the weights are used when computing both gain figures.

Another question is how to partition the training set once a splitting attrib-
ute has been chosen, to allow recursive application of the decision tree forma-
tion procedure on each of the daughter nodes. The same weighting procedure
is used. Instances for which the relevant attribute value is missing are notion-
ally split into pieces, one piece for each branch, in the same proportion as the
known instances go down the various branches. Pieces of the instance con-
tribute to decisions at lower nodes in the usual way through the information
gain calculation, except that they are weighted accordingly. They may be further
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split at lower nodes, of course, if the values of other attributes are unknown as
well.

Pruning
When we looked at the labor negotiations problem in Chapter 1, we found that
the simple decision tree in Figure 1.3(a) actually performs better than the more
complex one in Figure 1.3(b)—and it makes more sense too. Now it is time to
learn how to prune decision trees.

By building the complete tree and pruning it afterward we are adopting a
strategy of postpruning (sometimes called backward pruning) rather than
prepruning (or forward pruning). Prepruning would involve trying to decide
during the tree-building process when to stop developing subtrees—quite an
attractive prospect because that would avoid all the work of developing subtrees
only to throw them away afterward. However, postpruning does seem to offer
some advantages. For example, situations occur in which two attributes indi-
vidually seem to have nothing to contribute but are powerful predictors when
combined—a sort of combination-lock effect in which the correct combination
of the two attribute values is very informative whereas the attributes taken indi-
vidually are not. Most decision tree builders postprune; it is an open question
whether prepruning strategies can be developed that perform as well.

Two rather different operations have been considered for postpruning:
subtree replacement and subtree raising. At each node, a learning scheme might
decide whether it should perform subtree replacement, subtree raising, or leave
the subtree as it is, unpruned. Subtree replacement is the primary pruning oper-
ation, and we look at it first. The idea is to select some subtrees and replace them
with single leaves. For example, the whole subtree in Figure 1.3(a), involving
two internal nodes and four leaf nodes, has been replaced by the single leaf bad.
This will certainly cause the accuracy on the training set to decrease if the orig-
inal tree was produced by the decision tree algorithm described previously
because that continued to build the tree until all leaf nodes were pure (or until
all attributes had been tested). However, it may increase the accuracy on an inde-
pendently chosen test set.

When subtree replacement is implemented, it proceeds from the leaves and
works back up toward the root. In the Figure 1.3 example, the whole subtree in
Figure 1.3(a) would not be replaced at once. First, consideration would be given
to replacing the three daughter nodes in the health plan contribution subtree
with a single leaf node. Assume that a decision is made to perform this replace-
ment—we will explain how this decision is made shortly. Then, continuing to
work back from the leaves, consideration would be given to replacing the
working hours per week subtree, which now has just two daughter nodes, with a
single leaf node. In the Figure 1.3 example this replacement was indeed made,
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which accounts for the entire subtree in Figure 1.3(a) being replaced by a single
leaf marked bad. Finally, consideration would be given to replacing the 
two daughter nodes in the wage increase 1st year subtree with a single leaf
node. In this case that decision was not made, so the tree remains as shown in
Figure 1.3(a). Again, we will examine how these decisions are actually made
shortly.

The second pruning operation, subtree raising, is more complex, and it is not
clear that it is necessarily always worthwhile. However, because it is used in the
influential decision tree-building system C4.5, we describe it here. Subtree
raising does not occur in the Figure 1.3 example, so use the artificial example
of Figure 6.1 for illustration. Here, consideration is given to pruning the tree in
Figure 6.1(a), and the result is shown in Figure 6.1(b). The entire subtree from
C downward has been “raised” to replace the B subtree. Note that although the
daughters of B and C are shown as leaves, they can be entire subtrees. Of course,
if we perform this raising operation, it is necessary to reclassify the examples at
the nodes marked 4 and 5 into the new subtree headed by C. This is why the
daughters of that node are marked with primes: 1¢, 2¢, and 3¢—to indicate that
they are not the same as the original daughters 1, 2, and 3 but differ by the inclu-
sion of the examples originally covered by 4 and 5.

Subtree raising is a potentially time-consuming operation. In actual imple-
mentations it is generally restricted to raising the subtree of the most popular
branch. That is, we consider doing the raising illustrated in Figure 6.1 provided
that the branch from B to C has more training examples than the branches from
B to node 4 or from B to node 5. Otherwise, if (for example) node 4 were the
majority daughter of B, we would consider raising node 4 to replace B and
reclassifying all examples under C, as well as the examples from node 5, into the
new node.

Estimating error rates
So much for the two pruning operations. Now we must address the question of
how to decide whether to replace an internal node with a leaf (for subtree
replacement), or whether to replace an internal node with one of the nodes
below it (for subtree raising). To make this decision rationally, it is necessary to
estimate the error rate that would be expected at a particular node given an
independently chosen test set. We need to estimate the error at internal nodes
as well as at leaf nodes. If we had such an estimate, it would be clear whether
to replace, or raise, a particular subtree simply by comparing the estimated error
of the subtree with that of its proposed replacement. Before estimating the error
for a subtree proposed for raising, examples that lie under siblings of the current
node—the examples at nodes 4 and 5 of Figure 6.1—would have to be tem-
porarily reclassified into the raised tree.
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It is no use taking the training set error as the error estimate: that would not
lead to any pruning because the tree has been constructed expressly for that par-
ticular training set. One way of coming up with an error estimate is the stan-
dard verification technique: hold back some of the data originally given and use
it as an independent test set to estimate the error at each node. This is called
reduced-error pruning. It suffers from the disadvantage that the actual tree is
based on less data.

The alternative is to try to make some estimate of error based on the train-
ing data itself. That is what C4.5 does, and we will describe its method here. It
is a heuristic based on some statistical reasoning, but the statistical underpin-
ning is rather weak and ad hoc. However, it seems to work well in practice. The
idea is to consider the set of instances that reach each node and imagine that
the majority class is chosen to represent that node. That gives a certain number
of “errors,” E, out of the total number of instances, N. Now imagine that the
true probability of error at the node is q, and that the N instances are generated
by a Bernoulli process with parameter q, of which E turn out to be errors.

This is almost the same situation as we considered when looking at the
holdout method in Section 5.2, where we calculated confidence intervals on 
the true success probability p given a certain observed success rate. There are
two differences. One is trivial: here we are looking at the error rate q rather 
than the success rate p; these are simply related by p + q = 1. The second is 
more serious: here the figures E and N are measured from the training data,
whereas in Section 5.2 we were considering independent test data instead.
Because of this difference, we make a pessimistic estimate of the error rate by
using the upper confidence limit rather than by stating the estimate as a confi-
dence range.
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Figure 6.1 Example of subtree raising, where node C is “raised” to subsume node B.
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The mathematics involved is just the same as before. Given a particular con-
fidence c (the default figure used by C4.5 is c = 25%), we find confidence limits
z such that

where N is the number of samples, f = E/N is the observed error rate, and q is
the true error rate. As before, this leads to an upper confidence limit for q. Now
we use that upper confidence limit as a (pessimistic) estimate for the error rate
e at the node:

Note the use of the + sign before the square root in the numerator to obtain the
upper confidence limit. Here, z is the number of standard deviations corre-
sponding to the confidence c, which for c = 25% is z = 0.69.

To see how all this works in practice, let’s look again at the labor negotiations
decision tree of Figure 1.3, salient parts of which are reproduced in Figure 6.2
with the number of training examples that reach the leaves added. We use the
preceding formula with a 25% confidence figure, that is, with z = 0.69. Consider
the lower left leaf, for which E = 2, N = 6, and so f = 0.33. Plugging these figures
into the formula, the upper confidence limit is calculated as e = 0.47. That means
that instead of using the training set error rate for this leaf, which is 33%, we
will use the pessimistic estimate of 47%. This is pessimistic indeed, considering
that it would be a bad mistake to let the error rate exceed 50% for a two-class
problem. But things are worse for the neighboring leaf, where E = 1 and N = 2,
because the upper confidence becomes e = 0.72. The third leaf has the 
same value of e as the first. The next step is to combine the error estimates for
these three leaves in the ratio of the number of examples they cover, 6 : 2 : 6,
which leads to a combined error estimate of 0.51. Now we consider the error
estimate for the parent node, health plan contribution. This covers nine bad
examples and five good ones, so the training set error rate is f = 5/14. For these
values, the preceding formula yields a pessimistic error estimate of e = 0.46.
Because this is less than the combined error estimate of the three children, they
are pruned away.

The next step is to consider the working hours per week node, which now has
two children that are both leaves. The error estimate for the first, with E = 1 and
N = 2, is e = 0.72, and for the second it is e = 0.46 as we have just seen. Com-
bining these in the appropriate ratio of 2 : 14 leads to a value that is higher than
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the error estimate for the working hours node, so the subtree is pruned away and
replaced by a leaf node.

The estimated error figures obtained in these examples should be taken with
a grain of salt because the estimate is only a heuristic one and is based on a
number of shaky assumptions: the use of the upper confidence limit; the
assumption of a normal distribution; and the fact that statistics from the train-
ing set are used. However, the qualitative behavior of the error formula is correct
and the method seems to work reasonably well in practice. If necessary, the
underlying confidence level, which we have taken to be 25%, can be tweaked to
produce more satisfactory results.

Complexity of decision tree induction
Now that we have learned how to accomplish the pruning operations, we have
finally covered all the central aspects of decision tree induction. Let’s take stock
and consider the computational complexity of inducing decision trees. We will
use the standard order notation: O(n) stands for a quantity that grows at most
linearly with n, O(n2) grows at most quadratically with n, and so on.

Suppose that the training data contains n instances and m attributes. We need
to make some assumption about the size of the tree, and we will assume that its
depth is on the order of log n, that is, O(log n). This is the standard rate of
growth of a tree with n leaves, provided that it remains “bushy” and doesn’t
degenerate into a few very long, stringy branches. Note that we are tacitly assum-

wage increase first year

≤ 2.5 > 2.5

1 bad
1 good

4 bad
2 good

1 bad
1 good

4 bad
2 good

≤ 36

health plan contribution

> 36

working hours
per week

none half full

Figure 6.2 Pruning the labor negotiations decision tree.
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ing that most of the instances are different from each other, and—this is almost
the same thing—that the m attributes provide enough tests to allow the
instances to be differentiated. For example, if there were only a few binary attri-
butes, they would allow only so many instances to be differentiated and the 
tree could not grow past a certain point, rendering an “in the limit” analysis
meaningless.

The computational cost of building the tree in the first place is

Consider the amount of work done for one attribute over all nodes of the tree.
Not all the examples need to be considered at each node, of course. But at each
possible tree depth, the entire set of n instances must be considered. Because
there are log n different depths in the tree, the amount of work for this one
attribute is O(n log n). At each node all attributes are considered, so the total
amount of work is O(mn log n).

This reasoning makes some assumptions. If some attributes are numeric, they
must be sorted, but once the initial sort has been done there is no need to re-
sort at each tree depth if the appropriate algorithm is used (described earlier on
page 190). The initial sort takes O(n log n) operations for each of up to m attrib-
utes: thus the preceding complexity figure is unchanged. If the attributes are
nominal, all attributes do not have to be considered at each tree node—because
attributes that are used further up the tree cannot be reused. However, if attrib-
utes are numeric, they can be reused and so they have to be considered at every
tree level.

Next, consider pruning by subtree replacement. First, an error estimate 
must be made for every tree node. Provided that counts are maintained 
appropriately, this is linear in the number of nodes in the tree. Then each 
node needs to be considered for replacement. The tree has at most n leaves, one
for each instance. If it was a binary tree, each attribute being numeric or 
two-valued, that would give it 2n - 1 nodes; multiway branches would only serve
to decrease the number of internal nodes. Thus the complexity of subtree
replacement is

Finally, subtree lifting has a basic complexity equal to subtree replacement.
But there is an added cost because instances need to be reclassified during the
lifting operation. During the whole process, each instance may have to be reclas-
sified at every node between its leaf and the root, that is, as many as O(log n)
times. That makes the total number of reclassifications O(n log n). And reclas-
sification is not a single operation: one that occurs near the root will take O(log
n) operations, and one of average depth will take half of this. Thus the total
complexity of subtree lifting is as follows:

O n( ).

O mn nlog .( )
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Taking into account all these operations, the full complexity of decision tree
induction is

From trees to rules
It is possible to read a set of rules directly off a decision tree, as noted in Section
3.3, by generating a rule for each leaf and making a conjunction of all the tests
encountered on the path from the root to that leaf. This produces rules that are
unambiguous in that it doesn’t matter in what order they are executed. However,
the rules are more complex than necessary.

The estimated error rate described previously provides exactly the mecha-
nism necessary to prune the rules. Given a particular rule, each condition in it
is considered for deletion by tentatively removing it, working out which of the
training examples are now covered by the rule, calculating from this a pes-
simistic estimate of the error rate of the new rule, and comparing this with the
pessimistic estimate for the original rule. If the new rule is better, delete that
condition and carry on, looking for other conditions to delete. Leave the rule
when there are no conditions left that will improve it if they are removed. Once
all rules have been pruned in this way, it is necessary to see whether there are
any duplicates and remove them from the rule set.

This is a greedy approach to detecting redundant conditions in a rule, and
there is no guarantee that the best set of conditions will be removed. An
improvement would be to consider all subsets of conditions, but this is usually
prohibitively expensive. Another solution might be to use an optimization tech-
nique such as simulated annealing or a genetic algorithm to select the best
version of this rule. However, the simple greedy solution seems to produce quite
good rule sets.

The problem, even with the greedy method, is computational cost. For every
condition that is a candidate for deletion, the effect of the rule must be reeval-
uated on all the training instances. This means that rule generation from trees
tends to be very slow, and the next section describes much faster methods that
generate classification rules directly without forming a decision tree first.

C4.5: Choices and options
We finish our study of decision trees by making a few remarks about practical
use of the landmark decision tree program C4.5 and its successor C5.0. These
were devised by J. Ross Quinlan over a 20-year period beginning in the late
1970s. A complete description of C4.5, the early 1990s version, appears as an
excellent and readable book (Quinlan 1993), along with the full source code.

O Omn n n nlog log .( )+ ( )( )2

O n nlog( )( )2
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The more recent version, C5.0, is available commercially. Its decision tree induc-
tion seems to be essentially the same as that used by C4.5, and tests show some
differences but negligible improvements. However, its rule generation is greatly
sped up and clearly uses a different technique, although this has not been
described in the open literature.

C4.5 works essentially as described in the preceding sections. The default con-
fidence value is set at 25% and works reasonably well in most cases; possibly it
should be altered to a lower value, which causes more drastic pruning, if the
actual error rate of pruned trees on test sets is found to be much higher than
the estimated error rate. There is one other important parameter whose effect
is to eliminate tests for which almost all of the training examples have the same
outcome. Such tests are often of little use. Consequently, tests are not incorpo-
rated into the decision tree unless they have at least two outcomes that have at
least a minimum number of instances. The default value for this minimum is
2, but it is controllable and should perhaps be increased for tasks that have a lot
of noisy data.

Discussion
Top-down induction of decision trees is probably the most extensively
researched method of machine learning used in data mining. Researchers have
investigated a panoply of variations for almost every conceivable aspect of the
learning process—for example, different criteria for attribute selection or 
modified pruning methods. However, they are rarely rewarded by substantial
improvements in accuracy over a spectrum of diverse datasets. Sometimes the
size of the induced trees is significantly reduced when a different pruning strat-
egy is adopted, but often the same effect can be achieved by setting C4.5’s
pruning parameter to a smaller value.

In our description of decision trees, we have assumed that only one 
attribute is used to split the data into subsets at each node of the tree.
However, it is possible to allow tests that involve several attributes at a time.
For example, with numeric attributes each test can be on a linear combination
of attribute values. Then the final tree consists of a hierarchy of linear models
of the kind we described in Section 4.6, and the splits are no longer restricted
to being axis-parallel. Trees with tests involving more than one attribute are
called multivariate decision trees, in contrast to the simple univariate trees 
that we normally use. Multivariate tests were introduced with the classification
and regression trees (CART) system for learning decision trees (Breiman et al.
1984). They are often more accurate and smaller than univariate trees but take
much longer to generate and are also more difficult to interpret. We briefly
mention one way of generating them using principal components analysis in
Section 7.3 (page 309).
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6.2 Classification rules
We call the basic covering algorithm for generating rules that was described in
Section 4.4 a separate-and-conquer technique because it identifies a rule that
covers instances in the class (and excludes ones not in the class), separates them
out, and continues on those that are left. Such algorithms have been used as the
basis of many systems that generate rules. There we described a simple correct-
ness-based measure for choosing what test to add to the rule at each stage.
However, there are many other possibilities, and the particular criterion that 
is used has a significant effect on the rules produced. We examine different 
criteria for choosing tests in this section. We also look at how the basic rule-
generation algorithm can be extended to more practical situations by accom-
modating missing values and numeric attributes.

But the real problem with all these rule-generation schemes is that they tend
to overfit the training data and do not generalize well to independent test sets,
particularly on noisy data. To be able to generate good rule sets for noisy data,
it is necessary to have some way of measuring the real worth of individual rules.
The standard approach to assessing the worth of rules is to evaluate their error
rate on an independent set of instances, held back from the training set, and we
explain this next. After that, we describe two industrial-strength rule learners:
one that combines the simple separate-and-conquer technique with a global
optimization step and another one that works by repeatedly building partial
decision trees and extracting rules from them. Finally, we consider how to gen-
erate rules with exceptions, and exceptions to the exceptions.

Criteria for choosing tests
When we introduced the basic rule learner in Section 4.4, we had to figure out
a way of deciding which of many possible tests to add to a rule to prevent it
from covering any negative examples. For this we used the test that maximizes
the ratio

where t is the total number of instances that the new rule will cover, and p is
the number of these that are positive—that is, that belong to the class in ques-
tion. This attempts to maximize the “correctness” of the rule on the basis that
the higher the proportion of positive examples it covers, the more correct a rule
is. One alternative is to calculate an information gain:

where p and t are the number of positive instances and the total number of
instances covered by the new rule, as before, and P and T are the corresponding
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number of instances that satisfied the rule before the new test was added. The
rationale for this is that it represents the total information gained regarding 
the current positive examples, which is given by the number of them that satisfy
the new test, multiplied by the information gained regarding each one.

The basic criterion for choosing a test to add to a rule is to find one that
covers as many positive examples as possible, while covering as few negative
examples as possible. The original correctness-based heuristic, which is just the
percentage of positive examples among all examples covered by the rule, attains
a maximum when no negative examples are covered regardless of the number
of positive examples covered by the rule. Thus a test that makes the rule exact
will be preferred to one that makes it inexact, no matter how few positive exam-
ples the former rule covers or how many positive examples the latter covers. For
example, if we can choose between a test that covers one example, which is pos-
itive, this criterion will prefer it over a test that covers 1000 positive examples
along with one negative one.

The information-based heuristic, on the other hand, places far more empha-
sis on covering a large number of positive examples regardless of whether the
rule so created is exact. Of course, both algorithms continue adding tests until
the final rule produced is exact, which means that the rule will be finished earlier
using the correctness measure, whereas more terms will have to be added if the
information-based measure is used. Thus the correctness-based measure might
find special cases and eliminate them completely, saving the larger picture for
later (when the more general rule might be simpler because awkward special
cases have already been dealt with), whereas the information-based one will try
to generate high-coverage rules first and leave the special cases until later. It is
by no means obvious that either strategy is superior to the other at producing
an exact rule set. Moreover, the whole situation is complicated by the fact that,
as described later, rules may be pruned and inexact ones tolerated.

Missing values, numeric attributes
As with divide-and-conquer decision tree algorithms, the nasty practical con-
siderations of missing values and numeric attributes need to be addressed. In
fact, there is not much more to say. Now that we know how these problems can
be solved for decision tree induction, appropriate solutions for rule induction
are easily given.

When producing rules using covering algorithms, missing values can best be
treated as though they don’t match any of the tests. This is particularly suitable
when a decision list is being produced because it encourages the learning algo-
rithm to separate out positive instances using tests that are known to succeed.
It has the effect that either instances with missing values are dealt with by rules
involving other attributes that are not missing, or any decisions about them are
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deferred until most of the other instances have been taken care of, at which time
tests will probably emerge that involve other attributes. Covering algorithms for
decision lists have a decided advantage over decision tree algorithms in this
respect: tricky examples can be left until late in the process, at which time they
will appear less tricky because most of the other examples have already been
classified and removed from the instance set.

Numeric attributes can be dealt with in exactly the same way as they are for
trees. For each numeric attribute, instances are sorted according to the
attribute’s value and, for each possible threshold, a binary less-than/greater-than
test is considered and evaluated in exactly the same way that a binary attribute
would be.

Generating good rules
Suppose you don’t want to generate perfect rules that guarantee to give the
correct classification on all instances in the training set, but would rather gen-
erate “sensible” ones that avoid overfitting the training set and thereby stand a
better chance of performing well on new test instances. How do you decide
which rules are worthwhile? How do you tell when it becomes counterproduc-
tive to continue adding terms to a rule to exclude a few pesky instances of the
wrong type, all the while excluding more and more instances of the right type,
too?

Let’s look at a few examples of possible rules—some good and some bad—
for the contact lens problem in Table 1.1. Consider first the rule

If astigmatism = yes and tear production rate = normal

then recommendation = hard

This gives a correct result for four of the six cases that it covers; thus its 
success fraction is 4/6. Suppose we add a further term to make the rule a
“perfect” one:

If astigmatism = yes and tear production rate = normal

and age = young then recommendation = hard

This improves accuracy to 2/2. Which rule is better? The second one is more
accurate on the training data but covers only two cases, whereas the first one
covers six. It may be that the second version is just overfitting the training data.
For a practical rule learner we need a principled way of choosing the appropri-
ate version of a rule, preferably one that maximizes accuracy on future test data.

Suppose we split the training data into two parts that we will call a growing
set and a pruning set. The growing set is used to form a rule using the basic cov-
ering algorithm. Then a test is deleted from the rule, and the effect is evaluated
by trying out the truncated rule on the pruning set and seeing whether it 
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performs better than the original rule. This pruning process repeats until the
rule cannot be improved by deleting any further tests. The whole procedure is
repeated for each class, obtaining one best rule for each class, and the overall
best rule is established by evaluating the rules on the pruning set. This rule is
then added to the rule set, the instances it covers removed from the training
data—from both growing and pruning sets—and the process is repeated.

Why not do the pruning as we build the rule up, rather than building up the
whole thing and then throwing parts away? That is, why not preprune rather
than postprune? Just as when pruning decision trees it is often best to grow the
tree to its maximum size and then prune back, so with rules it is often best to
make a perfect rule and then prune it. Who knows? Adding that last term may
make a really good rule, a situation that we might never have noticed had we
adopted an aggressive prepruning strategy.

It is essential that the growing and pruning sets are separate, because it is mis-
leading to evaluate a rule on the very data used to form it: that would lead to
serious errors by preferring rules that were overfitted. Usually the training set is
split so that two-thirds of instances are used for growing and one-third for
pruning. A disadvantage, of course, is that learning occurs from instances in the
growing set only, and so the algorithm might miss important rules because some
key instances had been assigned to the pruning set. Moreover, the wrong rule
might be preferred because the pruning set contains only one-third of the data
and may not be completely representative. These effects can be ameliorated by
resplitting the training data into growing and pruning sets at each cycle of the
algorithm, that is, after each rule is finally chosen.

The idea of using a separate pruning set for pruning—which is applicable to
decision trees as well as rule sets—is called reduced-error pruning. The variant
described previously prunes a rule immediately after it has been grown and is
called incremental reduced-error pruning. Another possibility is to build a full,
unpruned rule set first, pruning it afterwards by discarding individual tests.
However, this method is much slower.

Of course, there are many different ways to assess the worth of a rule based
on the pruning set. A simple measure is to consider how well the rule would do
at discriminating the predicted class from other classes if it were the only rule
in the theory, operating under the closed world assumption. If it gets p instances
right out of the t instances that it covers, and there are P instances of this class
out of a total T of instances altogether, then it gets p positive instances right.
The instances that it does not cover include N - n negative ones, where n = t - p
is the number of negative instances that the rule covers and N = T - P is the
total number of negative instances. Thus the rule has an overall success ratio of

p N n T+ -( )[ ] ,
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and this quantity, evaluated on the test set, has been used to evaluate the success
of a rule when using reduced-error pruning.

This measure is open to criticism because it treats noncoverage of negative
examples as equally important as coverage of positive ones, which is unrealistic
in a situation where what is being evaluated is one rule that will eventually serve
alongside many others. For example, a rule that gets p = 2000 instances right
out of a total coverage of 3000 (i.e., it gets n = 1000 wrong) is judged as more
successful than one that gets p = 1000 out of a total coverage of 1001 (i.e.,
n = 1 wrong), because [p + (N - n)]/T is [1000 + N]/T in the first case but only
[999 + N]/T in the second. This is counterintuitive: the first rule is clearly less
predictive than the second, because it has 33.0% as opposed to only 0.1% 
chance of being incorrect.

Using the success rate p/t as a measure, as in the original formulation of the
covering algorithm (Figure 4.8), is not the perfect solution either, because it
would prefer a rule that got a single instance right (p = 1) out of a total cover-
age of 1 (so n = 0) to the far more useful rule that got 1000 right out of 1001.
Another heuristic that has been used is (p - n)/t, but that suffers from exactly
the same problem because (p - n)/t = 2p/t - 1 and so the result, when compar-
ing one rule with another, is just the same as with the success rate. It seems hard
to find a simple measure of the worth of a rule that corresponds with intuition
in all cases.

Whatever heuristic is used to measure the worth of a rule, the incremental
reduced-error pruning algorithm is the same. A possible rule learning algorithm
based on this idea is given in Figure 6.3. It generates a decision list, creating rules
for each class in turn and choosing at each stage the best version of the rule
according to its worth on the pruning data. The basic covering algorithm for
rule generation (Figure 4.8) is used to come up with good rules for each class,
choosing conditions to add to the rule using the accuracy measure p/t that we
described earlier.

This method has been used to produce rule-induction schemes that can
process vast amounts of data and operate very quickly. It can be accelerated by
generating rules for the classes in order rather than generating a rule for each
class at every stage and choosing the best. A suitable ordering is the increasing
order in which they occur in the training set so that the rarest class is processed
first and the most common ones are processed later. Another significant
speedup is obtained by stopping the whole process when a rule of sufficiently
low accuracy is generated, so as not to spend time generating a lot of rules at
the end with very small coverage. However, very simple terminating conditions
(such as stopping when the accuracy for a rule is lower than the default accu-
racy for the class it predicts) do not give the best performance, and the only
conditions that have been found that seem to perform well are rather compli-
cated ones based on the MDL principle.
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Using global optimization
In general, rules generated using incremental reduced-error pruning in this
manner seem to perform quite well, particularly on large datasets. However, it
has been found that a worthwhile performance advantage can be obtained by
performing a global optimization step on the set of rules induced. The motiva-
tion is to increase the accuracy of the rule set by revising or replacing individ-
ual rules. Experiments show that both the size and the performance of rule sets
are significantly improved by postinduction optimization. On the other hand,
the process itself is rather complex.

To give an idea of how elaborate—and heuristic—industrial-strength rule
learners become, Figure 6.4 shows an algorithm called RIPPER, an acronym for
repeated incremental pruning to produce error reduction. Classes are examined in
increasing size and an initial set of rules for the class is generated using incre-
mental reduced-error pruning. An extra stopping condition is introduced that
depends on the description length of the examples and rule set. The description
length DL is a complex formula that takes into account the number of bits
needed to send a set of examples with respect to a set of rules, the number of
bits required to send a rule with k conditions, and the number of bits needed
to send the integer k—times an arbitrary factor of 50% to compensate for pos-
sible redundancy in the attributes. Having produced a rule set for the class, each
rule is reconsidered and two variants produced, again using reduced-error
pruning—but at this stage, instances covered by other rules for the class are
removed from the pruning set, and success rate on the remaining instances 
is used as the pruning criterion. If one of the two variants yields a better 

Initialize E to the instance set

Split E into Grow and Prune in the ratio 2:1

  For each class C for which Grow and Prune both contain an instance

    Use the basic covering algorithm to create the best perfect rule for class C

    Calculate the worth w(R) for the rule on Prune, and of the rule with the 

  final condition omitted w(R-) 

    While w(R-) > w(R), remove the final condition from the rule and repeat the 

  previous step

  From the rules generated, select the one with the largest w(R)

  Print the rule

  Remove the instances covered by the rule from E 

Continue

Figure 6.3 Algorithm for forming rules by incremental reduced-error pruning.
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(a) 

Initialize E to the instance set

For each class C, from smallest to largest

    BUILD: 

        Split E into Growing and Pruning sets in the ratio 2:1

        Repeat until (a) there are no more uncovered examples of C; or (b) the 

description length (DL) of ruleset and examples is 64 bits greater 

than the smallest DL found so far, or (c) the error rate exceeds 

50%:

           GROW phase: Grow a rule by greedily adding conditions until the rule  

is 100% accurate by testing every possible value of each attribute 

and selecting the condition with greatest information gain G 

           PRUNE phase: Prune conditions in last-to-first order. Continue as long 

as the worth W of the rule increases

    OPTIMIZE:

        GENERATE VARIANTS: 

        For each rule R for class C,

           Split E afresh into Growing and Pruning sets

           Remove all instances from the Pruning set that are covered by other 

rules for C 

           Use GROW and PRUNE to generate and prune two competing rules from the 

newly-split data:

 R1 is a new rule, rebuilt from scratch;

 R2 is generated by greedily adding antecedents to R.

           Prune using the metric A (instead of W) on this reduced data

        SELECT REPRESENTATIVE: 

        Replace R by whichever of R, R1 and R2 has the smallest DL.

    MOP UP:

        If there are residual uncovered instances of class C, return to the 

BUILD stage to generate more rules based on these instances.

    CLEAN UP:

        Calculate DL for the whole ruleset and for the ruleset with each rule in 

        Remove instances covered by the rules just generated

turn omitted; delete any rule that increases the DL

Continue

Figure 6.4 RIPPER: (a) algorithm for rule learning and (b) meaning of symbols.
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description length, it replaces the rule. Next we reactivate the original building
phase to mop up any newly uncovered instances of the class. A final check is
made to ensure that each rule contributes to the reduction of description length,
before proceeding to generate rules for the next class.

Obtaining rules from partial decision trees
There is an alternative approach to rule induction that avoids global optimiza-
tion but nevertheless produces accurate, compact, rule sets. The method com-
bines the divide-and-conquer strategy for decision tree learning with the
separate-and-conquer one for rule learning. It adopts the separate-and-conquer
strategy in that it builds a rule, removes the instances it covers, and continues
creating rules recursively for the remaining instances until none are left.
However, it differs from the standard approach in the way that each rule is
created. In essence, to make a single rule, a pruned decision tree is built for the
current set of instances, the leaf with the largest coverage is made into a rule,
and the tree is discarded.

The prospect of repeatedly building decision trees only to discard most of
them is not as bizarre as it first seems. Using a pruned tree to obtain a rule
instead of building it incrementally by adding conjunctions one at a time avoids
a tendency to overprune that is a characteristic problem of the basic separate-
and-conquer rule learner. Using the separate-and-conquer methodology in con-
junction with decision trees adds flexibility and speed. It is indeed wasteful to
build a full decision tree just to obtain a single rule, but the process can be accel-
erated significantly without sacrificing the preceding advantages.

The key idea is to build a partial decision tree instead of a fully explored one.
A partial decision tree is an ordinary decision tree that contains branches to

(b) 

DL: see text 
G = p[log(p/t) − log(P/T)]

W = p + 1
t + 2

A =
p + n′

T ; accuracy for this rule

p = number of positive examples covered by this rule (true positives)
n = number of negative examples covered by this rule (false negatives)
t = p + n; total number of examples covered by this rule
n′  = N – n; number of negative examples not covered by this rule (true negatives)
P = number of positive examples of this class
N = number of negative examples of this class 
T = P + N; total number of examples of this class 

Figure 6.4 (continued)
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undefined subtrees. To generate such a tree, the construction and pruning oper-
ations are integrated in order to find a “stable” subtree that can be simplified no
further. Once this subtree has been found, tree building ceases and a single rule
is read off.

The tree-building algorithm is summarized in Figure 6.5: it splits a set of
instances recursively into a partial tree. The first step chooses a test and divides
the instances into subsets accordingly. The choice is made using the same infor-
mation-gain heuristic that is normally used for building decision trees (Section
4.3). Then the subsets are expanded in increasing order of their average entropy.
The reason for this is that the later subsets will most likely not end up being
expanded, and a subset with low average entropy is more likely to result in a
small subtree and therefore produce a more general rule. This proceeds recur-
sively until a subset is expanded into a leaf, and then continues further by back-
tracking. But as soon as an internal node appears that has all its children
expanded into leaves, the algorithm checks whether that node is better replaced
by a single leaf. This is just the standard subtree replacement operation of
decision tree pruning (Section 6.1). If replacement is performed the algorithm
backtracks in the standard way, exploring siblings of the newly replaced node.
However, if during backtracking a node is encountered all of whose children are
not leaves—and this will happen as soon as a potential subtree replacement is
not performed—then the remaining subsets are left unexplored and the corre-
sponding subtrees are left undefined. Because of the recursive structure of the
algorithm, this event automatically terminates tree generation.

Figure 6.6 shows a step-by-step example. During the stages in Figure 6.6(a)
through (c), tree building continues recursively in the normal way—except that
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Expand-subset (S):

  Choose a test T and use it to split the set of examples into subsets

  Sort subsets into increasing order of average entropy

  while (there is a subset X that has not yet been expanded

         AND all subsets expanded so far are leaves)

    expand-subset(X)

  if (all the subsets expanded are leaves

      AND estimated error for subtree ≥ estimated error for node)
    undo expansion into subsets and make node a leaf

Figure 6.5 Algorithm for expanding examples into a partial tree.
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at each point the lowest-entropy sibling is chosen for expansion: node 3 
between stages (a) and (b). Gray elliptical nodes are as yet unexpanded; rec-
tangular ones are leaves. Between stages (b) and (c), the rectangular node will
have lower entropy than its sibling, node 5, but cannot be expanded further
because it is a leaf. Backtracking occurs and node 5 is chosen for expansion.
Once stage (c) is reached, there is a node—node 5—that has all of its children
expanded into leaves, and this triggers pruning. Subtree replacement for node
5 is considered and accepted, leading to stage (d). Then node 3 is considered for
subtree replacement, and this operation is again accepted. Backtracking con-
tinues, and node 4, having lower entropy than node 2, is expanded into two
leaves. Now subtree replacement is considered for node 4: suppose that node 4
is not replaced. At this point, the process terminates with the three-leaf partial
tree of stage (e).

If the data is noise-free and contains enough instances to prevent the algo-
rithm from doing any pruning, just one path of the full decision tree has to be
explored. This achieves the greatest possible performance gain over the naïve

2 3

1

4

(a)

5

2 3

1

4

(b)

5

2 3

1

4

(c)

2 3

1

4

(d)

Figure 6.6 Example of building a partial tree.
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(e)
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method that builds a full decision tree each time. The gain decreases as more
pruning takes place. For datasets with numeric attributes, the asymptotic time
complexity of the algorithm is the same as building the full decision tree,
because in this case the complexity is dominated by the time required to sort
the attribute values in the first place.

Once a partial tree has been built, a single rule is extracted from it. Each leaf
corresponds to a possible rule, and we seek the “best” leaf of those subtrees 
(typically a small minority) that have been expanded into leaves. Experiments
show that it is best to aim at the most general rule by choosing the leaf that
covers the greatest number of instances.

When a dataset contains missing values, they can be dealt with exactly as they
are when building decision trees. If an instance cannot be assigned to any given
branch because of a missing attribute value, it is assigned to each of the branches
with a weight proportional to the number of training instances going down that
branch, normalized by the total number of training instances with known values
at the node. During testing, the same procedure is applied separately to each
rule, thus associating a weight with the application of each rule to the test
instance. That weight is deducted from the instance’s total weight before it is
passed to the next rule in the list. Once the weight has reduced to zero, the pre-
dicted class probabilities are combined into a final classification according to
the weights.

This yields a simple but surprisingly effective method for learning decision
lists for noisy data. Its main advantage over other comprehensive rule-
generation schemes is simplicity, because other methods require a complex
global optimization stage to achieve the same level of performance.

Rules with exceptions
In Section 3.5 we learned that a natural extension of rules is to allow them to
have exceptions, and exceptions to the exceptions, and so on—indeed the whole
rule set can be considered as exceptions to a default classification rule that is
used when no other rules apply. The method of generating a “good” rule, using
one of the measures described in the previous section, provides exactly the
mechanism needed to generate rules with exceptions.

First, a default class is selected for the top-level rule: it is natural to use the
class that occurs most frequently in the training data. Then, a rule is found per-
taining to any class other than the default one. Of all such rules it is natural to
seek the one with the most discriminatory power, for example, the one with the
best evaluation on a test set. Suppose this rule has the form

if <condition> then class = <new class>

2 1 0 CHAPTER 6 | IMPLEMENTATIONS: REAL MACHINE LEARNING SCHEMES

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 210



6.2 CLASSIFICATION RULES 2 1 1

It is used to split the training data into two subsets: one containing all instances
for which the rule’s condition is true and the other containing those for which
it is false. If either subset contains instances of more than one class, the algo-
rithm is invoked recursively on that subset. For the subset for which the condi-
tion is true, the “default class” is the new class as specified by the rule;
for the subset for which the condition is false, the default class remains as it was
before.

Let’s examine how this algorithm would work for the rules with exceptions
given in Section 3.5 for the Iris data of Table 1.4. We will represent the rules in
the graphical form shown in Figure 6.7, which is in fact equivalent to the textual
rules we gave in Figure 3.5. The default of Iris setosa is the entry node at the top
left. Horizontal, dotted paths show exceptions, so the next box, which contains
a rule that concludes Iris versicolor, is an exception to the default. Below this is
an alternative, a second exception—alternatives are shown by vertical, solid
lines—leading to the conclusion Iris virginica. Following the upper path along
horizontally leads to an exception to the Iris versicolor rule that overrides it
whenever the condition in the top right box holds, with the conclusion Iris vir-
ginica. Below this is an alternative, leading (as it happens) to the same conclu-
sion. Returning to the box at bottom center, this has its own exception, the lower
right box, which gives the conclusion Iris versicolor. The numbers at the lower
right of each box give the “coverage” of the rule, expressed as the number of

--> Iris setosa
         50/150

petal length ≥ 2.45
petal width < 1.75
petal length < 5.35

petal length ≥ 4.95
petal width < 1.55

sepal length < 4.95
sepal width ≥ 2.45

petal length < 4.85
sepal length < 5.95vpetal length ≥ 3.35

--> Iris versicolor
49/52

--> Iris virginica
2/2

--> Iris virginica
1/1

--> Iris virginica
47/48

--> Iris versicolor
1/1

Exceptions are
represented as
dotted paths, 
alternatives as
solid ones.

Figure 6.7 Rules with exceptions for the iris data.
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examples that satisfy it divided by the number that satisfy its condition but not
its conclusion. For example, the condition in the top center box applies to 52 of
the examples, and 49 of them are Iris versicolor. The strength of this represen-
tation is that you can get a very good feeling for the effect of the rules from the
boxes toward the left-hand side; the boxes at the right cover just a few excep-
tional cases.

To create these rules, the default is first set to Iris setosa by taking the most
frequently occurring class in the dataset. This is an arbitrary choice because for
this dataset all classes occur exactly 50 times; as shown in Figure 6.7 this default
“rule” is correct in 50 of 150 cases. Then the best rule that predicts another class
is sought. In this case it is

if petal length ≥ 2.45 and petal length < 5.355 

and petal width < 1.75 then Iris versicolor

This rule covers 52 instances, of which 49 are Iris versicolor. It divides the dataset
into two subsets: the 52 instances that do satisfy the condition of the rule and
the remaining 98 that do not.

We work on the former subset first. The default class for these instances is
Iris versicolor: there are only three exceptions, all of which happen to be Iris 
virginica. The best rule for this subset that does not predict Iris versicolor is 
identified next:

if petal length ≥ 4.95 and petal width < 1.55 then Iris virginica

It covers two of the three Iris virginicas and nothing else. Again it divides the
subset into two: those instances that satisfy its condition and those that do 
not. Fortunately, in this case, all instances that satisfy the condition do 
indeed have the class Iris virginica, so there is no need for a further exception.
However, the remaining instances still include the third Iris virginica, along with
49 Iris versicolors, which are the default at this point. Again the best rule is
sought:

if sepal length < 4.95 and sepal width ≥ 2.45 then Iris virginica

This rule covers the remaining Iris virginica and nothing else, so it also has no
exceptions. Furthermore, all remaining instances in the subset that do not satisfy
its condition have the class Iris versicolor, which is the default, so no more needs
to be done.

Return now to the second subset created by the initial rule, the instances that
do not satisfy the condition

petal length ≥ 2.45 and petal length < 5.355 and petal width < 1.75
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Of the rules for these instances that do not predict the default class Iris setosa,
the best is

if petal length ≥ 3.35 then Iris virginica

It covers all 47 Iris virginicas that are in the example set (3 were removed by the
first rule, as explained previously). It also covers 1 Iris versicolor. This needs to
be taken care of as an exception, by the final rule:

if petal length < 4.85 and sepal length < 5.95 then Iris versicolor

Fortunately, the set of instances that do not satisfy its condition are all the
default, Iris setosa. Thus the procedure is finished.

The rules that are produced have the property that most of the examples are
covered by the high-level rules and the lower-level ones really do represent
exceptions. For example, the last exception clause in the preceding rules and the
deeply nested else clause both cover a solitary example, and removing them
would have little effect. Even the remaining nested exception rule covers only
two examples. Thus one can get an excellent feeling for what the rules do by
ignoring all the deeper structure and looking only at the first level or two. That
is the attraction of rules with exceptions.

Discussion
All algorithms for producing classification rules that we have described use the
basic covering or separate-and-conquer approach. For the simple, noise-free
case this produces PRISM (Cendrowska 1987), an algorithm that is simple and
easy to understand. When applied to two-class problems with the closed world
assumption, it is only necessary to produce rules for one class: then the rules
are in disjunctive normal form and can be executed on test instances without
any ambiguity arising. When applied to multiclass problems, a separate rule set
is produced for each class: thus a test instance may be assigned to more than
one class, or to no class, and further heuristics are necessary if a unique pre-
diction is sought.

To reduce overfitting in noisy situations, it is necessary to produce rules that
are not “perfect” even on the training set. To do this it is necessary to have a
measure for the “goodness,” or worth, of a rule. With such a measure it is then
possible to abandon the class-by-class approach of the basic covering algorithm
and start by generating the very best rule, regardless of which class it predicts,
and then remove all examples covered by this rule and continue the process.
This yields a method for producing a decision list rather than a set of inde-
pendent classification rules, and decision lists have the important advantage that
they do not generate ambiguities when interpreted.

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 213



The idea of incremental reduced-error pruning is due to Fürnkranz 
and Widmer (1994) and forms the basis for fast and effective rule induction.
The RIPPER rule learner is due to Cohen (1995), although the published
description appears to differ from the implementation in precisely how 
the description length (DL) affects the stopping condition. What we have pre-
sented here is the basic idea of the algorithm; there are many more details in
the implementation.

The whole question of measuring the value of a rule has not yet been satis-
factorily resolved. Many different measures have been proposed, some blatantly
heuristic and others based on information-theoretical or probabilistic grounds.
However, there seems to be no consensus on what the best measure to use is.
An extensive theoretical study of various criteria has been performed by
Fürnkranz and Flach (2005).

The rule-learning method based on partial decision trees was developed by
Frank and Witten (1998). It produces rule sets that are as accurate as those gen-
erated by C4.5 and more accurate than other fast rule-induction methods.
However, its main advantage over other schemes is not performance but sim-
plicity: by combining the top-down decision tree induction method with sepa-
rate-and-conquer rule learning, it produces good rule sets without any need for
global optimization.

The procedure for generating rules with exceptions was developed as an
option in the Induct system by Gaines and Compton (1995), who called them
ripple-down rules. In an experiment with a large medical dataset (22,000
instances, 32 attributes, and 60 classes), they found that people can understand
large systems of rules with exceptions more readily than equivalent systems of
regular rules because that is the way that they think about the complex medical
diagnoses that are involved. Richards and Compton (1998) describe their role
as an alternative to classic knowledge engineering.

6.3 Extending linear models
Section 4.6 described how simple linear models can be used for classification in
situations where all attributes are numeric. Their biggest disadvantage is that
they can only represent linear boundaries between classes, which makes them
too simple for many practical applications. Support vector machines use linear
models to implement nonlinear class boundaries. (Although it is a widely 
used term, support vector machines is something of a misnomer: these are 
algorithms, not machines.) How can this be possible? The trick is easy: trans-
form the input using a nonlinear mapping; in other words, transform the
instance space into a new space. With a nonlinear mapping, a straight line in
the new space doesn’t look straight in the original instance space. A linear model
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constructed in the new space can represent a nonlinear decision boundary in
the original space.

Imagine applying this idea directly to the ordinary linear models in Section
4.6. For example, the original set of attributes could be replaced by one giving
all products of n factors that can be constructed from these attributes. An
example for two attributes, including all products with three factors, is

Here, x is the outcome, a1 and a2 are the two attribute values, and there are four
weights wi to be learned. As described in Section 4.6, the result can be used for
classification by training one linear system for each class and assigning an
unknown instance to the class that gives the greatest output x—the standard
technique of multiresponse linear regression. Then, a1 and a2 will be the attrib-
ute values for the test instance. To generate a linear model in the space spanned
by these products, each training instance is mapped into the new space by 
computing all possible three-factor products of its two attribute values. The
learning algorithm is then applied to the transformed instances. To classify an
instance, it is processed by the same transformation prior to classification. There
is nothing to stop us from adding in more synthetic attributes. For example, if
a constant term were included, the original attributes and all two-factor prod-
ucts of them would yield a total of eight weights to be learned. (Alternatively,
adding an additional attribute whose value was always a constant would have
the same effect.) Indeed, polynomials of sufficiently high degree can approxi-
mate arbitrary decision boundaries to any required accuracy.

It seems too good to be true—and it is. As you will probably have guessed,
problems arise with this procedure because of the large number of coefficients
introduced by the transformation in any realistic setting. The first snag is com-
putational complexity. With 10 attributes in the original dataset, suppose we
want to include all products with five factors: then the learning algorithm will
have to determine more than 2000 coefficients. If its run time is cubic in the
number of attributes, as it is for linear regression, training will be infeasible.
That is a problem of practicality. The second problem is one of principle: over-
fitting. If the number of coefficients is large relative to the number of training
instances, the resulting model will be “too nonlinear”—it will overfit the train-
ing data. There are just too many parameters in the model.

The maximum margin hyperplane
Support vector machines solve both problems. They are based on an algorithm
that finds a special kind of linear model: the maximum margin hyperplane. We
already know what a hyperplane is—it’s just another word for a linear model.
To visualize a maximum margin hyperplane, imagine a two-class dataset whose

x w a w a a w a a w a= + + +1 1
3

2 1
2

2 3 1 2
2

4 2
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classes are linearly separable; that is, there is a hyperplane in instance space that
classifies all training instances correctly. The maximum margin hyperplane is
the one that gives the greatest separation between the classes—it comes no closer
to either than it has to. An example is shown in Figure 6.8, in which the classes
are represented by open and filled circles, respectively. Technically, the convex
hull of a set of points is the tightest enclosing convex polygon: its outline
emerges when you connect every point of the set to every other point. Because
we have supposed that the two classes are linearly separable, their convex hulls
cannot overlap. Among all hyperplanes that separate the classes, the maximum
margin hyperplane is the one that is as far away as possible from both convex
hulls—it is the perpendicular bisector of the shortest line connecting the hulls,
which is shown dashed in the figure.

The instances that are closest to the maximum margin hyperplane—the ones
with minimum distance to it—are called support vectors. There is always at least
one support vector for each class, and often there are more. The important thing
is that the set of support vectors uniquely defines the maximum margin hyper-
plane for the learning problem. Given the support vectors for the two classes,
we can easily construct the maximum margin hyperplane. All other training
instances are irrelevant—they can be deleted without changing the position and
orientation of the hyperplane.

A hyperplane separating the two classes might be written

x w w a w a= + +0 1 1 2 2
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in the two-attribute case, where a1 and a2 are the attribute values, and there are
three weights wi to be learned. However, the equation defining the maximum
margin hyperplane can be written in another form, in terms of the support
vectors. Write the class value y of a training instance as either 1 (for yes, it is 
in this class) or -1 (for no, it is not). Then the maximum margin hyperplane 
is

Here, yi is the class value of training instance a(i); while b and ai are numeric
parameters that have to be determined by the learning algorithm. Note that a(i)
and a are vectors. The vector a represents a test instance—just as the vector 
[a1, a2] represented a test instance in the earlier formulation. The vectors a(i)
are the support vectors, those circled in Figure 6.8; they are selected members
of the training set. The term a(i)◊a represents the dot product of the test instance
with one of the support vectors. If you are not familiar with dot product nota-
tion, you should still be able to understand the gist of what follows: just think
of a(i) as the whole set of attribute values for the ith support vector. Finally, b
and ai are parameters that determine the hyperplane, just as the weights w0, w1,
and w2 are parameters that determine the hyperplane in the earlier formulation.

It turns out that finding the support vectors for the instance sets and deter-
mining the parameters b and ai belongs to a standard class of optimization
problems known as constrained quadratic optimization. There are off-the-shelf
software packages for solving these problems (see Fletcher 1987 for a com-
prehensive and practical account of solution methods). However, the com-
putational complexity can be reduced, and learning can be accelerated, if
special-purpose algorithms for training support vector machines are applied—
but the details of these algorithms lie beyond the scope of this book (Platt 1998).

Nonlinear class boundaries
We motivated the introduction of support vector machines by claiming that
they can be used to model nonlinear class boundaries. However, so far we have
only described the linear case. Consider what happens when an attribute trans-
formation, as described previously, is applied to the training data before deter-
mining the maximum margin hyperplane. Recall that there are two problems
with the straightforward application of such transformations to linear models:
infeasible computational complexity on the one hand and overfitting on the
other.

With support vectors, overfitting is unlikely to occur. The reason is that it is
inevitably associated with instability: changing one or two instance vectors will
make sweeping changes to large sections of the decision boundary. But the

x b y ii i
i

= + ( ) ◊Âa a a
 is support vector

.
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maximum margin hyperplane is relatively stable: it only moves if training
instances are added or deleted that are support vectors—and this is true even
in the high-dimensional space spanned by the nonlinear transformation. Over-
fitting is caused by too much flexibility in the decision boundary. The support
vectors are global representatives of the whole set of training points, and there
are usually few of them, which gives little flexibility. Thus overfitting is unlikely
to occur.

What about computational complexity? This is still a problem. Suppose that
the transformed space is a high-dimensional one so that the transformed
support vectors and test instance have many components. According to the pre-
ceding equation, every time an instance is classified its dot product with all
support vectors must be calculated. In the high-dimensional space produced by
the nonlinear mapping this is rather expensive. Obtaining the dot product
involves one multiplication and one addition for each attribute, and the number
of attributes in the new space can be huge. This problem occurs not only during
classification but also during training, because the optimization algorithms have
to calculate the same dot products very frequently.

Fortunately, it turns out that it is possible to calculate the dot product before
the nonlinear mapping is performed, on the original attribute set. A high-
dimensional version of the preceding equation is simply

where n is chosen as the number of factors in the transformation (three in the
example we used earlier). If you expand the term (a(i)◊a)n, you will find that it
contains all the high-dimensional terms that would have been involved if the
test and training vectors were first transformed by including all products of n
factors and the dot product was taken of the result. (If you actually do the cal-
culation, you will notice that some constant factors—binomial coefficients—
are introduced. However, these do not matter: it is the dimensionality of the
space that concerns us; the constants merely scale the axes.) Because of this
mathematical equivalence, the dot products can be computed in the original
low-dimensional space, and the problem becomes feasible. In implementation
terms, you take a software package for constrained quadratic optimization and
every time a(i)◊a is evaluated you evaluate (a(i)◊a)n instead. It’s as simple as that,
because in both the optimization and the classification algorithms these vectors
are only ever used in this dot product form. The training vectors, including the
support vectors, and the test instance all remain in the original low-dimensional
space throughout the calculations.

The function (x◊y)n, which computes the dot product of two vectors x and 
y and raises the result to the power n, is called a polynomial kernel. A good 

x b y ii i
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way of choosing the value of n is to start with 1 (a linear model) and incre-
ment it until the estimated error ceases to improve. Usually, quite small values
suffice.

Other kernel functions can be used instead to implement different nonlinear
mappings. Two that are often suggested are the radial basis function (RBF) kernel
and the sigmoid kernel. Which one produces the best results depends on the
application, although the differences are rarely large in practice. It is interesting
to note that a support vector machine with the RBF kernel is simply a type of
neural network called an RBF network (which we describe later), and one with
the sigmoid kernel implements another type of neural network, a multilayer
perceptron with one hidden layer (also described later).

Throughout this section, we have assumed that the training data is linearly
separable—either in the instance space or in the new space spanned by the non-
linear mapping. It turns out that support vector machines can be generalized to
the case where the training data is not separable. This is accomplished by placing
an upper bound on the preceding coefficients ai. Unfortunately, this parameter
must be chosen by the user, and the best setting can only be determined by
experimentation. Also, in all but trivial cases, it is not possible to determine a
priori whether the data is linearly separable or not.

Finally, we should mention that compared with other methods such as deci-
sion tree learners, even the fastest training algorithms for support vector
machines are slow when applied in the nonlinear setting. On the other hand,
they often produce very accurate classifiers because subtle and complex deci-
sion boundaries can be obtained.

Support vector regression
The concept of a maximum margin hyperplane only applies to classification.
However, support vector machine algorithms have been developed for numeric
prediction that share many of the properties encountered in the classification
case: they produce a model that can usually be expressed in terms of a few
support vectors and can be applied to nonlinear problems using kernel func-
tions. As with regular support vector machines, we will describe the concepts
involved but do not attempt to describe the algorithms that actually perform the
work.

As with linear regression, covered in Section 4.6, the basic idea is to find a
function that approximates the training points well by minimizing the predic-
tion error. The crucial difference is that all deviations up to a user-specified
parameter e are simply discarded. Also, when minimizing the error, the risk of
overfitting is reduced by simultaneously trying to maximize the flatness of the
function. Another difference is that what is minimized is normally the predic-
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tions’ absolute error instead of the squared error used in linear regression.
(There are, however, versions of the algorithm that use the squared error
instead.)

A user-specified parameter e defines a tube around the regression function
in which errors are ignored: for linear support vector regression, the tube is a
cylinder. If all training points can fit within a tube of width 2e, the algorithm
outputs the function in the middle of the flattest tube that encloses them. In
this case the total perceived error is zero. Figure 6.9(a) shows a regression
problem with one attribute, a numeric class, and eight instances. In this case e
was set to 1, so the width of the tube around the regression function (indicated
by dotted lines) is 2. Figure 6.9(b) shows the outcome of the learning process
when e is set to 2. As you can see, the wider tube makes it possible to learn a
flatter function.

The value of e controls how closely the function will fit the training data. Too
large a value will produce a meaningless predictor—in the extreme case, when
2e exceeds the range of class values in the training data, the regression line is
horizontal and the algorithm just predicts the mean class value. On the other
hand, for small values of e there may be no tube that encloses all the data. In
that case some training points will have nonzero error, and there will be a trade-
off between the prediction error and the tube’s flatness. In Figure 6.9(c), e was
set to 0.5 and there is no tube of width 1 that encloses all the data.

For the linear case, the support vector regression function can be written

As with classification, the dot product can be replaced by a kernel function for
nonlinear problems. The support vectors are all those points that do not fall
strictly within the tube—that is, the points outside the tube and on its border.
As with classification, all other points have coefficient 0 and can be deleted from
the training data without changing the outcome of the learning process. In con-
trast to the classification case, the ai may be negative.

We have mentioned that as well as minimizing the error, the algorithm simul-
taneously tries to maximize the flatness of the regression function. In Figure
6.9(a) and (b), where there is a tube that encloses all the training data, the algo-
rithm simply outputs the flattest tube that does so. However, in Figure 6.9(c)
there is no tube with error 0, and a tradeoff is struck between the prediction
error and the tube’s flatness. This tradeoff is controlled by enforcing an upper
limit C on the absolute value of the coefficients ai. The upper limit restricts the
influence of the support vectors on the shape of the regression function and is
a parameter that the user must specify in addition to e. The larger C is, the more
closely the function can fit the data. In the degenerate case e = 0 the algorithm
simply performs least-absolute-error regression under the coefficient size con-
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Figure 6.9 Support vector regression: (a) e = 1, (b) e = 2, and (c) e = 0.5.
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straint, and all training instances become support vectors. Conversely, if e is
large enough that the tube can enclose all the data, the error becomes zero, there
is no tradeoff to make, and the algorithm outputs the flattest tube that encloses
the data irrespective of the value of C.

The kernel perceptron
In Section 4.6 we introduced the perceptron algorithm for learning a linear clas-
sifier. It turns out that the kernel trick can also be used to upgrade this algo-
rithm to learn nonlinear decision boundaries. To see this, we first revisit the
linear case. The perceptron algorithm repeatedly iterates through the training
data instance by instance and updates the weight vector every time one of these
instances is misclassified based on the weights learned so far. The weight vector
is updated simply by adding or subtracting the instance’s attribute values to or
from it. This means that the final weight vector is just the sum of the instances
that have been misclassified. The perceptron makes its predictions based on
whether

is greater or less than zero—where wi is the weight for the ith attribute and ai

the corresponding attribute value of the instance that we wish to classify.
Instead, we could use

Here, a¢( j) is the jth misclassified training instance, a¢( j)i is its ith attribute value,
and y( j) is its class value (either +1 or -1). To implement this we no longer keep
track of an explicit weight vector: we simply store the instances misclassified so
far and use the preceding expression to make a prediction.

It looks like we’ve gained nothing—in fact, the algorithm is much slower
because it iterates through all misclassified training instances every time a pre-
diction is made. However, closer inspection of this formula reveals that it can
be expressed in terms of dot products between instances. First, swap the sum-
mation signs to yield

The second sum is just a dot product between two instances and can be written
as

y j j
j

( ) ¢( ) ◊Â a a.

y j a j ai iij
( ) ¢( )ÂÂ .

y j a j ai iji
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This rings a bell! A similar expression for support vector machines enabled the
use of kernels. Indeed, we can apply exactly the same trick here and use a kernel
function instead of the dot product. Writing this function as K(. . .) gives

In this way the perceptron algorithm can learn a nonlinear classifier simply by
keeping track of the instances that have been misclassified during the training
process and using this expression to form each prediction.

If a separating hyperplane exists in the high-dimensional space implicitly
created by the kernel function, this algorithm will learn one. However, it won’t
learn the maximum margin hyperplane found by a support vector machine clas-
sifier. This means that classification performance is usually worse. On the plus
side, the algorithm is easy to implement and supports incremental learning.

This classifier is called the kernel perceptron. It turns out that all sorts of algo-
rithms for learning linear models can be upgraded by applying the kernel trick
in a similar fashion. For example, logistic regression can be turned into kernel
logistic regression. The same applies to regression problems: linear regression can
also be upgraded using kernels. A drawback of these advanced methods for
linear and logistic regression (if they are done in a straightforward manner) is
that the solution is not “sparse”: every training instance contributes to the solu-
tion vector. In support vector machines and the kernel perceptron, only some
of the training instances affect the solution, and this can make a big difference
to computational efficiency.

The solution vector found by the perceptron algorithm depends greatly on
the order in which the instances are encountered. One way to make the algo-
rithm more stable is to use all the weight vectors encountered during learning,
not just the final one, letting them vote on a prediction. Each weight vector con-
tributes a certain number of votes. Intuitively, the “correctness” of a weight
vector can be measured roughly as the number of successive trials after its incep-
tion in which it correctly classified subsequent instances and thus didn’t have to
be changed. This measure can be used as the number of votes given to the weight
vector, giving an algorithm known as the voted perceptron that performs almost
as well as a support vector machine. (Note that, as previously mentioned, the
various weight vectors in the voted perceptron don’t need to be stored explic-
itly, and the kernel trick can be applied here too.)

Multilayer perceptrons
Using a kernel is not the only way to create a nonlinear classifier based on the
perceptron. In fact, kernel functions are a recent development in machine 

y j K j
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learning. Previously, neural network proponents used a different approach 
for nonlinear classification: they connected many simple perceptron-like 
models in a hierarchical structure. This can represent nonlinear decision 
boundaries.

Section 4.6 explained that a perceptron represents a hyperplane in instance
space. We mentioned there that it is sometimes described as an artificial
“neuron.” Of course, human and animal brains successfully undertake very
complex classification tasks—for example, image recognition. The functional-
ity of each individual neuron in a brain is certainly not sufficient to perform
these feats. How can they be solved by brain-like structures? The answer lies in
the fact that the neurons in the brain are massively interconnected, allowing a
problem to be decomposed into subproblems that can be solved at the neuron
level. This observation inspired the development of networks of artificial
neurons—neural nets.

Consider the simple datasets in Figure 6.10. Figure 6.10(a) shows a two-
dimensional instance space with four instances that have classes 0 and 1, repre-
sented by white and black dots, respectively. No matter how you draw a straight
line through this space, you will not be able to find one that separates all the
black points from all the white ones. In other words, the problem is not linearly
separable, and the simple perceptron algorithm will fail to generate a separat-
ing hyperplane (in this two-dimensional instance space a hyperplane is just a
straight line). The situation is different in Figure 6.10(b) and Figure 6.10(c):
both these problems are linearly separable. The same holds for Figure 
6.10(d), which shows two points in a one-dimensional instance space (in the
case of one dimension the separating hyperplane degenerates to a separating
point).

If you are familiar with propositional logic, you may have noticed that the
four situations in Figure 6.10 correspond to four types of logical connectives.
Figure 6.10(a) represents a logical XOR, where the class is 1 if and only if exactly
one of the attributes has value 1. Figure 6.10(b) represents logical AND, where
the class is 1 if and only if both attributes have value 1. Figure 6.10(c) repre-
sents OR, where the class is 0 only if both attributes have value 0. Figure 6.10(d)
represents NOT, where the class is 0 if and only if the attribute has value 1.
Because the last three are linearly separable, a perceptron can represent AND,
OR, and NOT. Indeed, perceptrons for the corresponding datasets are shown in
Figure 6.10(f) through (h) respectively. However, a simple perceptron cannot
represent XOR, because that is not linearly separable. To build a classifier for
this type of problem a single perceptron is not sufficient: we need several of
them.

Figure 6.10(e) shows a network with three perceptrons, or units, labeled A,
B, and C. The first two are connected to what is sometimes called the input layer
of the network, representing the attributes in the data. As in a simple percep-
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Figure 6.10 Example datasets and corresponding perceptrons.
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tron, the input layer has an additional constant input called the bias. However,
the third unit does not have any connections to the input layer. Its input con-
sists of the output of units A and B (either 0 or 1) and another constant bias
unit. These three units make up the hidden layer of the multilayer perceptron.
They are called “hidden” because the units have no direct connection to the envi-
ronment. This layer is what enables the system to represent XOR. You can verify
this by trying all four possible combinations of input signals. For example,
if attribute a1 has value 1 and a2 has value 1, then unit A will output 1 (because
1 ¥ 1 + 1 ¥ 1 - 0.5 ¥ 1 > 0), unit B will output 0 (because -1 ¥ 1 + -1 ¥ 1 + 1.5
¥ 1 < 0), and unit C will output 0 (because 1 ¥ 1 + 1 ¥ 0 + -1.5 ¥ 1 < 0).
This is the correct answer. Closer inspection of the behavior of the three units
reveals that the first one represents OR, the second represents NAND (NOT
combined with AND), and the third represents AND. Together they represent
the expression (a1 OR a2) AND (a1 NAND a3), which is precisely the definition
of XOR.

As this example illustrates, any expression from propositional calculus can be
converted into a multilayer perceptron, because the three connectives AND, OR,
and NOT are sufficient for this and we have seen how each can be represented
using a perceptron. Individual units can be connected together to form arbi-
trarily complex expressions. Hence, a multilayer perceptron has the same
expressive power as, say, a decision tree. In fact, it turns out that a two-layer per-
ceptron (not counting the input layer) is sufficient. In this case, each unit in the
hidden layer corresponds to a variant of AND—a variant because we assume
that it may negate some of the inputs before forming the conjunction—joined
by an OR that is represented by a single unit in the output layer. In other words,
each node in the hidden layer has the same role as a leaf in a decision tree or a
single rule in a set of decision rules.

The big question is how to learn a multilayer perceptron. There are two
aspects to the problem: learning the structure of the network and learning the
connection weights. It turns out that there is a relatively simple algorithm for
determining the weights given a fixed network structure. This algorithm is called
backpropagation and is described in the next section. However, although there
are many algorithms that attempt to identify network structure, this aspect of
the problem is commonly solved through experimentation—perhaps combined
with a healthy dose of expert knowledge. Sometimes the network can be 
separated into distinct modules that represent identifiable subtasks (e.g., recog-
nizing different components of an object in an image recognition problem),
which opens up a way of incorporating domain knowledge into the learning
process. Often a single hidden layer is all that is necessary, and an appropriate
number of units for that layer is determined by maximizing the estimated 
accuracy.

2 2 6 CHAPTER 6 | IMPLEMENTATIONS: REAL MACHINE LEARNING SCHEMES

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 226



6.3 EXTENDING LINEAR MODELS 2 2 7

Backpropagation
Suppose that we have some data and seek a multilayer perceptron that is an
accurate predictor for the underlying classification problem. Given a fixed
network structure, we must determine appropriate weights for the connections
in the network. In the absence of hidden layers, the perceptron learning rule
from Section 4.6 can be used to find suitable values. But suppose there are
hidden units. We know what the output unit should predict, and could adjust
the weights of the connections leading to that unit based on the perceptron rule.
But the correct outputs for the hidden units are unknown, so the rule cannot
be applied there.

It turns out that, roughly speaking, the solution is to modify the weights of
the connections leading to the hidden units based on the strength of each unit’s
contribution to the final prediction. There is a standard mathematical opti-
mization algorithm, called gradient descent, which achieves exactly that. Unfor-
tunately, it requires taking derivatives, and the step function that the simple
perceptron uses to convert the weighted sum of the inputs into a 0/1 prediction
is not differentiable. We need to see whether the step function can be replaced
with something else.

Figure 6.11(a) shows the step function: if the input is smaller than zero, it
outputs zero; otherwise, it outputs one. We want a function that is similar in
shape but differentiable. A commonly used replacement is shown in Figure
6.11(b). In neural networks terminology it is called the sigmoid function, and it
is defined by

We encountered it in Section 4.6 when we described the logit transform used
in logistic regression. In fact, learning a multilayer perceptron is closely related
to logistic regression.

To apply the gradient descent procedure, the error function—the thing that
is to be minimized by adjusting the weights—must also be differentiable. The
number of misclassifications—measured by the discrete 0–1 loss mentioned in
Section 5.6—does not fulfill this criterion. Instead, multilayer perceptrons are
usually trained by minimizing the squared error of the network’s output,
essentially treating it as an estimate of the class probability. (Other loss func-
tions are also applicable. For example, if the likelihood is used instead of
the squared error, learning a sigmoid-based perceptron is identical to logistic
regression.)

We work with the squared-error loss function because it is most widely used.
For a single training instance, it is

f x
e x

( ) =
+ -

1

1
.
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where f(x) is the network’s prediction obtained from the output unit and y is
the instance’s class label (in this case, it is assumed to be either 0 or 1). The factor
1/2 is included just for convenience, and will drop out when we start taking
derivatives.

E y f x= - ( )( )1

2
2
,

0

0.2

0.4

0.6

0.8

1

-10 -5 0 5 10
(a)

0

0.2

0.4

0.6

0.8

1

-10 -5 0 5 10
(b)

Figure 6.11 Step versus sigmoid: (a) step function and (b) sigmoid function.
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Gradient descent exploits information given by the derivative of the function
that is to be minimized—in this case, the error function. As an example, con-
sider a hypothetical error function that happens to be identical to x2 + 1, shown
in Figure 6.12. The X-axis represents a hypothetical parameter that is to be opti-
mized. The derivative of x2 + 1 is simply 2x. The crucial observation is that,
based on the derivative, we can figure out the slope of the function at any par-
ticular point. If the derivative is negative the function slopes downward to the
right; if it is positive, it slopes downward to the left; and the size of the deriva-
tive determines how steep the decline is. Gradient descent is an iterative 
optimization procedure that uses this information to adjust a function’s 
parameters. It takes the value of the derivative, multiplies it by a small constant
called the learning rate, and subtracts the result from the current parameter
value. This is repeated for the new parameter value, and so on, until a minimum
is reached.

Returning to the example, assume that the learning rate is set to 0.1 and the
current parameter value x is 4. The derivative is double this—8 at this point.
Multiplying by the learning rate yields 0.8, and subtracting this from 4 gives 3.2,
which becomes the new parameter value. Repeating the process for 3.2, we get
2.56, then 2.048, and so on. The little crosses in Figure 6.12 show the values
encountered in this process. The process stops once the change in parameter
value becomes too small. In the example this happens when the value
approaches 0, the value corresponding to the location on the X-axis where the
minimum of the hypothetical error function is located.

0

5

10

15

20

-4 -2 0 2 4

Figure 6.12 Gradient descent using the error function x2 + 1.
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The learning rate determines the step size and hence how quickly the search
converges. If it is too large and the error function has several minima, the search
may overshoot and miss a minimum entirely, or it may oscillate wildly. If it is
too small, progress toward the minimum may be slow. Note that gradient
descent can only find a local minimum. If the function has several minima—
and error functions for multilayer perceptrons usually have many—it may not
find the best one. This is a significant drawback of standard multilayer percep-
trons compared with, for example, support vector machines.

To use gradient descent to find the weights of a multilayer perceptron, the
derivative of the squared error must be determined with respect to each param-
eter—that is, each weight in the network. Let’s start with a simple perceptron
without a hidden layer. Differentiating the preceding error function with respect
to a particular weight wi yields

Here, f(x) is the perceptron’s output and x is the weighted sum of the inputs.
To compute the second factor on the right-hand side, the derivative of the

sigmoid function f(x) is needed. It turns out that this has a particularly simple
form that can be written in terms of f(x) itself:

We use f ¢(x) to denote this derivative. But we seek the derivative with respect
to wi, not x. Because

the derivative of f(x) with respect to wi is

Plugging this back into the derivative of the error function yields

This expression gives all that is needed to calculate the change of weight wi

caused by a particular example vector a (extended by 1 to represent the bias, as
explained previously). Having repeated this computation for each training
instance, we add up the changes associated with a particular weight wi , multi-
ply by the learning rate, and subtract the result from wi’s current value.
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So far so good. But all this assumes that there is no hidden layer. With a
hidden layer, things get a little trickier. Suppose f(xi) is the output of the ith
hidden unit, wij is the weight of the connection from input j to the ith hidden
unit, and wi is the weight of the ith hidden unit to the output unit. The situa-
tion is depicted in Figure 6.13. As before, f(x) is the output of the single unit in
the output layer. The update rule for the weights wi is essentially the same as
above, except that ai is replaced by the output of the ith hidden unit:

However, to update the weights wij the corresponding derivatives must be cal-
culated. Applying the chain rule gives

The first two factors are the same as in the previous equation. To compute the
third factor, differentiate further. Because

dE

dw

dE

dx

dx

dw
y f x f x

dx

dwij ij ij
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Figure 6.13 Multilayer perceptron with a hidden layer.
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Furthermore,

This means that we are finished. Putting everything together yields an equation
for the derivative of the error function with respect to the weights wij:

As before, we calculate this value for every training instance, add up the changes
associated with a particular weight wij, multiply by the learning rate, and sub-
tract the outcome from the current value of wij.

This derivation applies to a perceptron with one hidden layer. If there are two
hidden layers, the same strategy can be applied a second time to update the
weights pertaining to the input connections of the first hidden layer, propagat-
ing the error from the output unit through the second hidden layer to the first
one. Because of this error propagation mechanism, this version of the generic
gradient descent strategy is called backpropagation.

We have tacitly assumed that the network’s output layer has just one unit,
which is appropriate for two-class problems. For more than two classes, a sep-
arate network could be learned for each class that distinguishes it from the
remaining classes. A more compact classifier can be obtained from a single
network by creating an output unit for each class, connecting every unit in the
hidden layer to every output unit. The squared error for a particular training
instance is the sum of squared errors taken over all output units. The same tech-
nique can be applied to predict several targets, or attribute values, simultane-
ously by creating a separate output unit for each one. Intuitively, this may give
better predictive accuracy than building a separate classifier for each class attrib-
ute if the underlying learning tasks are in some way related.

We have assumed that weights are only updated after all training instances
have been fed through the network and all the corresponding weight changes
have been accumulated. This is batch learning, because all the training data is
processed together. But exactly the same formulas can be used to update the
weights incrementally after each training instance has been processed. This is
called stochastic backpropagation because the overall error does not necessarily
decrease after every update and there is no guarantee that it will converge to a
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minimum. It can be used for online learning, in which new data arrives in a
continuous stream and every training instance is processed just once. In both
variants of backpropagation, it is often helpful to standardize the attributes to
have zero mean and unit standard deviation. Before learning starts, each weight
is initialized to a small, randomly chosen value based on a normal distribution
with zero mean.

Like any other learning scheme, multilayer perceptrons trained with back-
propagation may suffer from overfitting—especially if the network is much
larger than what is actually necessary to represent the structure of the underly-
ing learning problem. Many modifications have been proposed to alleviate this.
A very simple one, called early stopping, works like reduced-error pruning in
rule learners: a holdout set is used to decide when to stop performing further
iterations of the backpropagation algorithm. The error on the holdout set is
measured and the algorithm is terminated once the error begins to increase,
because that indicates overfitting to the training data. Another method,
called weight decay, adds to the error function a penalty term that consists 
of the squared sum of all weights in the network. This attempts to limit the
influence of irrelevant connections on the network’s predictions by penalizing
large weights that do not contribute a correspondingly large reduction in the
error.

Although standard gradient descent is the simplest technique for learning the
weights in a multilayer perceptron, it is by no means the most efficient one. In
practice, it tends to be rather slow. A trick that often improves performance is
to include a momentum term when updating weights: add to the new weight
change a small proportion of the update value from the previous iteration. This
smooths the search process by making changes in direction less abrupt. More
sophisticated methods use information obtained from the second derivative of
the error function as well; they can converge much more quickly. However, even
those algorithms can be very slow compared with other methods of classifica-
tion learning.

A serious disadvantage of multilayer perceptrons that contain hidden units
is that they are essentially opaque. There are several techniques that attempt to
extract rules from trained neural networks. However, it is unclear whether they
offer any advantages over standard rule learners that induce rule sets directly
from data—especially considering that this can generally be done much more
quickly than learning a multilayer perceptron in the first place.

Although multilayer perceptrons are the most prominent type of neural
network, many others have been proposed. Multilayer perceptrons belong to a
class of networks called feedforward networks because they do not contain any
cycles and the network’s output depends only on the current input instance.
Recurrent neural networks do have cycles. Computations derived from earlier
input are fed back into the network, which gives them a kind of memory.
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Radial basis function networks
Another popular type of feedforward network is the radial basis function (RBF)
network. It has two layers, not counting the input layer, and differs from a 
multilayer perceptron in the way that the hidden units perform computations.
Each hidden unit essentially represents a particular point in input space, and its
output, or activation, for a given instance depends on the distance between its
point and the instance—which is just another point. Intuitively, the closer these
two points, the stronger the activation. This is achieved by using a nonlinear
transformation function to convert the distance into a similarity measure. A
bell-shaped Gaussian activation function, whose width may be different for each
hidden unit, is commonly used for this purpose. The hidden units are called
RBFs because the points in instance space for which a given hidden unit pro-
duces the same activation form a hypersphere or hyperellipsoid. (In a multilayer
perceptron, this is a hyperplane.)

The output layer of an RBF network is the same as that of a multilayer per-
ceptron: it takes a linear combination of the outputs of the hidden units and—
in classification problems—pipes it through the sigmoid function.

The parameters that such a network learns are (a) the centers and widths of
the RBFs and (b) the weights used to form the linear combination of the outputs
obtained from the hidden layer. A significant advantage over multilayer per-
ceptrons is that the first set of parameters can be determined independently of
the second set and still produce accurate classifiers.

One way to determine the first set of parameters is to use clustering, without
looking at the class labels of the training instances at all. The simple k-means
clustering algorithm described in Section 4.8 can be applied, clustering each
class independently to obtain k basis functions for each class. Intuitively, the
resulting RBFs represent prototype instances. Then the second set of parame-
ters can be learned, keeping the first parameters fixed. This involves learning a
linear model using one of the techniques we have discussed (e.g., linear or logis-
tic regression). If there are far fewer hidden units than training instances, this
can be done very quickly.

A disadvantage of RBF networks is that they give every attribute the same
weight because all are treated equally in the distance computation. Hence they
cannot deal effectively with irrelevant attributes—in contrast to multilayer per-
ceptrons. Support vector machines share the same problem. In fact, support
vector machines with Gaussian kernels (i.e., “RBF kernels”) are a particular type
of RBF network, in which one basis function is centered on every training
instance, and the outputs are combined linearly by computing the maximum
margin hyperplane. This has the effect that only some RBFs have a nonzero
weight—the ones that represent the support vectors.
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Discussion
Support vector machines originated from research in statistical learning theory
(Vapnik 1999), and a good starting point for exploration is a tutorial by Burges
(1998). A general description, including generalization to the case in which the
data is not linearly separable, has been published by Cortes and Vapnik (1995).
We have introduced the standard version of support vector regression:
Schölkopf et al. (1999) present a different version that has one parameter instead
of two. Smola and Schölkopf (2004) provide an extensive tutorial on support
vector regression.

The (voted) kernel perceptron is due to Freund and Schapire (1999). Cris-
tianini and Shawe-Taylor (2000) provide a nice introduction to support vector
machines and other kernel-based methods, including the optimization theory
underlying the support vector learning algorithms. We have barely skimmed the
surface of these learning schemes, mainly because advanced mathematics lies
just beneath. The idea of using kernels to solve nonlinear problems has been
applied to many algorithms, for example, principal components analysis
(described in Section 7.3). A kernel is essentially a similarity function with
certain mathematical properties, and it is possible to define kernel functions
over all sorts of structures—for example, sets, strings, trees, and probability 
distributions. Shawe-Taylor and Cristianini (2004) cover kernel-based learning
in detail.

There is extensive literature on neural networks, and Bishop (1995) provides
an excellent introduction to both multilayer perceptrons and RBF networks.
Interest in neural networks appears to have declined since the arrival of support
vector machines, perhaps because the latter generally require fewer parameters
to be tuned to achieve the same (or greater) accuracy. However, multilayer per-
ceptrons have the advantage that they can learn to ignore irrelevant attributes,
and RBF networks trained using k-means can be viewed as a quick-and-dirty
method for finding a nonlinear classifier.

6.4 Instance-based learning
In Section 4.7 we saw how the nearest-neighbor rule can be used to implement
a basic form of instance-based learning. There are several practical problems
with this simple method. First, it tends to be slow for large training sets, because
the entire set must be searched for each test instance—unless sophisticated data
structures such as kD-trees or ball trees are used. Second, it performs badly with
noisy data, because the class of a test instance is determined by its single nearest
neighbor without any “averaging” to help to eliminate noise. Third, it performs
badly when different attributes affect the outcome to different extents—in the
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extreme case, when some attributes are completely irrelevant—because all
attributes contribute equally to the distance formula. Fourth, it does not
perform explicit generalization, although we intimated in Section 3.8 (and illus-
trated in Figure 3.8) that some instance-based learning systems do indeed
perform explicit generalization.

Reducing the number of exemplars
The plain nearest-neighbor rule stores a lot of redundant exemplars: it is almost
always completely unnecessary to save all the examples seen so far. A simple
variant is to classify each example with respect to the examples already seen and
to save only ones that are misclassified. We use the term exemplars to refer to
the already-seen instances that are used for classification. Discarding correctly
classified instances reduces the number of exemplars and proves to be an effec-
tive way to prune the exemplar database. Ideally, only a single exemplar is stored
for each important region of the instance space. However, early in the learning
process examples may be discarded that later turn out to be important, possi-
bly leading to some decrease in predictive accuracy. As the number of stored
instances increases, the accuracy of the model improves, and so the system
makes fewer mistakes.

Unfortunately, the strategy of only storing misclassified instances does not
work well in the face of noise. Noisy examples are very likely to be misclassified,
and so the set of stored exemplars tends to accumulate those that are least useful.
This effect is easily observed experimentally. Thus this strategy is only a step-
ping-stone on the way toward more effective instance-based learners.

Pruning noisy exemplars
Noisy exemplars inevitably lower the performance of any nearest-neighbor
scheme that does not suppress them because they have the effect of repeatedly
misclassifying new instances. There are two ways of dealing with this. One is to
locate, instead of the single nearest neighbor, the k nearest neighbors for some
predetermined constant k and assign the majority class to the unknown
instance. The only problem here is determining a suitable value of k. Plain
nearest-neighbor learning corresponds to k = 1. The more noise, the greater the
optimal value of k. One way to proceed is to perform cross-validation tests with
different values and choose the best. Although this is expensive in computation
time, it often yields excellent predictive performance.

A second solution is to monitor the performance of each exemplar that is
stored and discard ones that do not perform well. This can be done by keeping
a record of the number of correct and incorrect classification decisions that each
exemplar makes. Two predetermined thresholds are set on the success ratio.
When an exemplar’s performance drops below the lower one, it is deleted from
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the exemplar set. If its performance exceeds the upper threshold, it is used for
predicting the class of new instances. If its performance lies between the two, it
is not used for prediction but, whenever it is the closest exemplar to the new
instance (and thus would have been used for prediction if its performance
record had been good enough), its success statistics are updated as though it
had been used to classify that new instance.

To accomplish this, we use the confidence limits on the success probability
of a Bernoulli process that we derived in Section 5.2. Recall that we took a certain
number of successes S out of a total number of trials N as evidence on which
to base confidence limits on the true underlying success rate p. Given a certain
confidence level of, say, 5%, we can calculate upper and lower bounds and be
95% sure that p lies between them.

To apply this to the problem of deciding when to accept a particular exem-
plar, suppose that it has been used n times to classify other instances and that s
of these have been successes. That allows us to estimate bounds, at a particular
confidence level, on the true success rate of this exemplar. Now suppose that the
exemplar’s class has occurred c times out of a total number N of training
instances. This allows us to estimate bounds on the default success rate, that is,
the probability of successfully classifying an instance of this class without any
information about other instances. We insist that the lower confidence bound
on its success rate exceeds the upper confidence bound on the default success
rate. We use the same method to devise a criterion for rejecting a poorly per-
forming exemplar, requiring that the upper confidence bound on its success rate
lies below the lower confidence bound on the default success rate.

With a suitable choice of thresholds, this scheme works well. In a particular
implementation, called IB3 for Instance-Based Learner version 3, a confidence
level of 5% is used to determine acceptance, whereas a level of 12.5% is used
for rejection. The lower percentage figure produces a wider confidence interval,
which makes a more stringent criterion because it is harder for the lower bound
of one interval to lie above the upper bound of the other. The criterion for
acceptance is more stringent than that for rejection, making it more difficult for
an instance to be accepted. The reason for a less stringent rejection criterion is
that there is little to be lost by dropping instances with only moderately poor
classification accuracies: they will probably be replaced by a similar instance
later. Using these thresholds the method has been found to improve the per-
formance of instance-based learning and, at the same time, dramatically reduce
the number of exemplars—particularly noisy exemplars—that are stored.

Weighting attributes
The Euclidean distance function, modified to scale all attribute values to
between 0 and 1, works well in domains in which the attributes are equally rel-
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evant to the outcome. Such domains, however, are the exception rather than the
rule. In most domains some attributes are irrelevant, and some relevant ones
are less important than others. The next improvement in instance-based learn-
ing is to learn the relevance of each attribute incrementally by dynamically
updating feature weights.

In some schemes, the weights are class specific in that an attribute may be
more important to one class than to another. To cater for this, a description is
produced for each class that distinguishes its members from members of all
other classes. This leads to the problem that an unknown test instance may be
assigned to several different classes, or to no classes at all—a problem that is all
too familiar from our description of rule induction. Heuristic solutions are
applied to resolve these situations.

The distance metric incorporates the feature weights w1, w2, . . . , wn on each
dimension:

In the case of class-specific feature weights, there will be a separate set of weights
for each class.

All attribute weights are updated after each training instance is classified, and
the most similar exemplar (or the most similar exemplar of each class) is used
as the basis for updating. Call the training instance x and the most similar exem-
plar y. For each attribute i, the difference |xi - yi| is a measure of the contribu-
tion of that attribute to the decision. If this difference is small then the attribute
contributes positively, whereas if it is large it may contribute negatively. The
basic idea is to update the ith weight on the basis of the size of this difference
and whether the classification was indeed correct. If the classification is correct
the associated weight is increased and if it is incorrect it is decreased, the amount
of increase or decrease being governed by the size of the difference: large if the
difference is small and vice versa. The weight change is generally followed by a
renormalization step. A simpler strategy, which may be equally effective, is to
leave the weights alone if the decision is correct and if it is incorrect to increase
the weights for those attributes that differ most greatly, accentuating the differ-
ence. Details of these weight adaptation algorithms are described by Aha (1992).

A good test of whether an attribute weighting method works is to add irrel-
evant attributes to all examples in a dataset. Ideally, the introduction of irrele-
vant attributes should not affect either the quality of predictions or the number
of exemplars stored.

Generalizing exemplars
Generalized exemplars are rectangular regions of instance space, called hyper-
rectangles because they are high-dimensional. When classifying new instances it
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is necessary to modify the distance function as described below to allow the dis-
tance to a hyperrectangle to be computed. When a new exemplar is classified
correctly, it is generalized by simply merging it with the nearest exemplar of the
same class. The nearest exemplar may be either a single instance or a hyperrec-
tangle. In the former case, a new hyperrectangle is created that covers the old
and the new instance. In the latter, the hyperrectangle is enlarged to encompass
the new instance. Finally, if the prediction is incorrect and it was a hyperrec-
tangle that was responsible for the incorrect prediction, the hyperrectangle’s
boundaries are altered so that it shrinks away from the new instance.

It is necessary to decide at the outset whether overgeneralization caused by
nesting or overlapping hyperrectangles is to be permitted or not. If it is to be
avoided, a check is made before generalizing a new example to see whether any
regions of feature space conflict with the proposed new hyperrectangle. If they
do, the generalization is aborted and the example is stored verbatim. Note that
overlapping hyperrectangles are precisely analogous to situations in which the
same example is covered by two or more rules in a rule set.

In some schemes generalized exemplars can be nested in that they may be
completely contained within one another in the same way that, in some repre-
sentations, rules may have exceptions. To do this, whenever an example is incor-
rectly classified, a fallback heuristic is tried using the second nearest neighbor if
it would have produced a correct prediction in a further attempt to perform
generalization. This second-chance mechanism promotes nesting of hyperrec-
tangles. If an example falls within a rectangle of the wrong class that already
contains an exemplar of the same class, the two are generalized into a new
“exception” hyperrectangle nested within the original one. For nested general-
ized exemplars, the learning process frequently begins with a small number of
seed instances to prevent all examples of the same class from being generalized
into a single rectangle that covers most of the problem space.

Distance functions for generalized exemplars
With generalized exemplars is necessary to generalize the distance function to
compute the distance from an instance to a generalized exemplar, as well as to
another instance. The distance from an instance to a hyperrectangle is defined
to be zero if the point lies within the hyperrectangle. The simplest way to gen-
eralize the distance function to compute the distance from an exterior point to
a hyperrectangle is to choose the closest instance within it and measure the dis-
tance to that. However, this reduces the benefit of generalization because it rein-
troduces dependence on a particular single example. More precisely, whereas
new instances that happen to lie within a hyperrectangle continue to benefit
from generalizations, ones that lie outside do not. It might be better to use the
distance from the nearest part of the hyperrectangle instead.
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Figure 6.14 shows the implicit boundaries that are formed between two rec-
tangular classes if the distance metric is adjusted to measure distance to the
nearest point of a rectangle. Even in two dimensions the boundary contains a
total of nine regions (they are numbered for easy identification); the situation
will be more complex for higher-dimensional hyperrectangles.

Proceeding from the lower left, the first region, in which the boundary is
linear, lies outside the extent of both rectangles—to the left of both borders of
the larger one and below both borders of the smaller one. The second is within
the extent of one rectangle—to the right of the leftmost border of the larger
rectangle—but outside that of the other—below both borders of the smaller
one. In this region the boundary is parabolic, because the locus of a point that
is the same distance from a given line as from a given point is a parabola. The
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Figure 6.14 A boundary between two rectangular classes.
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third region is where the boundary meets the lower border of the larger rec-
tangle when projected upward and the left border of the smaller one when pro-
jected to the right. The boundary is linear in this region, because it is equidistant
from these two borders. The fourth is where the boundary lies to the right of
the larger rectangle but below the bottom of that rectangle. In this case the
boundary is parabolic because it is the locus of points equidistant from the lower
right corner of the larger rectangle and the left side of the smaller one. The fifth
region lies between the two rectangles: here the boundary is vertical. The pattern
is repeated in the upper right part of the diagram: first parabolic, then linear,
then parabolic (although this particular parabola is almost indistinguishable
from a straight line), and finally linear as the boundary finally escapes from the
scope of both rectangles.

This simple situation certainly defines a complex boundary! Of course, it is
not necessary to represent the boundary explicitly; it is generated implicitly by
the nearest-neighbor calculation. Nevertheless, the solution is still not a very
good one. Whereas taking the distance from the nearest instance within a hyper-
rectangle is overly dependent on the position of that particular instance, taking
the distance to the nearest point of the hyperrectangle is overly dependent on
that corner of the rectangle—the nearest example might be a long way from the
corner.

A final problem concerns measuring the distance to hyperrectangles that
overlap or are nested. This complicates the situation because an instance may
fall within more than one hyperrectangle. A suitable heuristic for use in this case
is to choose the class of the most specific hyperrectangle containing the instance,
that is, the one covering the smallest area of instance space.

Whether or not overlap or nesting is permitted, the distance function should
be modified to take account of both the observed prediction accuracy of exem-
plars and the relative importance of different features, as described in the pre-
ceding sections on pruning noisy exemplars and attribute weighting.

Generalized distance functions
There are many different ways of defining a distance function, and it is hard to
find rational grounds for any particular choice. An elegant solution is to con-
sider one instance being transformed into another through a sequence of pre-
defined elementary operations and to calculate the probability of such a
sequence occurring if operations are chosen randomly. Robustness is improved
if all possible transformation paths are considered, weighted by their probabil-
ities, and the scheme generalizes naturally to the problem of calculating the 
distance between an instance and a set of other instances by considering trans-
formations to all instances in the set. Through such a technique it is possible to
consider each instance as exerting a “sphere of influence,” but a sphere with soft
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boundaries rather than the hard-edged cutoff implied by the k-nearest-neighbor
rule, in which any particular example is either “in” or “out” of the decision.

With such a measure, given a test instance whose class is unknown, its dis-
tance to the set of all training instances in each class in turn is calculated, and
the closest class is chosen. It turns out that nominal and numeric attributes can
be treated in a uniform manner within this transformation-based approach by
defining different transformation sets, and it is even possible to take account of
unusual attribute types—such as degrees of arc or days of the week, which are
measured on a circular scale.

Discussion
Nearest-neighbor methods gained popularity in machine learning through the
work of Aha (1992), who showed that, when combined with noisy exemplar
pruning and attribute weighting, instance-based learning performs well in com-
parison with other methods. It is worth noting that although we have described
it solely in the context of classification rather than numeric prediction prob-
lems, it applies to these equally well: predictions can be obtained by combining
the predicted values of the k nearest neighbors and weighting them by distance.

Viewed in instance space, the standard rule- and tree-based representations
are only capable of representing class boundaries that are parallel to the axes
defined by the attributes. This is not a handicap for nominal attributes, but it
is for numeric ones. Non-axis-parallel class boundaries can only be approxi-
mated by covering the region above or below the boundary with several 
axis-parallel rectangles, the number of rectangles determining the degree of
approximation. In contrast, the instance-based method can easily represent
arbitrary linear boundaries. Even with just one example of each of two classes,
the boundary implied by the nearest-neighbor rule is a straight line of arbitrary
orientation, namely the perpendicular bisector of the line joining the examples.

Plain instance-based learning does not produce explicit knowledge repre-
sentations except by selecting representative exemplars. However, when com-
bined with exemplar generalization, a set of rules can be obtained that may be
compared with those produced by other machine learning schemes. The rules
tend to be more conservative because the distance metric, modified to incor-
porate generalized exemplars, can be used to process examples that do not fall
within the rules. This reduces the pressure to produce rules that cover the whole
example space or even all of the training examples. On the other hand, the incre-
mental nature of most instance-based learning methods means that rules are
formed eagerly, after only part of the training set has been seen; and this
inevitably reduces their quality.

We have not given precise algorithms for variants of instance-based learning
that involve generalization because it is not clear what the best way to do gen-
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eralization is. Salzberg (1991) suggested that generalization with nested exem-
plars can achieve a high degree of classification of accuracy on a variety of dif-
ferent problems, a conclusion disputed by Wettschereck and Dietterich (1995),
who argued that these results were fortuitous and did not hold in other
domains. Martin (1995) explored the idea that it is not the generalization but
the overgeneralization that occurs when hyperrectangles nest or overlap that is
responsible for poor performance and demonstrated that if nesting and over-
lapping are avoided excellent results are achieved in a large number of domains.
The generalized distance function based on transformations is described by
Cleary and Trigg (1995).

Exemplar generalization is a rare example of a learning strategy in which the
search proceeds from specific to general rather than from general to specific as
in the case of tree or rule induction. There is no particular reason why specific-
to-general searching should necessarily be handicapped by forcing the examples
to be considered in a strictly incremental fashion, and batch-oriented
approaches exist that generate rules using a basic instance-based approach.
Moreover, it seems that the idea of producing conservative generalizations and
coping with instances that are not covered by choosing the “closest” generaliza-
tion is an excellent one that will eventually be extended to ordinary tree and
rule inducers.

6.5 Numeric prediction
Trees that are used for numeric prediction are just like ordinary decision 
trees except that at each leaf they store either a class value that represents the
average value of instances that reach the leaf, in which case the tree is called a
regression tree, or a linear regression model that predicts the class value of
instances that reach the leaf, in which case it is called a model tree. In what
follows we will describe model trees because regression trees are really a special
case.

Regression and model trees are constructed by first using a decision tree
induction algorithm to build an initial tree. However, whereas most decision
tree algorithms choose the splitting attribute to maximize the information gain,
it is appropriate for numeric prediction to instead minimize the intrasubset
variation in the class values down each branch. Once the basic tree has been
formed, consideration is given to pruning the tree back from each leaf, just as
with ordinary decision trees. The only difference between regression tree and
model tree induction is that for the latter, each node is replaced by a regression
plane instead of a constant value. The attributes that serve to define that regres-
sion are precisely those that participate in decisions in the subtree that will be
pruned, that is, in nodes underneath the current one.

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 243



Following an extensive description of model trees, we briefly explain how to
generate rules from model trees, and then describe another approach to numeric
prediction—locally weighted linear regression. Whereas model trees derive 
from the basic divide-and-conquer decision tree methodology, locally weighted
regression is inspired by the instance-based methods for classification that we
described in the previous section. Like instance-based learning, it performs all
“learning” at prediction time. Although locally weighted regression resembles
model trees in that it uses linear regression to fit models locally to particular
areas of instance space, it does so in quite a different way.

Model trees
When a model tree is used to predict the value for a test instance, the tree is fol-
lowed down to a leaf in the normal way, using the instance’s attribute values to
make routing decisions at each node. The leaf will contain a linear model based
on some of the attribute values, and this is evaluated for the test instance to
yield a raw predicted value.

Instead of using this raw value directly, however, it turns out to be beneficial
to use a smoothing process to compensate for the sharp discontinuities that will
inevitably occur between adjacent linear models at the leaves of the pruned tree.
This is a particular problem for models constructed from a small number of
training instances. Smoothing can be accomplished by producing linear models
for each internal node, as well as for the leaves, at the time the tree is built. Then,
once the leaf model has been used to obtain the raw predicted value for a test
instance, that value is filtered along the path back to the root, smoothing it at
each node by combining it with the value predicted by the linear model for that
node.

An appropriate smoothing calculation is

where p¢ is the prediction passed up to the next higher node, p is the prediction
passed to this node from below, q is the value predicted by the model at this
node, n is the number of training instances that reach the node below, and k is
a smoothing constant. Experiments show that smoothing substantially increases
the accuracy of predictions.

Exactly the same smoothing process can be accomplished by incorporating
the interior models into each leaf model after the tree has been built. Then,
during the classification process, only the leaf models are used. The disadvan-
tage is that the leaf models tend to be larger and more difficult to comprehend,
because many coefficients that were previously zero become nonzero when the
interior nodes’ models are incorporated.

p
np kq

n k
¢ = +

+
,

2 4 4 CHAPTER 6 | IMPLEMENTATIONS: REAL MACHINE LEARNING SCHEMES

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 244



6.5 NUMERIC PREDICTION 2 4 5

Building the tree
The splitting criterion is used to determine which attribute is the best to split
that portion T of the training data that reaches a particular node. It is based on
treating the standard deviation of the class values in T as a measure of the error
at that node and calculating the expected reduction in error as a result of testing
each attribute at that node. The attribute that maximizes the expected error
reduction is chosen for splitting at the node.

The expected error reduction, which we call SDR for standard deviation
reduction, is calculated by

where T1, T2, . . . are the sets that result from splitting the node according to the
chosen attribute.

The splitting process terminates when the class values of the instances that
reach a node vary very slightly, that is, when their standard deviation is only a
small fraction (say, less than 5%) of the standard deviation of the original
instance set. Splitting also terminates when just a few instances remain, say four
or fewer. Experiments show that the results obtained are not very sensitive to
the exact choice of these thresholds.

Pruning the tree
As noted previously, a linear model is needed for each interior node of the tree,
not just at the leaves, for use in the smoothing process. Before pruning, a model
is calculated for each node of the unpruned tree. The model takes the form

where a1, a2, . . . , ak are attribute values. The weights w1, w2, . . . , wk are calculated
using standard regression. However, only the attributes that are tested in the
subtree below this node are used in the regression, because the other attributes
that affect the predicted value have been taken into account in the tests that lead
to the node. Note that we have tacitly assumed that attributes are numeric: we
describe the handling of nominal attributes in the next section.

The pruning procedure makes use of an estimate, at each node, of the
expected error for test data. First, the absolute difference between the predicted
value and the actual class value is averaged over each of the training instances
that reach that node. Because the tree has been built expressly for this dataset,
this average will underestimate the expected error for unseen cases. To com-
pensate, it is multiplied by the factor (n + n)/(n - n), where n is the number of
training instances that reach the node and n is the number of parameters in the
linear model that gives the class value at that node.

w w a w a w ak k0 1 1 2 2+ + + +. . . ,

SDR = ( ) - ¥ ( )Âsd T
T

T
sd Ti

i
i

,
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The expected error for test data at a node is calculated as described previ-
ously, using the linear model for prediction. Because of the compensation factor
(n + n)/(n - n), it may be that the linear model can be further simplified by
dropping terms to minimize the estimated error. Dropping a term decreases the
multiplication factor, which may be enough to offset the inevitable increase in
average error over the training instances. Terms are dropped one by one, greed-
ily, as long as the error estimate decreases.

Finally, once a linear model is in place for each interior node, the tree is
pruned back from the leaves as long as the expected estimated error decreases.
The expected error for the linear model at that node is compared with the
expected error from the subtree below. To calculate the latter, the error from
each branch is combined into a single, overall value for the node by weighting
the branch by the proportion of the training instances that go down it and com-
bining the error estimates linearly using those weights.

Nominal attributes
Before constructing a model tree, all nominal attributes are transformed into
binary variables that are then treated as numeric. For each nominal attribute,
the average class value corresponding to each possible value in the enumeration
is calculated from the training instances, and the values in the enumeration are
sorted according to these averages. Then, if the nominal attribute has k possi-
ble values, it is replaced by k - 1 synthetic binary attributes, the ith being 0 if
the value is one of the first i in the ordering and 1 otherwise. Thus all splits are
binary: they involve either a numeric attribute or a synthetic binary one, treated
as a numeric attribute.

It is possible to prove analytically that the best split at a node for a nominal
variable with k values is one of the k - 1 positions obtained by ordering 
the average class values for each value of the attribute. This sorting operation
should really be repeated at each node; however, there is an inevitable increase
in noise because of small numbers of instances at lower nodes in the tree (and
in some cases nodes may not represent all values for some attributes), and 
not much is lost by performing the sorting just once, before starting to build a
model tree.

Missing values
To take account of missing values, a modification is made to the SDR formula.
The final formula, including the missing value compensation, is

SDR = ¥ ( ) - ¥ ( )È
ÎÍ

˘
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where m is the number of instances without missing values for that attribute,
and T is the set of instances that reach this node. TL and TR are sets that result
from splitting on this attribute—because all tests on attributes are now binary.

When processing both training and test instances, once an attribute is selected
for splitting it is necessary to divide the instances into subsets according to their
value for this attribute. An obvious problem arises when the value is missing.
An interesting technique called surrogate splitting has been developed to handle
this situation. It involves finding another attribute to split on in place of the
original one and using it instead. The attribute is chosen as the one most highly
correlated with the original attribute. However, this technique is both complex
to implement and time consuming to execute.

A simpler heuristic is to use the class value as the surrogate attribute, in the
belief that, a priori, this is the attribute most likely to be correlated with the one
being used for splitting. Of course, this is only possible when processing the
training set, because for test examples the class is unknown. A simple solution
for test examples is simply to replace the unknown attribute value with the
average value of that attribute for the training examples that reach the node—
which has the effect, for a binary attribute, of choosing the most populous
subnode. This simple approach seems to work well in practice.

Let’s consider in more detail how to use the class value as a surrogate attrib-
ute during the training process. We first deal with all instances for which the
value of the splitting attribute is known. We determine a threshold for splitting
in the usual way, by sorting the instances according to its value and, for each
possible split point, calculating the SDR according to the preceding formula,
choosing the split point that yields the greatest reduction in error. Only the
instances for which the value of the splitting attribute is known are used to
determine the split point.

Then we divide these instances into the two sets L and R according to the
test. We determine whether the instances in L or R have the greater average class
value, and we calculate the average of these two averages. Then, an instance for
which this attribute value is unknown is placed into L or R according to whether
its class value exceeds this overall average or not. If it does, it goes into whichever
of L and R has the greater average class value; otherwise, it goes into the one
with the smaller average class value. When the splitting stops, all the missing
values will be replaced by the average values of the corresponding attributes of
the training instances reaching the leaves.

Pseudocode for model tree induction
Figure 6.15 gives pseudocode for the model tree algorithm we have described.
The two main parts are creating a tree by successively splitting nodes, performed
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MakeModelTree (instances)

{ 

  SD = sd(instances)

  for each k-valued nominal attribute

    convert into k-1 synthetic binary attributes

  root = newNode

  root.instances = instances

  split(root)

  prune(root)

  printTree(root)

} 

split(node)

{ 

  if sizeof(node.instances) < 4 or sd(node.instances) < 0.05*SD

    node.type = LEAF

  else

    node.type = INTERIOR

    for each attribute

      for all possible split positions of the attribute

        calculate the attribute's SDR

    node.attribute = attribute with maximum SDR

    split(node.left)

    split(node.right)

} 

prune(node)

{ 

  if node = INTERIOR then

    prune(node.leftChild)

    prune(node.rightChild)

    node.model = linearRegression(node)

    if subtreeError(node) > error(node) then

      node.type = LEAF

} 

subtreeError(node)

{ 

  l = node.left; r = node.right

  if node = INTERIOR then

    return (sizeof(l.instances)*subtreeError(l)

          + sizeof(r.instances)*subtreeError(r))/sizeof(node.instances)

  else return error(node)

} 

Figure 6.15 Pseudocode for model tree induction.
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by split, and pruning it from the leaves upward, performed by prune. The node
data structure contains a type flag indicating whether it is an internal node or
a leaf, pointers to the left and right child, the set of instances that reach that
node, the attribute that is used for splitting at that node, and a structure repre-
senting the linear model for the node.

The sd function called at the beginning of the main program and again 
at the beginning of split calculates the standard deviation of the class values 
of a set of instances. Then follows the procedure for obtaining synthetic 
binary attributes that was described previously. Standard procedures for creat-
ing new nodes and printing the final tree are not shown. In split, sizeof returns
the number of elements in a set. Missing attribute values are dealt with as
described earlier. The SDR is calculated according to the equation at the begin-
ning of the previous subsection. Although not shown in the code, it is set to
infinity if splitting on the attribute would create a leaf with fewer than two
instances. In prune, the linearRegression routine recursively descends the
subtree collecting attributes, performs a linear regression on the instances at that
node as a function of those attributes, and then greedily drops terms if doing
so improves the error estimate, as described earlier. Finally, the error function
returns

where n is the number of instances at the node and n is the number of param-
eters in the node’s linear model.

Figure 6.16 gives an example of a model tree formed by this algorithm for a
problem with two numeric and two nominal attributes. What is to be predicted
is the rise time of a simulated servo system involving a servo amplifier, motor,
lead screw, and sliding carriage. The nominal attributes play important roles.
Four synthetic binary attributes have been created for each of the five-valued
nominal attributes motor and screw, and they are shown in Table 6.1 in terms
of the two sets of values to which they correspond. The ordering of these
values—D, E, C, B, A for motor and coincidentally D, E, C, B, A for screw also—
is determined from the training data: the rise time averaged over all examples
for which motor = D is less than that averaged over examples for which motor
= E, which is less than when motor = C, and so on. It is apparent from the mag-
nitude of the coefficients in Table 6.1 that motor = D versus E, C, B, A plays a
leading role in the LM2 model, and motor = D, E versus C, B, A plays a leading
role in LM1. Both motor and screw also play minor roles in several of the models.
The decision tree shows a three-way split on a numeric attribute. First a binary-
splitting tree was generated in the usual way. It turned out that the root and one
of its descendants tested the same attribute, pgain, and a simple algorithm was

n

n n

+
-

¥ Ân
n

deviation from predicted class value
instances ,
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used to conflate these two nodes into the slightly more comprehensible tree that
is shown.

Rules from model trees
Model trees are essentially decision trees with linear models at the leaves. Like
decision trees, they may suffer from the replicated subtree problem explained
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Figure 6.16 Model tree for a dataset with nominal attributes.

Table 6.1 Linear models in the model tree.

Model LM1 LM2 LM3 LM4 LM5 LM6 LM7

Constant term -0.44 2.60 3.50 0.18 0.52 0.36 0.23
pgain
vgain 0.82 0.42 0.06
motor = D vs. E, C, B, A 3.30 0.24 0.42
motor = D, E vs. C, B, A 1.80 -0.16 0.15 0.22
motor = D, E, C vs. B, A 0.10 0.09 0.07
motor = D, E, C, B vs. A 0.18
screw = D vs. E, C, B, A
screw = D, E vs. C, B, A 0.47
screw = D, E, C vs. B, A 0.63 0.28 0.34
screw = D, E, C, B vs. A 0.90 0.16 0.14
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in Section 3.3, and sometimes the structure can be expressed much more con-
cisely using a set of rules instead of a tree. Can we generate rules for numeric
prediction? Recall the rule learner described in Section 6.2 that uses separate-
and-conquer in conjunction with partial decision trees to extract decision rules
from trees. The same strategy can be applied to model trees to generate deci-
sion lists for numeric prediction.

First build a partial model tree from all the data. Pick one of the leaves 
and make it into a rule. Remove the data covered by that leaf; then repeat 
the process with the remaining data. The question is, how to build the partial
model tree, that is, a tree with unexpanded nodes? This boils down to the 
question of how to pick which node to expand next. The algorithm of
Figure 6.5 (Section 6.2) picks the node whose entropy for the class attribute is
smallest. For model trees, whose predictions are numeric, simply use the vari-
ance instead. This is based on the same rationale: the lower the variance, the
shallower the subtree and the shorter the rule. The rest of the algorithm stays
the same, with the model tree learner’s split selection method and pruning 
strategy replacing the decision tree learner’s. Because the model tree’s leaves are
linear models, the corresponding rules will have linear models on the right-hand
side.

There is one caveat when using model trees in this fashion to generate rule
sets: the smoothing process that the model tree learner employs. It turns out
that using smoothed model trees does not reduce the error in the final rule set’s
predictions. This may be because smoothing works best for contiguous data, but
the separate-and-conquer scheme removes data covered by previous rules,
leaving holes in the distribution. Smoothing, if it is done at all, must be per-
formed after the rule set has been generated.

Locally weighted linear regression
An alternative approach to numeric prediction is the method of locally weighted
linear regression. With model trees, the tree structure divides the instance space
into regions, and a linear model is found for each of them. In effect, the train-
ing data determines how the instance space is partitioned. Locally weighted
regression, on the other hand, generates local models at prediction time by
giving higher weight to instances in the neighborhood of the particular test
instance. More specifically, it weights the training instances according to 
their distance to the test instance and performs a linear regression on the
weighted data. Training instances close to the test instance receive a high 
weight; those far away receive a low one. In other words, a linear model is tailor
made for the particular test instance at hand and used to predict the instance’s
class value.
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To use locally weighted regression, you need to decide on a distance-based
weighting scheme for the training instances. A common choice is to weight the
instances according to the inverse of their Euclidean distance from the test
instance. Another possibility is to use the Euclidean distance in conjunction with
a Gaussian kernel function. However, there is no clear evidence that the choice
of weighting function is critical. More important is the selection of a “smooth-
ing parameter” that is used to scale the distance function—the distance is mul-
tiplied by the inverse of this parameter. If it is set to a small value, only instances
very close to the test instance will receive significant weight; if it is large, more
distant instances will also have a significant impact on the model. One way of
choosing the smoothing parameter is to set it to the distance of the kth-nearest
training instance so that its value becomes smaller as the volume of training
data increases. The best choice of k depends on the amount of noise in the data.
The more noise there is, the more neighbors should be included in the linear
model. Generally, an appropriate smoothing parameter is found using cross-
validation.

Like model trees, locally weighted linear regression is able to approximate
nonlinear functions. One of its main advantages is that it is ideally suited for
incremental learning: all training is done at prediction time, so new instances
can be added to the training data at any time. However, like other instance-
based methods, it is slow at deriving a prediction for a test instance. First,
the training instances must be scanned to compute their weights; then, a
weighted linear regression is performed on these instances. Also, like other
instance-based methods, locally weighted regression provides little information
about the global structure of the training dataset. Note that if the smoothing
parameter is based on the kth-nearest neighbor and the weighting function 
gives zero weight to more distant instances, the kD-trees and ball trees described
in Section 4.7 can be used to speed up the process of finding the relevant 
neighbors.

Locally weighted learning is not restricted to linear regression: it can be
applied with any learning technique that can handle weighted instances. In par-
ticular, you can use it for classification. Most algorithms can be easily adapted
to deal with weights. The trick is to realize that (integer) weights can be simu-
lated by creating several copies of the same instance. Whenever the learning
algorithm uses an instance when computing a model, just pretend that it is
accompanied by the appropriate number of identical shadow instances. This
also works if the weight is not an integer. For example, in the Naïve Bayes algo-
rithm described in Section 4.2, multiply the counts derived from an instance by
the instance’s weight, and—voilà—you have a version of Naïve Bayes that can
be used for locally weighted learning.

It turns out that locally weighted Naïve Bayes works extremely well in prac-
tice, outperforming both Naïve Bayes itself and the k-nearest-neighbor tech-
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nique. It also compares favorably with far more sophisticated ways of enhanc-
ing Naïve Bayes by relaxing its intrinsic independence assumption. Locally
weighted learning only assumes independence within a neighborhood, not
globally in the whole instance space as standard Naïve Bayes does.

In principle, locally weighted learning can also be applied to decision trees
and other models that are more complex than linear regression and Naïve Bayes.
However, it is beneficial here because it is primarily a way of allowing simple
models to become more flexible by allowing them to approximate arbitrary
targets. If the underlying learning algorithm can already do that, there is little
point in applying locally weighted learning. Nevertheless it may improve other
simple models—for example, linear support vector machines and logistic
regression.

Discussion
Regression trees were introduced in the CART system of Breiman et al. (1984).
CART, for “classification and regression trees,” incorporated a decision tree
inducer for discrete classes much like that of C4.5, which was developed inde-
pendently, and a scheme for inducing regression trees. Many of the techniques
described in the preceding section, such as the method of handling nominal
attributes and the surrogate device for dealing with missing values, were
included in CART. However, model trees did not appear until much more
recently, being first described by Quinlan (1992). Using model trees for gener-
ating rule sets (although not partial trees) has been explored by Hall et al.
(1999).

Model tree induction is not so commonly used as decision tree induction,
partly because comprehensive descriptions (and implementations) of the tech-
nique have become available only recently (Wang and Witten 1997). Neural nets
are more commonly used for predicting numeric quantities, although they
suffer from the disadvantage that the structures they produce are opaque and
cannot be used to help us understand the nature of the solution. Although there
are techniques for producing understandable insights from the structure of
neural networks, the arbitrary nature of the internal representation means that
there may be dramatic variations between networks of identical architecture
trained on the same data. By dividing the function being induced into linear
patches, model trees provide a representation that is reproducible and at least
somewhat comprehensible.

There are many variations of locally weighted learning. For example, statis-
ticians have considered using locally quadratic models instead of linear ones and
have applied locally weighted logistic regression to classification problems. Also,
many different potential weighting and distance functions can be found in the
literature. Atkeson et al. (1997) have written an excellent survey on locally
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weighted learning, primarily in the context of regression problems. Frank et al.
(2003) evaluated the use of locally weighted learning in conjunction with Naïve
Bayes.

6.6 Clustering
In Section 4.8 we examined the k-means clustering algorithm in which k initial
points are chosen to represent initial cluster centers, all data points are assigned
to the nearest one, the mean value of the points in each cluster is computed to
form its new cluster center, and iteration continues until there are no changes
in the clusters. This procedure only works when the number of clusters is known
in advance, and this section begins by describing what you can do if it is not.

Next we examine two techniques that do not partition instances into disjoint
clusters as k-means does. The first is an incremental clustering method that was
developed in the late 1980s and embodied in a pair of systems called Cobweb
(for nominal attributes) and Classit (for numeric attributes). Both come up with
a hierarchical grouping of instances and use a measure of cluster “quality” called
category utility. The second is a statistical clustering method based on a mixture
model of different probability distributions, one for each cluster. It assigns
instances to classes probabilistically, not deterministically. We explain the basic
technique and sketch the working of a comprehensive clustering scheme called
AutoClass.

Choosing the number of clusters
Suppose you are using k-means but do not know the number of clusters in
advance. One solution is to try out different possibilities and see which is best—
that is, which one minimizes the total squared distance of all points to their
cluster center. A simple strategy is to start from a given minimum, perhaps 
k = 1, and work up to a small fixed maximum, using cross-validation to find the
best value. Because k-means is slow, and cross-validation makes it even slower,
it will probably not be feasible to try many possible values for k. Note that on
the training data the “best” clustering according to the total squared distance
criterion will always be to choose as many clusters as there are data points! To
penalize solutions with many clusters you have to apply something like the MDL
criterion of Section 5.10, or use cross-validation.

Another possibility is to begin by finding a few clusters and determining
whether it is worth splitting them. You could choose k = 2, perform k-means
clustering until it terminates, and then consider splitting each cluster. Compu-
tation time will be reduced considerably if the initial two-way clustering 
is considered irrevocable and splitting is investigated for each component 
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independently. One way to split a cluster is to make a new seed, one standard
deviation away from the cluster’s center in the direction of its greatest variation,
and to make a second seed the same distance in the opposite direction.
(Alternatively, if this is too slow, choose a distance proportional to the cluster’s
bounding box and a random direction.) Then apply k-means to the points 
in the cluster with these two new seeds.

Having tentatively split a cluster, is it worthwhile retaining the split or is the
original cluster equally plausible by itself? It’s no good looking at the total
squared distance of all points to their cluster center—this is bound to be smaller
for two subclusters. A penalty should be incurred for inventing an extra cluster,
and this is a job for the MDL criterion. That principle can be applied to see
whether the information required to specify the two new cluster centers, along
with the information required to specify each point with respect to them,
exceeds the information required to specify the original center and all the points
with respect to it. If so, the new clustering is unproductive and should be 
abandoned.

If the split is retained, try splitting each new cluster further. Continue the
process until no worthwhile splits remain.

Additional implementation efficiency can be achieved by combining this 
iterative clustering process with the kD-tree or ball tree data structure advocated
in Section 4.8. Then, the data points are reached by working down the tree 
from the root. When considering splitting a cluster, there is no need to 
consider the whole tree; just consider those parts of it that are needed to cover
the cluster. For example, when deciding whether to split the lower left cluster in
Figure 4.16(a) on page 140 (below the thick line), it is only necessary to con-
sider nodes A and B of the tree in Figure 4.16(b), because node C is irrelevant
to that cluster.

Incremental clustering
Whereas the k-means algorithm iterates over the whole dataset until 
convergence is reached, the clustering methods that we examine next work
incrementally, instance by instance. At any stage the clustering forms a tree with
instances at the leaves and a root node that represents the entire dataset. In the
beginning the tree consists of the root alone. Instances are added one by one,
and the tree is updated appropriately at each stage. Updating may merely be a
case of finding the right place to put a leaf representing the new instance, or it
may involve radically restructuring the part of the tree that is affected by the
new instance. The key to deciding how and where to update is a quantity called
category utility, which measures the overall quality of a partition of instances
into clusters. We defer detailed consideration of how this is defined until the
next subsection and look first at how the clustering algorithm works.
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The procedure is best illustrated by an example. We will use the familiar
weather data again, but without the play attribute. To track progress the 14
instances are labeled a, b, c, . . . , n (as in Table 4.6), and for interest we include
the class yes or no in the label—although it should be emphasized that for this
artificial dataset there is little reason to suppose that the two classes of instance
should fall into separate categories. Figure 6.17 shows the situation at salient
points throughout the clustering procedure.

At the beginning, when new instances are absorbed into the structure, they
each form their own subcluster under the overall top-level cluster. Each new
instance is processed by tentatively placing it into each of the existing leaves and
evaluating the category utility of the resulting set of the top-level node’s chil-
dren to see whether the leaf is a good “host” for the new instance. For each of
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Figure 6.17 Clustering the weather data.
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the first five instances, there is no such host: it is better, in terms of category
utility, to form a new leaf for each instance. With the sixth it finally becomes
beneficial to form a cluster, joining the new instance f with the old one—the
host—e. If you look back at Table 4.6 (page 103) you will see that the fifth and
sixth instances are indeed very similar, differing only in the windy attribute (and
play, which is being ignored here). The next example, g, is placed in the same
cluster (it differs from e only in outlook). This involves another call to the clus-
tering procedure. First, g is evaluated to see which of the five children of the
root makes the best host; it turns out to be the rightmost, the one that is already
a cluster. Then the clustering algorithm is invoked with this as the root, and its
two children are evaluated to see which would make the better host. In this case
it proves best, according to the category utility measure, to add the new instance
as a subcluster in its own right.

If we were to continue in this vein, there would be no possibility of any radical
restructuring of the tree, and the final clustering would be excessively depend-
ent on the ordering of examples. To avoid this, there is provision for restruc-
turing, and you can see it come into play when instance h is added in the next
step shown in Figure 6.17. In this case two existing nodes are merged into a single
cluster: nodes a and d are merged before the new instance h is added. One way
of accomplishing this would be to consider all pairs of nodes for merging and
evaluate the category utility of each pair. However, that would be computa-
tionally expensive and would involve a lot of repeated work if it were under-
taken whenever a new instance was added.

Instead, whenever the nodes at a particular level are scanned for a suitable
host, both the best-matching node—the one that produces the greatest category
utility for the split at that level—and the runner-up are noted. The best one will
form the host for the new instance (unless that new instance is better off in a
cluster of its own). However, before setting to work on putting the new instance
in with the host, consideration is given to merging the host and the runner-up.
In this case, a is the preferred host and d is the runner-up. When a merge of a
and d is evaluated, it turns out that it would improve the category utility
measure. Consequently, these two nodes are merged, yielding a version of the
fifth hierarchy of Figure 6.17 before h is added. Then, consideration is given to
the placement of h in the new, merged node; and it turns out to be best to make
it a subcluster in its own right, as shown.

An operation converse to merging is also implemented, called splitting,
although it does not take place in this particular example. Whenever the best
host is identified, and merging has not proved beneficial, consideration is given
to splitting the host node. Splitting has exactly the opposite effect of merging,
taking a node and replacing it with its children. For example, splitting the right-
most node in the fourth hierarchy of Figure 6.17 would raise the e, f, and g leaves
up a level, making them siblings of a, b, c, and d. Merging and splitting provide
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an incremental way of restructuring the tree to compensate for incorrect choices
caused by infelicitous ordering of examples.

The final hierarchy for all 14 examples is shown at the end of Figure 6.17.
There are two major clusters, each of which subdivides further into its own 
subclusters. If the play/don’t play distinction really represented an inherent
feature of the data, a single cluster would be expected for each outcome. No
such clean structure is observed, although a (very) generous eye might discern
a slight tendency at lower levels for yes instances to group together, and likewise
for no instances. Careful analysis of the clustering reveals some anomalies.
(Table 4.6 will help if you want to follow this analysis in detail.) For example,
instances a and b are actually very similar to each other, yet they end up in com-
pletely different parts of the tree. Instance b ends up with k, which is a worse
match than a. Instance a ends up with d and h, and it is certainly not as similar
to d as it is to b. The reason why a and b become separated is that a and d get
merged, as described previously, because they form the best and second-best
hosts for h. It was unlucky that a and b were the first two examples: if either 
had occurred later, it may well have ended up with the other. Subsequent split-
ting and remerging may be able to rectify this anomaly, but in this case they
didn’t.

Exactly the same scheme works for numeric attributes. Category utility is
defined for these as well, based on an estimate of the mean and standard devi-
ation of the value of that attribute. Details are deferred to the next subsection.
However, there is just one problem that we must attend to here: when estimat-
ing the standard deviation of an attribute for a particular node, the result will
be zero if the node contains only one instance, as it does more often than not.
Unfortunately, zero variances produce infinite values in the category utility
formula. A simple heuristic solution is to impose a minimum variance on each
attribute. It can be argued that because no measurement is completely precise,
it is reasonable to impose such a minimum: it represents the measurement error
in a single sample. This parameter is called acuity.

Figure 6.18(a) shows, at the top, a hierarchical clustering produced by the
incremental algorithm for part of the Iris dataset (30 instances, 10 from each
class). At the top level there are two clusters (i.e., subclusters of the single node
representing the whole dataset). The first contains both Iris virginicas and Iris
versicolors, and the second contains only Iris setosas. The Iris setosas themselves
split into two subclusters, one with four cultivars and the other with six. The
other top-level cluster splits into three subclusters, each with a fairly complex
structure. Both the first and second contain only Iris versicolors, with one excep-
tion, a stray Iris virginica, in each case; the third contains only Iris virginicas.
This represents a fairly satisfactory clustering of the Iris data: it shows that the
three genera are not artificial at all but reflect genuine differences in the data.
This is, however, a slightly overoptimistic conclusion, because quite a bit of
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Figure 6.18 Hierarchical clusterings of the iris data.
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experimentation with the acuity parameter was necessary to obtain such a nice
division.

The clusterings produced by this scheme contain one leaf for every instance.
This produces an overwhelmingly large hierarchy for datasets of any reasonable
size, corresponding, in a sense, to overfitting the particular dataset. Conse-
quently, a second numeric parameter called cutoff is used to suppress growth.
Some instances are deemed to be sufficiently similar to others to not warrant
formation of their own child node, and this parameter governs the similarity
threshold. Cutoff is specified in terms of category utility: when the increase in
category utility from adding a new node is sufficiently small, that node is cut
off.

Figure 6.18(b) shows the same Iris data, clustered with cutoff in effect. Many
leaf nodes contain several instances: these are children of the parent node that
have been cut off. The division into the three types of iris is a little easier to see
from this hierarchy because some of the detail is suppressed. Again, however,
some experimentation with the cutoff parameter was necessary to get this result,
and in fact a sharper cutoff leads to much less satisfactory clusters.

Similar clusterings are obtained if the full Iris dataset of 150 instances is used.
However, the results depend on the ordering of examples: Figure 6.18 was
obtained by alternating the three varieties of iris in the input file. If all Iris setosas
are presented first, followed by all Iris versicolors and then all Iris virginicas, the
resulting clusters are quite unsatisfactory.

Category utility
Now we look at how the category utility, which measures the overall quality of
a partition of instances into clusters, is calculated. In Section 5.9 we learned how
the MDL measure could, in principle, be used to evaluate the quality of clus-
tering. Category utility is not MDL based but rather resembles a kind of quad-
ratic loss function defined on conditional probabilities.

The definition of category utility is rather formidable:

where C1, C2, . . ., Ck are the k clusters; the outer summation is over these clus-
ters; the next inner one sums over the attributes; ai is the ith attribute, and it
takes on values vi1, vi2, . . . which are dealt with by the sum over j. Note that the
probabilities themselves are obtained by summing over all instances: thus there
is a further implied level of summation.

This expression makes a great deal of sense if you take the time to examine
it. The point of having a cluster is that it will give some advantage in predict-
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ing the values of attributes of instances in that cluster—that is, Pr[ai = vij | C�]
is a better estimate of the probability that attribute ai has value vij, for an instance
in cluster C�, than Pr[ai = vij] because it takes account of the cluster the instance
is in. If that information doesn’t help, the clusters aren’t doing much good! So
what the preceding measure calculates, inside the multiple summation, is the
amount by which that information does help in terms of the differences between
squares of probabilities. This is not quite the standard squared-difference
metric, because that sums the squares of the differences (which produces a sym-
metric result), and the present measure sums the difference of the squares
(which, appropriately, does not produce a symmetric result). The differences
between squares of probabilities are summed over all attributes, and all their
possible values, in the inner double summation. Then it is summed over all clus-
ters, weighted by their probabilities, in the outer summation.

The overall division by k is a little hard to justify because the squared differ-
ences have already been summed over the categories. It essentially provides a
“per cluster” figure for the category utility that discourages overfitting. Other-
wise, because the probabilities are derived by summing over the appropriate
instances, the very best category utility would be obtained by placing each
instance in its own cluster. Then, Pr[ai = vij | C�] would be 1 for the value that
attribute ai actually has for the single instance in category C� and 0 for all other
values; and the numerator of the category utility formula will end up as

where n is the total number of attributes. This is the greatest value that the
numerator can have; and so if it were not for the additional division by k in the
category utility formula, there would never be any incentive to form clusters
containing more than one member. This extra factor is best viewed as a rudi-
mentary overfitting-avoidance heuristic.

This category utility formula applies only to nominal attributes. However, it
can easily be extended to numeric attributes by assuming that their distribution
is normal with a given (observed) mean m and standard deviation s. The prob-
ability density function for an attribute a is

The analog of summing the squares of attribute–value probabilities is

where si is the standard deviation of the attribute ai. Thus for a numeric attrib-
ute, we estimate the standard deviation from the data, both within the cluster
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(si�) and for the data over all clusters (si), and use these in the category utility
formula:

Now the problem mentioned previously that occurs when the standard devia-
tion estimate is zero becomes apparent: a zero standard deviation produces an
infinite value of the category utility formula. Imposing a prespecified minimum
variance on each attribute, the acuity, is a rough-and-ready solution to the
problem.

Probability-based clustering
Some of the shortcomings of the heuristic clustering described previously have
already become apparent: the arbitrary division by k in the category utility
formula that is necessary to prevent overfitting, the need to supply an artificial
minimum value for the standard deviation of clusters, the ad hoc cutoff value
to prevent every instance from becoming a cluster in its own right. On top of
this is the uncertainty inherent in incremental algorithms: to what extent is the
result dependent on the order of examples? Are the local restructuring opera-
tions of merging and splitting really enough to reverse the effect of bad initial
decisions caused by unlucky ordering? Does the final result represent even a local
minimum of category utility? Add to this the problem that one never knows
how far the final configuration is from a global minimum—and that the stan-
dard trick of repeating the clustering procedure several times and choosing the
best will destroy the incremental nature of the algorithm. Finally, doesn’t the
hierarchical nature of the result really beg the question of which are the best
clusters? There are so many clusters in Figure 6.18 that it is hard to separate the
wheat from the chaff.

A more principled statistical approach to the clustering problem can over-
come some of these shortcomings. From a probabilistic perspective, the goal of
clustering is to find the most likely set of clusters given the data (and, inevitably,
prior expectations). Because no finite amount of evidence is enough to make a
completely firm decision on the matter, instances—even training instances—
should not be placed categorically in one cluster or the other: instead they 
have a certain probability of belonging to each cluster. This helps to eliminate
the brittleness that is often associated with methods that make hard and fast
judgments.

The foundation for statistical clustering is a statistical model called finite mix-
tures. A mixture is a set of k probability distributions, representing k clusters,
that govern the attribute values for members of that cluster. In other words, each
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distribution gives the probability that a particular instance would have a certain
set of attribute values if it were known to be a member of that cluster. Each
cluster has a different distribution. Any particular instance “really” belongs to
one and only one of the clusters, but it is not known which one. Finally, the
clusters are not equally likely: there is some probability distribution that reflects
their relative populations.

The simplest finite mixture situation occurs when there is only one numeric
attribute, which has a Gaussian or normal distribution for each cluster—but
with different means and variances. The clustering problem is to take a set of
instances—in this case each instance is just a number—and a prespecified
number of clusters, and work out each cluster’s mean and variance and the pop-
ulation distribution between the clusters. The mixture model combines several
normal distributions, and its probability density function looks like a mountain
range with a peak for each component.

Figure 6.19 shows a simple example. There are two clusters, A and B, and each
has a normal distribution with means and standard deviations: mA and sA for
cluster A, and mB and sB for cluster B, respectively. Samples are taken from these
distributions, using cluster A with probability pA and cluster B with probability
pB (where pA + pB = 1) and resulting in a dataset like that shown. Now, imagine
being given the dataset without the classes—just the numbers—and being asked
to determine the five parameters that characterize the model: mA, sA, mB, sB, and
pA (the parameter pB can be calculated directly from pA). That is the finite
mixture problem.

If you knew which of the two distributions each instance came from, finding
the five parameters would be easy—just estimate the mean and standard devi-
ation for the cluster A samples and the cluster B samples separately, using the
formulas

(The use of n - 1 rather than n as the denominator in the second formula is a
technicality of sampling: it makes little difference in practice if n is used instead.)
Here, x1, x2, . . . , xn are the samples from the distribution A or B. To estimate
the fifth parameter pA, just take the proportion of the instances that are in the
A cluster.

If you knew the five parameters, finding the probabilities that a given instance
comes from each distribution would be easy. Given an instance x, the probabil-
ity that it belongs to cluster A is
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where f(x; mA, sA) is the normal distribution function for cluster A, that is:

The denominator Pr[x] will disappear: we calculate the numerators for both
Pr[A | x] and Pr[B | x] and normalize them by dividing by their sum. This whole
procedure is just the same as the way numeric attributes are treated in the Naïve
Bayes learning scheme of Section 4.2. And the caveat explained there applies
here too: strictly speaking, f(x; mA, sA) is not the probability Pr[x | A] because
the probability of x being any particular real number is zero, but the normal-
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Figure 6.19 A two-class mixture model.
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ization process makes the final result correct. Note that the final outcome is not
a particular cluster but rather the probabilities with which x belongs to cluster
A and cluster B.

The EM algorithm
The problem is that we know neither of these things: not the distribution that
each training instance came from nor the five parameters of the mixture model.
So we adopt the procedure used for the k-means clustering algorithm and
iterate. Start with initial guesses for the five parameters, use them to calculate
the cluster probabilities for each instance, use these probabilities to reestimate
the parameters, and repeat. (If you prefer, you can start with guesses for the
classes of the instances instead.) This is called the EM algorithm, for expecta-
tion–maximization. The first step, calculation of the cluster probabilities (which
are the “expected” class values) is “expectation”; the second, calculation of the
distribution parameters, is “maximization” of the likelihood of the distributions
given the data.

A slight adjustment must be made to the parameter estimation equations to
account for the fact that it is only cluster probabilities, not the clusters them-
selves, that are known for each instance. These probabilities just act like weights.
If wi is the probability that instance i belongs to cluster A, the mean and stan-
dard deviation for cluster A are

—where now the xi are all the instances, not just those belonging to cluster A.
(This differs in a small detail from the estimate for the standard deviation given
on page 101. Technically speaking, this is a “maximum likelihood” estimator for
the variance, whereas the formula on page 101 is for an “unbiased” estimator.
The difference is not important in practice.)

Now consider how to terminate the iteration. The k-means algorithm 
stops when the classes of the instances don’t change from one iteration to the
next—a “fixed point” has been reached. In the EM algorithm things are not quite
so easy: the algorithm converges toward a fixed point but never actually gets
there. But we can see how close it is by calculating the overall likelihood that
the data came from this dataset, given the values for the five parameters. This
overall likelihood is obtained by multiplying the probabilities of the individual
instances i:

s m m m
A
2 = -( ) + -( ) + + -( )

+ + +
w x w x w x

w w w
n n

n

1 1
2

2 2
2 2

1 2

. . .

. . .

mA = + + +
+ + +

w x w x w x

w w w
n n

n

1 1 2 2

1 2

. . .

. . .

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 265



where the probabilities given the clusters A and B are determined from the
normal distribution function f(x; m, s). This overall likelihood is a measure of
the “goodness” of the clustering and increases at each iteration of the EM algo-
rithm. Again, there is a technical difficulty with equating the probability of a
particular value of x with f(x; m, s), and in this case the effect does not disap-
pear because no probability normalization operation is applied. The upshot is
that the preceding likelihood expression is not a probability and does not nec-
essarily lie between zero and one: nevertheless, its magnitude still reflects 
the quality of the clustering. In practical implementations its logarithm is 
calculated instead: this is done by summing the logarithms of the individual
components, avoiding all the multiplications. But the overall conclusion still
holds: you should iterate until the increase in log-likelihood becomes negligi-
ble. For example, a practical implementation might iterate until the difference
between successive values of log-likelihood is less than 10-10 for 10 successive
iterations. Typically, the log-likelihood will increase very sharply over the first
few iterations and then converge rather quickly to a point that is virtually 
stationary.

Although the EM algorithm is guaranteed to converge to a maximum, this 
is a local maximum and may not necessarily be the same as the global max-
imum. For a better chance of obtaining the global maximum, the whole proce-
dure should be repeated several times, with different initial guesses for the
parameter values. The overall log-likelihood figure can be used to compare the
different final configurations obtained: just choose the largest of the local
maxima.

Extending the mixture model
Now that we have seen the Gaussian mixture model for two distributions, let’s
consider how to extend it to more realistic situations. The basic method is just
the same, but because the mathematical notation becomes formidable we will
not develop it in full detail.

Changing the algorithm from two-class problems to multiclass problems is
completely straightforward as long as the number k of normal distributions is
given in advance.

The model can be extended from a single numeric attribute per instance to
multiple attributes as long as independence between attributes is assumed. The
probabilities for each attribute are multiplied together to obtain the joint prob-
ability for the instance, just as in the Naïve Bayes method.

p x p xi i
i

A BPr A Pr B[ ]+ [ ]( )’ ,
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When the dataset is known in advance to contain correlated attributes, the
independence assumption no longer holds. Instead, two attributes can be
modeled jointly using a bivariate normal distribution, in which each has its own
mean value but the two standard deviations are replaced by a “covariance
matrix” with four numeric parameters. There are standard statistical techniques
for estimating the class probabilities of instances and for estimating the 
means and covariance matrix given the instances and their class probabilities.
Several correlated attributes can be handled using a multivariate distribution.
The number of parameters increases with the square of the number of jointly
varying attributes. With n independent attributes, there are 2n parameters, a
mean and a standard deviation for each. With n covariant attributes, there are
n + n(n + 1)/2 parameters, a mean for each and an n ¥ n covariance matrix that
is symmetric and therefore involves n(n + 1)/2 different quantities. This escala-
tion in the number of parameters has serious consequences for overfitting, as
we will explain later.

To cater for nominal attributes, the normal distribution must be abandoned.
Instead, a nominal attribute with v possible values is characterized by v numbers
representing the probability of each one. A different set of numbers is needed
for every class; kv parameters in all. The situation is very similar to the 
Naïve Bayes method. The two steps of expectation and maximization corre-
spond exactly to operations we have studied before. Expectation—estimating
the cluster to which each instance belongs given the distribution parameters—
is just like determining the class of an unknown instance. Maximization—
estimating the parameters from the classified instances—is just like determin-
ing the attribute–value probabilities from the training instances, with the 
small difference that in the EM algorithm instances are assigned to classes 
probabilistically rather than categorically. In Section 4.2 we encountered 
the problem that probability estimates can turn out to be zero, and the same
problem occurs here too. Fortunately, the solution is just as simple—use the
Laplace estimator.

Naïve Bayes assumes that attributes are independent—that is why it is called
“naïve.” A pair of correlated nominal attributes with v1 and v2 possible values,
respectively, can be replaced with a single covariant attribute with v1v2 possible
values. Again, the number of parameters escalates as the number of dependent
attributes increases, and this has implications for probability estimates and over-
fitting that we will come to shortly.

The presence of both numeric and nominal attributes in the data to be clus-
tered presents no particular problem. Covariant numeric and nominal attrib-
utes are more difficult to handle, and we will not describe them here.

Missing values can be accommodated in various different ways. Missing
values of nominal attributes can simply be left out of the probability calcula-
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tions, as described in Section 4.2; alternatively they can be treated as an addi-
tional value of the attribute, to be modeled as any other value. Which is more
appropriate depends on what it means for a value to be “missing.” Exactly the
same possibilities exist for numeric attributes.

With all these enhancements, probabilistic clustering becomes quite sophis-
ticated. The EM algorithm is used throughout to do the basic work. The user
must specify the number of clusters to be sought, the type of each attribute
(numeric or nominal), which attributes are modeled as covarying, and what 
to do about missing values. Moreover, different distributions than the ones
described previously can be used. Although the normal distribution is usually
a good choice for numeric attributes, it is not suitable for attributes (such as
weight) that have a predetermined minimum (zero, in the case of weight) but
no upper bound; in this case a “log-normal” distribution is more appropriate.
Numeric attributes that are bounded above and below can be modeled by a 
“log-odds” distribution. Attributes that are integer counts rather than real values
are best modeled by the “Poisson” distribution. A comprehensive system might
allow these distributions to be specified individually for each attribute. In each
case, the distribution involves numeric parameters—probabilities of all possi-
ble values for discrete attributes and mean and standard deviation for continu-
ous ones.

In this section we have been talking about clustering. But you may be 
thinking that these enhancements could be applied just as well to the Naïve
Bayes algorithm too—and you’d be right. A comprehensive probabilistic
modeler could accommodate both clustering and classification learning,
nominal and numeric attributes with a variety of distributions, various possi-
bilities of covariation, and different ways of dealing with missing values. The
user would specify, as part of the domain knowledge, which distributions to use
for which attributes.

Bayesian clustering
However, there is a snag: overfitting. You might say that if we are not sure which
attributes are dependent on each other, why not be on the safe side and specify
that all the attributes are covariant? The answer is that the more parameters
there are, the greater the chance that the resulting structure is overfitted to the
training data—and covariance increases the number of parameters dramati-
cally. The problem of overfitting occurs throughout machine learning, and
probabilistic clustering is no exception. There are two ways that it can occur:
through specifying too large a number of clusters and through specifying dis-
tributions with too many parameters.

The extreme case of too many clusters occurs when there is one for every
data point: clearly, that will be overfitted to the training data. In fact, in the
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mixture model, problems will occur whenever any of the normal distributions
becomes so narrow that it is centered on just one data point. Consequently,
implementations generally insist that clusters contain at least two different data
values.

Whenever there are a large number of parameters, the problem of overfitting
arises. If you were unsure of which attributes were covariant, you might try out
different possibilities and choose the one that maximized the overall probabil-
ity of the data given the clustering that was found. Unfortunately, the more
parameters there are, the larger the overall data probability will tend to be—not
necessarily because of better clustering but because of overfitting. The more
parameters there are to play with, the easier it is to find a clustering that seems
good.

It would be nice if somehow you could penalize the model for introducing
new parameters. One principled way of doing this is to adopt a fully Bayesian
approach in which every parameter has a prior probability distribution. Then,
whenever a new parameter is introduced, its prior probability must be incor-
porated into the overall likelihood figure. Because this will involve multiplying
the overall likelihood by a number less than one—the prior probability—it will
automatically penalize the addition of new parameters. To improve the overall
likelihood, the new parameters will have to yield a benefit that outweighs the
penalty.

In a sense, the Laplace estimator that we met in Section 4.2, and whose use
we advocated earlier to counter the problem of zero probability estimates for
nominal values, is just such a device. Whenever observed probabilities are small,
the Laplace estimator exacts a penalty because it makes probabilities that are
zero, or close to zero, greater, and this will decrease the overall likelihood of the
data. Making two nominal attributes covariant will exacerbate the problem.
Instead of v1 + v2 parameters, where v1 and v2 are the number of possible values,
there are now v1v2, greatly increasing the chance of a large number of small esti-
mated probabilities. In fact, the Laplace estimator is tantamount to using a par-
ticular prior distribution for the introduction of new parameters.

The same technique can be used to penalize the introduction of large
numbers of clusters, just by using a prespecified prior distribution that decays
sharply as the number of clusters increases.

AutoClass is a comprehensive Bayesian clustering scheme that uses the finite
mixture model with prior distributions on all the parameters. It allows both
numeric and nominal attributes and uses the EM algorithm to estimate the
parameters of the probability distributions to best fit the data. Because there is
no guarantee that the EM algorithm converges to the global optimum, the pro-
cedure is repeated for several different sets of initial values. But that is not all.
AutoClass considers different numbers of clusters and can consider different
amounts of covariance and different underlying probability distribution types
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for the numeric attributes. This involves an additional, outer level of search. For
example, it initially evaluates the log-likelihood for 2, 3, 5, 7, 10, 15, and 25 clus-
ters: after that, it fits a log-normal distribution to the resulting data and ran-
domly selects from it more values to try. As you might imagine, the overall
algorithm is extremely computation intensive. In fact, the actual implementa-
tion starts with a prespecified time bound and continues to iterate as long as
time allows. Give it longer and the results may be better!

Discussion
The clustering methods that have been described produce different kinds of
output. All are capable of taking new data in the form of a test set and classify-
ing it according to clusters that were discovered by analyzing a training set.
However, the incremental clustering method is the only one that generates an
explicit knowledge structure that describes the clustering in a way that can be
visualized and reasoned about. The other algorithms produce clusters that could
be visualized in instance space if the dimensionality were not too high.

If a clustering method were used to label the instances of the training set with
cluster numbers, that labeled set could then be used to train a rule or decision
tree learner. The resulting rules or tree would form an explicit description of
the classes. A probabilistic clustering scheme could be used for the same
purpose, except that each instance would have multiple weighted labels and the
rule or decision tree learner would have to be able to cope with weighted
instances—as many can.

Another application of clustering is to fill in any values of the attributes that
may be missing. For example, it is possible to make a statistical estimate of the
value of unknown attributes of a particular instance, based on the class distri-
bution for the instance itself and the values of the unknown attributes for other
examples.

All the clustering methods we have examined make a basic assumption of
independence among the attributes. AutoClass does allow the user to specify 
in advance that two or more attributes are dependent and should be modeled
with a joint probability distribution. (There are restrictions, however: nominal
attributes may vary jointly, as may numeric attributes, but not both together.
Moreover, missing values for jointly varying attributes are not catered for.) It
may be advantageous to preprocess a dataset to make the attributes more inde-
pendent, using a statistical technique such as the principal components trans-
form described in Section 7.3. Note that joint variation that is specific to
particular classes will not be removed by such techniques; they only remove
overall joint variation that runs across all classes.

Our description of how to modify k-means to find a good value of k by
repeatedly splitting clusters and seeing whether the split is worthwhile follows
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the X-means algorithm of Moore and Pelleg (2000). However, instead of the
MDL principle they use a probabilistic scheme called the Bayes Information 
Criterion (Kass and Wasserman 1995). The incremental clustering procedure,
based on the merging and splitting operations, was introduced in systems called
Cobweb for nominal attributes (Fisher 1987) and Classit for numeric attributes
(Gennari et al. 1990). Both are based on a measure of category utility that had
been defined previously (Gluck and Corter 1985). The AutoClass program is
described by Cheeseman and Stutz (1995). Two implementations are available:
the original research implementation, written in LISP, and a follow-up public
implementation in C that is 10 or 20 times faster but somewhat more
restricted—for example, only the normal-distribution model is implemented
for numeric attributes.

6.7 Bayesian networks
The Naïve Bayes classifier of Section 4.2 and the logistic regression models of
Section 4.6 both produce probability estimates rather than predictions. For each
class value, they estimate the probability that a given instance belongs to that
class. Most other types of classifiers can be coerced into yielding this kind of
information if necessary. For example, probabilities can be obtained from a
decision tree by computing the relative frequency of each class in a leaf and from
a decision list by examining the instances that a particular rule covers.

Probability estimates are often more useful than plain predictions. They 
allow predictions to be ranked, and their expected cost to be minimized (see
Section 5.7). In fact, there is a strong argument for treating classification learn-
ing as the task of learning class probability estimates from data. What is being
estimated is the conditional probability distribution of the values of the class
attribute given the values of the other attributes. The classification model rep-
resents this conditional distribution in a concise and easily comprehensible
form.

Viewed in this way, Naïve Bayes classifiers, logistic regression models, deci-
sion trees, and so on, are just alternative ways of representing a conditional
probability distribution. Of course, they differ in representational power.
Naïve Bayes classifiers and logistic regression models can only represent simple
distributions, whereas decision trees can represent—or at least approximate—
arbitrary distributions. However, decision trees have their drawbacks: they frag-
ment the training set into smaller and smaller pieces, which inevitably yield less
reliable probability estimates, and they suffer from the replicated subtree
problem described in Section 3.2. Rule sets go some way toward addressing these
shortcomings, but the design of a good rule learner is guided by heuristics with
scant theoretical justification.
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Does this mean that we have to accept our fate and live with these shortcom-
ings? No! There is a statistically based alternative: a theoretically well-founded
way of representing probability distributions concisely and comprehensibly in
a graphical manner. The structures are called Bayesian networks. They are drawn
as a network of nodes, one for each attribute, connected by directed edges in
such a way that there are no cycles—a directed acyclic graph.

In our explanation of how to interpret Bayesian networks and how to learn
them from data, we will make some simplifying assumptions. We assume that
all attributes are nominal and that there are no missing values. Some advanced
learning algorithms can create new attributes in addition to the ones present in
the data—so-called hidden attributes whose values cannot be observed. These
can support better models if they represent salient features of the underlying
problem, and Bayesian networks provide a good way of using them at predic-
tion time. However, they make both learning and prediction far more complex
and time consuming, so we will not consider them here.

Making predictions
Figure 6.20 shows a simple Bayesian network for the weather data. It has a node
for each of the four attributes outlook, temperature, humidity, and windy and
one for the class attribute play. An edge leads from the play node to each of the
other nodes. But in Bayesian networks the structure of the graph is only half
the story. Figure 6.20 shows a table inside each node. The information in the
tables defines a probability distribution that is used to predict the class proba-
bilities for any given instance.

Before looking at how to compute this probability distribution, consider the
information in the tables. The lower four tables (for outlook, temperature,
humidity, and windy) have two parts separated by a vertical line. On the left are
the values of play, and on the right are the corresponding probabilities for each
value of the attribute represented by the node. In general, the left side contains
a column for every edge pointing to the node, in this case just the play attrib-
ute. That is why the table associated with play itself does not have a left side: it
has no parents. In general, each row of probabilities corresponds to one com-
bination of values of the parent attributes, and the entries in the row show the
probability of each value of the node’s attribute given this combination. In
effect, each row defines a probability distribution over the values of the node’s
attribute. The entries in a row always sum to 1.

Figure 6.21 shows a more complex network for the same problem, where
three nodes (windy, temperature, and humidity) have two parents. Again, there
is one column on the left for each parent and as many columns on the right as
the attribute has values. Consider the first row of the table associated with the
temperature node. The left side gives a value for each parent attribute, play and
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outlook; the right gives a probability for each value of temperature. For example,
the first number (0.143) is the probability of temperature taking on the value
hot, given that play and outlook have values yes and sunny, respectively.

How are the tables used to predict the probability of each class value for a
given instance? This turns out to be very easy, because we are assuming that
there are no missing values. The instance specifies a value for each attribute. For
each node in the network, look up the probability of the node’s attribute value
based on the row determined by its parents’ attribute values. Then just multi-
ply all these probabilities together.

play

play

yes
.633

no
.367

outlook

play

yes
no

outlook
sunny
.238
.538

overcast
.429
.077

rainy
.333
.385

temperature

play

yes
no

temperature
hot
.238
.385

mild
.429
.385

cool
.333
.231

windy

play

yes
no

windy
false
.350
.583

true
.650
.417

humidity

play

yes
no

humidity
high
.350
.750

normal
.650
.250

Figure 6.20 A simple Bayesian network for the weather data.
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Figure 6.21 Another Bayesian network for the weather data.
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For example, consider an instance with values outlook = rainy, temperature =
cool, humidity = high, and windy = true. To calculate the probability for play =
no, observe that the network in Figure 6.21 gives probability 0.367 from node
play, 0.385 from outlook, 0.429 from temperature, 0.250 from humidity, and
0.167 from windy. The product is 0.0025. The same calculation for play = yes
yields 0.0077. However, these are clearly not the final answer: the final proba-
bilities must sum to 1, whereas 0.0025 and 0.0077 don’t. They are actually the
joint probabilities Pr[play = no,E] and Pr[play = yes,E], where E denotes all the
evidence given by the instance’s attribute values. Joint probabilities measure the
likelihood of observing an instance that exhibits the attribute values in E as well
as the respective class value. They only sum to 1 if they exhaust the space of all
possible attribute–value combinations, including the class attribute. This is cer-
tainly not the case in our example.

The solution is quite simple (we already encountered it in Section 4.2).
To obtain the conditional probabilities Pr [play = no |E] and Pr [play = yes |E],
normalize the joint probabilities by dividing them by their sum. This gives 
probability 0.245 for play = no and 0.755 for play = yes.

Just one mystery remains: why multiply all those probabilities together? It
turns out that the validity of the multiplication step hinges on a single assump-
tion—namely that, given values for each of a node’s parents, knowing the values
for any other ancestors does not change the probability associated with each of
its possible values. In other words, ancestors do not provide any information
about the likelihood of the node’s values over and above the information pro-
vided by the parents. This can be written

which must hold for all values of the nodes and attributes involved. In statistics
this property is called conditional independence. Multiplication is valid pro-
vided that each node is conditionally independent of its grandparents, great-
grandparents, and so on, given its parents. The multiplication step results
directly from the chain rule in probability theory, which states that the joint
probability of n attributes ai can be decomposed into this product:

The decomposition holds for any order of the attributes. Because our Bayesian
network is an acyclic graph, its nodes can be ordered to give all ancestors of a
node ai indices smaller than i. Then, because of the conditional independence
assumption,
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which is exactly the multiplication rule that we applied previously.
The two Bayesian networks in Figure 6.20 and Figure 6.21 are fundamentally

different. The first (Figure 6.20) makes stronger independence assumptions
because for each of its nodes the set of parents is a subset of the corresponding
set of parents in the second (Figure 6.21). In fact, Figure 6.20 is almost identi-
cal to the simple Naïve Bayes classifier of Section 4.2. (The probabilities are
slightly different but only because each count has been initialized to 0.5 to avoid
the zero-frequency problem.) The network in Figure 6.21 has more rows in the
conditional probability tables and hence more parameters; it may be a more
accurate representation of the underlying domain.

It is tempting to assume that the directed edges in a Bayesian network rep-
resent causal effects. But be careful! In our case, a particular value of play may
enhance the prospects of a particular value of outlook, but it certainly doesn’t
cause it—it is more likely to be the other way round. Different Bayesian net-
works can be constructed for the same problem, representing exactly the same
probability distribution. This is done by altering the way in which the joint
probability distribution is factorized to exploit conditional independencies. The
network whose directed edges model causal effects is often the simplest one with
the fewest parameters. Hence, human experts who construct Bayesian networks
for a particular domain often benefit by representing causal effects by directed
edges. However, when machine learning techniques are applied to induce
models from data whose causal structure is unknown, all they can do is con-
struct a network based on the correlations that are observed in the data. Infer-
ring causality from correlation is always a dangerous business.

Learning Bayesian networks
The way to construct a learning algorithm for Bayesian networks is to define
two components: a function for evaluating a given network based on the data
and a method for searching through the space of possible networks. The quality
of a given network is measured by the probability of the data given the network.
We calculate the probability that the network accords to each instance and 
multiply these probabilities together over all instances. In practice, this quickly
yields numbers too small to be represented properly (called arithmetic underflow),
so we use the sum of the logarithms of the probabilities rather than their product.
The resulting quantity is the log-likelihood of the network given the data.

Assume that the structure of the network—the set of edges—is given. It’s easy
to estimate the numbers in the conditional probability tables: just compute the
relative frequencies of the associated combinations of attribute values in the
training data. To avoid the zero-frequency problem each count is initialized with
a constant as described in Section 4.2. For example, to find the probability that
humidity = normal given that play = yes and temperature = cool (the last number
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of the third row of the humidity node’s table in Figure 6.21), observe from Table
1.2 (page 11) that there are three instances with this combination of attribute
values in the weather data, and no instances with humidity = high and the 
same values for play and temperature. Initializing the counts for the two values 
of humidity to 0.5 yields the probability (3 + 0.5) / (3 + 0 + 1) = 0.875 for 
humidity = normal.

The nodes in the network are predetermined, one for each attribute (includ-
ing the class). Learning the network structure amounts to searching through the
space of possible sets of edges, estimating the conditional probability tables for
each set, and computing the log-likelihood of the resulting network based on
the data as a measure of the network’s quality. Bayesian network learning 
algorithms differ mainly in the way in which they search through the space of
network structures. Some algorithms are introduced below.

There is one caveat. If the log-likelihood is maximized based on the training
data, it will always be better to add more edges: the resulting network will simply
overfit. Various methods can be employed to combat this problem. One possi-
bility is to use cross-validation to estimate the goodness of fit. A second is to
add a penalty for the complexity of the network based on the number of param-
eters, that is, the total number of independent estimates in all the probability
tables. For each table, the number of independent probabilities is the total
number of entries minus the number of entries in the last column, which can
be determined from the other columns because all rows must sum to 1. Let K
be the number of parameters, LL the log-likelihood, and N the number of
instances in the data. Two popular measures for evaluating the quality of a
network are the Akaike Information Criterion (AIC),

and the following MDL metric based on the MDL principle:

In both cases the log-likelihood is negated, so the aim is to minimize these
scores.

A third possibility is to assign a prior distribution over network structures
and find the most likely network by combining its prior probability with the
probability accorded to the network by the data. This is the “Bayesian” approach
to network scoring. Depending on the prior distribution used, it can take
various forms. However, true Bayesians would average over all possible network
structures rather than singling out a particular network for prediction. Unfor-
tunately, this generally requires a great deal of computation. A simplified
approach is to average over all network structures that are substructures of a

MDL score = - +LL
K

N
2

log .

AIC score = - +LL K ,
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given network. It turns out that this can be implemented very efficiently by
changing the method for calculating the conditional probability tables so that
the resulting probability estimates implicitly contain information from all sub-
networks. The details of this approach are rather complex and will not be
described here.

The task of searching for a good network structure can be greatly simplified
if the right metric is used for scoring. Recall that the probability of a single
instance based on a network is the product of all the individual probabilities
from the various conditional probability tables. The overall probability of the
dataset is the product of these products for all instances. Because terms in a
product are interchangeable, the product can be rewritten to group together all
factors relating to the same table. The same holds for the log-likelihood, using
sums instead of products. This means that the likelihood can be optimized sep-
arately for each node of the network. This can be done by adding, or removing,
edges from other nodes to the node that is being optimized—the only constraint
is that cycles must not be introduced. The same trick also works if a local scoring
metric such as AIC or MDL is used instead of plain log-likelihood because the
penalty term splits into several components, one for each node, and each node
can be optimized independently.

Specific algorithms
Now we move on to actual algorithms for learning Bayesian networks. One
simple and very fast learning algorithm, called K2, starts with a given ordering
of the attributes (i.e., nodes). Then it processes each node in turn and greedily
considers adding edges from previously processed nodes to the current one. In
each step it adds the edge that maximizes the network’s score. When there is no
further improvement, attention turns to the next node. As an additional mech-
anism for overfitting avoidance, the number of parents for each node can be
restricted to a predefined maximum. Because only edges from previously pro-
cessed nodes are considered and there is a fixed ordering, this procedure cannot
introduce cycles. However, the result depends on the initial ordering, so it makes
sense to run the algorithm several times with different random orderings.

The Naïve Bayes classifier is a network with an edge leading from the class
attribute to each of the other attributes. When building networks for classifica-
tion, it sometimes helps to use this network as a starting point for the search.
This can be done in K2 by forcing the class variable to be the first one in the
ordering and initializing the set of edges appropriately.

Another potentially helpful trick is to ensure that every attribute in the data
is in the Markov blanket of the node that represents the class attribute. A node’s
Markov blanket includes all its parents, children, and children’s parents. It can
be shown that a node is conditionally independent of all other nodes given
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values for the nodes in its Markov blanket. Hence, if a node is absent from the
class attribute’s Markov blanket, its value is completely irrelevant to the classi-
fication. Conversely, if K2 finds a network that does not include a relevant attrib-
ute in the class node’s Markov blanket, it might help to add an edge that rectifies
this shortcoming. A simple way of doing this is to add an edge from the
attribute’s node to the class node or from the class node to the attribute’s node,
depending on which option avoids a cycle.

A more sophisticated but slower version of K2 is not to order the nodes but
to greedily consider adding or deleting edges between arbitrary pairs of nodes
(all the while ensuring acyclicity, of course). A further step is to consider invert-
ing the direction of existing edges as well. As with any greedy algorithm, the
resulting network only represents a local maximum of the scoring function: it
is always advisable to run such algorithms several times with different random
initial configurations. More sophisticated optimization strategies such as simu-
lated annealing, tabu search, or genetic algorithms can also be used.

Another good learning algorithm for Bayesian network classifiers is called tree
augmented Naïve Bayes (TAN). As the name implies, it takes the Naïve Bayes
classifier and adds edges to it. The class attribute is the single parent of each
node of a Naïve Bayes network: TAN considers adding a second parent to each
node. If the class node and all corresponding edges are excluded from consid-
eration, and assuming that there is exactly one node to which a second parent
is not added, the resulting classifier has a tree structure rooted at the parentless
node—this is where the name comes from. For this restricted type of network
there is an efficient algorithm for finding the set of edges that maximizes the
network’s likelihood based on computing the network’s maximum weighted
spanning tree. This algorithm is linear in the number of instances and quad-
ratic in the number of attributes.

All the scoring metrics that we have described so far are likelihood 
based in the sense that they are designed to maximize the joint probability 
Pr[a1, a2, . . ., an] for each instance. However, in classification, what we really
want to maximize is the conditional probability of the class given the values of
the other attributes—in other words, the conditional likelihood. Unfortunately,
there is no closed-form solution for the maximum conditional-likelihood prob-
ability estimates that are needed for the tables in a Bayesian network. On the
other hand, computing the conditional likelihood for a given network and
dataset is straightforward—after all, this is what logistic regression does. Hence
it has been proposed to use standard maximum likelihood probability estimates
in the network, but the conditional likelihood to evaluate a particular network
structure.

Another way of using Bayesian networks for classification is to build a sepa-
rate network for each class value, based on the data pertaining to that class, and
combine the predictions using Bayes’s rule. The set of networks is called a
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Bayesian multinet. To obtain a prediction for a particular class value, take the
corresponding network’s probability and multiply it by the class’s prior proba-
bility. Do this for each class and normalize the result as we did previously. In
this case we would not use the conditional likelihood to learn the network for
each class value.

All the network learning algorithms introduced previously are score based.
A different strategy, which we will not explain here, is to piece a network
together by testing individual conditional independence assertions based on
subsets of the attributes. This is known as structure learning by conditional inde-
pendence tests.

Data structures for fast learning
Learning Bayesian networks involves a lot of counting. For each network struc-
ture considered in the search, the data must be scanned afresh to obtain the
counts needed to fill out the conditional probability tables. Instead, could they
be stored in a data structure that eliminated the need for scanning the data over
and over again? An obvious way is to precompute the counts and store the
nonzero ones in a table—say, the hash table mentioned in Section 4.5. Even so,
any nontrivial dataset will have a huge number of nonzero counts.

Again, consider the weather data from Table 1.2 (page 11). There are 
five attributes, two with three values and three with two values. This gives 
4 ¥ 4 ¥ 3 ¥ 3 ¥ 3 = 432 possible counts. Each component of the product corre-
sponds to an attribute, and its contribution to the product is one more than the
number of its values because the attribute may be missing from the count. All
these counts can be calculated by treating them as item sets, as explained in
Section 4.5, and setting the minimum coverage to one. But even without storing
counts that are zero, this simple scheme runs into memory problems very quickly.

It turns out that the counts can be stored effectively in a structure called an
all-dimensions (AD) tree, which is analogous to the kD-trees used for nearest-
neighbor search described in Section 4.7. For simplicity, we illustrate this using
a reduced version of the weather data that only has the attributes humidity,
windy, and play. Figure 6.22(a) summarizes the data. The number of possible
counts is 3 ¥ 3 ¥ 3 = 27, although only 8 of them are shown. For example, the
count for play = no is 5 (count them!).

Figure 6.22(b) shows an AD tree for this data. Each node says how many
instances exhibit the attribute values that are tested along the path from the root
to that node. For example, the leftmost leaf says that there is one instance with
values humidity = normal, windy = true, and play = no, and the rightmost leaf
says that there are five instances with play = no.

It would be trivial to construct a tree that enumerates all 27 counts explic-
itly. However, that would gain nothing over a plain table and is obviously not
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what the tree in Figure 6.22(b) does, because it contains only 8 counts. There
is, for example, no branch that tests humidity = high. How was the tree con-
structed, and how can all counts be obtained from it?

Assume that each attribute in the data has been assigned an index. In the
reduced version of the weather data we give humidity index 1, windy index 2,
and play index 3. An AD tree is generated by expanding each node correspon-
ding to an attribute i with the values of all attributes that have indices j > i, with
two important restrictions: the most populous expansion for each attribute is
omitted (breaking ties arbitrarily) as are expansions with counts that are zero.
The root node is given index 0, so for it all attributes are expanded, subject to
the same restrictions.

humidity

high
high
high
high

normal
normal
normal
normal

true
true
false
false
true
true
false
false

yes
no
yes
no
yes
no
yes
no

1 
2 
2 
2 
2 
1 
4 
0

windy play count(a)

any value
14 instances

windy = true
6 instances

play = no
5 instances

humidity = normal
7 instances

windy = true
3 instances

play = no
1 instance

play = no
3 instances

play = no
1 instance

(b)

Figure 6.22 The weather data: (a) reduced version and (b) corresponding AD tree.
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For example, Figure 6.22(b) contains no expansion for windy = false from the
root node because with eight instances it is the most populous expansion:
the value false occurs more often in the data than the value true. Similarly, from
the node labeled humidity = normal there is no expansion for windy = false
because false is the most common value for windy among all instances with
humidity = normal. In fact, in our example the second restriction—namely, that
expansions with zero counts are omitted—never kicks in because the first
restriction precludes any path that starts with the tests humidity = normal and
windy = false, which is the only way to reach the solitary zero in Figure 6.22(a).

Each node of the tree represents the occurrence of a particular combina-
tion of attribute values. It is straightforward to retrieve the count for a 
combination that occurs in the tree. However, the tree does not explicitly repre-
sent many nonzero counts because the most populous expansion for each 
attribute is omitted. For example, the combination humidity = high and 
play = yes occurs three times in the data but has no node in the tree. Neverthe-
less, it turns out that any count can be calculated from those that the tree stores
explicitly.

Here’s a simple example. Figure 6.22(b) contains no node for humidity =
normal, windy = true, and play = yes. However, it shows three instances with
humidity = normal and windy = true, and one of them has a value for play that
is different from yes. It follows that there must be two instances for play = yes.
Now for a trickier case: how many times does humidity = high, windy = true,
and play = no occur? At first glance it seems impossible to tell because there is
no branch for humidity = high. However, we can deduce the number by calcu-
lating the count for windy = true and play = no (3) and subtracting the count
for humidity = normal, windy = true, and play = no (1). This gives 2, the correct
value.

This idea works for any subset of attributes and any combination of attrib-
ute values, but it may have to be applied recursively. For example, to obtain the
count for humidity = high, windy = false, and play = no, we need the count for
windy = false and play = no and the count for humidity = normal, windy = false,
and play = no. We obtain the former by subtracting the count for windy = true
and play = no (3) from the count for play = no (5), giving 2, and the latter by
subtracting the count for humidity = normal, windy = true, and play = no (1)
from the count for humidity = normal and play = no (1), giving 0. Thus there
must be 2 - 0 = 2 instances with humidity = high, windy = false, and play = no,
which is correct.

AD trees only pay off if the data contains many thousands of instances. It is
pretty obvious that they do not help on the weather data. The fact that they
yield no benefit on small datasets means that, in practice, it makes little sense
to expand the tree all the way down to the leaf nodes. Usually, a cutoff param-
eter k is employed, and nodes covering fewer than k instances hold a list of point-
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ers to these instances rather than a list of pointers to other nodes. This makes
the trees smaller and more efficient to use.

Discussion
The K2 algorithm for learning Bayesian networks was introduced by Cooper
and Herskovits (1992). Bayesian scoring metrics are covered by Heckerman et
al. (1995). The TAN algorithm was introduced by Friedman et al. (1997), who
also describes multinets. Grossman and Domingos (2004) show how to use the
conditional likelihood for scoring networks. Guo and Greiner (2004) present an
extensive comparison of scoring metrics for Bayesian network classifiers. Bouck-
aert (1995) describes averaging over subnetworks. AD trees were introduced and
analyzed by Moore and Lee (1998)—the same Andrew Moore whose work on
kD-trees and ball trees was mentioned in Section 4.9. In a more recent paper,
Komarek and Moore (2000) introduce AD trees for incremental learning that
are also more efficient for datasets with many attributes.

We have only skimmed the surface of the subject of learning Bayesian net-
works. We left open questions of missing values, numeric attributes, and hidden
attributes. We did not describe how to use Bayesian networks for regression
tasks. Bayesian networks are a special case of a wider class of statistical models
called graphical models, which include networks with undirected edges 
(called Markov networks). Graphical models are attracting great attention in the
machine learning community today.

P088407-Ch006.qxd  4/30/05  11:18 AM  Page 283



P088407-Ch006.qxd  4/30/05  11:18 AM  Page 284



In the previous chapter we examined a vast array of machine learning methods:
decision trees, decision rules, linear models, instance-based schemes, numeric pre-
diction techniques, clustering algorithms, and Bayesian networks. All are sound,
robust techniques that are eminently applicable to practical data mining problems.

But successful data mining involves far more than selecting a learning algo-
rithm and running it over your data. For one thing, many learning methods
have various parameters, and suitable values must be chosen for these. In most
cases, results can be improved markedly by suitable choice of parameter values,
and the appropriate choice depends on the data at hand. For example, decision
trees can be pruned or unpruned, and in the former case a pruning parameter
may have to be chosen. In the k-nearest-neighbor method of instance-based
learning, a value for k will have to be chosen. More generally, the learning
scheme itself will have to be chosen from the range of schemes that are avail-
able. In all cases, the right choices depend on the data itself.

It is tempting to try out several learning schemes, and several parameter
values, on your data and see which works best. But be careful! The best choice

c h a p t e r 7

Transformations:
Engineering the input and output

2 8 5
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is not necessarily the one that performs best on the training data. We have
repeatedly cautioned about the problem of overfitting, where a learned model
is too closely tied to the particular training data from which it was built. It is
incorrect to assume that performance on the training data faithfully represents
the level of performance that can be expected on the fresh data to which the
learned model will be applied in practice.

Fortunately, we have already encountered the solution to this problem in
Chapter 5. There are two good methods for estimating the expected true per-
formance of a learning scheme: the use of a large dataset that is quite separate
from the training data, in the case of plentiful data, and cross-validation
(Section 5.3), if data is scarce. In the latter case, a single 10-fold cross-
validation is typically used in practice, although to obtain a more reliable 
estimate the entire procedure should be repeated 10 times. Once suitable param-
eters have been chosen for the learning scheme, use the whole training set—all
the available training instances—to produce the final learned model that is to
be applied to fresh data.

Note that the performance obtained with the chosen parameter value during
the tuning process is not a reliable estimate of the final model’s performance,
because the final model potentially overfits the data that was used for tuning.
To ascertain how well it will perform, you need yet another large dataset that is
quite separate from any data used during learning and tuning. The same is true
for cross-validation: you need an “inner” cross-validation for parameter tuning
and an “outer” cross-validation for error estimation. With 10-fold cross-
validation, this involves running the learning scheme 100 times. To summarize:
when assessing the performance of a learning scheme, any parameter tuning
that goes on should be treated as though it were an integral part of the train-
ing process.

There are other important processes that can materially improve success
when applying machine learning techniques to practical data mining problems,
and these are the subject of this chapter. They constitute a kind of data engi-
neering: engineering the input data into a form suitable for the learning scheme
chosen and engineering the output model to make it more effective. You can
look on them as a bag of tricks that you can apply to practical data mining prob-
lems to enhance the chance of success. Sometimes they work; other times they
don’t—and at the present state of the art, it’s hard to say in advance whether
they will or not. In an area such as this where trial and error is the most reli-
able guide, it is particularly important to be resourceful and understand what
the tricks are.

We begin by examining four different ways in which the input can be mas-
saged to make it more amenable for learning methods: attribute selection,
attribute discretization, data transformation, and data cleansing. Consider the
first, attribute selection. In many practical situations there are far too many
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attributes for learning schemes to handle, and some of them—perhaps the over-
whelming majority—are clearly irrelevant or redundant. Consequently, the data
must be preprocessed to select a subset of the attributes to use in learning. Of
course, learning methods themselves try to select attributes appropriately and
ignore irrelevant or redundant ones, but in practice their performance can fre-
quently be improved by preselection. For example, experiments show that
adding useless attributes causes the performance of learning schemes such as
decision trees and rules, linear regression, instance-based learners, and cluster-
ing methods to deteriorate.

Discretization of numeric attributes is absolutely essential if the task involves
numeric attributes but the chosen learning method can only handle categorical
ones. Even methods that can handle numeric attributes often produce better
results, or work faster, if the attributes are prediscretized. The converse situa-
tion, in which categorical attributes must be represented numerically, also
occurs (although less often); and we describe techniques for this case, too.

Data transformation covers a variety of techniques. One transformation,
which we have encountered before when looking at relational data in Chapter
2 and support vector machines in Chapter 6, is to add new, synthetic attributes
whose purpose is to present existing information in a form that is suitable for
the machine learning scheme to pick up on. More general techniques that do
not depend so intimately on the semantics of the particular data mining pro-
blem at hand include principal components analysis and random projections.

Unclean data plagues data mining. We emphasized in Chapter 2 the neces-
sity of getting to know your data: understanding the meaning of all the differ-
ent attributes, the conventions used in coding them, the significance of missing
values and duplicate data, measurement noise, typographical errors, and the
presence of systematic errors—even deliberate ones. Various simple visualiza-
tions often help with this task. There are also automatic methods of cleansing
data, of detecting outliers, and of spotting anomalies, which we describe.

Having studied how to massage the input, we turn to the question of engi-
neering the output from machine learning schemes. In particular, we examine
techniques for combining different models learned from the data. There are
some surprises in store. For example, it is often advantageous to take the train-
ing data and derive several different training sets from it, learn a model from
each, and combine the resulting models! Indeed, techniques for doing this can
be very powerful. It is, for example, possible to transform a relatively weak 
learning method into an extremely strong one (in a precise sense that we will
explain). Moreover, if several learning schemes are available, it may be advan-
tageous not to choose the best-performing one for your dataset (using cross-
validation) but to use them all and combine the results. Finally, the standard,
obvious way of modeling a multiclass learning situation as a two-class one can
be improved using a simple but subtle technique.

7.1 AT TRIBUTE SELECTION 2 8 7
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Many of these results are counterintuitive, at least at first blush. How can it
be a good idea to use many different models together? How can you possibly
do better than choose the model that performs best? Surely all this runs counter
to Occam’s razor, which advocates simplicity. How can you possibly obtain first-
class performance by combining indifferent models, as one of these techniques
appears to do? But consider committees of humans, which often come up with
wiser decisions than individual experts. Recall Epicurus’s view that, faced with
alternative explanations, one should retain them all. Imagine a group of spe-
cialists each of whom excels in a limited domain even though none is competent
across the board. In struggling to understand how these methods work,
researchers have exposed all sorts of connections and links that have led to even
greater improvements.

Another extraordinary fact is that classification performance can often be
improved by the addition of a substantial amount of data that is unlabeled, in
other words, the class values are unknown. Again, this seems to fly directly in
the face of common sense, rather like a river flowing uphill or a perpetual
motion machine. But if it were true—and it is, as we will show you in Section
7.6—it would have great practical importance because there are many situations
in which labeled data is scarce but unlabeled data is plentiful. Read on—and
prepare to be surprised.

7.1 Attribute selection
Most machine learning algorithms are designed to learn which are the most
appropriate attributes to use for making their decisions. For example,
decision tree methods choose the most promising attribute to split on at 
each point and should—in theory—never select irrelevant or unhelpful 
attributes. Having more features should surely—in theory—result in more 
discriminating power, never less. “What’s the difference between theory 
and practice?” an old question asks. “There is no difference,” the answer goes,
“—in theory. But in practice, there is.” Here there is, too: in practice, adding
irrelevant or distracting attributes to a dataset often “confuses” machine learn-
ing systems.

Experiments with a decision tree learner (C4.5) have shown that adding to
standard datasets a random binary attribute generated by tossing an unbiased
coin affects classification performance, causing it to deteriorate (typically by 5%
to 10% in the situations tested). This happens because at some point in the trees
that are learned the irrelevant attribute is invariably chosen to branch on,
causing random errors when test data is processed. How can this be, when deci-
sion tree learners are cleverly designed to choose the best attribute for splitting
at each node? The reason is subtle. As you proceed further down the tree, less
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and less data is available to help make the selection decision. At some point,
with little data, the random attribute will look good just by chance. Because the
number of nodes at each level increases exponentially with depth, the chance of
the rogue attribute looking good somewhere along the frontier multiplies up as
the tree deepens. The real problem is that you inevitably reach depths at which
only a small amount of data is available for attribute selection. If the dataset
were bigger it wouldn’t necessarily help—you’d probably just go deeper.

Divide-and-conquer tree learners and separate-and-conquer rule learners
both suffer from this effect because they inexorably reduce the amount of data
on which they base judgments. Instance-based learners are very susceptible to
irrelevant attributes because they always work in local neighborhoods, taking
just a few training instances into account for each decision. Indeed, it has been
shown that the number of training instances needed to produce a predeter-
mined level of performance for instance-based learning increases exponentially
with the number of irrelevant attributes present. Naïve Bayes, by contrast, does
not fragment the instance space and robustly ignores irrelevant attributes. It
assumes by design that all attributes are independent of one another, an assump-
tion that is just right for random “distracter” attributes. But through this very
same assumption, Naïve Bayes pays a heavy price in other ways because its oper-
ation is damaged by adding redundant attributes.

The fact that irrelevant distracters degrade the performance of state-of-the-
art decision tree and rule learners is, at first, surprising. Even more surprising
is that relevant attributes can also be harmful. For example, suppose that in a
two-class dataset a new attribute were added which had the same value as the
class to be predicted most of the time (65%) and the opposite value the rest of
the time, randomly distributed among the instances. Experiments with standard
datasets have shown that this can cause classification accuracy to deteriorate (by
1% to 5% in the situations tested). The problem is that the new attribute is (nat-
urally) chosen for splitting high up in the tree. This has the effect of fragment-
ing the set of instances available at the nodes below so that other choices are
based on sparser data.

Because of the negative effect of irrelevant attributes on most machine learn-
ing schemes, it is common to precede learning with an attribute selection stage
that strives to eliminate all but the most relevant attributes. The best way to
select relevant attributes is manually, based on a deep understanding of the
learning problem and what the attributes actually mean. However, automatic
methods can also be useful. Reducing the dimensionality of the data by delet-
ing unsuitable attributes improves the performance of learning algorithms. It
also speeds them up, although this may be outweighed by the computation
involved in attribute selection. More importantly, dimensionality reduction
yields a more compact, more easily interpretable representation of the target
concept, focusing the user’s attention on the most relevant variables.

7.1 AT TRIBUTE SELECTION 2 8 9
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Scheme-independent selection
When selecting a good attribute subset, there are two fundamentally different
approaches. One is to make an independent assessment based on general char-
acteristics of the data; the other is to evaluate the subset using the machine
learning algorithm that will ultimately be employed for learning. The first is
called the filter method, because the attribute set is filtered to produce the 
most promising subset before learning commences. The second is the wrapper
method, because the learning algorithm is wrapped into the selection proce-
dure. Making an independent assessment of an attribute subset would be easy
if there were a good way of determining when an attribute was relevant to
choosing the class. However, there is no universally accepted measure of “rele-
vance,” although several different ones have been proposed.

One simple scheme-independent method of attribute selection is to use just
enough attributes to divide up the instance space in a way that separates all the
training instances. For example, if just one or two attributes are used, there will
generally be several instances that have the same combination of attribute
values. At the other extreme, the full set of attributes will likely distinguish the
instances uniquely so that no two instances have the same values for all attrib-
utes. (This will not necessarily be the case, however; datasets sometimes contain
instances with the same attribute values but different classes.) It makes intuitive
sense to select the smallest attribute subset that distinguishes all instances
uniquely. This can easily be found using exhaustive search, although at consid-
erable computational expense. Unfortunately, this strong bias toward consis-
tency of the attribute set on the training data is statistically unwarranted and
can lead to overfitting—the algorithm may go to unnecessary lengths to repair
an inconsistency that was in fact merely caused by noise.

Machine learning algorithms can be used for attribute selection. For instance,
you might first apply a decision tree algorithm to the full dataset, and then select
only those attributes that are actually used in the tree. Although this selection
would have no effect at all if the second stage merely built another tree, it will
have an effect on a different learning algorithm. For example, the nearest-
neighbor algorithm is notoriously susceptible to irrelevant attributes, and its
performance can be improved by using a decision tree builder as a filter for
attribute selection first. The resulting nearest-neighbor method can also
perform better than the decision tree algorithm used for filtering. As another
example, the simple 1R scheme described in Chapter 4 has been used to select
the attributes for a decision tree learner by evaluating the effect of branching
on different attributes (although an error-based method such as 1R may not be
the optimal choice for ranking attributes, as we will see later when covering the
related problem of supervised discretization). Often the decision tree performs
just as well when only the two or three top attributes are used for its construc-
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tion—and it is much easier to understand. In this approach, the user determines
how many attributes to use for building the decision tree.

Another possibility is to use an algorithm that builds a linear model—for
example, a linear support vector machine—and ranks the attributes based 
on the size of the coefficients. A more sophisticated variant applies the learning
algorithm repeatedly. It builds a model, ranks the attributes based on the 
coefficients, removes the highest-ranked one, and repeats the process until 
all attributes have been removed. This method of recursive feature elimination
has been found to yield better results on certain datasets (e.g., when iden-
tifying important genes for cancer classification) than simply ranking attrib-
utes based on a single model. With both methods it is important to ensure 
that the attributes are measured on the same scale; otherwise, the coefficients
are not comparable. Note that these techniques just produce a ranking;
another method must be used to determine the appropriate number of attrib-
utes to use.

Attributes can be selected using instance-based learning methods, too. You
could sample instances randomly from the training set and check neighboring
records of the same and different classes—“near hits” and “near misses.” If a
near hit has a different value for a certain attribute, that attribute appears to be
irrelevant and its weight should be decreased. On the other hand, if a near miss
has a different value, the attribute appears to be relevant and its weight should
be increased. Of course, this is the standard kind of procedure used for attrib-
ute weighting for instance-based learning, described in Section 6.4. After repeat-
ing this operation many times, selection takes place: only attributes with positive
weights are chosen. As in the standard incremental formulation of instance-
based learning, different results will be obtained each time the process is
repeated, because of the different ordering of examples. This can be avoided by
using all training instances and taking into account all near hits and near misses
of each.

A more serious disadvantage is that the method will not detect an attribute
that is redundant because it is correlated with another attribute. In the extreme
case, two identical attributes would be treated in the same way, either both
selected or both rejected. A modification has been suggested that appears to go
some way towards addressing this issue by taking the current attribute weights
into account when computing the nearest hits and misses.

Another way of eliminating redundant attributes as well as irrelevant ones is
to select a subset of attributes that individually correlate well with the class but
have little intercorrelation. The correlation between two nominal attributes A
and B can be measured using the symmetric uncertainty:

U A B
H A H B H A B

H A H B
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where H is the entropy function described in Section 4.3. The entropies are
based on the probability associated with each attribute value; H(A,B), the joint
entropy of A and B, is calculated from the joint probabilities of all combina-
tions of values of A and B. The symmetric uncertainty always lies between 0 
and 1. Correlation-based feature selection determines the goodness of a set of
attributes using

where C is the class attribute and the indices i and j range over all attributes in
the set. If all m attributes in the subset correlate perfectly with the class and with
one another, the numerator becomes m and the denominator becomes ,
which is also m. Hence, the measure is 1, which turns out to be the maximum
value it can attain (the minimum is 0). Clearly this is not ideal, because we want
to avoid redundant attributes. However, any subset of this set will also have value
1. When using this criterion to search for a good subset of attributes it makes
sense to break ties in favor of the smallest subset.

Searching the attribute space
Most methods for attribute selection involve searching the space of attributes
for the subset that is most likely to predict the class best. Figure 7.1 illustrates
the attribute space for the—by now all-too-familiar—weather dataset. The
number of possible attribute subsets increases exponentially with the number
of attributes, making exhaustive search impractical on all but the simplest 
problems.

Typically, the space is searched greedily in one of two directions, top to
bottom or bottom to top in the figure. At each stage, a local change is made to
the current attribute subset by either adding or deleting a single attribute. The
downward direction, where you start with no attributes and add them one at a
time, is called forward selection. The upward one, where you start with the full
set and delete attributes one at a time, is backward elimination.

In forward selection, each attribute that is not already in the current subset
is tentatively added to it and the resulting set of attributes is evaluated—using,
for example, cross-validation as described in the following section. This evalu-
ation produces a numeric measure of the expected performance of the subset.
The effect of adding each attribute in turn is quantified by this measure, the best
one is chosen, and the procedure continues. However, if no attribute produces
an improvement when added to the current subset, the search ends. This is a
standard greedy search procedure and guarantees to find a locally—but not nec-
essarily globally—optimal set of attributes. Backward elimination operates in
an entirely analogous fashion. In both cases a slight bias is often introduced
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toward smaller attribute sets. This can be done for forward selection by insist-
ing that if the search is to continue, the evaluation measure must not only
increase but also must increase by at least a small predetermined quantity. A
similar modification works for backward elimination.

More sophisticated search methods exist. Forward selection and backward
elimination can be combined into a bidirectional search; again one can either
begin with all the attributes or with none of them. Best-first search is a method
that does not just terminate when the performance starts to drop but keeps a
list of all attribute subsets evaluated so far, sorted in order of the performance
measure, so that it can revisit an earlier configuration instead. Given enough
time it will explore the entire space, unless this is prevented by some kind of
stopping criterion. Beam search is similar but truncates its list of attribute
subsets at each stage so that it only contains a fixed number—the beam width—
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of most promising candidates. Genetic algorithm search procedures are loosely
based on the principal of natural selection: they “evolve” good feature subsets
by using random perturbations of a current list of candidate subsets.

Scheme-specific selection
The performance of an attribute subset with scheme-specific selection is meas-
ured in terms of the learning scheme’s classification performance using just
those attributes. Given a subset of attributes, accuracy is estimated using the
normal procedure of cross-validation described in Section 5.3. Of course, other
evaluation methods such as performance on a holdout set (Section 5.3) or the
bootstrap estimator (Section 5.4) could equally well be used.

The entire attribute selection process is computation intensive. If each eval-
uation involves a 10-fold cross-validation, the learning procedure must be exe-
cuted 10 times. With k attributes, the heuristic forward selection or backward
elimination multiplies evaluation time by a factor of up to k2—and for more
sophisticated searches, the penalty will be far greater, up to 2k for an exhaustive
algorithm that examines each of the 2k possible subsets.

Good results have been demonstrated on many datasets. In general terms,
backward elimination produces larger attribute sets, and better classification
accuracy, than forward selection. The reason is that the performance measure
is only an estimate, and a single optimistic estimate will cause both of these
search procedures to halt prematurely—backward elimination with too many
attributes and forward selection with not enough. But forward selection is useful
if the focus is on understanding the decision structures involved, because it often
reduces the number of attributes with only a very small effect on classification
accuracy. Experience seems to show that more sophisticated search techniques
are not generally justified—although they can produce much better results in
certain cases.

One way to accelerate the search process is to stop evaluating a subset of
attributes as soon as it becomes apparent that it is unlikely to lead to higher
accuracy than another candidate subset. This is a job for a paired statistical sig-
nificance test, performed between the classifier based on this subset and all the
other candidate classifiers based on other subsets. The performance difference
between two classifiers on a particular test instance can be taken to be -1, 0, or
1 depending on whether the first classifier is worse, the same as, or better than
the second on that instance. A paired t-test (described in Section 5.5) can be
applied to these figures over the entire test set, effectively treating the results for
each instance as an independent estimate of the difference in performance. Then
the cross-validation for a classifier can be prematurely terminated as soon as it
turns out to be significantly worse than another—which, of course, may never
happen. We might want to discard classifiers more aggressively by modifying
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the t-test to compute the probability that one classifier is better than another
classifier by at least a small user-specified threshold. If this probability becomes
very small, we can discard the former classifier on the basis that it is very unlikely
to perform substantially better than the latter.

This methodology is called race search and can be implemented with differ-
ent underlying search strategies. When used with forward selection, we race all
possible single-attribute additions simultaneously and drop those that do not
perform well enough. In backward elimination, we race all single-attribute dele-
tions. Schemata search is a more complicated method specifically designed for
racing; it runs an iterative series of races that each determine whether or not a
particular attribute should be included. The other attributes for this race are
included or excluded randomly at each point in the evaluation. As soon as one
race has a clear winner, the next iteration of races begins, using the winner as
the starting point. Another search strategy is to rank the attributes first, using,
for example, their information gain (assuming they are discrete), and then race
the ranking. In this case the race includes no attributes, the top-ranked attrib-
ute, the top two attributes, the top three, and so on.

Whatever way you do it, scheme-specific attribute selection by no means
yields a uniform improvement in performance. Because of the complexity of
the process, which is greatly increased by the feedback effect of including a target
machine learning algorithm in the attribution selection loop, it is quite hard to
predict the conditions under which it will turn out to be worthwhile. As in many
machine learning situations, trial and error using your own particular source of
data is the final arbiter.

There is one type of classifier for which scheme-specific attribute selection is
an essential part of the learning process: the decision table. As mentioned in
Section 3.1, the entire problem of learning decision tables consists of selecting
the right attributes to include. Usually this is done by measuring the table’s
cross-validation performance for different subsets of attributes and choosing
the best-performing subset. Fortunately, leave-one-out cross-validation is very
cheap for this kind of classifier. Obtaining the cross-validation error from a deci-
sion table derived from the training data is just a matter of manipulating the
class counts associated with each of the table’s entries, because the table’s struc-
ture doesn’t change when instances are added or deleted. The attribute space is
generally searched by best-first search because this strategy is less likely to
become stuck in a local maximum than others, such as forward selection.

Let’s end our discussion with a success story. One learning method for which
a simple scheme-specific attribute selection approach has shown good results is
Naïve Bayes. Although this method deals well with random attributes, it has the
potential to be misled when there are dependencies among attributes, and par-
ticularly when redundant ones are added. However, good results have been
reported using the forward selection algorithm—which is better able to detect
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when a redundant attribute is about to be added than the backward elimina-
tion approach—in conjunction with a very simple, almost “naïve,” metric that
determines the quality of an attribute subset to be simply the performance of
the learned algorithm on the training set. As was emphasized in Chapter 5, train-
ing set performance is certainly not a reliable indicator of test-set performance.
Nevertheless, experiments show that this simple modification to Naïve Bayes
markedly improves its performance on those standard datasets for which it does
not do so well as tree- or rule-based classifiers, and does not have any negative
effect on results on datasets on which Naïve Bayes already does well. Selective
Naïve Bayes, as this learning method is called, is a viable machine learning tech-
nique that performs reliably and well in practice.

7.2 Discretizing numeric attributes
Some classification and clustering algorithms deal with nominal attributes only
and cannot handle ones measured on a numeric scale. To use them on general
datasets, numeric attributes must first be “discretized” into a small number of
distinct ranges. Even learning algorithms that do handle numeric attributes
sometimes process them in ways that are not altogether satisfactory. Statistical
clustering methods often assume that numeric attributes have a normal distri-
bution—often not a very plausible assumption in practice—and the standard
extension of the Naïve Bayes classifier to handle numeric attributes adopts the
same assumption. Although most decision tree and decision rule learners can
handle numeric attributes, some implementations work much more slowly
when numeric attributes are present because they repeatedly sort the attribute
values. For all these reasons the question arises: what is a good way to discretize
numeric attributes into ranges before any learning takes place?

We have already encountered some methods for discretizing numeric attrib-
utes. The 1R learning scheme described in Chapter 4 uses a simple but effective
technique: sort the instances by the attribute’s value and assign the value into
ranges at the points that the class value changes—except that a certain minimum
number of instances in the majority class (six) must lie in each of the ranges,
which means that any given range may include a mixture of class values. This
is a “global” method of discretization that is applied to all continuous attributes
before learning starts.

Decision tree learners, on the other hand, deal with numeric attributes on a
local basis, examining attributes at each node of the tree when it is being con-
structed to see whether they are worth branching on—and only at that point
deciding on the best place to split continuous attributes. Although the tree-
building method we examined in Chapter 6 only considers binary splits of con-
tinuous attributes, one can imagine a full discretization taking place at that
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point, yielding a multiway split on a numeric attribute. The pros and cons of
the local versus the global approach are clear. Local discretization is tailored to
the actual context provided by each tree node, and will produce different dis-
cretizations of the same attribute at different places in the tree if that seems
appropriate. However, its decisions are based on less data as tree depth increases,
which compromises their reliability. If trees are developed all the way out to
single-instance leaves before being pruned back, as with the normal technique
of backward pruning, it is clear that many discretization decisions will be based
on data that is grossly inadequate.

When using global discretization before applying a learning method, there
are two possible ways of presenting the discretized data to the learner. The most
obvious is to treat discretized attributes like nominal ones: each discretization
interval is represented by one value of the nominal attribute. However, because
a discretized attribute is derived from a numeric one, its values are ordered, and
treating it as nominal discards this potentially valuable ordering information.
Of course, if a learning scheme can handle ordered attributes directly, the solu-
tion is obvious: each discretized attribute is declared to be of type “ordered.”

If the learning method cannot handle ordered attributes, there is still a simple
way of enabling it to exploit the ordering information: transform each dis-
cretized attribute into a set of binary attributes before the learning scheme is
applied. Assuming the discretized attribute has k values, it is transformed into
k - 1 binary attributes, the first i - 1 of which are set to false whenever the ith
value of the discretized attribute is present in the data and to true otherwise.
The remaining attributes are set to false. In other words, the (i - 1)th binary
attribute represents whether the discretized attribute is less than i. If a decision
tree learner splits on this attribute, it implicitly uses the ordering information
it encodes. Note that this transformation is independent of the particular dis-
cretization method being applied: it is simply a way of coding an ordered attrib-
ute using a set of binary attributes.

Unsupervised discretization
There are two basic approaches to the problem of discretization. One is to quan-
tize each attribute in the absence of any knowledge of the classes of the instances
in the training set—so-called unsupervised discretization. The other is to take
the classes into account when discretizing—supervised discretization. The
former is the only possibility when dealing with clustering problems in which
the classes are unknown or nonexistent.

The obvious way of discretizing a numeric attribute is to divide its range into
a predetermined number of equal intervals: a fixed, data-independent yardstick.
This is frequently done at the time when data is collected. But, like any unsu-
pervised discretization method, it runs the risk of destroying distinctions that
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would have turned out to be useful in the learning process by using gradations
that are too coarse or by unfortunate choices of boundary that needlessly lump
together many instances of different classes.

Equal-interval binning often distributes instances very unevenly: some bins
contain many instances, and others contain none. This can seriously impair the
ability of the attribute to help to build good decision structures. It is often better
to allow the intervals to be of different sizes, choosing them so that the same
number of training examples fall into each one. This method, equal-frequency
binning, divides the attribute’s range into a predetermined number of bins based
on the distribution of examples along that axis—sometimes called histogram
equalization, because if you take a histogram of the contents of the resulting
bins it will be completely flat. If you view the number of bins as a resource, this
method makes best use of it.

However, equal-frequency binning is still oblivious to the instances’ classes,
and this can cause bad boundaries. For example, if all instances in a bin have
one class, and all instances in the next higher bin have another except for the
first, which has the original class, surely it makes sense to respect the class 
divisions and include that first instance in the previous bin, sacrificing the equal-
frequency property for the sake of homogeneity. Supervised discretization—
taking classes into account during the process—certainly has advantages.
Nevertheless, it has been found that equal-frequency binning can yield excellent
results, at least in conjunction with the Naïve Bayes learning scheme, when the
number of bins is chosen in a data-dependent fashion by setting it to the square
root of the number of instances. This method is called proportional k-interval
discretization.

Entropy-based discretization
Because the criterion used for splitting a numeric attribute during the forma-
tion of a decision tree works well in practice, it seems a good idea to extend it
to more general discretization by recursively splitting intervals until it is time
to stop. In Chapter 6 we saw how to sort the instances by the attribute’s value
and consider, for each possible splitting point, the information gain of the
resulting split. To discretize the attribute, once the first split is determined the
splitting process can be repeated in the upper and lower parts of the range, and
so on, recursively.

To see this working in practice, we revisit the example on page 189 for dis-
cretizing the temperature attribute of the weather data, whose values are

64 65 68 69 70 71 72 75 80 81 83 85
no yes

yes no yes yes yes no
yes yes

no yes yes no
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(Repeated values have been collapsed together.) The information gain for each
of the 11 possible positions for the breakpoint is calculated in the usual way.
For example, the information value of the test temperature < 71.5, which splits
the range into four yes’s and two no’s versus five yes’s and three no’s, is

This represents the amount of information required to specify the individual
values of yes and no given the split. We seek a discretization that makes the
subintervals as pure as possible; hence, we choose to split at the point where the
information value is smallest. (This is the same as splitting where the informa-
tion gain, defined as the difference between the information value without the
split and that with the split, is largest.) As before, we place numeric thresholds
halfway between the values that delimit the boundaries of a concept.

The graph labeled A in Figure 7.2 shows the information values at each pos-
sible cut point at this first stage. The cleanest division—smallest information
value—is at a temperature of 84 (0.827 bits), which separates off just the very
final value, a no instance, from the preceding list. The instance classes are written
below the horizontal axis to make interpretation easier. Invoking the algorithm
again on the lower range of temperatures, from 64 to 83, yields the graph labeled
B. This has a minimum at 80.5 (0.800 bits), which splits off the next two values,
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Figure 7.2 Discretizing the temperature attribute using the entropy method.
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both yes instances. Again invoking the algorithm on the lower range, now from
64 to 80, produces the graph labeled C (shown dotted to help distinguish it from
the others). The minimum is at 77.5 (0.801 bits), splitting off another no
instance. Graph D has a minimum at 73.5 (0.764 bits), splitting off two yes
instances. Graph E (again dashed, purely to make it more easily visible), for the
temperature range 64 to 72, has a minimum at 70.5 (0.796 bits), which splits
off two nos and a yes. Finally, graph F, for the range 64 to 70, has a minimum
at 66.5 (0.4 bits).

The final discretization of the temperature attribute is shown in Figure 7.3.
The fact that recursion only ever occurs in the first interval of each split is an
artifact of this example: in general, both the upper and the lower intervals will
have to be split further. Underneath each division is the label of the graph in
Figure 7.2 that is responsible for it, and below that is the actual value of the split
point.

It can be shown theoretically that a cut point that minimizes the informa-
tion value will never occur between two instances of the same class. This leads
to a useful optimization: it is only necessary to consider potential divisions that
separate instances of different classes. Notice that if class labels were assigned to
the intervals based on the majority class in the interval, there would be no guar-
antee that adjacent intervals would receive different labels. You might be
tempted to consider merging intervals with the same majority class (e.g., the
first two intervals of Figure 7.3), but as we will see later (pages 302–304) this is
not a good thing to do in general.

The only problem left to consider is the stopping criterion. In the tempera-
ture example most of the intervals that were identified were “pure” in that all
their instances had the same class, and there is clearly no point in trying to split
such an interval. (Exceptions were the final interval, which we tacitly decided
not to split, and the interval from 70.5 to 73.5.) In general, however, things are
not so straightforward.
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Figure 7.3 The result of discretizing the temperature attribute.
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A good way to stop the entropy-based splitting discretization procedure turns
out to be the MDL principle that we encountered in Chapter 5. In accordance
with that principle, we want to minimize the size of the “theory” plus the size
of the information necessary to specify all the data given that theory. In this
case, if we do split, the “theory” is the splitting point, and we are comparing the
situation in which we split with that in which we do not. In both cases we assume
that the instances are known but their class labels are not. If we do not split, the
classes can be transmitted by encoding each instance’s label. If we do, we first
encode the split point (in log2[N - 1] bits, where N is the number of instances),
then the classes of the instances below that point, and then the classes of those
above it. You can imagine that if the split is a good one—say, all the classes below
it are yes and all those above are no—then there is much to be gained by split-
ting. If there is an equal number of yes and no instances, each instance costs 1
bit without splitting but hardly more than 0 bits with splitting—it is not quite
0 because the class values associated with the split itself must be encoded, but
this penalty is amortized across all the instances. In this case, if there are many
examples, the penalty of having to encode the split point will be far outweighed
by the information saved by splitting.

We emphasized in Section 5.9 that when applying the MDL principle, the
devil is in the details. In the relatively straightforward case of discretization, the
situation is tractable although not simple. The amounts of information can be
obtained exactly under certain reasonable assumptions. We will not go into the
details, but the upshot is that the split dictated by a particular cut point is worth-
while if the information gain for that split exceeds a certain value that depends
on the number of instances N, the number of classes k, the entropy of the
instances E, the entropy of the instances in each subinterval E1 and E2, and the
number of classes represented in each subinterval k1 and k2:

The first component is the information needed to specify the splitting point;
the second is a correction due to the need to transmit which classes correspond
to the upper and lower subintervals.

When applied to the temperature example, this criterion prevents any split-
ting at all. The first split removes just the final example, and as you can imagine
very little actual information is gained by this when transmitting the classes—
in fact, the MDL criterion will never create an interval containing just one
example. Failure to discretize temperature effectively disbars it from playing any
role in the final decision structure because the same discretized value will be
given to all instances. In this situation, this is perfectly appropriate: the temper-
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ature attribute does not occur in good decision trees or rules for the weather
data. In effect, failure to discretize is tantamount to attribute selection.

Other discretization methods
The entropy-based method with the MDL stopping criterion is one of the best
general techniques for supervised discretization. However, many other methods
have been investigated. For example, instead of proceeding top-down by recur-
sively splitting intervals until some stopping criterion is satisfied, you could
work bottom-up, first placing each instance into its own interval and then con-
sidering whether to merge adjacent intervals. You could apply a statistical crite-
rion to see which would be the best two intervals to merge, and merge them if
the statistic exceeds a certain preset confidence level, repeating the operation
until no potential merge passes the test. The c2 test is a suitable one and has
been used for this purpose. Instead of specifying a preset significance threshold,
more complex techniques are available to determine an appropriate level 
automatically.

A rather different approach is to count the number of errors that a dis-
cretization makes when predicting each training instance’s class, assuming that
each interval receives the majority class. For example, the 1R method described
earlier is error based—it focuses on errors rather than the entropy. However,
the best possible discretization in terms of error count is obtained by using the
largest possible number of intervals, and this degenerate case should be avoided
by restricting the number of intervals in advance. For example, you might ask,
what is the best way to discretize an attribute into k intervals in a way that min-
imizes the number of errors?

The brute-force method of finding the best way of partitioning an attribute
into k intervals in a way that minimizes the error count is exponential in k and
hence infeasible. However, there are much more efficient schemes that are based
on the idea of dynamic programming. Dynamic programming applies not just
to the error count measure but also to any given additive impurity function, and
it can find the partitioning of N instances into k intervals in a way that mini-
mizes the impurity in time proportional to kN 2. This gives a way of finding the
best entropy-based discretization, yielding a potential improvement in the
quality of the discretization (but in practice a negligible one) over the recursive
entropy-based method described previously. The news for error-based dis-
cretization is even better, because there is a method that minimizes the error
count in time linear in N.

Entropy-based versus error-based discretization
Why not use error-based discretization, since the optimal discretization can be
found very quickly? The answer is that there is a serious drawback to error-based

3 0 2 CHAPTER 7 | TRANSFORMATIONS: ENGINEERING THE INPUT AND OUTPUT

P088407-Ch007.qxd  4/30/05  11:16 AM  Page 302



7.2 DISCRETIZING NUMERIC AT TRIBUTES 3 0 3

discretization: it cannot produce adjacent intervals with the same label (such as
the first two of Figure 7.3). The reason is that merging two such intervals will
not affect the error count but it will free up an interval that can be used else-
where to reduce the error count.

Why would anyone want to generate adjacent intervals with the same label?
The reason is best illustrated with an example. Figure 7.4 shows the instance
space for a simple two-class problem with two numeric attributes ranging from
0 to 1. Instances belong to one class (the dots) if their first attribute (a1) is less
than 0.3 or if it is less than 0.7 and their second attribute (a2) is less than 0.5.
Otherwise, they belong to the other class (triangles). The data in Figure 7.4 has
been artificially generated according to this rule.

Now suppose we are trying to discretize both attributes with a view to learn-
ing the classes from the discretized attributes. The very best discretization splits
a1 into three intervals (0 through 0.3, 0.3 through 0.7, and 0.7 through 1.0) and
a2 into two intervals (0 through 0.5 and 0.5 through 1.0). Given these nominal
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Figure 7.4 Class distribution for a two-class, two-attribute problem.
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attributes, it will be easy to learn how to tell the classes apart with a simple deci-
sion tree or rule algorithm. Discretizing a2 is no problem. For a1, however, the
first and last intervals will have opposite labels (dot and triangle, respectively).
The second will have whichever label happens to occur most in the region from
0.3 through 0.7 (it is in fact dot for the data in Figure 7.4). Either way, this label
must inevitably be the same as one of the adjacent labels—of course this is true
whatever the class probability happens to be in the middle region. Thus this dis-
cretization will not be achieved by any method that minimizes the error counts,
because such a method cannot produce adjacent intervals with the same label.

The point is that what changes as the value of a1 crosses the boundary at 0.3
is not the majority class but the class distribution. The majority class remains
dot. The distribution, however, changes markedly, from 100% before the bound-
ary to just over 50% after it. And the distribution changes again as the bound-
ary at 0.7 is crossed, from 50% to 0%. Entropy-based discretization methods
are sensitive to changes in the distribution even though the majority class does
not change. Error-based methods are not.

Converting discrete to numeric attributes
There is a converse problem to discretization. Some learning algorithms—
notably the nearest-neighbor instance-based method and numeric prediction
techniques involving regression—naturally handle only attributes that are
numeric. How can they be extended to nominal attributes?

In instance-based learning, as described in Section 4.7, discrete attributes can
be treated as numeric by defining the “distance” between two nominal values
that are the same as 0 and between two values that are different as 1—regard-
less of the actual values involved. Rather than modifying the distance function,
this can be achieved using an attribute transformation: replace a k-valued
nominal attribute with k synthetic binary attributes, one for each value indi-
cating whether the attribute has that value or not. If the attributes have equal
weight, this achieves the same effect on the distance function. The distance is
insensitive to the attribute values because only “same” or “different” informa-
tion is encoded, not the shades of difference that may be associated with the
various possible values of the attribute. More subtle distinctions can be made if
the attributes have weights reflecting their relative importance.

If the values of the attribute can be ordered, more possibilities arise. For a
numeric prediction problem, the average class value corresponding to each
value of a nominal attribute can be calculated from the training instances and
used to determine an ordering—this technique was introduced for model 
trees in Section 6.5. (It is hard to come up with an analogous way of ordering
attribute values for a classification problem.) An ordered nominal attribute 
can be replaced with an integer in the obvious way—but this implies not just
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an ordering but also a metric on the attribute’s values. The implication of
a metric can be avoided by creating k - 1 synthetic binary attributes for a 
k-valued nominal attribute, in the manner described on page 297. This encod-
ing still implies an ordering among different values of the attribute—adjacent
values differ in just one of the synthetic attributes, whereas distant ones 
differ in several—but it does not imply an equal distance between the attribute
values.

7.3 Some useful transformations
Resourceful data miners have a toolbox full of techniques, such as discretiza-
tion, for transforming data. As we emphasized in Section 2.4, data mining is
hardly ever a matter of simply taking a dataset and applying a learning algo-
rithm to it. Every problem is different. You need to think about the data and
what it means, and examine it from diverse points of view—creatively!—to
arrive at a suitable perspective. Transforming it in different ways can help you
get started.

You don’t have to make your own toolbox by implementing the techniques
yourself. Comprehensive environments for data mining, such as the one
described in Part II of this book, contain a wide range of suitable tools for you
to use. You do not necessarily need a detailed understanding of how they are
implemented. What you do need is to understand what the tools do and how
they can be applied. In Part II we list, and briefly describe, all the transforma-
tions in the Weka data mining workbench.

Data often calls for general mathematical transformations of a set of attrib-
utes. It might be useful to define new attributes by applying specified mathe-
matical functions to existing ones. Two date attributes might be subtracted to
give a third attribute representing age—an example of a semantic transforma-
tion driven by the meaning of the original attributes. Other transformations
might be suggested by known properties of the learning algorithm. If a linear
relationship involving two attributes, A and B, is suspected, and the algorithm
is only capable of axis-parallel splits (as most decision tree and rule learners
are), the ratio A/B might be defined as a new attribute. The transformations are
not necessarily mathematical ones but may involve world knowledge such as
days of the week, civic holidays, or chemical atomic numbers. They could be
expressed as operations in a spreadsheet or as functions that are implemented
by arbitrary computer programs. Or you can reduce several nominal attributes
to one by concatenating their values, producing a single k1 ¥ k2-valued attrib-
ute from attributes with k1 and k2 values, respectively. Discretization converts a
numeric attribute to nominal, and we saw earlier how to convert in the other
direction too.
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As another kind of transformation, you might apply a clustering procedure
to the dataset and then define a new attribute whose value for any given instance
is the cluster that contains it using an arbitrary labeling for clusters. Alterna-
tively, with probabilistic clustering, you could augment each instance with its
membership probabilities for each cluster, including as many new attributes as
there are clusters.

Sometimes it is useful to add noise to data, perhaps to test the robustness of
a learning algorithm. To take a nominal attribute and change a given percent-
age of its values. To obfuscate data by renaming the relation, attribute names,
and nominal and string attribute values—because it is often necessary to
anonymize sensitive datasets. To randomize the order of instances or produce a
random sample of the dataset by resampling it. To reduce a dataset by remov-
ing a given percentage of instances, or all instances that have certain values for
nominal attributes, or numeric values above or below a certain threshold. Or to
remove outliers by applying a classification method to the dataset and deleting
misclassified instances.

Different types of input call for their own transformations. If you can input
sparse data files (see Section 2.4), you may need to be able to convert datasets
to a nonsparse form, and vice versa. Textual input and time series input call for
their own specialized conversions, described in the subsections that follow. But
first we look at two general techniques for transforming data with numeric
attributes into a lower-dimensional form that may be more useful for data
mining.

Principal components analysis
In a dataset with k numeric attributes, you can visualize the data as a cloud of
points in k-dimensional space—the stars in the sky, a swarm of flies frozen in
time, a two-dimensional scatter plot on paper. The attributes represent the co-
ordinates of the space. But the axes you use, the coordinate system itself, is arbi-
trary. You can place horizontal and vertical axes on the paper and represent the
points of the scatter plot using those coordinates, or you could draw an arbi-
trary straight line to represent the X-axis and one perpendicular to it to repre-
sent Y. To record the positions of the flies you could use a conventional
coordinate system with a north–south axis, an east–west axis, and an up–down
axis. But other coordinate systems would do equally well. Creatures such as flies
don’t know about north, south, east, and west—although, being subject to
gravity, they may perceive up–down as being something special. As for the stars
in the sky, who’s to say what the “right” coordinate system is? Over the centuries
our ancestors moved from a geocentric perspective to a heliocentric one to a
purely relativistic one, each shift of perspective being accompanied by turbu-
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lent religious–scientific upheavals and painful reexamination of humankind’s
role in God’s universe.

Back to the dataset. Just as in these examples, there is nothing to stop you
transforming all the data points into a different coordinate system. But unlike
these examples, in data mining there often is a preferred coordinate system,
defined not by some external convention but by the very data itself. Whatever
coordinates you use, the cloud of points has a certain variance in each direc-
tion, indicating the degree of spread around the mean value in that direction.
It is a curious fact that if you add up the variances along each axis and then
transform the points into a different coordinate system and do the same there,
you get the same total variance in both cases. This is always true provided that
the coordinate systems are orthogonal, that is, each axis is at right angles to the
others.

The idea of principal components analysis is to use a special coordinate
system that depends on the cloud of points as follows: place the first axis in the
direction of greatest variance of the points to maximize the variance along that
axis. The second axis is perpendicular to it. In two dimensions there is no
choice—its direction is determined by the first axis—but in three dimensions
it can lie anywhere in the plane perpendicular to the first axis, and in higher
dimensions there is even more choice, although it is always constrained to be
perpendicular to the first axis. Subject to this constraint, choose the second axis
in the way that maximizes the variance along it. Continue, choosing each axis
to maximize its share of the remaining variance.

How do you do this? It’s not hard, given an appropriate computer program,
and it’s not hard to understand, given the appropriate mathematical tools. Tech-
nically—for those who understand the italicized terms—you calculate the
covariance matrix of the original coordinates of the points and diagonalize it to
find the eigenvectors. These are the axes of the transformed space, sorted in order
of eigenvalue—because each eigenvalue gives the variance along its axis.

Figure 7.5 shows the result of transforming a particular dataset with 10
numeric attributes, corresponding to points in 10-dimensional space. Imagine
the original dataset as a cloud of points in 10 dimensions—we can’t draw it!
Choose the first axis along the direction of greatest variance, the second per-
pendicular to it along the direction of next greatest variance, and so on. The
table gives the variance along each new coordinate axis in the order in which
the axes were chosen. Because the sum of the variances is constant regardless of
the coordinate system, they are expressed as percentages of that total. We call
axes components and say that each one “accounts for” its share of the variance.
Figure 7.5(b) plots the variance that each component accounts for against the
component’s number. You can use all the components as new attributes for data
mining, or you might want to choose just the first few, the principal components,
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and discard the rest. In this case, three principal components account for 84%
of the variance in the dataset; seven account for more than 95%.

On numeric datasets it is common to use principal components analysis
before data mining as a form of data cleanup and attribute generation. For
example, you might want to replace the numeric attributes with the principal
component axes or with a subset of them that accounts for a given proportion—
say, 95%—of the variance. Note that the scale of the attributes affects the
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Figure 7.5 Principal components transform of a dataset: (a) variance of each compo-
nent and (b) variance plot.
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outcome of principal components analysis, and it is common practice to stan-
dardize all attributes to zero mean and unit variance first.

Another possibility is to apply principal components analysis recursively in
a decision tree learner. At each stage an ordinary decision tree learner chooses
to split in a direction that is parallel to one of the axes. However, suppose a prin-
cipal components transform is performed first, and the learner chooses an axis
in the transformed space. This equates to a split along an oblique line in the
original space. If the transform is performed afresh before each split, the result
will be a multivariate decision tree whose splits are in directions that are not
parallel with the axes or with one another.

Random projections
Principal components analysis transforms the data linearly into a lower-
dimensional space. But it’s expensive. The time taken to find the trans-
formation (which is a matrix comprising the eigenvectors of the covariance
matrix) is cubic in the number of dimensions. This makes it infeasible for
datasets with a large number of attributes. A far simpler alternative is to use a
random projection of the data into a subspace with a predetermined number
of dimensions. It’s very easy to find a random projection matrix. But will it be
any good?

In fact, theory shows that random projections preserve distance relationships
quite well on average. This means that they could be used in conjunction with
kD-trees or ball trees to do approximate nearest-neighbor search in spaces with
a huge number of dimensions. First transform the data to reduce the number
of attributes; then build a tree for the transformed space. In the case of nearest-
neighbor classification you could make the result more stable, and less depend-
ent on the choice of random projection, by building an ensemble classifier that
uses multiple random matrices.

Not surprisingly, random projections perform worse than ones carefully
chosen by principal components analysis when used to preprocess data for a
range of standard classifiers. However, experimental results have shown that the
difference is not too great—and that it tends to decrease as the number of
dimensions increase. And of course, random projections are far cheaper 
computationally.

Text to attribute vectors
In Section 2.4 we introduced string attributes that contain pieces of text and
remarked that the value of a string attribute is often an entire document. String
attributes are basically nominal, with an unspecified number of values. If they
are treated simply as nominal attributes, models can be built that depend on
whether the values of two string attributes are equal or not. But that does not
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capture any internal structure of the string or bring out any interesting aspects
of the text it represents.

You could imagine decomposing the text in a string attribute into paragraphs,
sentences, or phrases. Generally, however, the word is the most useful unit. The
text in a string attribute is usually a sequence of words, and is often best repre-
sented in terms of the words it contains. For example, you might transform the
string attribute into a set of numeric attributes, one for each word, that repre-
sent how often the word appears. The set of words—that is, the set of new attrib-
utes—is determined from the dataset and is typically quite large. If there are
several string attributes whose properties should be treated separately, the new
attribute names must be distinguished, perhaps by a user-determined prefix.

Conversion into words—tokenization—is not such a simple operation as it
sounds. Tokens may be formed from contiguous alphabetic sequences with non-
alphabetic characters discarded. If numbers are present, numeric sequences may
be retained too. Numbers may involve + or - signs, may contain decimal points,
and may have exponential notation—in other words, they must be parsed
according to a defined number syntax. An alphanumeric sequence may be
regarded as a single token. Perhaps the space character is the token delimiter;
perhaps white space (including the tab and new-line characters) is the delim-
iter, and perhaps punctuation is, too. Periods can be difficult: sometimes they
should be considered part of the word (e.g., with initials, titles, abbreviations,
and numbers), but sometimes they should not (e.g., if they are sentence delim-
iters). Hyphens and apostrophes are similarly problematic.

All words may be converted to lowercase before being added to the diction-
ary. Words on a fixed, predetermined list of function words or stopwords—such
as the, and, and but—could be ignored. Note that stopword lists are language
dependent. In fact, so are capitalization conventions (German capitalizes all
nouns), number syntax (Europeans use the comma for a decimal point), punc-
tuation conventions (Spanish has an initial question mark), and, of course, char-
acter sets. Text is complicated!

Low-frequency words such as hapax legomena3 are often discarded, too.
Sometimes it is found beneficial to keep the most frequent k words after stop-
words have been removed—or perhaps the top k words for each class.

Along with all these tokenization options, there is also the question of
what the value of each word attribute should be. The value may be the word
count—the number of times the word appears in the string—or it may simply
indicate the word’s presence or absence. Word frequencies could be normalized to
give each document’s attribute vector the same Euclidean length. Alternatively,
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3 A hapax legomena is a word that only occurs once in a given corpus of text.
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the frequencies fij for word i in document j can be transformed in various stan-
dard ways. One standard logarithmic term frequency measure is log (1 + fij). A
measure that is widely used in information retrieval is TF ¥ IDF, or “term fre-
quency times inverse document frequency.” Here, the term frequency is modu-
lated by a factor that depends on how commonly the word is used in other
documents. The TF ¥ IDF metric is typically defined as

The idea is that a document is basically characterized by the words that appear
often in it, which accounts for the first factor, except that words used in every
document or almost every document are useless as discriminators, which
accounts for the second. TF ¥ IDF is used to refer not just to this particular
formula but also to a general class of measures of the same type. For example,
the frequency factor fij may be replaced by a logarithmic term such as log 
(1 + fij).

Time series
In time series data, each instance represents a different time step and the attrib-
utes give values associated with that time—such as in weather forecasting 
or stock market prediction. You sometimes need to be able to replace an
attribute’s value in the current instance with the corresponding value in 
some other instance in the past or the future. It is even more common to replace
an attribute’s value with the difference between the current value and the 
value in some previous instance. For example, the difference—often called the
Delta—between the current value and the preceding one is often more 
informative than the value itself. The first instance, in which the time-shifted
value is unknown, may be removed, or replaced with a missing value. The Delta
value is essentially the first derivative scaled by some constant that depends 
on the size of the time step. Successive Delta transformations take higher 
derivatives.

In some time series, instances do not represent regular samples, but the time
of each instance is given by a timestamp attribute. The difference between time-
stamps is the step size for that instance, and if successive differences are taken
for other attributes they should be divided by the step size to normalize the
derivative. In other cases each attribute may represent a different time, rather
than each instance, so that the time series is from one attribute to the next rather
than from one instance to the next. Then, if differences are needed, they must
be taken between one attribute’s value and the next attribute’s value for each
instance.

f
i

ij log .
number of documents

number of documents that include word

P088407-Ch007.qxd  4/30/05  11:16 AM  Page 311



7.4 Automatic data cleansing
A problem that plagues practical data mining is poor quality of the data. Errors
in large databases are extremely common. Attribute values, and class values too,
are frequently unreliable and corrupted. Although one way of addressing this
problem is to painstakingly check through the data, data mining techniques
themselves can sometimes help to solve the problem.

Improving decision trees
It is a surprising fact that decision trees induced from training data can often
be simplified, without loss of accuracy, by discarding misclassified instances
from the training set, relearning, and then repeating until there are no misclas-
sified instances. Experiments on standard datasets have shown that this hardly
affects the classification accuracy of C4.5, a standard decision tree induction
scheme. In some cases it improves slightly; in others it deteriorates slightly. The
difference is rarely statistically significant—and even when it is, the advantage
can go either way. What the technique does affect is decision tree size. The result-
ing trees are invariably much smaller than the original ones, even though they
perform about the same.

What is the reason for this? When a decision tree induction method prunes
away a subtree, it applies a statistical test that decides whether that subtree is
“justified” by the data. The decision to prune accepts a small sacrifice in classi-
fication accuracy on the training set in the belief that this will improve test-set
performance. Some training instances that were classified correctly by the
unpruned tree will now be misclassified by the pruned one. In effect, the deci-
sion has been taken to ignore these training instances.

But that decision has only been applied locally, in the pruned subtree. Its
effect has not been allowed to percolate further up the tree, perhaps resulting
in different choices being made of attributes to branch on. Removing the mis-
classified instances from the training set and relearning the decision tree is just
taking the pruning decisions to their logical conclusion. If the pruning strategy
is a good one, this should not harm performance. It may even improve it by
allowing better attribute choices to be made.

It would no doubt be even better to consult a human expert. Misclassified
training instances could be presented for verification, and those that were found
to be wrong could be deleted—or better still, corrected.

Notice that we are assuming that the instances are not misclassified in any
systematic way. If instances are systematically corrupted in both training and
test sets—for example, one class value might be substituted for another—it is
only to be expected that training on the erroneous training set would yield better
performance on the (also erroneous) test set.
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Interestingly enough, it has been shown that when artificial noise is added to
attributes (rather than to classes), test-set performance is improved if the same
noise is added in the same way to the training set. In other words, when attrib-
ute noise is the problem it is not a good idea to train on a “clean” set if per-
formance is to be assessed on a “dirty” one. A learning method can learn to
compensate for attribute noise, in some measure, if given a chance. In essence,
it can learn which attributes are unreliable and, if they are all unreliable, how
best to use them together to yield a more reliable result. To remove noise from
attributes for the training set denies the opportunity to learn how best to combat
that noise. But with class noise (rather than attribute noise), it is best to train
on noise-free instances if possible.

Robust regression
The problems caused by noisy data have been known in linear regression for
years. Statisticians often check data for outliers and remove them manually. In
the case of linear regression, outliers can be identified visually—although it is
never completely clear whether an outlier is an error or just a surprising, but
correct, value. Outliers dramatically affect the usual least-squares regression
because the squared distance measure accentuates the influence of points far
away from the regression line.

Statistical methods that address the problem of outliers are called robust. One
way of making regression more robust is to use an absolute-value distance
measure instead of the usual squared one. This weakens the effect of outliers.
Another possibility is to try to identify outliers automatically and remove them
from consideration. For example, one could form a regression line and then
remove from consideration those 10% of points that lie furthest from the line.
A third possibility is to minimize the median (rather than the mean) of the
squares of the divergences from the regression line. It turns out that this esti-
mator is very robust and actually copes with outliers in the X-direction as 
well as outliers in the Y-direction—which is the normal direction one thinks of
outliers.

A dataset that is often used to illustrate robust regression is the graph of inter-
national telephone calls made from Belgium from 1950 to 1973, shown in Figure
7.6. This data is taken from the Belgian Statistical Survey published by the Min-
istry of Economy. The plot seems to show an upward trend over the years, but
there is an anomalous group of points from 1964 to 1969. It turns out that
during this period, results were mistakenly recorded in the total number of
minutes of the calls. The years 1963 and 1970 are also partially affected. This
error causes a large fraction of outliers in the Y-direction.

Not surprisingly, the usual least-squares regression line is seriously affected
by this anomalous data. However, the least median of squares line remains
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remarkably unperturbed. This line has a simple and natural interpretation. Geo-
metrically, it corresponds to finding the narrowest strip covering half of the
observations, where the thickness of the strip is measured in the vertical direc-
tion—this strip is marked gray in Figure 7.6; you need to look closely to see it.
The least median of squares line lies at the exact center of this band. Note that
this notion is often easier to explain and visualize than the normal least-squares
definition of regression. Unfortunately, there is a serious disadvantage to
median-based regression techniques: they incur a high computational cost,
which often makes them infeasible for practical problems.

Detecting anomalies
A serious problem with any form of automatic detection of apparently incor-
rect data is that the baby may be thrown out with the bathwater. Short of con-
sulting a human expert, there is really no way of telling whether a particular
instance really is an error or whether it just does not fit the type of model that
is being applied. In statistical regression, visualizations help. It will usually be
visually apparent, even to the nonexpert, if the wrong kind of curve is being
fitted—a straight line is being fitted to data that lies on a parabola, for example.
The outliers in Figure 7.6 certainly stand out to the eye. But most problems
cannot be so easily visualized: the notion of “model type” is more subtle than a
regression line. And although it is known that good results are obtained on most
standard datasets by discarding instances that do not fit a decision tree model,
this is not necessarily of great comfort when dealing with a particular new
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Figure 7.6 Number of international phone calls from Belgium, 1950–1973.
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dataset. The suspicion will remain that perhaps the new dataset is simply
unsuited to decision tree modeling.

One solution that has been tried is to use several different learning schemes—
such as a decision tree, and a nearest-neighbor learner, and a linear discrimi-
nant function—to filter the data. A conservative approach is to ask that all three
schemes fail to classify an instance correctly before it is deemed erroneous and
removed from the data. In some cases, filtering the data in this way and using
the filtered data as input to a final learning scheme gives better performance
than simply using the three learning schemes and letting them vote on the
outcome. Training all three schemes on the filtered data and letting them vote
can yield even better results. However, there is a danger to voting techniques:
some learning algorithms are better suited to certain types of data than others,
and the most appropriate method may simply get out-voted! We will examine
a more subtle method of combining the output from different classifiers, called
stacking, in the next section. The lesson, as usual, is to get to know your data
and look at it in many different ways.

One possible danger with filtering approaches is that they might con-
ceivably just be sacrificing instances of a particular class (or group of classes) 
to improve accuracy on the remaining classes. Although there are no general
ways to guard against this, it has not been found to be a common problem in
practice.

Finally, it is worth noting once again that automatic filtering is a poor sub-
stitute for getting the data right in the first place. If this is too time consuming
and expensive to be practical, human inspection could be limited to those
instances that are identified by the filter as suspect.

7.5 Combining multiple models
When wise people make critical decisions, they usually take into account the
opinions of several experts rather than relying on their own judgment or that
of a solitary trusted adviser. For example, before choosing an important new
policy direction, a benign dictator consults widely: he or she would be ill advised
to follow just one expert’s opinion blindly. In a democratic setting, discussion
of different viewpoints may produce a consensus; if not, a vote may be called
for. In either case, different expert opinions are being combined.

In data mining, a model generated by machine learning can be regarded as
an expert. Expert is probably too strong a word!—depending on the amount
and quality of the training data, and whether the learning algorithm is appro-
priate to the problem at hand, the expert may in truth be regrettably ignorant—
but we use the term nevertheless. An obvious approach to making decisions
more reliable is to combine the output of different models. Several machine
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learning techniques do this by learning an ensemble of models and using them
in combination: prominent among these are schemes called bagging, boosting,
and stacking. They can all, more often than not, increase predictive performance
over a single model. And they are general techniques that can be applied to
numeric prediction problems and to classification tasks.

Bagging, boosting, and stacking have only been developed over the past
decade, and their performance is often astonishingly good. Machine learning
researchers have struggled to understand why. And during that struggle, new
methods have emerged that are sometimes even better. For example, whereas
human committees rarely benefit from noisy distractions, shaking up bagging
by adding random variants of classifiers can improve performance. Closer
analysis revealed that boosting—perhaps the most powerful of the three
methods—is closely related to the established statistical technique of additive
models, and this realization has led to improved procedures.

These combined models share the disadvantage of being difficult to analyze:
they can comprise dozens or even hundreds of individual models, and although
they perform well it is not easy to understand in intuitive terms what factors
are contributing to the improved decisions. In the last few years methods have
been developed that combine the performance benefits of committees with
comprehensible models. Some produce standard decision tree models; others
introduce new variants of trees that provide optional paths.

We close by introducing a further technique of combining models using
error-correcting output codes. This is more specialized than the other three tech-
niques: it applies only to classification problems, and even then only to ones that
have more than three classes.

Bagging
Combining the decisions of different models means amalgamating the various
outputs into a single prediction. The simplest way to do this in the case of clas-
sification is to take a vote (perhaps a weighted vote); in the case of numeric pre-
diction, it is to calculate the average (perhaps a weighted average). Bagging and
boosting both adopt this approach, but they derive the individual models in dif-
ferent ways. In bagging, the models receive equal weight, whereas in boosting,
weighting is used to give more influence to the more successful ones—just as
an executive might place different values on the advice of different experts
depending on how experienced they are.

To introduce bagging, suppose that several training datasets of the same size
are chosen at random from the problem domain. Imagine using a particular
machine learning technique to build a decision tree for each dataset. You might
expect these trees to be practically identical and to make the same prediction
for each new test instance. Surprisingly, this assumption is usually quite wrong,
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particularly if the training datasets are fairly small. This is a rather disturbing
fact and seems to cast a shadow over the whole enterprise! The reason for it is
that decision tree induction (at least, the standard top-down method described
in Chapter 4) is an unstable process: slight changes to the training data may
easily result in a different attribute being chosen at a particular node, with sig-
nificant ramifications for the structure of the subtree beneath that node. This
automatically implies that there are test instances for which some of the deci-
sion trees produce correct predictions and others do not.

Returning to the preceding experts analogy, consider the experts to be the
individual decision trees. We can combine the trees by having them vote on each
test instance. If one class receives more votes than any other, it is taken as the
correct one. Generally, the more the merrier: predictions made by voting
become more reliable as more votes are taken into account. Decisions rarely
deteriorate if new training sets are discovered, trees are built for them, and their
predictions participate in the vote as well. In particular, the combined classifier
will seldom be less accurate than a decision tree constructed from just one of
the datasets. (Improvement is not guaranteed, however. It can be shown theo-
retically that pathological situations exist in which the combined decisions are
worse.)

The effect of combining multiple hypotheses can be viewed through a theo-
retical device known as the bias–variance decomposition. Suppose that we could
have an infinite number of independent training sets of the same size and use
them to make an infinite number of classifiers. A test instance is processed by
all classifiers, and a single answer is determined by majority vote. In this ideal-
ized situation, errors will still occur because no learning scheme is perfect: the
error rate will depend on how well the machine learning method matches the
problem at hand, and there is also the effect of noise in the data, which cannot
possibly be learned. Suppose the expected error rate were evaluated by averag-
ing the error of the combined classifier over an infinite number of independ-
ently chosen test examples. The error rate for a particular learning algorithm is
called its bias for the learning problem and measures how well the learning
method matches the problem. This technical definition is a way of quantifying
the vaguer notion of bias that was introduced in Section 1.5: it measures the
“persistent” error of a learning algorithm that can’t be eliminated even by taking
an infinite number of training sets into account. Of course, it cannot be calcu-
lated exactly in practical situations; it can only be approximated.

A second source of error in a learned model, in a practical situation, stems
from the particular training set used, which is inevitably finite and therefore not
fully representative of the actual population of instances. The expected value of
this component of the error, over all possible training sets of the given size and
all possible test sets, is called the variance of the learning method for that
problem. The total expected error of a classifier is made up of the sum of bias
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and variance: this is the bias–variance decomposition.4 Combining multiple
classifiers decreases the expected error by reducing the variance component. The
more classifiers that are included, the greater the reduction in variance.

Of course, a difficulty arises when putting this voting method into practice:
usually there’s only one training set, and obtaining more data is either impos-
sible or expensive.

Bagging attempts to neutralize the instability of learning methods by simu-
lating the process described previously using a given training set. Instead of sam-
pling a fresh, independent training dataset each time, the original training data
is altered by deleting some instances and replicating others. Instances are ran-
domly sampled, with replacement, from the original dataset to create a new 
one of the same size. This sampling procedure inevitably replicates some of
the instances and deletes others. If this idea strikes a chord, it is because we
described it in Chapter 5 when explaining the bootstrap method for estimating
the generalization error of a learning method (Section 5.4): indeed, the term
bagging stands for bootstrap aggregating. Bagging applies the learning scheme—
for example, a decision tree inducer—to each one of these artificially derived
datasets, and the classifiers generated from them vote for the class to be pre-
dicted. The algorithm is summarized in Figure 7.7.

The difference between bagging and the idealized procedure described pre-
viously is the way in which the training datasets are derived. Instead of obtain-
ing independent datasets from the domain, bagging just resamples the original
training data. The datasets generated by resampling are different from one
another but are certainly not independent because they are all based on one
dataset. However, it turns out that bagging produces a combined model that
often performs significantly better than the single model built from the origi-
nal training data, and is never substantially worse.

Bagging can also be applied to learning methods for numeric prediction—
for example, model trees. The only difference is that, instead of voting on the
outcome, the individual predictions, being real numbers, are averaged. The
bias–variance decomposition can be applied to numeric prediction as well by
decomposing the expected value of the mean-squared error of the predictions
on fresh data. Bias is defined as the mean-squared error expected when averag-
ing over models built from all possible training datasets of the same size, and
variance is the component of the expected error of a single model that is due
to the particular training data it was built from. It can be shown theoretically
that averaging over multiple models built from independent training sets always

3 1 8 CHAPTER 7 | TRANSFORMATIONS: ENGINEERING THE INPUT AND OUTPUT

4 This is a simplified version of the full story. Several different methods for performing the
bias–variance decomposition can be found in the literature; there is no agreed way of doing
this.
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reduces the expected value of the mean-squared error. (As we mentioned earlier,
the analogous result is not true for classification.)

Bagging with costs
Bagging helps most if the underlying learning method is unstable in that small
changes in the input data can lead to quite different classifiers. Indeed it can
help to increase the diversity in the ensemble of classifiers by making the learn-
ing method as unstable as possible. For example, when bagging decision trees,
which are already unstable, better performance is often achieved by switching
pruning off, which makes them even more unstable. Another improvement can
be obtained by changing the way that predictions are combined for classifica-
tion. As originally formulated, bagging uses voting. But when the models can
output probability estimates and not just plain classifications, it makes intuitive
sense to average these probabilities instead. Not only does this often improve
classification slightly, but the bagged classifier also generates probability 
estimates—ones that are often more accurate than those produced by the in-
dividual models. Implementations of bagging commonly use this method of
combining predictions.

In Section 5.7 we showed how to make a classifier cost sensitive by mini-
mizing the expected cost of predictions. Accurate probability estimates are nec-
essary because they are used to obtain the expected cost of each prediction.
Bagging is a prime candidate for cost-sensitive classification because it produces
very accurate probability estimates from decision trees and other powerful, yet
unstable, classifiers. However, a disadvantage is that bagged classifiers are hard
to analyze.

A method called MetaCost combines the predictive benefits of bagging with
a comprehensible model for cost-sensitive prediction. It builds an ensemble
classifier using bagging and uses it to relabel the training data by giving every

model generation

Let n be the number of instances in the training data.

For each of t iterations:

  Sample n instances with replacement from training data.

  Apply the learning algorithm to the sample.

  Store the resulting model.

classification

For each of the t models:

  Predict class of instance using model.

Return class that has been predicted most often.

Figure 7.7 Algorithm for bagging.
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training instance the prediction that minimizes the expected cost, based on the
probability estimates obtained from bagging. MetaCost then discards the orig-
inal class labels and learns a single new classifier—for example, a single pruned
decision tree—from the relabeled data. This new model automatically takes
costs into account because they have been built into the class labels! The result
is a single cost-sensitive classifier that can be analyzed to see how predictions
are made.

In addition to the cost-sensitive classification technique just mentioned,
Section 5.7 also described a cost-sensitive learning method that learns a cost-
sensitive classifier by changing the proportion of each class in the training data
to reflect the cost matrix. MetaCost seems to produce more accurate results than
this method, but it requires more computation. If there is no need for a com-
prehensible model, MetaCost’s postprocessing step is superfluous: it is better to
use the bagged classifier directly in conjunction with the minimum expected
cost method.

Randomization
Bagging generates a diverse ensemble of classifiers by introducing randomness
into the learning algorithm’s input, often with excellent results. But there are
other ways of creating diversity by introducing randomization. Some learning
algorithms already have a built-in random component. For example, when
learning multilayer perceptrons using the backpropagation algorithm (as
described in Section 6.3) the network weights are set to small randomly chosen
values. The learned classifier depends on the random numbers because the algo-
rithm may find a different local minimum of the error function. One way to
make the outcome of classification more stable is to run the learner several times
with different random number seeds and combine the classifiers’ predictions by
voting or averaging.

Almost every learning method is amenable to some kind of randomization.
Consider an algorithm that greedily picks the best option at every step—such
as a decision tree learner that picks the best attribute to split on at each node.
It could be randomized by randomly picking one of the N best options instead
of a single winner, or by choosing a random subset of options and picking the
best from that. Of course, there is a tradeoff: more randomness generates more
variety in the learner but makes less use of the data, probably decreasing the
accuracy of each individual model. The best dose of randomness can only be
prescribed by experiment.

Although bagging and randomization yield similar results, it sometimes pays
to combine them because they introduce randomness in different, perhaps 
complementary, ways. A popular algorithm for learning random forests builds
a randomized decision tree in each iteration of the bagging algorithm, and often
produces excellent predictors.
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Randomization demands more work than bagging because the learning algo-
rithm must be modified, but it can profitably be applied to a greater variety of
learners. We noted earlier that bagging fails with stable learning algorithms
whose output is insensitive to small changes in the input. For example, it is
pointless to bag nearest-neighbor classifiers because their output changes very
little if the training data is perturbed by sampling. But randomization can be
applied even to stable learners: the trick is to randomize in a way that makes
the classifiers diverse without sacrificing too much performance. A nearest-
neighbor classifier’s predictions depend on the distances between instances,
which in turn depend heavily on which attributes are used to compute them,
so nearest-neighbor classifiers can be randomized by using different, randomly
chosen subsets of attributes.

Boosting
We have explained that bagging exploits the instability inherent in learning algo-
rithms. Intuitively, combining multiple models only helps when these models
are significantly different from one another and when each one treats a reason-
able percentage of the data correctly. Ideally, the models complement one
another, each being a specialist in a part of the domain where the other models
don’t perform very well—just as human executives seek advisers whose skills
and experience complement, rather than duplicate, one another.

The boosting method for combining multiple models exploits this insight by
explicitly seeking models that complement one another. First, the similarities:
like bagging, boosting uses voting (for classification) or averaging (for numeric
prediction) to combine the output of individual models. Again like bagging, it
combines models of the same type—for example, decision trees. However, boost-
ing is iterative. Whereas in bagging individual models are built separately, in
boosting each new model is influenced by the performance of those built previ-
ously. Boosting encourages new models to become experts for instances handled
incorrectly by earlier ones. A final difference is that boosting weights a model’s
contribution by its performance rather than giving equal weight to all models.

There are many variants on the idea of boosting. We describe a widely used
method called AdaBoost.M1 that is designed specifically for classification. Like
bagging, it can be applied to any classification learning algorithm. To simplify
matters we assume that the learning algorithm can handle weighted instances,
where the weight of an instance is a positive number. (We revisit this assump-
tion later.) The presence of instance weights changes the way in which a classi-
fier’s error is calculated: it is the sum of the weights of the misclassified instances
divided by the total weight of all instances, instead of the fraction of instances
that are misclassified. By weighting instances, the learning algorithm can be
forced to concentrate on a particular set of instances, namely, those with high

P088407-Ch007.qxd  4/30/05  11:16 AM  Page 321



weight. Such instances become particularly important because there is a greater
incentive to classify them correctly. The C4.5 algorithm, described in Section
6.1, is an example of a learning method that can accommodate weighted
instances without modification because it already uses the notion of fractional
instances to handle missing values.

The boosting algorithm, summarized in Figure 7.8, begins by assigning equal
weight to all instances in the training data. It then calls the learning algorithm
to form a classifier for this data and reweights each instance according to the
classifier’s output. The weight of correctly classified instances is decreased, and
that of misclassified ones is increased. This produces a set of “easy” instances
with low weight and a set of “hard” ones with high weight. In the next itera-
tion—and all subsequent ones—a classifier is built for the reweighted data,
which consequently focuses on classifying the hard instances correctly. Then the
instances’ weights are increased or decreased according to the output of this new
classifier. As a result, some hard instances might become even harder and easier
ones might become even easier; on the other hand, other hard instances might
become easier, and easier ones might become harder—all possibilities can occur
in practice. After each iteration, the weights reflect how often the instances have
been misclassified by the classifiers produced so far. By maintaining a measure
of “hardness” with each instance, this procedure provides an elegant way of gen-
erating a series of experts that complement one another.

3 2 2 CHAPTER 7 | TRANSFORMATIONS: ENGINEERING THE INPUT AND OUTPUT

model generation

Assign equal weight to each training instance.

For each of t iterations:

  Apply learning algorithm to weighted dataset and store 

     resulting model.

  Compute error e of model on weighted dataset and store error.

  If e equal to zero, or e greater or equal to 0.5:

     Terminate model generation.

  For each instance in dataset:

     If instance classified correctly by model:

        Multiply weight of instance by e / (1 – e).

  Normalize weight of all instances.

classification

Assign weight of zero to all classes.

For each of the t (or less) models:

  Add –log(e / (1 – e)) to weight of class predicted by model.

Return class with highest weight.

Figure 7.8 Algorithm for boosting.
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How much should the weights be altered after each iteration? The answer
depends on the current classifier’s overall error. More specifically, if e denotes
the classifier’s error on the weighted data (a fraction between 0 and 1), then
weights are updated by

for correctly classified instances, and the weights remain unchanged for mis-
classified ones. Of course, this does not increase the weight of misclassified
instances as claimed previously. However, after all weights have been updated
they are renormalized so that their sum remains the same as it was before. Each
instance’s weight is divided by the sum of the new weights and multiplied by
the sum of the old ones. This automatically increases the weight of each mis-
classified instance and reduces that of each correctly classified one.

Whenever the error on the weighted training data exceeds or equals 0.5, the
boosting procedure deletes the current classifier and does not perform any more
iterations. The same thing happens when the error is 0, because then all instance
weights become 0.

We have explained how the boosting method generates a series of classifiers.
To form a prediction, their output is combined using a weighted vote. To deter-
mine the weights, note that a classifier that performs well on the weighted train-
ing data from which it was built (e close to 0) should receive a high weight, and
a classifier that performs badly (e close to 0.5) should receive a low one. More
specifically,

which is a positive number between 0 and infinity. Incidentally, this formula
explains why classifiers that perform perfectly on the training data must be
deleted, because when e is 0 the weight is undefined. To make a prediction, the
weights of all classifiers that vote for a particular class are summed, and the class
with the greatest total is chosen.

We began by assuming that the learning algorithm can cope with weighted
instances. We explained how to adapt learning algorithms to deal with weighted
instances at the end of Section 6.5 under Locally weighted linear regression.
Instead of changing the learning algorithm, it is possible to generate an
unweighted dataset from the weighted data by resampling—the same technique
that bagging uses. Whereas for bagging each instance is chosen with equal prob-
ability, for boosting instances are chosen with probability proportional to their
weight. As a result, instances with high weight are replicated frequently, and ones
with low weight may never be selected. Once the new dataset becomes as large
as the original one, it is fed into the learning method instead of the weighted
data. It’s as simple as that.

weight
e

e
= -

-
log ,

1

weight weight e 1 e¨ ¥ -( )
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A disadvantage of this procedure is that some instances with low weight don’t
make it into the resampled dataset, so information is lost before the learning
method is applied. However, this can be turned into an advantage. If the learn-
ing method produces a classifier whose error exceeds 0.5, boosting must termi-
nate if the weighted data is used directly, whereas with resampling it might be
possible to produce a classifier with error below 0.5 by discarding the resam-
pled dataset and generating a new one from a different random seed. Sometimes
more boosting iterations can be performed by resampling than when using the
original weighted version of the algorithm.

The idea of boosting originated in a branch of machine learning research
known as computational learning theory. Theoreticians are interested in boost-
ing because it is possible to derive performance guarantees. For example, it can
be shown that the error of the combined classifier on the training data
approaches zero very quickly as more iterations are performed (exponentially
quickly in the number of iterations). Unfortunately, as explained in Section 5.1,
guarantees for the training error are not very interesting because they do not
necessarily indicate good performance on fresh data. However, it can be shown
theoretically that boosting only fails on fresh data if the individual classifiers are
too “complex” for the amount of training data present or if their training errors
become too large too quickly (in a precise sense explained by Schapire et al.
1997). As usual, the problem lies in finding the right balance between the indi-
vidual models’ complexity and their fit to the data.

If boosting succeeds in reducing the error on fresh test data, it often does so
in a spectacular way. One very surprising finding is that performing more 
boosting iterations can reduce the error on new data long after the error of
the combined classifier on the training data has dropped to zero. Researchers
were puzzled by this result because it seems to contradict Occam’s razor, which
declares that of two hypotheses that explain the empirical evidence equally 
well the simpler one is to be preferred. Performing more boosting iterations
without reducing training error does not explain the training data any better,
and it certainly adds complexity to the combined classifier. Fortunately, the con-
tradiction can be resolved by considering the classifier’s confidence in its pre-
dictions. Confidence is measured by the difference between the estimated
probability of the true class and that of the most likely predicted class other than
the true class—a quantity known as the margin. The larger the margin, the more
confident the classifier is in predicting the true class. It turns out that boosting
can increase the margin long after the training error has dropped to zero. The
effect can be visualized by plotting the cumulative distribution of the margin
values of all the training instances for different numbers of boosting iterations,
giving a graph known as the margin curve. Hence, if the explanation of empir-
ical evidence takes the margin into account, Occam’s razor remains as sharp as
ever.
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The beautiful thing about boosting is that a powerful combined classifier can
be built from very simple ones as long as they achieve less than 50% error on
the reweighted data. Usually, this is easy—certainly for learning problems with
two classes! Simple learning methods are called weak learners, and boosting con-
verts weak learners into strong ones. For example, good results for two-class
problems can be obtained by boosting extremely simple decision trees that have
only one level—called decision stumps. Another possibility is to apply boosting
to an algorithm that learns a single conjunctive rule—such as a single path in a
decision tree—and classifies instances based on whether or not the rule covers
them. Of course, multiclass datasets make it more difficult to achieve error rates
below 0.5. Decision trees can still be boosted, but they usually need to be more
complex than decision stumps. More sophisticated algorithms have been devel-
oped that allow very simple models to be boosted successfully in multiclass 
situations.

Boosting often produces classifiers that are significantly more accurate on
fresh data than ones generated by bagging. However, unlike bagging, boosting
sometimes fails in practical situations: it can generate a classifier that is signif-
icantly less accurate than a single classifier built from the same data. This indi-
cates that the combined classifier overfits the data.

Additive regression
When boosting was first investigated it sparked intense interest among
researchers because it could coax first-class performance from indifferent learn-
ers. Statisticians soon discovered that it could be recast as a greedy algorithm
for fitting an additive model. Additive models have a long history in statistics.
Broadly, the term refers to any way of generating predictions by summing up
contributions obtained from other models. Most learning algorithms for addi-
tive models do not build the base models independently but ensure that they
complement one another and try to form an ensemble of base models that opti-
mizes predictive performance according to some specified criterion.

Boosting implements forward stagewise additive modeling. This class of algo-
rithms starts with an empty ensemble and incorporates new members sequen-
tially. At each stage the model that maximizes the predictive performance of the
ensemble as a whole is added, without altering those already in the ensemble.
Optimizing the ensemble’s performance implies that the next model should
focus on those training instances on which the ensemble performs poorly. This
is exactly what boosting does by giving those instances larger weights.

Here’s a well-known forward stagewise additive modeling method for
numeric prediction. First build a standard regression model, for example, a
regression tree. The errors it exhibits on the training data—the differences
between predicted and observed values—are called residuals. Then correct for
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these errors by learning a second model—perhaps another regression tree—that
tries to predict the observed residuals. To do this, simply replace the original
class values by their residuals before learning the second model. Adding the pre-
dictions made by the second model to those of the first one automatically yields
lower error on the training data. Usually some residuals still remain, because
the second model is not a perfect one, so we continue with a third model that
learns to predict the residuals of the residuals, and so on. The procedure is rem-
iniscent of the use of rules with exceptions for classification that we met in
Section 3.5.

If the individual models minimize the squared error of the predictions, as
linear regression models do, this algorithm minimizes the squared error of
the ensemble as a whole. In practice it also works well when the base learner
uses a heuristic approximation instead, such as the regression and model tree
learners described in Section 6.5. In fact, there is no point in using standard
linear regression as the base learner for additive regression, because the sum of
linear regression models is again a linear regression model and the regression
algorithm itself minimizes the squared error. However, it is a different story if
the base learner is a regression model based on a single attribute, the one that
minimizes the squared error. Statisticians call this simple linear regression, in
contrast to the standard multiattribute method, properly called multiple linear
regression. In fact, using additive regression in conjunction with simple linear
regression and iterating until the squared error of the ensemble decreases no
further yields an additive model identical to the least-squares multiple linear
regression function.

Forward stagewise additive regression is prone to overfitting because each
model added fits the training data more closely. To decide when to stop, use
cross-validation. For example, perform a cross-validation for every number of
iterations up to a user-specified maximum and choose the one that minimizes
the cross-validated estimate of squared error. This is a good stopping criterion
because cross-validation yields a fairly reliable estimate of the error on future
data. Incidentally, using this method in conjunction with simple linear regres-
sion as the base learner effectively combines multiple linear regression with
built-in attribute selection, because the next most important attribute’s contri-
bution is only included if it decreases the cross-validated error.

For implementation convenience, forward stagewise additive regression
usually begins with a level-0 model that simply predicts the mean of the class
on the training data so that every subsequent model fits residuals. This suggests
another possibility for preventing overfitting: instead of subtracting a model’s
entire prediction to generate target values for the next model, shrink the pre-
dictions by multiplying them by a user-specified constant factor between 0 and
1 before subtracting. This reduces the model’s fit to the residuals and conse-
quently reduces the chance of overfitting. Of course, it may increase the number
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of iterations needed to arrive at a good additive model. Reducing the multiplier
effectively damps down the learning process, increasing the chance of stopping
at just the right moment—but also increasing run time.

Additive logistic regression
Additive regression can also be applied to classification just as linear regression
can. But we know from Section 4.6 that logistic regression outperforms linear
regression for classification. It turns out that a similar adaptation can be made
to additive models by modifying the forward stagewise modeling method to
perform additive logistic regression. Use the logit transform to translate the
probability estimation problem into a regression problem, as we did in Section
4.6, and solve the regression task using an ensemble of models—for example,
regression trees—just as for additive regression. At each stage, add the model
that maximizes the probability of the data given the ensemble classifier.

Suppose fj is the jth regression model in the ensemble and fj(a) is its predic-
tion for instance a. Assuming a two-class problem, use the additive model Sfj(a)
to obtain a probability estimate for the first class:

This closely resembles the expression used in Section 4.6 (page 121), except that
here it is abbreviated by using vector notation for the instance a and the origi-
nal weighted sum of attribute values is replaced by a sum of arbitrarily complex
regression models f.

Figure 7.9 shows the two-class version of the LogitBoost algorithm, which per-
forms additive logistic regression and generates the individual models fj. Here,
yi is 1 for an instance in the first class and 0 for an instance in the second. In
each iteration this algorithm fits a regression model fj to a weighted version of
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model generation

For j = 1 to t iterations:

    For each instance a[i]:

        Set the target value for the regression to

            z[i] = (y[i] – p(1 | a[i])) / [p(1 | a[i]) � (1 – p(1 | a[i])]

        Set the weight of instance a[i] to p(1 | a[i]) � (1 – p(1 | a[i])

    Fit a regression model f[j] to the data with class values z[i] and weights w[i].

classification

Predict first class if p(1 | a) > 0.5, otherwise predict second class.

Figure 7.9 Algorithm for additive logistic regression.
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the original dataset based on dummy class values zi and weights wi. We assume
that p(1 | a) is computed using the fj that were built in previous iterations.

The derivation of this algorithm is beyond the scope of this book, but it can
be shown that the algorithm maximizes the probability of the data with respect
to the ensemble if each model fj is determined by minimizing the squared error
on the corresponding regression problem. In fact, if multiple linear regression
is used to form the fj, the algorithm converges to the maximum likelihood linear-
logistic regression model: it is an incarnation of the iteratively reweighted least-
squares method mentioned in Section 4.6.

Superficially, LogitBoost looks quite different to AdaBoost, but the predictors
they produce differ mainly in that the former optimizes the likelihood directly
whereas the latter optimizes an exponential loss function that can be regarded
as an approximation to it. From a practical perspective, the difference is that
LogitBoost uses a regression method as the base learner whereas AdaBoost
works with classification algorithms.

We have only shown the two-class version of LogitBoost, but the algorithm
can be generalized to multiclass problems. As with additive regression, the
danger of overfitting can be reduced by shrinking the predictions of the indi-
vidual fj by a predetermined multiplier and using cross-validation to determine
an appropriate number of iterations.

Option trees
Bagging, boosting, and randomization all produce ensembles of classifiers. This
makes it very difficult to analyze what kind of information has been extracted
from the data. It would be nice to have a single model with the same predictive
performance. One possibility is to generate an artificial dataset, by randomly
sampling points from the instance space and assigning them the class labels pre-
dicted by the ensemble classifier, and then learn a decision tree or rule set from
this new dataset. To obtain similar predictive performance from the tree as from
the ensemble a huge dataset may be required, but in the limit this strategy
should be able to replicate the performance of the ensemble classifier—and it
certainly will if the ensemble itself consists of decision trees.

Another approach is to derive a single structure that can represent an ensem-
ble of classifiers compactly. This can be done if the ensemble consists of deci-
sion trees; the result is called an option tree. Option trees differ from decision
trees in that they contain two types of node: decision nodes and option nodes.
Figure 7.10 shows a simple example for the weather data, with only one option
node. To classify an instance, filter it down through the tree. At a decision node
take just one of the branches, as usual, but at an option node take all the
branches. This means that the instance ends up in more than one leaf, and the
classifications obtained from those leaves must somehow be combined into an
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overall classification. This can be done simply by voting, taking the majority
vote at an option node to be the prediction of the node. In that case it makes
little sense to have option nodes with only two options (as in Figure 7.10)
because there will only be a majority if both branches agree. Another pos-
sibility is to average the probability estimates obtained from the different 
paths, using either an unweighted average or a more sophisticated Bayesian
approach.

Option trees can be generated by modifying an existing decision tree learner
to create an option node if there are several splits that look similarly useful
according to their information gain. All choices within a certain user-specified
tolerance of the best one can be made into options. During pruning, the error
of an option node is the average error of its options.

Another possibility is to grow an option tree by incrementally adding nodes
to it. This is commonly done using a boosting algorithm, and the resulting trees
are usually called alternating decision trees instead of option trees. In this context
the decision nodes are called splitter nodes and the option nodes are called pre-
diction nodes. Prediction nodes are leaves if no splitter nodes have been added
to them yet. The standard alternating decision tree applies to two-class prob-
lems, and with each prediction node is associated a positive or negative numeric
value. To obtain a prediction for an instance, filter it down all applicable
branches and sum up the values from any prediction nodes that are encoun-
tered; predict one class or the other depending on whether the sum is positive
or negative.

≠ overcast

outlook

= overcast

= false= true

yes

no yes

windy

option node

= normal= high

no yes

humidity

Figure 7.10 Simple option tree for the weather data.
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A simple example tree for the weather data is shown in Figure 7.11, where a
positive value corresponds to class play = no and a negative one to play = yes.
To classify an instance with outlook = sunny, temperature = hot, humidity =
normal, and windy = false, filter it down to the corresponding leaves, obtaining
the values -0.255, 0.213, -0.430, and -0.331. The sum of these values is nega-
tive; hence predict play = yes. Alternating decision trees always have a predic-
tion node at the root, as in this example.

The alternating tree is grown using a boosting algorithm—for example, a
boosting algorithm that employs a base learner for numeric prediction, such as
the LogitBoost method described previously. Assume that the base learner pro-
duces a single conjunctive rule in each boosting iteration. Then an alternating
decision tree can be generated by simply adding each rule into the tree. The
numeric scores associated with the prediction nodes are obtained from the rules.
However, the resulting tree would grow large very quickly because the rules from
different boosting iterations are likely to be different. Hence, learning algorithms
for alternating decision trees consider only those rules that extend one of the
existing paths in the tree by adding a splitter node and two corresponding pre-
diction nodes (assuming binary splits). In the standard version of the algorithm,
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≠ overcast

outlook

= overcast

= false= true

–0.705

0.437 –0.331

windy

= normal= high

0.486 –0.43

humidity

0.213

–0.255

Figure 7.11 Alternating decision tree for the weather data.
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every possible location in the tree is considered for addition, and a node is added
according to a performance measure that depends on the particular boosting
algorithm employed. However, heuristics can be used instead of an exhaustive
search to speed up the learning process.

Logistic model trees
Option trees and alternating trees yield very good classification performance
based on a single structure, but they may still be difficult to interpret when there
are many options nodes because it becomes difficult to see how a particular pre-
diction is derived. However, it turns out that boosting can also be used to build
very effective decision trees that do not include any options at all. For example,
the LogitBoost algorithm has been used to induce trees with linear logistic
regression models at the leaves. These are called logistic model trees and are 
interpreted in the same way as the model trees for regression described in
Section 6.5.

LogitBoost performs additive logistic regression. Suppose that each iteration
of the boosting algorithm fits a simple regression function by going through all
the attributes, finding the simple regression function with the smallest error,
and adding it into the additive model. If the LogitBoost algorithm is run until
convergence, the result is a maximum likelihood multiple-logistic regression
model. However, for optimum performance on future data it is usually unnec-
essary to wait for convergence—and to do so is often detrimental. An appro-
priate number of boosting iterations can be determined by estimating the
expected performance for a given number of iterations using cross-validation
and stopping the process when performance ceases to increase.

A simple extension of this algorithm leads to logistic model trees. The boost-
ing process terminates when there is no further structure in the data that can
be modeled using a linear logistic regression function. However, there may still
be a structure that linear models can fit if attention is restricted to subsets of
the data, obtained, for example, by a standard decision tree criterion such as
information gain. Then, once no further improvement can be obtained by
adding more simple linear models, the data is split and boosting is resumed sep-
arately in each subset. This process takes the logistic model generated so far and
refines it separately for the data in each subset. Again, cross-validation is run in
each subset to determine an appropriate number of iterations to perform in that
subset.

The process is applied recursively until the subsets become too small. The
resulting tree will surely overfit the training data, and one of the standard
methods of decision tree learning can be used to prune it. Experiments indicate
that the pruning operation is very important. Using a strategy that chooses the
right tree size using cross-validation, the algorithm produces small but very
accurate trees with linear logistic models at the leaves.
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Stacking
Stacked generalization, or stacking for short, is a different way of combining mul-
tiple models. Although developed some years ago, it is less widely used than
bagging and boosting, partly because it is difficult to analyze theoretically and
partly because there is no generally accepted best way of doing it—the basic idea
can be applied in many different variations.

Unlike bagging and boosting, stacking is not normally used to combine
models of the same type—for example, a set of decision trees. Instead it is
applied to models built by different learning algorithms. Suppose you have a
decision tree inducer, a Naïve Bayes learner, and an instance-based learning
method and you want to form a classifier for a given dataset. The usual proce-
dure would be to estimate the expected error of each algorithm by cross-
validation and to choose the best one to form a model for prediction on future
data. But isn’t there a better way? With three learning algorithms available, can’t
we use all three for prediction and combine the outputs together?

One way to combine outputs is by voting—the same mechanism used in
bagging. However, (unweighted) voting only makes sense if the learning
schemes perform comparably well. If two of the three classifiers make predic-
tions that are grossly incorrect, we will be in trouble! Instead, stacking intro-
duces the concept of a metalearner, which replaces the voting procedure. The
problem with voting is that it’s not clear which classifier to trust. Stacking tries
to learn which classifiers are the reliable ones, using another learning algo-
rithm—the metalearner—to discover how best to combine the output of the
base learners.

The input to the metamodel—also called the level-1 model—are the predic-
tions of the base models, or level-0 models. A level-1 instance has as many attrib-
utes as there are level-0 learners, and the attribute values give the predictions of
these learners on the corresponding level-0 instance. When the stacked learner
is used for classification, an instance is first fed into the level-0 models, and each
one guesses a class value. These guesses are fed into the level-1 model, which
combines them into the final prediction.

There remains the problem of training the level-1 learner. To do this, we need
to find a way of transforming the level-0 training data (used for training the
level-0 learners) into level-1 training data (used for training the level-1 learner).
This seems straightforward: let each level-0 model classify a training instance,
and attach to their predictions the instance’s actual class value to yield a level-
1 training instance. Unfortunately, this doesn’t work well. It would allow rules
to be learned such as always believe the output of classifier A, and ignore B and
C. This rule may well be appropriate for particular base classifiers A, B, and C;
if so, it will probably be learned. But just because it seems appropriate on the
training data doesn’t necessarily mean that it will work well on the test data—

3 3 2 CHAPTER 7 | TRANSFORMATIONS: ENGINEERING THE INPUT AND OUTPUT

P088407-Ch007.qxd  5/3/05  2:31 PM  Page 332



7.5 COMBINING MULTIPLE MODELS 3 3 3

because it will inevitably learn to prefer classifiers that overfit the training data
over ones that make decisions more realistically.

Consequently, stacking does not simply transform the level-0 training data
into level-1 data in this manner. Recall from Chapter 5 that there are better
methods of estimating a classifier’s performance than using the error on the
training set. One is to hold out some instances and use them for an independ-
ent evaluation. Applying this to stacking, we reserve some instances to form the
training data for the level-1 learner and build level-0 classifiers from the remain-
ing data. Once the level-0 classifiers have been built they are used to classify the
instances in the holdout set, forming the level-1 training data as described pre-
viously. Because the level-0 classifiers haven’t been trained on these instances,
their predictions are unbiased; therefore the level-1 training data accurately
reflects the true performance of the level-0 learning algorithms. Once the level-
1 data has been generated by this holdout procedure, the level-0 learners can be
reapplied to generate classifiers from the full training set, making slightly better
use of the data and leading to better predictions.

The holdout method inevitably deprives the level-1 model of some of the
training data. In Chapter 5, cross-validation was introduced as a means of cir-
cumventing this problem for error estimation. This can be applied in conjunc-
tion with stacking by performing a cross-validation for every level-0 learner.
Each instance in the training data occurs in exactly one of the test folds of the
cross-validation, and the predictions of the level-0 inducers built from the cor-
responding training fold are used to build a level-1 training instance from it.
This generates a level-1 training instance for each level-0 training instance. Of
course, it is slow because a level-0 classifier has to be trained for each fold of the
cross-validation, but it does allow the level-1 classifier to make full use of the
training data.

Given a test instance, most learning methods are able to output probabilities
for every class label instead of making a single categorical prediction. This can
be exploited to improve the performance of stacking by using the probabilities
to form the level-1 data. The only difference to the standard procedure is that
each nominal level-1 attribute—representing the class predicted by a level-0
learner—is replaced by several numeric attributes, each representing a class
probability output by the level-0 learner. In other words, the number of attrib-
utes in the level-1 data is multiplied by the number of classes. This procedure
has the advantage that the level-1 learner is privy to the confidence that each
level-0 learner associates with its predictions, thereby amplifying communica-
tion between the two levels of learning.

An outstanding question remains: what algorithms are suitable for the level-
1 learner? In principle, any learning scheme can be applied. However, because
most of the work is already done by the level-0 learners, the level-1 classifier is
basically just an arbiter and it makes sense to choose a rather simple algorithm
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for this purpose. In the words of David Wolpert, the inventor of stacking, it is
reasonable that “relatively global, smooth” level-1 generalizers should perform
well. Simple linear models or trees with linear models at the leaves usually work
well.

Stacking can also be applied to numeric prediction. In that case, the level-0
models and the level-1 model all predict numeric values. The basic mechanism
remains the same; the only difference lies in the nature of the level-1 data. In
the numeric case, each level-1 attribute represents the numeric prediction made
by one of the level-0 models, and instead of a class value the numeric target
value is attached to level-1 training instances.

Error-correcting output codes
Error-correcting output codes are a technique for improving the performance
of classification algorithms in multiclass learning problems. Recall from Chapter
6 that some learning algorithms—for example, standard support vector
machines—only work with two-class problems. To apply such algorithms to
multiclass datasets, the dataset is decomposed into several independent two-
class problems, the algorithm is run on each one, and the outputs of the result-
ing classifiers are combined. Error-correcting output codes are a method for
making the most of this transformation. In fact, the method works so well that
it is often advantageous to apply it even when the learning algorithm can handle
multiclass datasets directly.

In Section 4.6 (page 123) we learned how to transform a multiclass dataset
into several two-class ones. For each class, a dataset is generated containing a
copy of each instance in the original data, but with a modified class value. If the
instance has the class associated with the corresponding dataset it is tagged yes;
otherwise no. Then classifiers are built for each of these binary datasets, classi-
fiers that output a confidence figure with their predictions—for example, the
estimated probability that the class is yes. During classification, a test instance
is fed into each binary classifier, and the final class is the one associated with the
classifier that predicts yes most confidently. Of course, this method is sensitive
to the accuracy of the confidence figures produced by the classifiers: if some
classifiers have an exaggerated opinion of their own predictions, the overall
result will suffer.

Consider a multiclass problem with the four classes a, b, c, and d. The trans-
formation can be visualized as shown in Table 7.1(a), where yes and no are
mapped to 1 and 0, respectively. Each of the original class values is converted
into a 4-bit code word, 1 bit per class, and the four classifiers predict the 
bits independently. Interpreting the classification process in terms of these 
code words, errors occur when the wrong binary bit receives the highest 
confidence.
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However, we do not have to use the particular code words shown. Indeed,
there is no reason why each class must be represented by 4 bits. Look instead at
the code of Table 7.1(b), where classes are represented by 7 bits. When applied
to a dataset, seven classifiers must be built instead of four. To see what that might
buy, consider the classification of a particular instance. Suppose it belongs to
class a, and that the predictions of the individual classifiers are 1 0 1 1 1 1 1
(respectively). Obviously, comparing this code word with those in Table 7.1(b),
the second classifier has made a mistake: it predicted 0 instead of 1, no instead
of yes. However, comparing the predicted bits with the code word associated
with each class, the instance is clearly closer to a than to any other class. This
can be quantified by the number of bits that must be changed to convert the
predicted code word into those of Table 7.1(b): the Hamming distance, or the
discrepancy between the bit strings, is 1, 3, 3, and 5 for the classes a, b, c, and d,
respectively. We can safely conclude that the second classifier made a mistake
and correctly identify a as the instance’s true class.

The same kind of error correction is not possible with the code words of Table
7.1(a), because any predicted string of 4 bits other than these four 4-bit words
has the same distance to at least two of them. The output codes are not “error
correcting.”

What determines whether a code is error correcting or not? Consider the
Hamming distance between the code words representing different classes. The
number of errors that can possibly be corrected depends on the minimum dis-
tance between any pair of code words, say d. The code can guarantee to correct
up to (d - 1)/2 1-bit errors, because if this number of bits of the correct 
code word are flipped, it will still be the closest and will therefore be identified
correctly. In Table 7.1(a) the Hamming distance for each pair of code words is
2. Hence, the minimum distance d is also 2, and we can correct no more than
0 errors! However, in the code of Table 7.1(b) the minimum distance is 4 (in
fact, the distance is 4 for all pairs). That means it is guaranteed to correct 1-bit
errors.

Table 7.1 Transforming a multiclass problem into a two-class one: 
(a) standard method and (b) error-correcting code.

Class Class vector Class Class vector

a 1 0 0 0 a 1 1 1 1 1 1 1
b 0 1 0 0 b 0 0 0 0 1 1 1
c 0 0 1 0 c 0 0 1 1 0 0 1
d 0 0 0 1 d 0 1 0 1 0 1 0
(a) (b)
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We have identified one property of a good error-correcting code: the code
words must be well separated in terms of their Hamming distance. Because they
comprise the rows of the code table, this property is called row separation. There
is a second requirement that a good error-correcting code should fulfill: column
separation. The Hamming distance between every pair of columns must be
large, as must the distance between each column and the complement of every
other column. In Table 7.1(b), the seven columns are separated from one
another (and their complements) by at least 1 bit.

Column separation is necessary because if two columns are identical 
(or if one is the complement of another), the corresponding classifiers will 
make the same errors. Error correction is weakened if the errors are 
correlated—in other words, if many bit positions are simultaneously incorrect.
The greater the distance between columns, the more errors are likely to be 
corrected.

With fewer than four classes it is impossible to construct an effective 
error-correcting code because good row separation and good column separa-
tion cannot be achieved simultaneously. For example, with three classes 
there are only eight possible columns (23), four of which are complements 
of the other four. Moreover, columns with all zeroes or all ones provide 
no discrimination. This leaves just three possible columns, and the resulting
code is not error correcting at all. (In fact, it is the standard “one-per-class”
encoding.)

If there are few classes, an exhaustive error-correcting code such as the one
in Table 7.1(b) can be built. In an exhaustive code for k classes, the columns
comprise every possible k-bit string, except for complements and the trivial all-
zero or all-one strings. Each code word contains 2k-1 - 1 bits. The code is con-
structed as follows: the code word for the first class consists of all ones; that for
the second class has 2k-2 zeroes followed by 2k-2 - 1 ones; the third has 2k-3 zeroes
followed by 2k-3 ones followed by 2k-3 zeroes followed by 2k-3 - 1 ones; and so
on. The ith code word consists of alternating runs of 2k-i zeroes and ones, the
last run being one short.

With more classes, exhaustive codes are infeasible because the number of
columns increases exponentially and too many classifiers have to be built. In
that case more sophisticated methods are employed, which can build a code with
good error-correcting properties from a smaller number of columns.

Error-correcting output codes do not work for local learning algorithms such
as instance-based learners, which predict the class of an instance by looking at
nearby training instances. In the case of a nearest-neighbor classifier, all output
bits would be predicted using the same training instance. The problem can be
circumvented by using different attribute subsets to predict each output bit,
decorrelating the predictions.
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7.6 Using unlabeled data
When introducing the machine learning process in Chapter 2 we drew a sharp
distinction between supervised and unsupervised learning—classification and
clustering. Recently researchers have begun to explore territory between the two,
sometimes called semisupervised learning, in which the goal is classification but
the input contains both unlabeled and labeled data. You can’t do classification
without labeled data, of course, because only the labels tell what the classes are.
But it is sometimes attractive to augment a small amount of labeled data with
a large pool of unlabeled data. It turns out that the unlabeled data can help you
learn the classes. How can this be?

First, why would you want it? Many situations present huge volumes of raw
data, but assigning classes is expensive because it requires human insight. Text
mining provides some classic examples. Suppose you want to classify Web pages
into predefined groups. In an academic setting you might be interested in faculty
pages, graduate student pages, course information pages, research group pages,
and department pages. You can easily download thousands, or millions, of rel-
evant pages from university Web sites. But labeling the training data is a labo-
rious manual process. Or suppose your job is to use machine learning to spot
names in text, differentiating among personal names, company names, and
place names. You can easily download megabytes, or gigabytes, of text, but
making this into training data by picking out the names and categorizing them
can only be done manually. Cataloging news articles, sorting electronic mail,
learning users’ reading interests—applications are legion. Leaving text aside,
suppose you want to learn to recognize certain famous people in television
broadcast news. You can easily record hundreds or thousands of hours of news-
casts, but again labeling is manual. In any of these scenarios it would be enor-
mously attractive to be able to leverage a large pool of unlabeled data to obtain
excellent performance from just a few labeled examples—particularly if you
were the graduate student who had to do the labeling!

Clustering for classification
How can unlabeled data be used to improve classification? Here’s a simple idea.
Use Naïve Bayes to learn classes from a small labeled dataset, and then extend
it to a large unlabeled dataset using the EM (expectation–maximization) itera-
tive clustering algorithm of Section 6.6. The procedure is this. First, train a clas-
sifier using the labeled data. Second, apply it to the unlabeled data to label it
with class probabilities (the “expectation” step). Third, train a new classifier
using the labels for all the data (the “maximization” step). Fourth, iterate until
convergence. You could think of this as iterative clustering, where starting points
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and cluster labels are gleaned from the labeled data. The EM procedure guar-
antees to find model parameters that have equal or greater likelihood at each
iteration. The key question, which can only be answered empirically, is whether
these higher likelihood parameter estimates will improve classification accuracy.

Intuitively, this might work well. Consider document classification. Certain
phrases are indicative of the classes. Some occur in labeled documents, whereas
others only occur in unlabeled ones. But there are probably some documents
that contain both, and the EM procedure uses these to generalize the learned
model to utilize phrases that do not appear in the labeled dataset. For example,
both supervisor and PhD topic might indicate a graduate student’s home page.
Suppose that only the former phrase occurs in the labeled documents. EM iter-
atively generalizes the model to correctly classify documents that contain just
the latter.

This might work with any classifier and any iterative clustering algorithm.
But it is basically a bootstrapping procedure, and you must take care to ensure
that the feedback loop is a positive one. Using probabilities rather than hard
decisions seems beneficial because it allows the procedure to converge slowly
instead of jumping to conclusions that may be wrong. Naïve Bayes and the prob-
abilistic EM procedure described in Section 6.6 are particularly apt choices
because they share the same fundamental assumption: independence between
attributes—or, more precisely, conditional independence between attributes
given the class.

Of course, the independence assumption is universally violated. Even our
little example used the two-word phrase PhD topic, whereas actual implemen-
tations would likely use individual words as attributes—and the example would
have been far less compelling if we had substituted either of the single terms
PhD or topic. The phrase PhD students is probably more indicative of faculty
than graduate student home pages; the phrase research topic is probably less dis-
criminating. It is the very fact that PhD and topic are not conditionally inde-
pendent given the class that makes the example work: it is their combination
that characterizes graduate student pages.

Nevertheless, coupling Naïve Bayes and EM in this manner works well in the
domain of document classification. In a particular classification task it attained
the performance of a traditional learner using fewer than one-third of the
labeled training instances, as well as five times as many unlabeled ones. This is
a good tradeoff when labeled instances are expensive but unlabeled ones are vir-
tually free. With a small number of labeled documents, classification accuracy
can be improved dramatically by incorporating many unlabeled ones.

Two refinements to the procedure have been shown to improve performance.
The first is motivated by experimental evidence that when there are many
labeled documents the incorporation of unlabeled data may reduce rather than
increase accuracy. Hand-labeled data is (or should be) inherently less noisy than
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automatically labeled data. The solution is to introduce a weighting parameter
that reduces the contribution of the unlabeled data. This can be incorporated
into the maximization step of EM by maximizing the weighted likelihood of the
labeled and unlabeled instances. When the parameter is close to zero, unlabeled
documents have little influence on the shape of EM’s hill-climbing surface;
when close to one, the algorithm reverts to the original version in which the
surface is equally affected by both kinds of document.

The second refinement is to allow each class to have several clusters. As
explained in Section 6.6, the EM clustering algorithm assumes that the data is
generated randomly from a mixture of different probability distributions, one
per cluster. Until now, a one-to-one correspondence between mixture compo-
nents and classes has been assumed. In many circumstances this is unrealistic—
including document classification, because most documents address multiple
topics. With several clusters per class, each labeled document is initially assigned
randomly to each of its components in a probabilistic fashion. The maximiza-
tion step of the EM algorithm remains as before, but the expectation step is
modified to not only probabilistically label each example with the classes, but
to probabilistically assign it to the components within the class. The number of
clusters per class is a parameter that depends on the domain and can be set by
cross-validation.

Co-training
Another situation in which unlabeled data can improve classification perform-
ance is when there are two different and independent perspectives on the clas-
sification task. The classic example again involves documents, this time Web
documents, in which the two perspectives are the content of a Web page and the
links to it from other pages. These two perspectives are well known to be both
useful and different: successful Web search engines capitalize on them both,
using secret recipes. The text that labels a link to another Web page gives a
revealing clue as to what that page is about—perhaps even more revealing than
the page’s own content, particularly if the link is an independent one. Intuitively,
a link labeled my adviser is strong evidence that the target page is a faculty
member’s home page.

The idea, called co-training, is this. Given a few labeled examples, first learn
a different model for each perspective—in this case a content-based and a
hyperlink-based model. Then use each one separately to label the unlabeled
examples. For each model, select the example it most confidently labels as pos-
itive and the one it most confidently labels as negative, and add these to the pool
of labeled examples. Better yet, maintain the ratio of positive and negative exam-
ples in the labeled pool by choosing more of one kind than the other. In either
case, repeat the whole procedure, training both models on the augmented pool
of labeled examples, until the unlabeled pool is exhausted.
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There is some experimental evidence, using Naïve Bayes throughout as the
learner, that this bootstrapping procedure outperforms one that employs all the
features from both perspectives to learn a single model from the labeled data.
It relies on having two different views of an instance that are redundant but not
completely correlated. Various domains have been proposed, from spotting
celebrities in televised newscasts using video and audio separately to mobile
robots with vision, sonar, and range sensors. The independence of the views
reduces the likelihood of both hypotheses agreeing on an erroneous label.

EM and co-training
On datasets with two feature sets that are truly independent, experiments have
shown that co-training gives better results than using EM as described previ-
ously. Even better performance, however, can be achieved by combining the two
into a modified version of co-training called co-EM. Co-training trains two clas-
sifiers representing different perspectives, A and B, and uses both to add new
examples to the training pool by choosing whichever unlabeled examples they
classify most positively or negatively. The new examples are few in number and
deterministically labeled. Co-EM, on the other hand, trains perspective A on the
labeled data and uses it to probabilistically label all unlabeled data. Next it trains
classifier B on both the labeled data and the unlabeled data with classifier A’s
tentative labels, and then it probabilistically relabels all the data for use by clas-
sifier A. The process iterates until the classifiers converge. This procedure seems
to perform consistently better than co-training because it does not commit to
the class labels that are generated by classifiers A and B but rather reestimates
their probabilities at each iteration.

The range of applicability of co-EM, like co-training, is still limited by the
requirement for multiple independent perspectives. But there is some experi-
mental evidence to suggest that even when there is no natural split of features
into independent perspectives, benefits can be achieved by manufacturing such
a split and using co-training—or, better yet, co-EM—on the split data. This
seems to work even when the split is made randomly; performance could surely
be improved by engineering the split so that the feature sets are maximally 
independent. Why does this work? Researchers have hypothesized that these
algorithms succeed partly because the split makes them more robust to the
assumptions that their underlying classifiers make.

There is no particular reason to restrict the base classifier to Naïve Bayes.
Support vector machines probably represent the most successful technology for
text categorization today. However, for the EM iteration to work it is necessary
that the classifier labels the data probabilistically; it must also be able to use
probabilistically weighted examples for training. Support vector machines can
easily be adapted to do both. We explained how to adapt learning algorithms to
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deal with weighted instances in Section 6.5 under Locally weighted linear regres-
sion (page 252). One way of obtaining probability estimates from support vector
machines is to fit a one-dimensional logistic model to the output, effectively
performing logistic regression as described in Section 4.6 on the output. Excel-
lent results have been reported for text classification using co-EM with the
support vector machine (SVM) classifier. It outperforms other variants of SVM
and seems quite robust to varying proportions of labeled and unlabeled data.

The ideas of co-training and EM—and particularly their combination in the 
co-EM algorithm—are interesting, thought provoking, and have striking poten-
tial. But just what makes them work is still controversial and poorly understood.
These techniques are the subject of current research: they have not yet entered
the mainstream of machine learning and been harnessed for practical data
mining.

7.7 Further reading
Attribute selection, under the term feature selection, has been investigated in the
field of pattern recognition for decades. Backward elimination, for example, was
introduced in the early 1960s (Marill and Green 1963). Kittler (1978) surveys
the feature selection algorithms that have been developed for pattern recogni-
tion. Best-first search and genetic algorithms are standard artificial intelligence
techniques (Winston 1992, Goldberg 1989).

The experiments that show the performance of decision tree learners deteri-
orating when new attributes are added are reported by John (1997), who gives
a nice explanation of attribute selection. The idea of finding the smallest attrib-
ute set that carves up the instances uniquely is from Almuallin and Dietterich
(1991, 1992) and was further developed by Liu and Setiono (1996). Kibler and
Aha (1987) and Cardie (1993) both investigated the use of decision tree algo-
rithms to identify features for nearest-neighbor learning; Holmes and Nevill-
Manning (1995) used 1R to order features for selection. Kira and Rendell (1992)
used instance-based methods to select features, leading to a scheme called
RELIEF for Recursive Elimination of Features. Gilad-Bachrach et al. (2004) show
how this scheme can be modified to work better with redundant attributes. The
correlation-based feature selection method was developed by Hall (2000).

The use of wrapper methods for feature selection is due to John et al. (1994)
and Kohavi and John (1997), and genetic algorithms have been applied within
a wrapper framework by Vafaie and DeJong (1992) and Cherkauer and Shavlik
(1996). The selective Naïve Bayes learning method is due to Langley and Sage
(1994). Guyon et al. (2002) present and evaluate the recursive feature elimina-
tion scheme in conjunction with support vector machines. The method of raced
search was developed by Moore and Lee (1994).

7.7 FURTHER READING 3 4 1
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Dougherty et al. (1995) give a brief account of supervised and unsupervised
discretization, along with experimental results comparing the entropy-based
method with equal-width binning and the 1R method. Frank and Witten (1999)
describe the effect of using the ordering information in discretized attributes.
Proportional k-interval discretization for Naïve Bayes was proposed by Yang and
Webb (2001). The entropy-based method for discretization, including the use
of the MDL stopping criterion, was developed by Fayyad and Irani (1993). The
bottom-up statistical method using the c2 test is due to Kerber (1992), and its
extension to an automatically determined significance level is described by Liu
and Setiono (1997). Fulton et al. (1995) investigate the use of dynamic pro-
gramming for discretization and derive the quadratic time bound for a general
impurity function (e.g., entropy) and the linear one for error-based discretiza-
tion. The example used for showing the weakness of error-based discretization
is adapted from Kohavi and Sahami (1996), who were the first to clearly iden-
tify this phenomenon.

Principal components analysis is a standard technique that can be found in
most statistics textbooks. Fradkin and Madigan (2003) analyze the performance
of random projections. The TF ¥ IDF metric is described by Witten et al.
(1999b).

The experiments on using C4.5 to filter its own training data were reported
by John (1995). The more conservative approach of a consensus filter involving
several learning algorithms has been investigated by Brodley and Friedl 
(1996). Rousseeuw and Leroy (1987) describe the detection of outliers in sta-
tistical regression, including the least median of squares method; they also
present the telephone data of Figure 7.6. It was Quinlan (1986) who noticed
that removing noise from the training instance’s attributes can decrease a 
classifier’s performance on similarly noisy test instances, particularly at higher
noise levels.

Combining multiple models is a popular research topic in machine learning
research, with many related publications. The term bagging (for “bootstrap
aggregating”) was coined by Breiman (1996b), who investigated the properties
of bagging theoretically and empirically for both classification and numeric pre-
diction. Domingos (1999) introduced the MetaCost algorithm. Randomization
was evaluated by Dietterich (2000) and compared with bagging and boosting.
Bay (1999) suggests using randomization for ensemble learning with nearest-
neighbor classifiers. Random forests were introduced by Breiman (2001).

Freund and Schapire (1996) developed the AdaBoost.M1 boosting algorithm
and derived theoretical bounds for its performance. Later, they improved these
bounds using the concept of margins (Freund and Schapire 1999). Drucker
(1997) adapted AdaBoost.M1 for numeric prediction. The LogitBoost algorithm
was developed by Friedman et al. (2000). Friedman (2001) describes how to
make boosting more resilient in the presence of noisy data.
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Domingos (1997) describes how to derive a single interpretable model from
an ensemble using artificial training examples. Bayesian option trees were intro-
duced by Buntine (1992), and majority voting was incorporated into option
trees by Kohavi and Kunz (1997). Freund and Mason (1999) introduced alter-
nating decision trees; experiments with multiclass alternating decision trees
were reported by Holmes et al. (2002). Landwehr et al. (2003) developed logis-
tic model trees using the LogitBoost algorithm.

Stacked generalization originated with Wolpert (1992), who presented the
idea in the neural network literature, and was applied to numeric prediction by
Breiman (1996a). Ting and Witten (1997a) compared different level-1 models
empirically and found that a simple linear model performs best; they also
demonstrated the advantage of using probabilities as level-1 data. A combina-
tion of stacking and bagging has also been investigated (Ting and Witten
1997b).

The idea of using error-correcting output codes for classification gained wide
acceptance after a paper by Dietterich and Bakiri (1995); Ricci and Aha (1998)
showed how to apply such codes to nearest-neighbor classifiers.

Blum and Mitchell (1998) pioneered the use of co-training and developed a
theoretical model for the use of labeled and unlabeled data from different inde-
pendent perspectives. Nigam and Ghani (2000) analyzed the effectiveness and
applicability of co-training, relating it to the traditional use of standard EM to
fill in missing values. They also introduced the co-EM algorithm. Nigam et al.
(2000) thoroughly explored how the EM clustering algorithm can use unlabeled
data to improve an initial classifier built by Naïve Bayes, as reported in the 
Clustering for classification section. Up to this point, co-training and co-EM 
were applied mainly to small two-class problems; Ghani (2002) used error-
correcting output codes to address multiclass situations with many classes.
Brefeld and Scheffer (2004) extended co-EM to use a support vector machine
rather than Naïve Bayes. Seeger (2001) casts some doubt on whether these new
algorithms really do have anything to offer over traditional ones, properly used.
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Machine learning is a burgeoning new technology for mining knowledge from
data, a technology that a lot of people are beginning to take seriously. We don’t
want to oversell it. The kind of machine learning we know is not about the 
big problems: futuristic visions of autonomous robot servants, philosophical
conundrums of consciousness, metaphysical issues of free will, evolutionary—
or theological—questions of where intelligence comes from, linguistic debates
over language learning, psychological theories of child development, or cogni-
tive explanations of what intelligence is and how it works. For us, it’s far more
prosaic: machine learning is about algorithms for inferring structure from data
and ways of validating that structure. These algorithms are not abstruse and
complicated, but they’re not completely obvious and trivial either.

Looking forward, the main challenge ahead is applications. Opportunities
abound. Wherever there is data, things can be learned from it. Whenever 
there is too much data for people to pore over themselves, the mechanics of
learning will have to be automatic. But the inspiration will certainly not be auto-
matic! Applications will come not from computer programs, nor from machine
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learning experts, nor from the data itself, but from the people who work with
the data and the problems from which it arises. That is why we have written 
this book, and the Weka system described in Part II—to empower those who
are not machine learning experts to apply these techniques to the problems that
arise in daily working life. The ideas are simple. The algorithms are here. The
rest is really up to you!

Of course, development of the technology is certainly not finished. Machine
learning is a hot research topic, and new ideas and techniques continually
emerge. To give a flavor of the scope and variety of research fronts, we close Part
I by looking at some topical areas in the world of data mining.

8.1 Learning from massive datasets
The enormous proliferation of very large databases in today’s companies and
scientific institutions makes it necessary for machine learning algorithms to
operate on massive datasets. Two separate dimensions become critical when any
algorithm is applied to very large datasets: space and time.

Suppose the data is so large that it cannot be held in main memory. This
causes no difficulty if the learning scheme works in an incremental fashion,
processing one instance at a time when generating the model. An instance can
be read from the input file, the model can be updated, the next instance can be
read, and so on—without ever holding more than one training instance in main
memory. Normally, the resulting model is small compared with the dataset size,
and the amount of available memory does not impose any serious constraint
on it. The Naïve Bayes method is an excellent example of this kind of algorithm;
there are also incremental versions of decision tree inducers and rule learning
schemes. However, incremental algorithms for some of the learning methods
described in this book have not yet been developed. Other methods, such as
basic instance-based schemes and locally weighted regression, need access to all
the training instances at prediction time. In that case, sophisticated caching and
indexing mechanisms have to be employed to keep only the most frequently
used parts of a dataset in memory and to provide rapid access to relevant
instances in the file.

The other critical dimension when applying learning algorithms to massive
datasets is time. If the learning time does not scale linearly (or almost linearly)
with the number of training instances, it will eventually become infeasible to
process very large datasets. In some applications the number of attributes is a
critical factor, and only methods that scale linearly in the number of attributes
are acceptable. Alternatively, prediction time might be the crucial issue. Fortu-
nately, there are many learning algorithms that scale gracefully during both
training and testing. For example, the training time for Naïve Bayes is linear in
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both the number of instances and the number of attributes. For top-down deci-
sion tree inducers, we saw in Section 6.1 (pages 196–198) that training time is
linear in the number of attributes and, if the tree is uniformly bushy, log-linear
in the number of instances (if subtree raising is not used or, if it is, with a further 
log factor).

When a dataset is too large for a particular learning algorithm to be applied,
there are three ways to make learning feasible. The first is trivial: instead of
applying the scheme to the full dataset, use just a small subset for training. Of
course, information is lost when subsampling is employed. However, the loss
may be negligible because the predictive performance of a learned model often
flattens out long before all the training data is incorporated into it. If this is the
case, it can easily be verified by observing the model’s performance on a holdout
test set for training sets of different size.

This kind of behavior, called the law of diminishing returns, may arise because
the learning problem is a simple one, so that a small volume of training data is
sufficient to learn an accurate model. Alternatively, the learning algorithm might
be incapable of grasping the detailed structure of the underlying domain. This
is often observed when Naïve Bayes is employed in a complex domain: addi-
tional training data may not improve the performance of the model, whereas 
a decision tree’s accuracy may continue to climb. In this case, of course, if
predictive performance is the main objective you should switch to the more
complex learning algorithm. But beware of overfitting! Take care not to assess
performance on the training data.

Parallelization is another way of reducing the time complexity of learning.
The idea is to split the problem into smaller parts, solve each using a separate
processor, and combine the results together. To do this, a parallelized version 
of the learning algorithm must be created. Some algorithms lend themselves
naturally to parallelization. Nearest-neighbor methods, for example, can easily
be distributed among several processors by splitting the data into several parts
and letting each processor find the nearest neighbor in its part of the training
set. Decision tree learners can be parallelized by letting each processor build a
subtree of the complete tree. Bagging and stacking (although not boosting) are
naturally parallel algorithms. However, parallelization is only a partial remedy
because with a fixed number of processors, the algorithm’s asymptotic time
complexity cannot be improved.

A simple way to apply any algorithm to a large dataset is to split the data into
chunks of limited size and learn models separately for each one, combining the
result using voting or averaging. Either a parallel bagging-like scheme or a
sequential boosting-like scheme can be employed for this purpose. Boosting has
the advantage that new chunks can be weighted based on the classifiers learned
from previous chunks, thus transferring knowledge between chunks. In both
cases memory consumption increases linearly with dataset size; hence some
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form of pruning is necessary for very large datasets. This can be done by setting
aside some validation data and only adding a model from a new chunk to the
committee classifier if it increases the committee’s performance on the valida-
tion set. The validation set can also be used to identify an appropriate chunk
size by running the method with several different chunk sizes in parallel and
monitoring performance on the validation set.

The best but most challenging way to enable a learning paradigm to deal with
very large datasets would be to develop new algorithms with lower computa-
tional complexity. In some cases, it is provably impossible to derive exact algo-
rithms with lower complexity. Decision tree learners that deal with numeric
attributes fall into this category. Their asymptotic time complexity is dominated
by the sorting process for the numeric attribute values, a procedure that must
be performed at least once for any given dataset. However, stochastic algorithms
can sometimes be derived that approximate the true solution but require a much
smaller amount of time.

Background knowledge can make it possible to vastly reduce the amount of
data that needs to be processed by a learning algorithm. Depending on which
attribute is the class, most of the attributes in a huge dataset might turn out to
be irrelevant when background knowledge is taken into account. As usual, it
pays to carefully engineer the data that is passed to the learning scheme and
make the greatest possible use of any prior information about the learning
problem at hand. If insufficient background knowledge is available, the attrib-
ute filtering algorithms described in Section 7.1 can often drastically reduce the
amount of data—possibly at the expense of a minor loss in predictive per-
formance. Some of these—for example, attribute selection using decision trees
or the 1R learning scheme—are linear in the number of attributes.

Just to give you a feeling for the amount of data that can be handled by
straightforward implementations of machine learning algorithms on ordinary
microcomputers, we ran the decision tree learner J4.8 on a dataset with 600,000
instances, 54 attributes (10 numeric and 44 binary), and a class with seven
values. We used a Pentium 4 processor with a 2.8-GHz clock and a Java virtual
machine with a “just-in-time compiler.” It took 40 minutes to load the data 
file, build the tree using reduced-error pruning, and classify all the training
instances. The tree had 20,000 nodes. Note that this implementation is written
in Java, and executing a Java program is often several times slower than running
a corresponding program written in C because the Java byte-code must be trans-
lated into machine code before it can be executed. (In our experience the 
difference is usually a factor of three to five if the virtual machine uses a just-
in-time compiler.)

There are datasets today that truly deserve the adjective massive. Scientific
datasets from astrophysics, nuclear physics, earth science, and molecular biology
are measured in hundreds of gigabytes—or even terabytes. So are datasets 
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containing records of financial transactions. Application of standard programs
for machine learning to such datasets in their entirety is a very challenging
proposition.

8.2 Incorporating domain knowledge
Throughout this book we have emphasized the importance of getting to know
your data when undertaking practical data mining. Knowledge of the domain
is absolutely essential for success. Data about data is often called metadata, and
one of the frontiers in machine learning is the development of schemes to allow
learning methods to take metadata into account in a useful way.

You don’t have to look far for examples of how metadata might be applied.
In Chapter 2 we divided attributes into nominal and numeric. But we also noted
that many finer distinctions are possible. If an attribute is numeric an ordering
is implied, but sometimes there is a zero point and sometimes not (for time
intervals there is, but for dates there is not). Even the ordering may be 
nonstandard: angular degrees have an ordering different from that of integers
because 360° is the same as 0° and 180° is the same as -180° or indeed 900°.
Discretization schemes assume ordinary linear ordering, as do learning schemes
that accommodate numeric attributes, but it would be a routine matter to
extend them to circular orderings. Categorical data may also be ordered.
Imagine how much more difficult our lives would be if there were no conven-
tional ordering for letters of the alphabet. (Looking up a listing in the Hong
Kong telephone directory presents an interesting and nontrivial problem!) And
the rhythms of everyday life are reflected in circular orderings: days of the week,
months of the year. To further complicate matters there are many other kinds
of ordering, such as partial orderings on subsets: subset A may include subset
B, subset B may include subset A, or neither may include the other. Extending
ordinary learning schemes to take account of this kind of information in a 
satisfactory and general way is an open research problem.

Metadata often involves relations among attributes. Three kinds of relations
can be distinguished: semantic, causal, and functional. A semantic relation
between two attributes indicates that if the first is included in a rule, the second
should be, too. In this case, it is known a priori that the attributes only make
sense together. For example, in agricultural data that we have analyzed, an
attribute called milk production measures how much milk an individual cow
produces, and the purpose of our investigation meant that this attribute had a
semantic relationship with three other attributes, cow-identifier, herd-identifier,
and farmer-identifier. In other words, a milk production value can only be
understood in the context of the cow that produced the milk, and the cow is
further linked to a specific herd owned by a given farmer. Semantic relations
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are, of course, problem dependent: they depend not just on the dataset but also
on what you are trying to do with it.

Causal relations occur when one attribute causes another. In a system that is
trying to predict an attribute caused by another, we know that the other attrib-
ute must be included to make the prediction meaningful. For example, in the
agricultural data mentioned previously there is a chain from the farmer, herd,
and cow identifiers, through measured attributes such as milk production, down
to the attribute that records whether a particular cow was retained or sold by
the farmer. Learned rules should recognize this chain of dependence.

Functional dependencies occur in many databases, and the people who create
databases strive to identify them for the purpose of normalizing the relations in
the database. When learning from the data, the significance of a functional
dependency of one attribute on another is that if the latter is used in a rule there
is no need to consider the former. Learning schemes often rediscover functional
dependencies that are already known. Not only does this generate meaningless,
or more accurately tautological, rules, but also other, more interesting patterns
may be obscured by the functional relationships. However, there has been much
work in automatic database design on the problem of inferring functional
dependencies from example queries, and the methods developed should prove
useful in weeding out tautological rules generated by learning schemes.

Taking these kinds of metadata, or prior domain knowledge, into account
when doing induction using any of the algorithms we have met does not seem
to present any deep or difficult technical challenges. The only real problem—
and it is a big one—is how to express the metadata in a general and easily under-
standable way so that it can be generated by a person and used by the algorithm.

It seems attractive to couch the metadata knowledge in just the same repre-
sentation as the machine learning scheme generates. We focus on rules, which
are the norm for much of this work. The rules that specify metadata correspond
to prior knowledge of the domain. Given training examples, additional rules can
be derived by one of the rule induction schemes we have already met. In this
way, the system might be able to combine “experience” (from examples) with
“theory” (from domain knowledge). It would be capable of confirming and
modifying its programmed-in knowledge based on empirical evidence. Loosely
put, the user tells the system what he or she knows, gives it some examples, and
it figures the rest out for itself!

To make use of prior knowledge expressed as rules in a sufficiently flexible
way, it is necessary for the system to be able to perform logical deduction.
Otherwise, the knowledge has to be expressed in precisely the right form for the
learning algorithm to take advantage of it, which is likely to be too demanding
for practical use. Consider causal metadata: if A causes B and B causes C, then
we would like the system to deduce that A causes C rather than having to state
that fact explicitly. Although in this simple example explicitly stating the new
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fact presents little problem, in practice, with extensive metadata, it will be 
unrealistic to expect the system’s users to express all logical consequences of
their prior knowledge.

A combination of deduction from prespecified domain knowledge and
induction from training examples seems like a flexible way of accommodating
metadata. At one extreme, when examples are scarce (or nonexistent), deduc-
tion is the prime (or only) means of generating new rules. At the other, when
examples are abundant but metadata is scarce (or nonexistent), the standard
machine learning techniques described in this book suffice. Practical situations
span the territory between.

This is a compelling vision, and methods of inductive logic programming,
mentioned in Section 3.6, offer a general way of specifying domain knowledge
explicitly through statements in a formal logic language. However, current logic
programming solutions suffer serious shortcomings in real-world environ-
ments. They tend to be brittle and to lack robustness, and they may be so com-
putation intensive as to be completely infeasible on datasets of any practical size.
Perhaps this stems from the fact that they use first-order logic, that is, they allow
variables to be introduced into the rules. The machine learning schemes we 
have seen, whose input and output are represented in terms of attributes and
constant values, perform their machinations in propositional logic without 
variables—greatly reducing the search space and avoiding all sorts of difficult
problems of circularity and termination. Some aspire to realize the vision
without the accompanying brittleness and computational infeasibility of full
logic programming solutions by adopting simplified reasoning systems. Others
place their faith in the general mechanism of Bayesian networks, introduced in
Section 6.7, in which causal constraints can be expressed in the initial network
structure and hidden variables can be postulated and evaluated automatically.
It will be interesting to see whether systems that allow flexible specification of
different types of domain knowledge will become widely deployed.

8.3 Text and Web mining
Data mining is about looking for patterns in data. Likewise, text mining is about
looking for patterns in text: it is the process of analyzing text to extract infor-
mation that is useful for particular purposes. Compared with the kind of data
we have been talking about in this book, text is unstructured, amorphous, and
difficult to deal with. Nevertheless, in modern Western culture, text is the most
common vehicle for the formal exchange of information. The motivation for
trying to extract information from it is compelling—even if success is only partial.

The superficial similarity between text and data mining conceals real differ-
ences. In Chapter 1 we characterized data mining as the extraction of implicit,
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previously unknown, and potentially useful information from data. With text
mining, however, the information to be extracted is clearly and explicitly stated
in the text. It is not hidden at all—most authors go to great pains to make sure
that they express themselves clearly and unambiguously. From a human point
of view, the only sense in which it is “previously unknown” is that time restric-
tions make it infeasible for people to read the text themselves. The problem, of
course, is that the information is not couched in a manner that is amenable to
automatic processing. Text mining strives to bring it out in a form suitable for
consumption by computers or by people who do not have time to read the 
full text.

A requirement common to both data and text mining is that the informa-
tion extracted should be potentially useful. In one sense, this means actionable—
capable of providing a basis for actions to be taken automatically. In the case of
data mining, this notion can be expressed in a relatively domain-independent
way: actionable patterns are ones that allow nontrivial predictions to be made
on new data from the same source. Performance can be measured by counting
successes and failures, statistical techniques can be applied to compare different
data mining methods on the same problem, and so on. However, in many text
mining situations it is hard to characterize what “actionable” means in a way
that is independent of the particular domain at hand. This makes it difficult to
find fair and objective measures of success.

As we have emphasized throughout this book, “potentially useful” is often
given another interpretation in practical data mining: the key for success is that
the information extracted must be comprehensible in that it helps to explain the
data. This is necessary whenever the result is intended for human consumption
rather than (or as well as) for automatic action. This criterion is less applicable
to text mining because, unlike data mining, the input itself is comprehensible.
Text mining with comprehensible output is tantamount to summarizing salient
features from a large body of text, which is a subfield in its own right: text 
summarization.

We have already encountered one important text mining problem: document
classification, in which each instance represents a document and the instance’s
class is the document’s topic. Documents are characterized by the words that
appear in them. The presence or absence of each word can be treated as a
Boolean attribute, or documents can be treated as bags of words, rather than
sets, by taking word frequencies into account. We encountered this distinction
in Section 4.2, where we learned how to extend Naïve Bayes to the bag-of-words
representation, yielding the multinomial version of the algorithm.

There is, of course, an immense number of different words, and most of them
are not very useful for document classification. This presents a classic feature
selection problem. Some words—for example, function words, often called 
stopwords—can usually be eliminated a priori, but although these occur very
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frequently there are not all that many of them. Other words occur so rarely that
they are unlikely to be useful for classification. Paradoxically, infrequent words
are common—nearly half the words in a typical document or corpus of docu-
ments occur just once. Nevertheless, such an overwhelming number of words
remains after these word classes are removed that further feature selection may be
necessary using the methods described in Section 7.1. Another issue is that the
bag- (or set-) of-words model neglects word order and contextual effects. There
is a strong case for detecting common phrases and treating them as single units.

Document classification is supervised learning: the categories are known
beforehand and given in advance for each training document. The unsupervised
version of the problem is called document clustering. Here there is no predefined
class, but groups of cognate documents are sought. Document clustering can
assist information retrieval by creating links between similar documents, which
in turn allows related documents to be retrieved once one of the documents has
been deemed relevant to a query.

There are many applications of document classification. A relatively easy 
categorization task, language identification, provides an important piece of
metadata for documents in international collections. A simple representation
that works well for language identification is to characterize each document 
by a profile that consists of the n-grams, or sequences of n consecutive letters,
that appear in it. The most frequent 300 or so n-grams are highly correlated
with the language. A more challenging application is authorship ascription in
which a document’s author is uncertain and must be guessed from the text.
Here, the stopwords, not the content words, are the giveaway, because their dis-
tribution is author dependent but topic independent. A third problem is the
assignment of key phrases to documents from a controlled vocabulary of possi-
ble phrases, given a large number of training documents that are tagged from
this vocabulary.

Another general class of text mining problems is metadata extraction. Meta-
data was mentioned previously as data about data: in the realm of text the term
generally refers to salient features of a work, such as its author, title, subject clas-
sification, subject headings, and keywords. Metadata is a kind of highly struc-
tured (and therefore actionable) document summary. The idea of metadata is
often expanded to encompass words or phrases that stand for objects or “enti-
ties” in the world, leading to the notion of entity extraction. Ordinary documents
are full of such terms: phone numbers, fax numbers, street addresses, email
addresses, email signatures, abstracts, tables of contents, lists of references,
tables, figures, captions, meeting announcements, Web addresses, and more. In
addition, there are countless domain-specific entities, such as international 
standard book numbers (ISBNs), stock symbols, chemical structures, and 
mathematical equations. These terms act as single vocabulary items, and many
document processing tasks can be significantly improved if they are identified
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as such. They can aid searching, interlinking, and cross-referencing between
documents.

How can textual entities be identified? Rote learning, that is, dictionary
lookup, is one idea, particularly when coupled with existing resources—lists of
personal names and organizations, information about locations from gazetteers,
or abbreviation and acronym dictionaries. Another is to use capitalization and
punctuation patterns for names and acronyms; titles (Ms.), suffixes (Jr.), and
baronial prefixes (von); or unusual language statistics for foreign names. Regular
expressions suffice for artificial constructs such as uniform resource locators
(URLs); explicit grammars can be written to recognize dates and sums of
money. Even the simplest task opens up opportunities for learning to cope with
the huge variation that real-life documents present. As just one example, what
could be simpler than looking up a name in a table? But the name of the Libyan
leader Muammar Qaddafi is represented in 47 different ways on documents that
have been received by the Library of Congress!

Many short documents describe a particular kind of object or event, com-
bining entities into a higher-level composite that represent the document’s
entire content. The task of identifying the composite structure, which can often
be represented as a template with slots that are filled by individual pieces of
structured information, is called information extraction. Once the entities have
been found, the text is parsed to determine relationships among them. Typical
extraction problems require finding the predicate structure of a small set of pre-
determined propositions. These are usually simple enough to be captured by
shallow parsing techniques such as small finite-state grammars, although
matters may be complicated by ambiguous pronoun references and attached
prepositional phrases and other modifiers. Machine learning has been applied
to information extraction by seeking rules that extract fillers for slots in the 
template. These rules may be couched in pattern-action form, the patterns
expressing constraints on the slot-filler and words in its local context. These 
constraints may involve the words themselves, their part-of-speech tags, and
their semantic classes.

Taking information extraction a step further, the extracted information can
be used in a subsequent step to learn rules—not rules about how to extract
information but rules that characterize the content of the text itself. These rules
might predict the values for certain slot-fillers from the rest of the text. In certain
tightly constrained situations, such as Internet job postings for computing-
related jobs, information extraction based on a few manually constructed train-
ing examples can compete with an entire manually constructed database in
terms of the quality of the rules inferred.

The World Wide Web is a massive repository of text. Almost all of it differs
from ordinary “plain” text because it contains explicit structural markup. Some
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markup is internal and indicates document structure or format; other markup
is external and defines explicit hypertext links between documents. These infor-
mation sources give additional leverage for mining Web documents. Web mining
is like text mining but takes advantage of this extra information and often
improves results by capitalizing on the existence of topic directories and other
information on the Web.

Internet resources that contain relational data—telephone directories or
product catalogs—use hypertext markup language (HTML) formatting com-
mands to clearly present the information they contain to Web users. However,
it is quite difficult to extract data from such resources automatically. To do so,
existing software systems use simple parsing modules called wrappers to analyze
the page structure and extract the requisite information. If wrappers are coded
by hand, which they often are, this is a trivial kind of text mining because it
relies on the pages having a fixed, predetermined structure from which infor-
mation can be extracted algorithmically. But pages rarely obey the rules. Their
structures vary; Web sites evolve. Errors that are insignificant to human readers
throw automatic extraction procedures completely awry. When change occurs,
adjusting a wrapper manually can be a nightmare that involves getting your
head around the existing code and patching it up in a way that does not cause
breakage elsewhere.

Enter wrapper induction—learning wrappers automatically from examples.
The input is a training set of pages along with tuples representing the informa-
tion derived from each page. The output is a set of rules that extracts the tuples
by parsing the page. For example, it might look for certain HTML delimiters—
paragraph boundaries (<p>), list entries (<li>), or boldface (<b>)—that the Web
page designer has used to set off key items of information, and learn the
sequence in which entities are presented. This could be accomplished by iterat-
ing over all choices of delimiters, stopping when a consistent wrapper is encoun-
tered. Then recognition will depend only on a minimal set of cues, providing
some defense against extraneous text and markers in the input. Alternatively,
one might follow Epicurus’s advice at the end of Section 5.9 and seek a robust
wrapper that uses multiple cues to guard against accidental variation. The great
advantage of automatic wrapper induction is that when errors are caused by
stylistic variants it is simple to add these to the training data and reinduce a new
wrapper that takes them into account. Wrapper induction reduces recognition
problems when small changes occur and makes it far easier to produce new sets
of extraction rules when structures change radically.

A development called the semantic Web aims to enable people to publish
information in a way that makes its structure and semantics explicit so that 
it can be repurposed instead of merely read. This would render wrapper 
induction superfluous. But if and when the semantic Web is deployed, the
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requirement for manual markup—not to mention the huge volumes of legacy
pages—will likely increase the demand for automatic induction of information 
structure.

Text mining, including Web mining, is a burgeoning technology that is still,
because of its newness and intrinsic difficulty, in a fluid state—akin, perhaps,
to the state of machine learning in the mid-1980s. There is no real consensus
about what it covers: broadly interpreted, all natural language processing comes
under the ambit of text mining. It is usually difficult to provide general and
meaningful evaluations because the mining task is highly sensitive to the par-
ticular text under consideration. Automatic text mining techniques have a long
way to go before they rival the ability of people, even without any special domain
knowledge, to glean information from large document collections. But they will
go a long way, because the demand is immense.

8.4 Adversarial situations
A prime application of machine learning is junk email filtering. As we write
these words (in late 2004), the scourge of unwanted email is a burning issue—
maybe by the time you read them the beast will have been vanquished or at least
tamed. At first blush junk email filtering appears to present a standard problem
of document classification: divide documents into “ham” and “spam” on the
basis of the text they contain, guided by training data, of which there are copious
amounts. But it is not a standard problem because it involves an adversarial
aspect. The documents that are being classified are not chosen randomly from
an unimaginably huge set of all possible documents; they contain emails that
are carefully crafted to evade the filtering process, designed specifically to beat
the system.

Early spam filters simply discarded messages containing “spammy” words
that connote such things as sex, lucre, and quackery. Of course, much legitimate
correspondence concerns gender, money, and medicine: a balance must be
struck. So filter designers recruited Bayesian text classification schemes that
learned to strike an appropriate balance during the training process. Spammers
quickly adjusted with techniques that concealed the spammy words by mis-
spelling them; overwhelmed them with legitimate text, perhaps printed in 
white on a white background so that only the filter saw it; or simply put the
spam text elsewhere, in an image or a URL that most email readers download
automatically.

The problem is complicated by the fact that it is hard to compare spam detec-
tion algorithms objectively; although training data abounds, privacy issues 
preclude publishing large public corpora of representative email. And there are
strong temporal effects. Spam changes character rapidly, invalidating sensitive
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statistical tests such as cross-validation. Finally, the bad guys can also use
machine learning. For example, if they could get hold of examples of what your
filter blocks and what it lets through, they could use this as training data to learn
how to evade it.

There are, unfortunately, many other examples of adversarial learning situa-
tions in our world today. Closely related to junk email is search engine spam:
sites that attempt to deceive Internet search engines into placing them pro-
minently in lists of search results. Highly ranked pages yield direct financial 
benefits to their owners because they present opportunities for advertising, pro-
viding strong motivation for profit seekers. Then there are the computer virus
wars, in which designers of viruses and virus-protection software react to one
another’s innovations. Here the motivation tends to be general disruption and
denial of service rather than monetary gain.

Computer network security is a continually escalating battle. Protectors
harden networks, operating systems, and applications, and attackers find 
vulnerabilities in all three areas. Intrusion detection systems sniff out unusual
patterns of activity that might be caused by a hacker’s reconnaissance activity.
Attackers realize this and try to obfuscate their trails, perhaps by working indi-
rectly or by spreading their activities over a long time—or, conversely, by strik-
ing very quickly. Data mining is being applied to this problem in an attempt to
discover semantic connections among attacker traces in computer network data
that intrusion detection systems miss. This is a large-scale problem: audit logs
used to monitor computer network security can amount to gigabytes a day even
in medium-sized organizations.

Many automated threat detection systems are based on matching current data
to known attack types. The U.S. Federal Aviation Administration developed the
Computer Assisted Passenger Pre-Screening System (CAPPS), which screens
airline passengers on the basis of their flight records and flags individuals for
additional checked baggage screening. Although the exact details are unpub-
lished, CAPPS is, for example, thought to assign higher threat scores to cash
payments. However, this approach can only spot known or anticipated threats.
Researchers are using unsupervised approaches such as anomaly and outlier
detection in an attempt to detect suspicious activity. As well as flagging poten-
tial threats, anomaly detection systems can be applied to the detection of illegal
activities such as financial fraud and money laundering.

Data mining is being used today to sift through huge volumes of data in the
name of homeland defense. Heterogeneous information such as financial trans-
actions, health-care records, and network traffic is being mined to create pro-
files, construct social network models, and detect terrorist communications.
This activity raises serious privacy concerns and has resulted in the devel-
opment of privacy-preserving data mining techniques. These algorithms try 
to discern patterns in the data without accessing the original data directly,

8.4 ADVERSARIAL SITUATIONS 3 5 7

P088407-Ch008.qxd  4/30/05  11:14 AM  Page 357



typically by distorting it with random values. To preserve privacy, they must
guarantee that the mining process does not receive enough information to
reconstruct the original data. This is easier said than done.

On a lighter note, not all adversarial data mining is aimed at combating nefar-
ious activity. Multiagent systems in complex, noisy real-time domains involve
autonomous agents that must both collaborate in a team and compete against
antagonists. If you are having trouble visualizing this, think soccer. Robo-soccer
is a rich and popular domain for exploring how machine learning can be applied
to such difficult problems. Players must not only hone low-level skills but must
also learn to work together and adapt to the behavior patterns of different 
opponents.

Finally, machine learning has been used to solve a historical literary mystery
by unmasking a prolific author who had attempted to conceal his identity. As
Koppel and Schler (2004) relate, Ben Ish Chai was the leading rabbinic scholar
in Baghdad in the late nineteenth century. Among his vast literary legacy 
are two separate collections of about 500 Hebrew-Aramaic letters written in
response to legal queries. He is known to have written one collection. Although
he claims to have found the other in an archive, historians suspect that he wrote
it, too, but attempted to disguise his authorship by deliberately altering his style.
The problem this case presents to machine learning is that there is no corpus of
work to ascribe to the mystery author. There were a few known candidates, but
the letters could equally well have been written by anyone else. A new technique
appropriately called unmasking was developed that creates a model to distin-
guish the known author’s work A from the unknown author’s work X, itera-
tively removes those features that are most useful for distinguishing the two, and
examines the speed with which cross-validation accuracy degrades as more fea-
tures are removed. The hypothesis is that if work X is written by work A’s author,
who is trying to conceal his identity, whatever differences there are between
work X and work A will be reflected in only a relatively small number of fea-
tures compared with the differences between work X and the works of a differ-
ent author, say the author of work B. In other words, when work X is compared
with works A and B, the accuracy curve as features are removed will decline
much faster for work A than it does for work B. Koppel and Schler concluded
that Ben Ish Chai did indeed write the mystery letters, and their technique is a
striking example of the original and creative use of machine learning in an
adversarial situation.

8.5 Ubiquitous data mining
We began this book by pointing out that we are overwhelmed with data.
Nowhere does this affect the lives of ordinary people more than on the World
Wide Web. At present, the Web contains more than 5 billion documents, total-
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ing perhaps 20 TB—and it continues to grow exponentially, doubling every 
6 months or so. Most U.S. consumers use the Web. None of them can keep 
pace with the information explosion. Whereas data mining originated in the
corporate world because that’s where the databases are, text mining is moving
machine learning technology out of the companies and into the home. When-
ever we are overwhelmed by data on the Web, text mining promises tools to
tame it. Applications are legion. Finding friends and contacting them, main-
taining financial portfolios, shopping for bargains in an electronic world, using
data detectors of any kind—all of these could be accomplished automatically
without explicit programming. Already text mining techniques are being used
to predict what link you’re going to click next, to organize documents for you,
and to sort your mail. In a world where information is overwhelming, disor-
ganized, and anarchic, text mining may be the solution we so desperately need.

Many believe that the Web is but the harbinger of an even greater paradigm
shift: ubiquitous computing. Small portable devices are everywhere—mobile
phones, personal digital assistants, personal stereo and video players, digital
cameras, mobile Web access. Already some devices integrate all these functions.
They know our location in physical time and space, help us communicate in
social space, organize our personal planning space, recall our past, and envelop
us in global information space. It is easy to find dozens of processors in a
middle-class home in the U.S. today. They do not communicate with one
another or with the global information infrastructure—yet. But they will, and
when they do the potential for data mining will soar.

Take consumer music. Popular music leads the vanguard of technological
advance. Sony’s original Walkman paved the way to today’s ubiquitous portable
electronics. Apple’s iPod pioneered large-scale portable storage. Napster’s
network technology spurred the development of peer-to-peer protocols.
Recommender systems such as Firefly brought computing to social networks.
In the near future content-aware music services will migrate to portable devices.
Applications for data mining in networked communities of music service 
users will be legion: discovering musical trends, tracking preferences and tastes,
and analyzing listening behaviors.

Ubiquitous computing will weave digital space closely into real-world activ-
ities. To many, extrapolating their own computer experiences of extreme frus-
tration, arcane technology, perceived personal inadequacy, and machine failure,
this sounds like a nightmare. But proponents point out that it can’t be like that,
because, if it is, it won’t work. Today’s visionaries foresee a world of “calm” com-
puting in which hidden machines silently conspire behind the scenes to make
our lives richer and easier. They’ll reach beyond the big problems of corporate
finance and school homework to the little annoyances such as where are the car
keys, can I get a parking place, and is that shirt I saw last week at Macy’s still on
the rack? Clocks will find the correct time after a power failure, the microwave
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will download new recipes from the Internet, and kid’s toys will refresh them-
selves with new games and new vocabularies. Clothes labels will track washing,
coffee cups will alert cleaning staff to mold, light switches will save energy if no
one is in the room, and pencils will digitize everything we draw. Where will data
mining be in this new world? Everywhere!

It’s hard to point to examples of a future that does not yet exist. But ad-
vances in user interface technology are suggestive. Many repetitive tasks in
direct-manipulation computer interfaces cannot be automated with standard
application tools, forcing computer users to perform the same interface 
actions repeatedly. This typifies the frustrations alluded to previously: who’s in
charge—me or it? Experienced programmers might write a script to carry out
such tasks on their behalf, but as operating systems accrue layer upon layer of
complexity the power of programmers to command the machine is eroded and
vanishes altogether when complex functionality is embedded in appliances
rather than in general-purpose computers.

Research in programming by demonstration enables ordinary computer users
to automate predictable tasks without requiring any programming knowledge
at all. The user need only know how to perform the task in the usual way to be
able to communicate it to the computer. One system, called Familiar, helps users
automate iterative tasks involving existing applications on Macintosh comput-
ers. It works across applications and can work with completely new ones never
before encountered. It does this by using Apple’s scripting language to glean
information from each application and exploiting that information to make
predictions. The agent tolerates noise. It generates explanations to inform the
computer user about its predictions, and incorporates feedback. It’s adaptive: it
learns specialized tasks for individual users. Furthermore, it is sensitive to each
user’s style. If two people were teaching a task and happened to give identical
demonstrations, Familiar would not necessarily infer identical programs—it’s
tuned to their habits because it learns from their interaction history.

Familiar employs standard machine learning techniques to infer the user’s
intent. Rules are used to evaluate predictions so that the best one can be pre-
sented to the user at each point. These rules are conditional so that users can
teach classification tasks such as sorting files based on their type and assigning
labels based on their size. They are learned incrementally: the agent adapts to
individual users by recording their interaction history.

Many difficulties arise. One is scarcity of data. Users are loathe to demon-
strate several iterations of a task—they think the agent should immediately
catch on to what they are doing. Whereas a data miner would consider a 100-
instance dataset miniscule, users bridle at the prospect of demonstrating a task
even half a dozen times. A second difficulty is the plethora of attributes. The
computer desktop environment has hundreds of features that any given action
might depend upon. This means that small datasets are overwhelmingly likely
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to contain attributes that are apparently highly predictive but nevertheless 
irrelevant, and specialized statistical tests are needed to compare alternative
hypotheses. A third is that the iterative, improvement-driven development style
that characterizes data mining applications fails. It is impossible in principle to
create a fixed training-and-testing corpus for an interactive problem such as
programming by demonstration because each improvement in the agent alters
the test data by affecting how users react to it. A fourth is that existing applica-
tion programs provide limited access to application and user data: often the raw
material on which successful operation depends is inaccessible, buried deep
within the application program.

Data mining is already widely used at work. Text mining is starting to bring
the techniques in this book into our own lives, as we read our email and surf
the Web. As for the future, it will be stranger than we can imagine. The spread-
ing computing infrastructure will offer untold opportunities for learning. Data
mining will be there, behind the scenes, playing a role that will turn out to be
foundational.

8.6 Further reading
There is a substantial volume of literature that treats the topic of massive
datasets, and we can only point to a few references here. Fayyad and Smith
(1995) describe the application of data mining to voluminous data from scien-
tific experiments. Shafer et al. (1996) describe a parallel version of a top-down
decision tree inducer. A sequential decision tree algorithm for massive disk-
resident datasets has been developed by Mehta et al. (1996). The technique of
applying any algorithm to a large dataset by splitting it into smaller chunks and
bagging or boosting the result is described by Breiman (1999); Frank et al.
(2002) explain the related pruning and selection scheme.

Despite its importance, little seems to have been written about the general
problem of incorporating metadata into practical data mining. A scheme for
encoding domain knowledge into propositional rules and its use for both
deduction and induction has been investigated by Giraud-Carrier (1996). The
related area of inductive logic programming, which deals with knowledge rep-
resented by first-order logic rules, is covered by Bergadano and Gunetti (1996).

Text mining is an emerging area, and there are few comprehensive surveys of
the area as a whole: Witten (2004) provides one. A large number of feature selec-
tion and machine learning techniques have been applied to text categorization
(Sebastiani 2002). Martin (1995) describes applications of document clustering
to information retrieval. Cavnar and Trenkle (1994) show how to use n-gram
profiles to ascertain with high accuracy the language in which a document is
written. The use of support vector machines for authorship ascription is
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described by Diederich et al. (2003); the same technology was used by Dumais
et al. (1998) to assign key phrases from a controlled vocabulary to documents
on the basis of a large number of training documents. The use of machine learn-
ing to extract key phrases from the document text has been investigated by
Turney (1999) and Frank et al. (1999).

Appelt (1999) describes many problems of information extraction. Many
authors have applied machine learning to seek rules that extract slot-fillers for
templates, for example, Soderland et al. (1995), Huffman (1996), and Freitag
(2002). Califf and Mooney (1999) and Nahm and Mooney (2000) investigated
the problem of extracting information from job ads posted on Internet 
newsgroups. An approach to finding information in running text based on 
compression techniques has been reported by Witten et al. (1999). Mann (1993)
notes the plethora of variations of Muammar Qaddafi on documents received
by the Library of Congress.

Chakrabarti (2003) has written an excellent and comprehensive book on
techniques of Web mining. Kushmerick et al. (1997) developed techniques of
wrapper induction. The semantic Web was introduced by Tim Berners-Lee
(Berners-Lee et al. 2001), who 10 years earlier developed the technology behind
the World Wide Web.

The first paper on junk email filtering was written by Sahami et al. (1998).
Our material on computer network security is culled from work by Yurcik et al.
(2003). The information on the CAPPS system comes from the U.S. House of
Representatives Subcommittee on Aviation (2002), and the use of unsupervised
learning for threat detection is described by Bay and Schwabacher (2003). Prob-
lems with current privacy-preserving data mining techniques have been identi-
fied by Datta et al. (2003). Stone and Veloso (2000) surveyed multiagent systems
of the kind that are used for playing robo-soccer from a machine learning 
perspective. The fascinating story of Ben Ish Chai and the technique used to
unmask him is from Koppel and Schler (2004).

The vision of calm computing, as well as the examples we have mentioned,
is from Weiser (1996) and Weiser and Brown (1997). More information on dif-
ferent methods of programming by demonstration can be found in compendia
by Cypher (1993) and Lieberman (2001). Mitchell et al. (1994) report some
experience with learning apprentices. Familiar is described by Paynter (2000).
Permutation tests (Good 1994) are statistical tests that are suitable for small
sample problems: Frank (2000) describes their application in machine learning.
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The Weka Machine Learning
Workbench

P088407-Ch009.qxd  4/30/05  11:14 AM  Page 363



P088407-Ch009.qxd  4/30/05  11:14 AM  Page 364



Experience shows that no single machine learning scheme is appropriate to all
data mining problems. The universal learner is an idealistic fantasy. As we have
emphasized throughout this book, real datasets vary, and to obtain accurate
models the bias of the learning algorithm must match the structure of the
domain. Data mining is an experimental science.

The Weka workbench is a collection of state-of-the-art machine learning
algorithms and data preprocessing tools. It includes virtually all the algorithms
described in this book. It is designed so that you can quickly try out existing
methods on new datasets in flexible ways. It provides extensive support for the
whole process of experimental data mining, including preparing the input 
data, evaluating learning schemes statistically, and visualizing the input data 
and the result of learning. As well as a wide variety of learning algorithms, it
includes a wide range of preprocessing tools. This diverse and comprehensive
toolkit is accessed through a common interface so that its users can compare
different methods and identify those that are most appropriate for the problem
at hand.

c h a p t e r 9

Introduction to Weka
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Weka was developed at the University of Waikato in New Zealand, and the
name stands for Waikato Environment for Knowledge Analysis. Outside the 
university the weka, pronounced to rhyme with Mecca, is a flightless bird with
an inquisitive nature found only on the islands of New Zealand. The system is
written in Java and distributed under the terms of the GNU General Public
License. It runs on almost any platform and has been tested under Linux,
Windows, and Macintosh operating systems—and even on a personal digital
assistant. It provides a uniform interface to many different learning algorithms,
along with methods for pre- and postprocessing and for evaluating the result of
learning schemes on any given dataset.

9.1 What’s in Weka?
Weka provides implementations of learning algorithms that you can easily apply
to your dataset. It also includes a variety of tools for transforming datasets, such
as the algorithms for discretization described in Chapter 7. You can preprocess
a dataset, feed it into a learning scheme, and analyze the resulting classifier and
its performance—all without writing any program code at all.

The workbench includes methods for all the standard data mining problems:
regression, classification, clustering, association rule mining, and attribute selec-
tion. Getting to know the data is an integral part of the work, and many data
visualization facilities and data preprocessing tools are provided. All algorithms
take their input in the form of a single relational table in the ARFF format
described in Section 2.4, which can be read from a file or generated by a data-
base query.

One way of using Weka is to apply a learning method to a dataset and analyze
its output to learn more about the data. Another is to use learned models to
generate predictions on new instances. A third is to apply several different learn-
ers and compare their performance in order to choose one for prediction. The
learning methods are called classifiers, and in the interactive Weka interface you
select the one you want from a menu. Many classifiers have tunable parameters,
which you access through a property sheet or object editor. A common evalua-
tion module is used to measure the performance of all classifiers.

Implementations of actual learning schemes are the most valuable resource
that Weka provides. But tools for preprocessing the data, called filters, come a
close second. Like classifiers, you select filters from a menu and tailor them 
to your requirements. We will show how different filters can be used, list the 
filtering algorithms, and describe their parameters. Weka also includes imple-
mentations of algorithms for learning association rules, clustering data for
which no class value is specified, and selecting relevant attributes in the data,
which we describe briefly.
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9.2 How do you use it?
The easiest way to use Weka is through a graphical user interface called the
Explorer. This gives access to all of its facilities using menu selection and form
filling. For example, you can quickly read in a dataset from an ARFF file (or
spreadsheet) and build a decision tree from it. But learning decision trees is just
the beginning: there are many other algorithms to explore. The Explorer inter-
face helps you do just that. It guides you by presenting choices as menus, by
forcing you to work in an appropriate order by graying out options until they
are applicable, and by presenting options as forms to be filled out. Helpful tool
tips pop up as the mouse passes over items on the screen to explain what they
do. Sensible default values ensure that you can obtain results with a minimum
of effort—but you will have to think about what you are doing to understand
what the results mean.

There are two other graphical user interfaces to Weka. The Knowledge Flow
interface allows you to design configurations for streamed data processing. A
fundamental disadvantage of the Explorer is that it holds everything in main
memory—when you open a dataset, it immediately loads it all in. This means
that it can only be applied to small to medium-sized problems. However, Weka
contains some incremental algorithms that can be used to process very large
datasets. The Knowledge Flow interface lets you drag boxes representing learn-
ing algorithms and data sources around the screen and join them together 
into the configuration you want. It enables you to specify a data stream by con-
necting components representing data sources, preprocessing tools, learning
algorithms, evaluation methods, and visualization modules. If the filters and
learning algorithms are capable of incremental learning, data will be loaded and
processed incrementally.

Weka’s third interface, the Experimenter, is designed to help you answer a
basic practical question when applying classification and regression techniques:
which methods and parameter values work best for the given problem? There
is usually no way to answer this question a priori, and one reason we developed
the workbench was to provide an environment that enables Weka users to
compare a variety of learning techniques. This can be done interactively using
the Explorer. However, the Experimenter allows you to automate the process by
making it easy to run classifiers and filters with different parameter settings on
a corpus of datasets, collect performance statistics, and perform significance
tests. Advanced users can employ the Experimenter to distribute the comput-
ing load across multiple machines using Java remote method invocation (RMI).
In this way you can set up large-scale statistical experiments and leave them to
run.

Behind these interactive interfaces lies the basic functionality of Weka. This
can be accessed in raw form by entering textual commands, which gives access
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to all features of the system. When you fire up Weka you have to choose among
four different user interfaces: the Explorer, the Knowledge Flow, the Experi-
menter, and the command-line interface. We describe them in turn in the next
chapters. Most people choose the Explorer, at least initially.

9.3 What else can you do?
An important resource when working with Weka is the online documentation,
which has been automatically generated from the source code and concisely
reflects its structure. We will explain how to use this documentation and how
to identify Weka’s major building blocks, highlighting which parts contain
supervised learning methods, which contain tools for data preprocessing, and
which contain methods for other learning schemes. It gives the only complete
list of available algorithms because Weka is continually growing and—being
generated automatically from the source code—the online documentation is
always up to date. Moreover, it becomes essential if you want to proceed to the
next level and access the library from your own Java programs or write and test
learning schemes of your own.

In most data mining applications, the machine learning component is just a
small part of a far larger software system. If you intend to write a data mining
application, you will want to access the programs in Weka from inside your own
code. By doing so, you can solve the machine learning subproblem of your 
application with a minimum of additional programming. We show you how to
do that by presenting an example of a simple data mining application in Java.
This will enable you to become familiar with the basic data structures in Weka,
representing instances, classifiers, and filters.

If you intend to become an expert in machine learning algorithms (or,
indeed, if you already are one), you’ll probably want to implement your own
algorithms without having to address such mundane details as reading the data
from a file, implementing filtering algorithms, or providing code to evaluate the
results. If so, we have good news for you: Weka already includes all this. To make
full use of it, you must become acquainted with the basic data structures. To
help you reach this point, we will describe these structures in more detail and
explain an illustrative implementation of a classifier.

9.4 How do you get it?
Weka is available from http://www.cs.waikato.ac.nz/ml/weka. You can download
either a platform-specific installer or an executable Java jar file that you run in
the usual way if Java is installed. We recommend that you download and install
it now, and follow through the examples in the upcoming sections.
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Weka’s main graphical user interface, the Explorer, gives access to all its facili-
ties using menu selection and form filling. It is illustrated in Figure 10.1. There
are six different panels, selected by the tabs at the top, corresponding to the
various data mining tasks that Weka supports.

10.1 Getting started
Suppose you have some data and you want to build a decision tree from it. First,
you need to prepare the data then fire up the Explorer and load in the data. Next
you select a decision tree construction method, build a tree, and interpret the
output. It’s easy to do it again with a different tree construction algorithm or 
a different evaluation method. In the Explorer you can flip back and forth
between the results you have obtained, evaluate the models that have been built
on different datasets, and visualize graphically both the models and the datasets
themselves—including any classification errors the models make.

c h a p t e r 10

The Explorer
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Preparing the data
The data is often presented in a spreadsheet or database. However, Weka’s native
data storage method is ARFF format (Section 2.4). You can easily convert from
a spreadsheet to ARFF. The bulk of an ARFF file consists of a list of the instances,
and the attribute values for each instance are separated by commas (Figure 2.2).
Most spreadsheet and database programs allow you to export data into a file in
comma-separated value (CSV) format as a list of records with commas between
items. Having done this, you need only load the file into a text editor or word
processor; add the dataset’s name using the @relation tag, the attribute infor-
mation using @attribute, and a @data line; and save the file as raw text. For
example, Figure 10.2 shows an Excel spreadsheet containing the weather data
from Section 1.2, the data in CSV form loaded into Microsoft Word, and the
result of converting it manually into an ARFF file. However, you don’t actually
have to go through these steps to create the ARFF file yourself, because the
Explorer can read CSV spreadsheet files directly, as described later.

Loading the data into the Explorer
Let’s load this data into the Explorer and start analyzing it. Fire up Weka to get
the panel shown in Figure 10.3(a). Select Explorer from the four graphical user

3 7 0 CHAPTER 10 | THE EXPLORER

Figure 10.1 The Explorer interface.

P088407-Ch010.qxd  4/30/05  10:59 AM  Page 370



interface choices at the bottom. (The others were mentioned earlier: Simple CLI
is the old-fashioned command-line interface.)

What you see next is the main Explorer screen, shown in Figure 10.3(b). Actu-
ally, the figure shows what it will look like after you have loaded in the weather
data. The six tabs along the top are the basic operations that the Explorer 
supports: right now we are on Preprocess. Click the Open file button to 
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(c)

Figure 10.2 Weather data: (a) spreadsheet, (b) CSV format, and (c) ARFF.
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bring up a standard dialog through which you can select a file. Choose the
weather.arff file. If you have it in CSV format, change from ARFF data files to
CSV data files. When you specify a .csv file it is automatically converted into
ARFF format.

Having loaded the file, the screen will be as shown in Figure 10.3(b). This
tells you about the dataset: it has 14 instances and five attributes (center left);
the attributes are called outlook, temperature, humidity, windy, and play (lower
left). The first attribute, outlook, is selected by default (you can choose others
by clicking them) and has no missing values, three distinct values, and no unique
values; the actual values are sunny, overcast, and rainy, and they occur five, four,
and five times, respectively (center right). A histogram at the lower right shows
how often each of the two values of the class, play, occurs for each value of the
outlook attribute. The attribute outlook is used because it appears in the box
above the histogram, but you can draw a histogram of any other attribute
instead. Here play is selected as the class attribute; it is used to color the his-
togram, and any filters that require a class value use it too.

The outlook attribute in Figure 10.3(b) is nominal. If you select a numeric
attribute, you see its minimum and maximum values, mean, and standard 
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(a) (b)

Figure 10.3 The Weka Explorer: (a) choosing the Explorer interface and (b) reading in
the weather data.

P088407-Ch010.qxd  4/30/05  10:59 AM  Page 372



deviation. In this case the histogram will show the distribution of the class as 
a function of this attribute (an example appears in Figure 10.9 on page 384).

You can delete an attribute by clicking its checkbox and using the Remove
button. All selects all the attributes, None selects none, and Invert inverts the
current selection. You can undo a change by clicking the Undo button. The Edit
button brings up an editor that allows you to inspect the data, search for par-
ticular values and edit them, and delete instances and attributes. Right-clicking
on values and column headers brings up corresponding context menus.

Building a decision tree
To see what the C4.5 decision tree learner described in Section 6.1 does with
this dataset, use the J4.8 algorithm, which is Weka’s implementation of this deci-
sion tree learner. (J4.8 actually implements a later and slightly improved version
called C4.5 revision 8, which was the last public version of this family of algo-
rithms before the commercial implementation C5.0 was released.) Click the
Classify tab to get a screen that looks like Figure 10.4(b). Actually, the figure
shows what it will look like after you have analyzed the weather data.

First select the classifier by clicking the Choose button at the top left, opening
up the trees section of the hierarchical menu in Figure 10.4(a), and finding J48.
The menu structure represents the organization of the Weka code into modules,
which will be described in Chapter 13. For now, just open up the hierarchy as
necessary—the items you need to select are always at the lowest level. Once
selected, J48 appears in the line beside the Choose button as shown in Figure
10.4(b), along with its default parameter values. If you click that line, the J4.8
classifier’s object editor opens up and you can see what the parameters mean
and alter their values if you wish. The Explorer generally chooses sensible
defaults.

Having chosen the classifier, invoke it by clicking the Start button. Weka
works for a brief period—when it is working, the little bird at the lower right
of Figure 10.4(b) jumps up and dances—and then produces the output shown
in the main panel of Figure 10.4(b).

Examining the output
Figure 10.5 shows the full output (Figure 10.4(b) only gives the lower half).
At the beginning is a summary of the dataset, and the fact that tenfold cross-
validation was used to evaluate it. That is the default, and if you look closely at
Figure 10.4(b) you will see that the Cross-validation box at the left is checked.
Then comes a pruned decision tree in textual form. The first split is on the
outlook attribute, and then, at the second level, the splits are on humidity and
windy, respectively. In the tree structure, a colon introduces the class label that
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(a)

(b)

Figure 10.4 Using J4.8: (a) finding it in the classifiers list and (b) the Classify tab.
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Relative absolute error                 60      % 

Root relative squared error             97.6586 % 

Total Number of Instances               14     

Correctly Classified Instances           9               64.2857 % 

Incorrectly Classified Instances         5               35.7143 % 

Kappa statistic                          0.186 

Mean absolute error                      0.2857

Root mean squared error                  0.4818

Time taken to build model: 0.27 seconds

=== Stratified cross-validation ===

=== Summary ===

=== Run information ===

Scheme:       weka.classifiers.trees.J48 -C 0.25 -M 2 

Relation:     weather

Instances:    14

Attributes:   5 

              outlook

              temperature

              humidity

              windy

              play

Test mode:    10-fold cross-validation

=== Classifier model (full training set) ===

J48 pruned tree

------------------

outlook = sunny

|   humidity <= 75: yes (2.0)

|   humidity > 75: no (3.0)

outlook = overcast: yes (4.0)

outlook = rainy

|   windy = TRUE: no (2.0)

|   windy = FALSE: yes (3.0)

Number of Leaves  :  5 

Size of the tree :   8

Figure 10.5 Output from the J4.8 decision tree learner.
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has been assigned to a particular leaf, followed by the number of instances that
reach that leaf, expressed as a decimal number because of the way the algorithm
uses fractional instances to handle missing values. If there were incorrectly clas-
sified instances (there aren’t in this example) their number would appear, too:
thus 2.0/1.0 means that two instances reached that leaf, of which one is classi-
fied incorrectly. Beneath the tree structure the number of leaves is printed; then
the total number of nodes (Size of the tree). There is a way to view decision trees
more graphically: see pages 378–379 later in this chapter.

The next part of the output gives estimates of the tree’s predictive perform-
ance. In this case they are obtained using stratified cross-validation with 10
folds, the default in Figure 10.4(b). As you can see, more than 30% of the
instances (5 out of 14) have been misclassified in the cross-validation. This indi-
cates that the results obtained from the training data are optimistic compared
with what might be obtained from an independent test set from the same source.
From the confusion matrix at the end (described in Section 5.7) observe that 2
instances of class yes have been assigned to class no and 3 of class no are assigned
to class yes.

As well as the classification error, the evaluation module also outputs the
Kappa statistic (Section 5.7), the mean absolute error, and the root mean-squared
error of the class probability estimates assigned by the tree. The root mean-
squared error is the square root of the average quadratic loss (Section 5.6). The
mean absolute error is calculated in a similar way using the absolute instead of
the squared difference. It also outputs relative errors, which are based on the prior
probabilities (i.e., those obtained by the ZeroR learning scheme described later).
Finally, for each class it also outputs some statistics from page 172.
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=== Detailed Accuracy By Class ===

TP Rate   FP Rate   Precision   Recall  F-Measure   Class

  0.778     0.6        0.7       0.778     0.737    yes

  0.4       0.222      0.5       0.4       0.444    no

=== Confusion Matrix ===

 a b   <-- classified as

 7 2 | a = yes

 3 2 | b = no

Figure 10.5 (continued)
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Doing it again
You can easily run J4.8 again with a different evaluation method. Select Use
training set (near the top left in Figure 10.4(b)) and click Start again. The clas-
sifier output is quickly replaced to show how well the derived model performs
on the training set, instead of showing the cross-validation results. This evalu-
ation is highly optimistic (Section 5.1). It may still be useful, because it gener-
ally represents an upper bound to the model’s performance on fresh data. In
this case, all 14 training instances are classified correctly. In some cases a classi-
fier may decide to leave some instances unclassified, in which case these will be
listed as Unclassified Instances. This does not happen for most learning schemes
in Weka.

The panel in Figure 10.4(b) has further test options: Supplied test set, in which
you specify a separate file containing the test set, and Percentage split, with which
you can hold out a certain percentage of the data for testing. You can output
the predictions for each instance by clicking the More options button and check-
ing the appropriate entry. There are other useful options, such as suppressing
some output and including other statistics such as entropy evaluation measures
and cost-sensitive evaluation. For the latter you must enter a cost matrix: type
the number of classes into the Classes box (and terminate it with the Enter or
Return key) to get a default cost matrix (Section 5.7), then edit the values as
required.

The small pane at the lower left of Figure 10.4(b), which contains one high-
lighted line, is a history list of the results. The Explorer adds a new line when-
ever you run a classifier. Because you have now run the classifier twice, the list
will contain two items. To return to a previous result set, click the correspon-
ding line and the output for that run will appear in the classifier output pane.
This makes it easy to explore different classifiers or evaluation schemes and
revisit the results to compare them.

Working with models
The result history list is the entry point to some powerful features of the
Explorer. When you right-click an entry a menu appears that allows you to view
the results in a separate window, or save the result buffer. More importantly, you
can save the model that Weka has generated in the form of a Java object file.
You can reload a model that was saved previously, which generates a new entry
in the result list. If you now supply a test set, you can reevaluate the old model
on that new set.

Several items in the right-click menu allow you to visualize the results in
various ways. At the top of the Explorer interface is a separate Visualize tab, but
that is different: it shows the dataset, not the results for a particular model. By
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right-clicking an entry in the history list you can see the classifier errors. If
the model is a tree or a Bayesian network you can see its structure. You can 
also view the margin curve (page 324) and various cost and threshold curves
(Section 5.7). For cost and threshold curves you must choose a class value from
a submenu. The Visualize threshold curve menu item allows you to see the effect
of varying the probability threshold above which an instance is assigned to that
class. You can select from a wide variety of curves that include the ROC and
recall–precision curves (Table 5.7). To see these, choose the X- and Y-axes appro-
priately from the menus given. For example, set X to False positive rate and Y to
True positive rate for an ROC curve or X to Recall and Y to Precision for a
recall–precision curve.

Figure 10.6 shows two ways of looking at the result of using J4.8 to classify
the Iris dataset (Section 1.2)—we use this rather than the weather data because
it produces more interesting pictures. Figure 10.6(a) shows the tree. Right-click
a blank space in this window to bring up a menu enabling you to automatically
scale the view or force the tree into the window. Drag the mouse to pan around
the space. It’s also possible to visualize the instance data at any node, if it has
been saved by the learning algorithm.

Figure 10.6(b) shows the classifier errors on a two-dimensional plot. You can
choose which attributes to use for X and Y using the selection boxes at the top.
Alternatively, click one of the speckled horizontal strips to the right of the plot:
left-click for X and right-click for Y. Each strip shows the spread of instances
along that attribute. X and Y appear beside the ones you have chosen for the axes.

The data points are colored according to their class: blue, red, and green for
Iris setosa, Iris versicolor, and Iris virginica, respectively (there is a key at the
bottom of the screen). Correctly classified instances are shown as crosses; incor-
rectly classified ones appear as boxes (of which there are three in Figure 10.6(b)).
You can click on an instance to bring up relevant details: its instance number,
the values of the attributes, its class, and the predicted class.

When things go wrong
Beneath the result history list, at the bottom of Figure 10.4(b), is a status line
that says, simply, OK. Occasionally, this changes to See error log, an indication
that something has gone wrong. For example, there may be constraints among
the various different selections you can make in a panel. Most of the time the
interface grays out inappropriate selections and refuses to let you choose them.
But occasionally the interactions are more complex, and you can end up select-
ing an incompatible set of options. In this case, the status line changes when
Weka discovers the incompatibility—typically when you press Start. To see the
error, click the Log button to the left of the weka in the lower right-hand corner
of the interface.

3 7 8 CHAPTER 10 | THE EXPLORER

P088407-Ch010.qxd  4/30/05  10:59 AM  Page 378



10.1 GET TING STARTED 3 7 9

(a)

(b)

Figure 10.6 Visualizing the result of J4.8 on the iris dataset: (a) the tree and (b) the clas-
sifier errors.
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10.2 Exploring the Explorer
We have briefly investigated two of the six tabs at the top of the Explorer window
in Figure 10.3(b) and Figure 10.4(b). In summary, here’s what all of the tabs do:

1. Preprocess: Choose the dataset and modify it in various ways.
2. Classify: Train learning schemes that perform classification or regression

and evaluate them.
3. Cluster: Learn clusters for the dataset.
4. Associate: Learn association rules for the data and evaluate them.
5. Select attributes: Select the most relevant aspects in the dataset.
6. Visualize: View different two-dimensional plots of the data and interact

with them.

Each tab gives access to a whole range of facilities. In our tour so far, we have
barely scratched the surface of the Preprocess and Classify panels.

At the bottom of every panel is a Status box and a Log button. The status 
box displays messages that keep you informed about what’s going on. For
example, if the Explorer is busy loading a file, the status box will say so. Right-
clicking anywhere inside this box brings up a little menu with two options:
display the amount of memory available to Weka, and run the Java garbage col-
lector. Note that the garbage collector runs constantly as a background task
anyway.

Clicking the Log button opens a textual log of the actions that Weka has per-
formed in this session, with timestamps.

As noted earlier, the little bird at the lower right of the window jumps up and
dances when Weka is active. The number beside the ¥ shows how many con-
current processes that are running. If the bird is standing but stops moving, it’s
sick! Something has gone wrong, and you should restart the Explorer.

Loading and filtering files
Along the top of the Preprocess panel in Figure 10.3(b) are buttons for opening
files, URLs, and databases. Initially, only files whose names end in .arff appear
in the file browser; to see others, change the Format item in the file selection
box.

Converting files to ARFF
Weka has three file format converters: for spreadsheet files with the extension
.csv, for C4.5’s native file format with the extensions .names and .data, and for
serialized instances with the extension .bsi. The appropriate converter is used
based on the extension. If Weka cannot load the data, it tries to interpret it as
ARFF. If that fails, it pops up the box shown in Figure 10.7(a).
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This is a generic object editor, used throughout Weka for selecting and 
configuring objects. For example, when you set parameters for a classifier, you
use the same kind of box. The CSVLoader for .csv files is selected by default, and
the More button gives you more information about it, shown in Figure 10.7(b).
It is always worth looking at the documentation! In this case, it explains that
the spreadsheet’s first row determines the attribute names. Click OK to use this
converter. For a different one, click Choose to select from the list in Figure
10.7(c).

The ArffLoader is the first option, and we reached this point only because it
failed. The CSVLoader is the default, and we clicked Choose because we want a
different one. The third option is for the C4.5 format, in which there are two
files for a dataset, one giving field names and the other giving the actual data.
The fourth, for serialized instances, is for reloading a dataset that has been saved
as a Java serialized object. Any Java object can be saved in this form and reloaded.
As a native Java format, it is quicker to load than an ARFF file, which must be
parsed and checked. When repeatedly reloading a large dataset it may be worth
saving it in this form.

Further features of the generic object editor in Figure 10.7(a) are Save, which
saves a configured object, and Open, which opens a previously saved one. These
are not useful for this particular kind of object. But other generic object editor
panels have many editable properties, and having gone to some trouble to set
them up you may want to save the configured object to reuse later.

(a) (b)

(c)

Figure 10.7 Generic object editor: (a) the editor, (b) more information (click More), and
(c) choosing a converter (click Choose).
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Files on your computer are not the only source of datasets for Weka. You can
open a URL, and Weka will use the hypertext transfer protocol (HTTP) to
download an ARFF file from the Web. Or you can open a database (Open DB)—
any database that has a Java database connectivity (JDBC) driver—and retrieve
instances using the SQL Select statement. This returns a relation that Weka reads
in as an ARFF file. To make this work with your database, you may need to
modify the file weka/experiment/DatabaseUtils.props in the Weka distribution
by adding your database driver to it. (To access this file, expand the weka.jar file
in the Weka distribution.)

Data can be saved in all these formats using the Save button in Figure 10.3(b).
Apart from loading and saving datasets, the Preprocess panel also allows you to
filter them. Filters are an important component of Weka.

Using filters
Clicking Choose (near the top left) in Figure 10.3(b) gives a list of filters like that
in Figure 10.8(a). Actually, you get a collapsed version: click on an arrow to open
up its contents. We will describe how to use a simple filter to delete specified
attributes from a dataset, in other words, to perform manual attribute selection.
The same effect can be achieved more easily by selecting the relevant attributes
using the tick boxes and pressing the Remove button. Nevertheless, we describe
the equivalent filtering operation explicitly, as an example.

Remove is an unsupervised attribute filter, and to see it you must scroll further
down the list. When selected, it appears in the line beside the Choose button,
along with its parameter values—in this case the line reads simply “Remove.”
Click that line to bring up a generic object editor with which you can examine
and alter the filter’s properties. (You did the same thing earlier by clicking the
J48 line in Figure 10.4(b) to open the J4.8 classifier’s object editor.) The object
editor for the Remove filter is shown in Figure 10.8(b). To learn about it, click
More to show the information in Figure 10.8(c). This explains that the filter
removes a range of attributes from the dataset. It has an option, attributeIndices,
that specifies the range to act on and another called invertSelection that deter-
mines whether the filter selects attributes or deletes them. There are boxes for
both of these in the object editor shown in Figure 10.8(b), and in fact we have
already set them to 1,2 (to affect attributes 1 and 2, namely, outlook and tem-
perature) and False (to remove rather than retain them). Click OK to set these
properties and close the box. Notice that the line beside the Choose button now
reads Remove -R 1,2. In the command-line version of the Remove filter, the
option -R is used to specify which attributes to remove. After configuring an
object it’s often worth glancing at the resulting command-line formulation that
the Explorer sets up.

Apply the filter by clicking Apply (at the right-hand side of Figure 10.3(b)).
Immediately the screen in Figure 10.9 appears—just like the one in Figure
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10.3(b) but with only three attributes, humidity, windy, and play. At this point
the fourth button in the row near the top becomes active. Undo reverses the fil-
tering operation and restores the original dataset, which is useful when you
experiment with different filters.

The first attribute, humidity, is selected and a summary of its values appears
on the right. As a numeric attribute, the minimum and maximum values, mean,
and standard deviation are shown. Below is a histogram that shows the distri-

(a)

(c)

(b)

Figure 10.8 Choosing a filter: (a) the filters menu, (b) an object editor, and (c) more
information (click More).
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bution of the play attribute. Unfortunately, this display is impoverished because
the attribute has so few different values that they fall into two equal-sized bins.
More realistic datasets yield more informative histograms.

Training and testing learning schemes
The Classify panel lets you train and test learning schemes that perform classi-
fication or regression. Section 10.1 explained how to interpret the output 
of a decision tree learner and showed the performance figures that are auto-
matically generated by the evaluation module. The interpretation of these is the
same for all models that predict a categorical class. However, when evaluating
models for numeric prediction, Weka produces a different set of performance
measures.

As an example, in Figure 10.10(a) the CPU performance dataset from Table
1.5 (page 16) has been loaded into Weka. You can see the histogram of values
of the first attribute, vendor, at the lower right. In Figure 10.10(b) the model
tree inducer M5¢ has been chosen as the classifier by going to the Classify panel,
clicking the Choose button at the top left, opening up the trees section of the
hierarchical menu shown in Figure 10.4(a), finding M5P, and clicking Start. The
hierarchy helps to locate particular classifiers by grouping items with common
functionality.
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Figure 10.9 The weather data with two attributes removed.
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Figure 10.11 shows the output. The pruned model tree is simply a decision
stump with a split on the MMAX attribute and two linear models, one for each
leaf. Both models involve a nominal attribute, vendor, as well as some numeric
ones. The expression vendor = adviser,sperry,amdahl is interpreted as follows: if
vendor is either adviser, sperry, or amdahl, then substitute 1; otherwise, substi-
tute 0. The description of the model tree is followed by several figures that
measure its performance. These are derived from the test option chosen in
Figure 10.10(b), 10-fold cross-validation (not stratified, because that doesn’t

(a)

(b)

Figure 10.10 Processing the CPU performance data with M5¢.
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+ 0.0016 * MMIN 

+ 0.0034 * MMAX 

=== Run information ===

Scheme:       weka.classifiers.trees.M5P -M 4.0

Relation:     cpu

Instances:    209

Attributes:   8 

              vendor

              MYCT

              MMIN 

              MMAX

              CACH

              CHMIN

              CHMAX

              class

Test mode:    10-fold cross-validation

=== Classifier model (full training set) ===

M5 pruned model tree:

(using smoothed linear models)

MMAX <= 14000 : LM1 (141/4.178%)

MMAX >  14000 : LM2 (68/50.073%)

LM num: 1 

class = 

-2.0542 * 

vendor=honeywell,ipl,ibm,cdc,ncr,basf,gould,siemens,nas,adviser,sperry,amdahl 

+ 5.4303 * vendor=adviser,sperry,amdahl 

- 5.7791 * vendor=amdahl 

+ 0.0064 * MYCT 

+ 0.5524 * CACH 

+ 1.1411 * CHMIN 

+ 0.0945 * CHMAX 

+ 4.1463

vendor=honeywell,ipl,ibm,cdc,ncr,basf,gould,siemens,nas,adviser,sperry,amdahl

+ 46.1469 * vendor=adviser,sperry,amdahl 

- 58.0762 * vendor=amdahl 

LM num: 2 

class = 

-57.3649 * 

Figure 10.11 Output from the M5¢ program for numeric prediction.
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make sense for numeric prediction). Section 5.8 (Table 5.8) explains the
meaning of the various measures.

Ordinary linear regression (Section 4.6), another scheme for numeric pre-
diction, is found under LinearRegression in the functions section of the menu in
Figure 10.4(a). It builds a single linear regression model rather than the two in
Figure 10.11; not surprisingly, its performance is slightly worse.

To get a feel for their relative performance, let’s visualize the errors these
schemes make, as we did for the Iris dataset in Figure 10.6(b). Right-click the
entry in the history list and select Visualize classifier errors to bring up the two-
dimensional plot of the data in Figure 10.12. The points are color coded by
class—but in this case the color varies continuously because the class is numeric.
In Figure 10.12 the Vendor attribute has been selected for the X-axis and the
instance number has been chosen for the Y-axis because this gives a good spread
of points. Each data point is marked by a cross whose size indicates the absolute
value of the error for that instance. The smaller crosses in Figure 10.12(a) (for
M5¢), when compared with those in Figure 10.12(b) (for linear regression),
show that M5¢ is superior.

+ 0.0162 * MMIN 

+ 0.0086 * MMAX 

+ 0.8332 * CACH 

- 1.2665 * CHMIN 

+ 1.2741 * CHMAX 

- 107.243

Number of Rules : 2 

Time taken to build model: 1.37 seconds

=== Cross-validation ===

=== Summary ===

Correlation coefficient                  0.9766

Mean absolute error                     13.6917

Root mean squared error                 35.3003

Relative absolute error                 15.6194 % 

Root relative squared error             22.8092 % 

Total Number of Instances              209     

+ 0.012 * MYCT 

Figure 10.11 (continued)
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Do it yourself: The User Classifier
The User Classifier (mentioned at the end of Section 3.2) allows Weka users to
build their own classifiers interactively. It resides in the trees section of the hier-
archical menu in Figure 10.4(a) under UserClassifier. We illustrate its operation
on a new problem, segmenting visual image data into classes such as grass, sky,
foliage, brick, and cement based on attributes giving average intensity, hue, size,
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(a)

(b)

Figure 10.12 Visualizing the errors: (a) from M5¢ and (b) from linear regression.
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position, and various simple textural features. The training data file is supplied
with the Weka distribution and called segment-challenge.arff. Having loaded it
in, select the User Classifier. For evaluation use the special test set called segment-
test.arff as the Supplied test set on the Classify panel. Evaluation by cross-
validation is impossible when you have to construct a classifier manually for
each fold.

Following Start, a new window appears and Weka waits for you to build the
classifier. The Tree Visualizer and Data Visualizer tabs switch between different
views. The former shows the current state of the classification tree, and each node
gives the number of instances of each class at that node. The aim is to come up
with a tree in which the leaf nodes are as pure as possible. Initially there is only
one node, the root, which contains all the data. Switch to the Data Visualizer to
create a split. This shows the same two-dimensional plot that we saw in Figure
10.6(b) for the Iris dataset and Figure 10.12 for the CPU performance data. The
attributes to use for X and Y are selected as before, and the goal here is to find a
combination that separates the classes as cleanly as possible. Figure 10.13(a)
shows a good choice: region–centroid–row for X and intensity–mean for Y.

Having found a good separation, you must specify a region in the graph. Four
tools for this appear in the pull-down menu below the Y-axis selector. Select
Instance identifies a particular instance. Rectangle (shown in Figure 10.13(a))
allows you to drag out a rectangle on the graph. With Polygon and Polyline you
build a free-form polygon or draw a free-form polyline (left-click to add a vertex
and right-click to complete the operation). Once an area has been selected, it
turns gray. In Figure 10.13(a) the user has defined a rectangle. The Submit
button creates two new nodes in the tree, one holding the selected instances and
the other with all the rest. Clear clears the selection; Save saves the instances in
the current tree node as an ARFF file.

At this point, the Tree Visualizer shows the tree in Figure 10.13(b). There is
a pure node for the sky class, but the other node is mixed and should be split
further. Clicking on different nodes determines which subset of data is shown
by the Data Visualizer. Continue adding nodes until you are satisfied with the
result—that is, until the leaf nodes are mostly pure. Then right-click on any
blank space in the Tree Visualizer and choose Accept the Tree. Weka evaluates
your tree on the test set and outputs performance statistics (80% is a good score
on this problem).

Building trees manually is very tedious. But Weka can complete the task for
you by building a subtree under any node: just right-click the node.

Using a metalearner
Metalearners (Section 7.5) take simple classifiers and turn them into more pow-
erful learners. For example, to boost decision stumps in the Explorer, go to the
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(a)

(b)

Figure 10.13 Working on the segmentation data with the User Classifier: (a) the data
visualizer and (b) the tree visualizer.
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Classify panel and choose the classifier AdaboostM1 from the meta section of the
hierarchical menu. When you configure this classifier by clicking it, the object
editor shown in Figure 10.14 appears. This has its own classifier field, which we
set to DecisionStump (as shown). This method could itself be configured by
clicking (except that DecisionStump happens to have no editable properties).
Click OK to return to the main Classify panel and Start to try out boosting deci-
sion stumps up to 10 times. It turns out that this mislabels only 7 of the 150
instances in the Iris data—good performance considering the rudimentary
nature of decision stumps and the rather small number of boosting iterations.

Clustering and association rules
Use the Cluster and Associate panels to invoke clustering algorithms (Section
6.6) and methods for finding association rules (Section 4.5). When clustering,
Weka shows the number of clusters and how many instances each cluster con-
tains. For some algorithms the number of clusters can be specified by setting a
parameter in the object editor. For probabilistic clustering methods, Weka mea-
sures the log-likelihood of the clusters on the training data: the larger this quan-
tity, the better the model fits the data. Increasing the number of clusters
normally increases the likelihood, but may overfit.

The controls on the Cluster panel are similar to those for Classify. You can
specify some of the same evaluation methods—use training set, supplied test
set, and percentage split (the last two are used with the log-likelihood). A further

Figure 10.14 Configuring a metalearner for boosting decision stumps.
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method, classes to clusters evaluation, compares how well the chosen clusters
match a preassigned class in the data. You select an attribute (which must be
nominal) that represents the “true” class. Having clustered the data, Weka
determines the majority class in each cluster and prints a confusion matrix
showing how many errors there would be if the clusters were used instead of
the true class. If your dataset has a class attribute, you can ignore it during clus-
tering by selecting it from a pull-down list of attributes, and see how well the
clusters correspond to actual class values. Finally, you can choose whether or
not to store the clusters for visualization. The only reason not to do so is to con-
serve space. As with classifiers, you visualize the results by right-clicking on the
result list, which allows you to view two-dimensional scatter plots like the one
in Figure 10.6(b). If you have chosen classes to clusters evaluation, the class
assignment errors are shown. For the Cobweb clustering scheme, you can also
visualize the tree.

The Associate panel is simpler than Classify or Cluster. Weka contains only
three algorithms for determining association rules and no methods for evalu-
ating such rules. Figure 10.15 shows the output from the Apriori program for
association rules (described in Section 4.5) on the nominal version of the
weather data. Despite the simplicity of the data, several rules are found. The
number before the arrow is the mumber of instances for which the antecedent
is true; that after the arrow is the number of instances in which the consequent
is true also; and the confidence (in parentheses) is the ratio between the two.
Ten rules are found by default: you can ask for more by using the object editor
to change numRules.

Attribute selection
The Select attributes panel gives access to several methods for attribute selection.
As explained in Section 7.1, this involves an attribute evaluator and a search
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1. outlook=overcast 4 ==> play=yes 4    conf:(1)

2. temperature=cool 4 ==> humidity=normal 4    conf:(1)

3. humidity=normal windy=FALSE 4 ==> play=yes 4    conf:(1)

4. outlook=sunny play=no 3 ==> humidity=high 3    conf:(1)

5. outlook=sunny humidity=high 3 ==> play=no 3    conf:(1)

6. outlook=rainy play=yes 3 ==> windy=FALSE 3    conf:(1)

7. outlook=rainy windy=FALSE 3 ==> play=yes 3    conf:(1)

8. temperature=cool play=yes 3 ==> humidity=normal 3    conf:(1)

9. outlook=sunny temperature=hot 2 ==> humidity=high 2    conf:(1)

10. temperature=hot play=no 2 ==> outlook=sunny 2    conf:(1)

Figure 10.15 Output from the Apriori program for association rules.
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method. Both are chosen in the usual way and configured with the object editor.
You must also decide which attribute to use as the class. Attribute selection can
be performed using the full training set or using cross-validation. In the latter
case it is done separately for each fold, and the output shows how many times—
that is, in how many of the folds—each attribute was selected. The results are
stored in the history list. When you right-click an entry here you can visualize
the dataset in terms of the selected attributes (choose Visualize reduced data).

Visualization
The Visualize panel helps you visualize a dataset—not the result of a classifi-
cation or clustering model, but the dataset itself. It displays a matrix of two-
dimensional scatter plots of every pair of attributes. Figure 10.16(a) shows the
iris dataset. You can select an attribute—normally the class—for coloring the
data points using the controls at the bottom. If it is nominal, the coloring is dis-
crete; if it is numeric, the color spectrum ranges continuously from blue (low
values) to orange (high values). Data points with no class value are shown in
black. You can change the size of each plot, the size of the points, and the amount
of jitter, which is a random displacement applied to X and Y values to separate
points that lie on top of one another. Without jitter, 1000 instances at the same
data point would look just the same as 1 instance. You can reduce the size of
the matrix of plots by selecting certain attributes, and you can subsample the
data for efficiency. Changes in the controls do not take effect until the Update
button is clicked.

Click one of the plots in the matrix to enlarge it. For example, clicking on
the top left plot brings up the panel in Figure 10.16(b). You can zoom in on any
area of this panel by choosing Rectangle from the menu near the top right and
dragging out a rectangle on the viewing area like that shown. The Submit button
near the top left rescales the rectangle into the viewing area.

10.3 Filtering algorithms
Now we take a detailed look at the filtering algorithms implemented within
Weka. These are accessible from the Explorer, and also from the Knowledge Flow
and Experimenter interfaces described in Chapters 11 and 12. All filters trans-
form the input dataset in some way. When a filter is selected using the Choose
button, its name appears in the line beside that button. Click that line to get a
generic object editor to specify its properties. What appears in the line is the
command-line version of the filter, and the parameters are specified with minus
signs. This is a good way of learning how to use the Weka commands directly.

There are two kinds of filter: unsupervised and supervised (Section 7.2). This
seemingly innocuous distinction masks a rather fundamental issue. Filters are
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often applied to a training dataset and then also applied to the test file. If the
filter is supervised—for example, if it uses class values to derive good intervals
for discretization—applying it to the test data will bias the results. It is the dis-
cretization intervals derived from the training data that must be applied to the
test data. When using supervised filters you must be careful to ensure that 
the results are evaluated fairly, an issue that does not arise with unsupervised
filters.

We treat Weka’s unsupervised and supervised filtering methods separately.
Within each type there is a further distinction between attribute filters, which
work on the attributes in the datasets, and instance filters, which work on the
instances. To learn more about a particular filter, select it in the Weka Explorer

3 9 4 CHAPTER 10 | THE EXPLORER

(a)

Figure 10.16 Visualizing the Iris dataset.
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and look at its associated object editor, which defines what the filter does and
the parameters it takes.

Unsupervised attribute filters
Table 10.1 lists Weka’s unsupervised attribute filters. Many of the operations
were introduced in Section 7.3.

Adding and removing attributes
Add inserts an attribute at a given position, whose value is declared to be missing
for all instances. Use the generic object editor to specify the attribute’s name,
where it will appear in the list of attributes, and its possible values (for nominal
attributes). Copy copies existing attributes so that you can preserve them when
experimenting with filters that overwrite attribute values. Several attributes can
be copied together using an expression such as 1–3 for the first three attributes,

(b)

Figure 10.16 (continued)

P088407-Ch010.qxd  4/30/05  10:59 AM  Page 395



3 9 6 CHAPTER 10 | THE EXPLORER

Table 10.1 Unsupervised attribute filters.

Name Function

Add Add a new attribute, whose values are all marked as missing.
AddCluster Add a new nominal attribute representing the cluster assigned to each 

instance by a given clustering algorithm.
AddExpression Create a new attribute by applying a specified mathematical function to 

existing attributes.
AddNoise Change a percentage of a given nominal attribute’s values.
ClusterMembership Use a clusterer to generate cluster membership values, which then form the 

new attributes.
Copy Copy a range of attributes in the dataset.
Discretize Convert numeric attributes to nominal: Specify which attributes, number of 

bins, whether to optimize the number of bins, and output binary attributes. 
Use equal-width (default) or equal-frequency binning.

FirstOrder Apply a first-order differencing operator to a range of numeric attributes.
MakeIndicator Replace a nominal attribute with a Boolean attribute. Assign value 1 to 

instances with a particular range of attribute values; otherwise, assign 0. 
By default, the Boolean attribute is coded as numeric.

MergeTwoValues Merge two values of a given attribute: Specify the index of the two values to 
be merged.

NominalToBinary Change a nominal attribute to several binary ones, one for each value.
Normalize Scale all numeric values in the dataset to lie within the interval [0,1].
NumericToBinary Convert all numeric attributes into binary ones: Nonzero values become 1.
NumericTransform Transform a numeric attribute using any Java function.
Obfuscate Obfuscate the dataset by renaming the relation, all attribute names, and 

nominal and string attribute values.
PKIDiscretize Discretize numeric attributes using equal-frequency binning, where the 

number of bins is equal to the square root of the number of values 
(excluding missing values).

RandomProjection Project the data onto a lower-dimensional subspace using a random matrix.
Remove Remove attributes.
RemoveType Remove attributes of a given type (nominal, numeric, string, or date).
RemoveUseless Remove constant attributes, along with nominal attributes that vary too 

much.
ReplaceMissingValues Replace all missing values for nominal and numeric attributes with the 

modes and means of the training data.
Standardize Standardize all numeric attributes to have zero mean and unit variance.
StringToNominal Convert a string attribute to nominal.
StringToWordVector Convert a string attribute to a vector that represents word occurrence 

frequencies; you can choose the delimiter(s)—and there are many more 
options.

SwapValues Swap two values of an attribute.
TimeSeriesDelta Replace attribute values in the current instance with the difference between 

the current value and the value in some previous (or future) instance.
TimeSeriesTranslate Replace attribute values in the current instance with the equivalent value in 

some previous (or future) instance.
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or first-3,5,9-last for attributes 1, 2, 3, 5, 9, 10, 11, 12, . . . . The selection can be
inverted, affecting all attributes except those specified. These features are shared
by many filters.

Remove has already been described. Similar filters are RemoveType, which
deletes all attributes of a given type (nominal, numeric, string, or date), and
RemoveUseless, which deletes constant attributes and nominal attributes whose
values are different for almost all instances. You can decide how much variation
is tolerated before an attribute is deleted by specifying the number of distinct
values as a percentage of the total number of values. Some unsupervised attrib-
ute filters behave differently if the menu in the Preprocess panel has been used
to set a class attribute. For example, RemoveType and RemoveUseless both skip
the class attribute.

AddCluster applies a clustering algorithm to the data before filtering it. You
use the object editor to choose the clustering algorithm. Clusterers are config-
ured just as filters are (Section 10.6). The AddCluster object editor contains its
own Choose button for the clusterer, and you configure the clusterer by clicking
its line and getting another object editor panel, which must be filled in before
returning to the AddCluster object editor. This is probably easier to understand
when you do it in practice than when you read about it in a book! At any rate,
once you have chosen a clusterer, AddCluster uses it to assign a cluster number
to each instance, as a new attribute. The object editor also allows you to ignore
certain attributes when clustering, specified as described previously for Copy.
ClusterMembership uses a clusterer, again specified in the filter’s object editor,
to generate membership values. A new version of each instance is created whose
attributes are these values. The class attribute, if set, is left unaltered.

AddExpression creates a new attribute by applying a mathematical function
to numeric attributes. The expression can contain attribute references and con-
stants; the arithmetic operators +, -, *, /, and Ÿ; the functions log and exp, abs
and sqrt, floor, ceil and rint,5 and sin, cos, and tan; and parentheses. Attributes
are specified by the prefix a, for example, a7 is the seventh attribute. An example
expression is

There is a debug option that replaces the new attribute’s value with a postfix
parse of the supplied expression.

Whereas AddExpression applies mathematical functions, NumericTransform
performs an arbitrary transformation by applying a given Java function to
selected numeric attributes. The function can be anything that takes a double as
its argument and returns another double, for example, sqrt() in java.lang.Math.

a a a1 2 5 7 4 0Ÿ * *( )log .

5 The rint function rounds to the closest integer.
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One parameter is the name of the Java class that implements the function
(which must be a fully qualified name); another is the name of the transfor-
mation method itself.

Normalize scales all numeric values in the dataset to lie between 0 and 1. Stan-
dardize transforms them to have zero mean and unit variance. Both skip the
class attribute, if set.

Changing values
SwapValues swaps the positions of two values of a nominal attribute. The order
of values is entirely cosmetic—it does not affect learning at all—but if the class
is selected, changing the order affects the layout of the confusion matrix.
MergeTwoValues merges values of a nominal attribute into a single category. The
new value’s name is a concatenation of the two original ones, and every occur-
rence of either of the original values is replaced by the new one. The index of
the new value is the smaller of the original indices. For example, if you merge
the first two values of the outlook attribute in the weather data—in which there
are five sunny, four overcast, and five rainy instances—the new outlook attribute
will have values sunny_overcast and rainy; there will be nine sunny_overcast
instances and the original five rainy ones.

One way of dealing with missing values is to replace them globally before
applying a learning scheme. ReplaceMissingValues replaces each missing value
with the mean for numeric attributes and the mode for nominal ones. If a class
is set, missing values of that attribute are not replaced.

Conversions
Many filters convert attributes from one form to another. Discretize uses equal-
width or equal-frequency binning (Section 7.2) to discretize a range of numeric
attributes, specified in the usual way. For the former method the number of bins
can be specified or chosen automatically by maximizing the likelihood using
leave-one-out cross-validation. PKIDiscretize discretizes numeric attributes
using equal-frequency binning in which the number of bins is the square root
of the number of values (excluding missing values). Both these filters skip the
class attribute.

MakeIndicator converts a nominal attribute into a binary indicator attribute
and can be used to transform a multiclass dataset into several two-class ones. It
substitutes a binary attribute for the chosen nominal one, whose value for each
instance is 1 if a particular original value was present and 0 otherwise. The new
attribute is declared to be numeric by default, but it can be made nominal if
desired.

Some learning schemes, such as support vector machines, only handle binary
attributes. The NominalToBinary filter transforms all multivalued nominal
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attributes in a dataset into binary ones, replacing each attribute with k values
by k binary attributes using a simple one-per-value encoding. Attributes that are
already binary are left untouched. NumericToBinary converts all numeric attrib-
utes into nominal binary ones (except the class, if set). If the value of the
numeric attribute is exactly 0, the new attribute will be 0, and if it is missing,
the new attribute will be missing; otherwise, the value of the new attribute will
be 1. These filters also skip the class attribute.

FirstOrder takes a range of N numeric attributes and replaces them with 
N - 1 numeric attributes whose values are the differences between consecutive
attribute values from the original instances. For example, if the original attrib-
ute values were 3, 2, and 1, the new ones will be -1 and -1.

String conversion
A string attribute has an unspecified number of values. StringToNominal con-
verts it to nominal with a set number of values. You should ensure that all string
values that will appear in potential test data are represented in the dataset.

StringToWordVector produces attributes that represent the frequency of each
word in the string. The set of words—that is, the new attribute set—is deter-
mined from the dataset. By default each word becomes an attribute whose value
is 1 or 0, reflecting that word’s presence in the string. The new attributes can be
named with a user-determined prefix to keep attributes derived from different
string attributes distinct.

There are many options that affect tokenization. Words can be formed from
contiguous alphabetic sequences or separated by a given set of delimiter char-
acters. They can be converted to lowercase before being added to the diction-
ary, or all words on a predetermined list of English stopwords can be ignored.
Words that are not among the top k words ranked by frequency can be discarded
(slightly more than k words will be retained if there are ties at the kth position).
If a class attribute has been assigned, the top k words for each class will be kept.
The value of each word attribute reflects its presence or absence in the string,
but this can be changed. A count of the number of times the word appears in
the string can be used instead. Word frequencies can be normalized to give each
document’s attribute vector the same Euclidean length—this length is not
chosen to be 1, to avoid the very small numbers that would entail, but to be the
average length of all documents that appear as values of the original string
attribute. Alternatively, the frequencies fij for word i in document j can be trans-
formed using log (1 + fij) or the TF ¥ IDF measure (Section 7.3).

Time series
Two filters work with time series data. TimeSeriesTranslate replaces the values
of an attribute (or attributes) in the current instance with the equivalent value
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in some other (previous or future) instance. TimeSeriesDelta replaces attribute
values in the current instance with the difference between the current value and
the value in some other instance. In both cases instances in which the time-
shifted value is unknown may be removed, or missing values may be used.

Randomizing
Other attribute filters degrade the data. AddNoise takes a nominal attribute and
changes a given percentage of its values. Missing values can be retained or
changed along with the rest. Obfuscate anonymizes data by renaming the rela-
tion, attribute names, and nominal and string attribute values. RandomProjec-
tion projects the dataset on to a lower-dimensional subspace using a random
matrix with columns of unit length (Section 7.3). The class attribute is not
included in the projection.

Unsupervised instance filters
Weka’s instance filters, listed in Table 10.2, affect all instances in a dataset rather
than all values of a particular attribute or attributes.

Randomizing and subsampling
You can Randomize the order of instances in the dataset. Normalize treats all
numeric attributes (excluding the class) as a vector and normalizes it to a given
length. You can specify the vector length and the norm to be used.

There are various ways of generating subsets of the data. Use Resample to
produce a random sample by sampling with replacement or RemoveFolds to split
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Table 10.2 Unsupervised instance filters.

Name Function

NonSparseToSparse Convert all incoming instances to sparse format (Section 2.4)
Normalize Treat numeric attributes as a vector and normalize it to a given 

length
Randomize Randomize the order of instances in a dataset
RemoveFolds Output a specified cross-validation fold for the dataset
RemoveMisclassified Remove instances incorrectly classified according to a specified 

classifier—useful for removing outliers
RemovePercentage Remove a given percentage of a dataset
RemoveRange Remove a given range of instances from a dataset
RemoveWithValues Filter out instances with certain attribute values
Resample Produce a random subsample of a dataset, sampling with 

replacement
SparseToNonSparse Convert all incoming sparse instances into nonsparse format
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it into a given number of cross-validation folds and reduce it to just one of them.
If a random number seed is provided, the dataset will be shuffled before the
subset is extracted. RemovePercentage removes a given percentage of instances,
and RemoveRange removes a certain range of instance numbers. To remove all
instances that have certain values for nominal attributes, or numeric values
above or below a certain threshold, use RemoveWithValues. By default all
instances are deleted that exhibit one of a given set of nominal attribute values
(if the specified attribute is nominal) or a numeric value below a given thresh-
old (if it is numeric). However, the matching criterion can be inverted.

You can remove outliers by applying a classification method to the dataset
(specifying it just as the clustering method was specified previously for 
AddCluster) and use RemoveMisclassified to delete the instances that it 
misclassifies.

Sparse instances
The NonSparseToSparse and SparseToNonSparse filters convert between the
regular representation of a dataset and its sparse representation (see Section
2.4).

Supervised filters
Supervised filters are available from the Explorer’s Preprocess panel, just as unsu-
pervised ones are. You need to be careful with them because, despite appear-
ances, they are not really preprocessing operations. We noted this previously
with regard to discretization—the test data splits must not use the test data’s
class values because these are supposed to be unknown—and it is true for super-
vised filters in general.

Because of popular demand, Weka allows you to invoke supervised filters as
a preprocessing operation, just like unsupervised filters. However, if you intend
to use them for classification you should adopt a different methodology. A meta-
learner is provided that invokes a filter in a way that wraps the learning algo-
rithm into the filtering mechanism. This filters the test data using the filter that
has been created by the training data. It is also useful for some unsupervised
filters. For example, in StringToWordVector the dictionary will be created from
the training data alone: words that are novel in the test data will be discarded.
To use a supervised filter in this way, invoke the FilteredClassifier metalearning
scheme from in the meta section of the menu displayed by the Classify panel’s
Choose button. Figure 10.17(a) shows the object editor for this metalearning
scheme. With it you choose a classifier and a filter. Figure 10.17(b) shows the
menu of filters.

Supervised filters, like unsupervised ones, are divided into attribute and
instance filters, listed in Table 10.3 and Table 10.4.
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Supervised attribute filters
Discretize, highlighted in Figure 10.17, uses the MDL method of supervised dis-
cretization (Section 7.2). You can specify a range of attributes or force the dis-
cretized attribute to be binary. The class must be nominal. By default Fayyad
and Irani’s (1993) criterion is used, but Kononenko’s method (1995) is an
option.
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(a) (b)

Figure 10.17 Using Weka’s metalearner for discretization: (a) configuring FilteredClas-
sifier, and (b) the menu of filters.

Table 10.3 Supervised attribute filters.

Name Function

AttributeSelection Provides access to the same attribute selection methods as the 
Select attributes panel

ClassOrder Randomize, or otherwise alter, the ordering of class values
Discretize Convert numeric attributes to nominal
NominalToBinary Convert nominal attributes to binary, using a supervised method 

if the class is numeric

Table 10.4 Supervised instance filters.

Name Function

Resample Produce a random subsample of a dataset, sampling with 
replacement

SpreadSubsample Produce a random subsample with a given spread between 
class frequencies, sampling with replacement

StratifiedRemoveFolds Output a specified stratified cross-validation fold for the dataset
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There is a supervised version of the NominalToBinary filter that transforms
all multivalued nominal attributes to binary ones. In this version, the transfor-
mation depends on whether the class is nominal or numeric. If nominal, the
same method as before is used: an attribute with k values is transformed into k
binary attributes. If the class is numeric, however, the method described in
Section 6.5 (page 246) is applied. In either case the class itself is not transformed.

ClassOrder changes the ordering of the class values. The user determines
whether the new ordering is random or in ascending or descending order of
class frequency. This filter must not be used with the FilteredClassifier meta-
learning scheme! AttributeSelection can be used for automatic attribute selec-
tion and provides the same functionality as the Explorer’s Select attributes panel
(described later).

Supervised instance filters
There are three supervised instance filters. Resample is like the eponymous un-
supervised instance filter except that it maintains the class distribution in the
subsample. Alternatively, it can be configured to bias the class distribution
towards a uniform one. SpreadSubsample also produces a random subsample,
but the frequency difference between the rarest and the most common class can
be controlled—for example, you can specify at most a 2 : 1 difference in class
frequencies. Like the unsupervised instance filter RemoveFolds, Strati-
fiedRemoveFolds outputs a specified cross-validation fold for the dataset, except
that this time the fold is stratified.

10.4 Learning algorithms
On the Classify panel, when you select a learning algorithm using the Choose
button the command-line version of the classifier appears in the line beside the
button, including the parameters specified with minus signs. To change them,
click that line to get an appropriate object editor. Table 10.5 lists Weka’s classi-
fiers. They are divided into Bayesian classifiers, trees, rules, functions, lazy clas-
sifiers, and a final miscellaneous category. We describe them briefly here, along
with their parameters. To learn more, choose one in the Weka Explorer inter-
face and examine its object editor. A further kind of classifier, the Metalearner,
is described in the next section.

Bayesian classifiers
NaiveBayes implements the probabilistic Naïve Bayes classifier (Section 
4.2). NaiveBayesSimple uses the normal distribution to model numeric attrib-
utes. NaiveBayes can use kernel density estimators, which improves perform-
ance if the normality assumption is grossly incorrect; it can also handle numeric
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Table 10.5 Classifier algorithms in Weka.

Name Function

Bayes AODE Averaged, one-dependence estimators
BayesNet Learn Bayesian nets
ComplementNaiveBayes Build a Complement Naïve Bayes classifier
NaiveBayes Standard probabilistic Naïve Bayes classifier
NaiveBayesMultinomial Multinomial version of Naïve Bayes
NaiveBayesSimple Simple implementation of Naïve Bayes
NaiveBayesUpdateable Incremental Naïve Bayes classifier that learns one instance

at a time
Trees ADTree Build alternating decision trees

DecisionStump Build one-level decision trees
Id3 Basic divide-and-conquer decision tree algorithm
J48 C4.5 decision tree learner (implements C4.5 revision 8)
LMT Build logistic model trees
M5P M5¢ model tree learner
NBTree Build a decision tree with Naïve Bayes classifiers at the

leaves
RandomForest Construct random forests
RandomTree Construct a tree that considers a given number of random

features at each node
REPTree Fast tree learner that uses reduced-error pruning
UserClassifier Allow users to build their own decision tree

Rules ConjunctiveRule Simple conjunctive rule learner
DecisionTable Build a simple decision table majority classifier
JRip RIPPER algorithm for fast, effective rule induction
M5Rules Obtain rules from model trees built using M5¢
Nnge Nearest-neighbor method of generating rules using

nonnested generalized exemplars
OneR 1R classifier
Part Obtain rules from partial decision trees built using J4.8
Prism Simple covering algorithm for rules
Ridor Ripple-down rule learner
ZeroR Predict the majority class (if nominal) or the average value

(if numeric)
Functions LeastMedSq Robust regression using the median rather than the mean

LinearRegression Standard linear regression
Logistic Build linear logistic regression models
MultilayerPerceptron Backpropagation neural network
PaceRegression Build linear regression models using Pace regression
RBFNetwork Implements a radial basis function network
SimpleLinearRegression Learn a linear regression model based on a single attribute
SimpleLogistic Build linear logistic regression models with built-in

attribute selection
SMO Sequential minimal optimization algorithm for support

vector classification
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attributes using supervised discretization. NaiveBayesUpdateable is an incre-
mental version that processes one instance at a time; it can use a kernel esti-
mator but not discretization. NaiveBayesMultinomial implements the
multinomial Bayes classifier (Section 4.2, page 95). ComplementNaiveBayes
builds a Complement Naïve Bayes classifier as described by Rennie et al. (2003)
(the TF ¥ IDF and length normalization transforms used in this paper can be
performed using the StringToWordVector filter).

AODE (averaged, one-dependence estimators) is a Bayesian method that aver-
ages over a space of alternative Bayesian models that have weaker independence
assumptions than Naïve Bayes (Webb et al., 2005). The algorithm may yield
more accurate classification than Naïve Bayes on datasets with nonindependent
attributes.

BayesNet learns Bayesian networks under the assumptions made in Section
6.7: nominal attributes (numeric ones are prediscretized) and no missing values
(any such values are replaced globally). There are two different algorithms for
estimating the conditional probability tables of the network. Search is done
using K2 or the TAN algorithm (Section 6.7) or more sophisticated methods
based on hill-climbing, simulated annealing, tabu search, and genetic algo-
rithms. Optionally, search speed can be improved using AD trees (Section 6.7).
There is also an algorithm that uses conditional independence tests to learn the
structure of the network; alternatively, the network structure can be loaded from
an XML (extensible markup language) file. More details on the implementation
of Bayesian networks in Weka can be found in Bouckaert (2004).

You can observe the network structure by right-clicking the history item and
selecting Visualize graph. Figure 10.18(a) shows the graph for the nominal
version of the weather data, which in fact corresponds to the Naïve Bayes result

Table 10.5 (continued)

Name Function

SMOreg Sequential minimal optimization algorithm for support
vector regression

VotedPerceptron Voted perceptron algorithm
Winnow Mistake-driven perceptron with multiplicative updates

Lazy IB1 Basic nearest-neighbor instance-based learner
IBk k-nearest-neighbor classifier
KStar Nearest neighbor with generalized distance function
LBR Lazy Bayesian Rules classifier
LWL General algorithm for locally weighted learning

Misc. Hyperpipes Extremely simple, fast learner based on
hypervolumes in instance space

VFI Voting feature intervals method, simple and fast
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with all probabilities conditioned on the class value. This is because the search
algorithm defaults to K2 with the maximum number of parents of a node set
to one. Reconfiguring this to three by clicking on K2 in the configuration panel
yields the more interesting network in Figure 10.18(b). Clicking on a node
shows its probability distribution—Figure 10.18(c) is obtained by clicking on
the windy node in Figure 10.18(b).

Trees
Of the tree classifiers in Table 10.5 we have already seen how to use J4.8, which
reimplements C4.5 (Section 6.1). To see the options, click the line beside the
Choose button in Figure 10.4(b) to bring up the object editor in Figure 10.19.
You can build a binary tree instead of one with multiway branches. You can set

4 0 6 CHAPTER 10 | THE EXPLORER

(a)

(c)

(b)

Figure 10.18 Visualizing a Bayesian network for the weather data (nominal version): (a)
default output, (b) a version with the maximum number of parents set to 3 in the search
algorithm, and (c) probability distribution table for the windy node in (b).
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the confidence threshold for pruning (default 0.25), and the minimum number
of instances permissible at a leaf (default 2). Instead of standard C4.5 pruning
you can choose reduced-error pruning (Section 6.2). The numFolds parameter
(default 3) determines the size of the pruning set: the data is divided equally
into that number of parts and the last one used for pruning. When visualizing
the tree (pages 377–378) it is nice to be able to consult the original data points,
which you can do if saveInstanceData has been turned on (it is off, or False, by
default to reduce memory requirements). You can suppress subtree raising,
yielding a more efficient algorithm; force the algorithm to use the unpruned
tree instead of the pruned one; or use Laplace smoothing for predicted proba-
bilities (Section 4.2).

Table 10.5 shows many other decision tree methods. Id3 is the basic algo-
rithm explained in Chapter 4. DecisionStump, designed for use with the boost-
ing methods described later, builds one-level binary decision trees for datasets
with a categorical or numeric class, dealing with missing values by treating them
as a separate value and extending a third branch from the stump. Trees built by
RandomTree chooses a test based on a given number of random features at each
node, performing no pruning. RandomForest constructs random forests by
bagging ensembles of random trees (Section 7.5, pages 320–321).

REPTree builds a decision or regression tree using information gain/variance
reduction and prunes it using reduced-error pruning (Section 6.2, page 
203). Optimized for speed, it only sorts values for numeric attributes once

Figure 10.19 Changing the parameters for J4.8.
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(Section 6.1, page 190). It deals with missing values by splitting instances into
pieces, as C4.5 does. You can set the minimum number of instances per leaf,
maximum tree depth (useful when boosting trees), minimum proportion of
training set variance for a split (numeric classes only), and number of folds for
pruning.

NBTree is a hybrid between decision trees and Naïve Bayes. It creates trees
whose leaves are Naïve Bayes classifiers for the instances that reach the leaf. When
constructing the tree, cross-validation is used to decide whether a node should
be split further or a Naïve Bayes model should be used instead (Kohavi 1996).

M5P is the model tree learner described in Section 6.5. LMT builds logistic
model trees (Section 7.5, page 331). LMT can deal with binary and multiclass
target variables, numeric and nominal attributes, and missing values. When
fitting the logistic regression functions at a node, it uses cross-validation to
determine how many iterations to run just once and employs the same number
throughout the tree instead of cross-validating at every node. This heuristic
(which you can switch off) improves the run time considerably, with little effect
on accuracy. Alternatively, you can set the number of boosting iterations to be
used throughout the tree. Normally, it is the misclassification error that cross-
validation minimizes, but the root mean-squared error of the probabilities can
be chosen instead. The splitting criterion can be based on C4.5’s information
gain (the default) or on the LogitBoost residuals, striving to improve the purity
of the residuals.

ADTree builds an alternating decision tree using boosting (Section 7.5, pages
329–331) and is optimized for two-class problems. The number of boosting 
iterations is a parameter that can be tuned to suit the dataset and the desired
complexity–accuracy tradeoff. Each iteration adds three nodes to the tree (one
split node and two prediction nodes) unless nodes can be merged. The default
search method is exhaustive search (Expand all paths); the others are heuristics and
are much faster. You can determine whether to save instance data for visualization.

Rules
Table 10.5 shows many methods for generating rules. DecisionTable builds a
decision table majority classifier (Section 7.1, page 295). It evaluates feature
subsets using best-first search and can use cross-validation for evaluation
(Kohavi 1995b). An option uses the nearest-neighbor method to determine the
class for each instance that is not covered by a decision table entry, instead of
the table’s global majority, based on the same set of features. OneR is the 1R
classifier (Section 4.1) with one parameter: the minimum bucket size for dis-
cretization. ConjunctiveRule learns a single rule that predicts either a numeric
or a nominal class value. Uncovered test instances are assigned the default class
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value (or distribution) of the uncovered training instances. The information gain
(nominal class) or variance reduction (numeric class) of each antecedent is com-
puted, and rules are pruned using reduced-error pruning. ZeroR is even simpler:
it predicts the test data’s majority class (if nominal) or average value (if numeric).
Prism implements the elementary covering algorithm for rules (Section 4.4).

Part obtains rules from partial decision trees (Section 6.2, pages 207–210). It
builds the tree using C4.5’s heuristics with the same user-defined parameters as
J4.8. M5Rules obtains regression rules from model trees built using M5¢ (Section
6.5, pages 250–251). Ridor learns rules with exceptions (Section 6.2, pages
210–213) by generating the default rule, using incremental reduced-error
pruning to find exceptions with the smallest error rate, finding the best excep-
tions for each exception, and iterating.

JRip implements RIPPER (Section 6.2, pages 205–207), including heuristic
global optimization of the rule set (Cohen 1995). Nnge is a nearest-neighbor
method for generating rules using nonnested generalized exemplars (Section
6.4, pages 238–239).

Functions
The functions category of Table 10.5 includes an assorted group of classifiers
that can be written down as mathematical equations in a reasonably natural
way. Other methods, such as decision trees and rules, cannot (there are excep-
tions: Naïve Bayes has a simple mathematical formulation). Three of them
implement linear regression (Section 4.6). SimpleLinearRegression learns a linear
regression model based on a single attribute—it chooses the one that yields 
the smallest squared error. Missing values and nonnumeric attributes are not
allowed. LinearRegression performs standard least-squares linear regression and
can optionally perform attribute selection, either by greedily using backward
elimination (Section 7.1) or by building a full model from all attributes and
dropping terms one by one in decreasing order of their standardized coefficients
until a stopping criteria is reached (this method was described in a slightly dif-
ferent context in Section 6.5 under Pruning the tree, page 245). Both methods
use a version of the AIC termination criterion of Section 6.7 (page 277). The
implementation has two further refinements: a mechanism for detecting
collinear attributes (which can be turned off) and a ridge parameter that stabi-
lizes degenerate cases and can reduce overfitting by penalizing large coefficients.
Technically, LinearRegression implements ridge regression, which is described in
standard statistics texts.

LeastMedSq is a robust linear regression method that minimizes the median
(rather than the mean) of the squares of divergences from the regression line
(Section 7.4) (Rousseeuw and Leroy 1987). It repeatedly applies standard linear
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regression to subsamples of the data and outputs the solution that has the small-
est median-squared error.

SMO implements the sequential minimal optimization algorithm for train-
ing a support vector classifier (Section 6.3), using polynomial or Gaussian
kernels (Platt 1998, Keerthi et al. 2001). Missing values are replaced globally,
nominal attributes are transformed into binary ones, and attributes are nor-
malized by default—note that the coefficients in the output are based on the
normalized data. Normalization can be turned off, or the input can be stan-
dardized to zero mean and unit variance. Pairwise classification is used for 
multiclass problems. Logistic regression models can be fitted to the support
vector machine output to obtain probability estimates. In the multiclass case the
predicted probabilities will be coupled pairwise (Hastie and Tibshirani 1998).
When working with sparse instances, turn normalization off for faster opera-
tion. SMOreg implements the sequential minimal optimization algorithm for
regression problems (Smola and Schölkopf 1998).

VotedPerceptron is the voted perceptron algorithm (Section 6.3, pages
222–223). Winnow (Section 4.6, pages 126–128) modifies the basic perceptron
to use multiplicative updates. The implementation allows for a second multi-
plier, b—different from 1/a—to be used in place of the divisions in Figure 4.11,
and also provides the balanced version of the algorithm.

PaceRegression builds linear regression models using the new technique of
Pace regression (Wang and Witten 2002). When there are many attributes, Pace
regression is particularly good at determining which ones to discard—indeed,
under certain regularity conditions it is provably optimal as the number of
attributes tends to infinity.

SimpleLogistic builds logistic regression models (Section 4.6, pages 121–124),
fitting them using LogitBoost with simple regression functions as base learners
and determining how many iterations to perform using cross-validation—
which supports automatic attribute selection (Landwehr et al. 2003). Logistic is
an alternative implementation for building and using a multinomial logistic
regression model with a ridge estimator to gaurd against overfitting by penal-
izing large coefficients, based on work by le Cessie and van Houwelingen (1992).

RBFNetwork implements a Gaussian radial basis function network (Section
6.3, page 234), deriving the centers and widths of hidden units using k-means
and combining the outputs obtained from the hidden layer using logistic regres-
sion if the class is nominal and linear regression if it is numeric. The activations
of the basis functions are normalized to sum to one before they are fed into the
linear models. You can specify k, the number of clusters; the maximum number
of logistic regression iterations for nominal-class problems; the minimum stan-
dard deviation for the clusters; and the ridge value for regression. If the class is
nominal, k-means is applied separately to each class to derive k clusters for each
class.
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Neural networks
MultilayerPerceptron is a neural network that trains using backpropagation
(Section 6.3, page 227). Although listed under functions in Table 10.5, it differs
from the other schemes because it has its own user interface. If you load up the
numeric version of the weather data, invoke MultilayerPerceptron, set GUI to
True in its object editor, and run the network by clicking Start on the Classify
panel, the diagram in Figure 10.20 appears in a separate window. This network
has three layers: an input layer on the left with one rectangular box for each

(a)

(b)

Figure 10.20 Using Weka’s neural-network graphical user interface.
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attribute (colored green); a hidden layer next to it (red) to which all the input
nodes are connected; and an output layer at the right (orange). The labels at the
far right show the classes that the output nodes represent. Output nodes for
numeric classes are automatically converted to unthresholded linear units.

Before clicking Start to run the network, you can alter its structure by adding
nodes and connections. Nodes can be selected or deselected. All six nodes in the
hidden and output layers in Figure 10.20(a) are deselected, indicated by the gray
color of their center. To select a node, simply click on it. This changes the color
of its center from gray to bright yellow. To deselect a node, right-click in an
empty space. To add a node, ensure that none is selected and left-click anywhere
in the panel; the new node will be selected automatically. In Figure 10.20(a), a
new node has been added at the lower center. To connect two nodes, select the
start node and then click on the end one. If several start nodes are selected, they
are all connected to the end node. If you click in empty space instead, a new
node is created as the end node. Notice that connections are directional
(although the directions are not shown). The start nodes remain selected; thus
you can add an entire hidden layer with just a few clicks, as shown in Figure
10.20(b). To remove a node, ensure that no nodes are selected and right-click
it; this also removes all connections to it. To remove a single connection, select
one node and right-click the node at the other end.

As well as configuring the structure of the network, you can control the learn-
ing rate, its momentum (Section 6.3), and the number of passes it will take
through the data, called epochs. The network begins to train when you click
Start, and a running indication of the epoch and the error for that epoch is
shown at the lower left of the panel in Figure 10.20. Note that the error is based
on a network that changes as the value is computed. For numeric classes the
error value depends on whether the class is normalized. The network stops when
the specified number of epochs is reached, at which point you can accept the
result or increase the desired number of epochs and press Start again to con-
tinue training.

MultilayerPerceptron need not be run through the graphical interface. Several
parameters can be set from the object editor to control its operation. If you are
using the graphical interface they govern the initial network structure, which
you can override interactively. With autoBuild set, hidden layers are added and
connected up. The default is to have the one hidden layer shown in Figure
10.20(a), but without autoBuild this would not appear and there would be no
connections. The hiddenLayers parameter defines the hidden layers present and
how many nodes each one contains. Figure 10.20(a) is generated by a value of
4 (one hidden layer with four nodes), and although Figure 10.20(b) was created
by adding nodes interactively, it could have been generated by setting hidden-
Layers to 4,5 (one hidden layer with four nodes and another with five). The value
is a comma-separated list of integers; 0 gives no hidden layers. Furthermore,
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there are predefined values that can be used instead of integers: i is the number
of attributes, o the number of class values, a the average of the two, and t their
sum. The default, a, was used to generate Figure 10.20(a).

The parameters learningRate and Momentum set values for these variables,
which can be overridden in the graphical interface. A decay parameter causes
the learning rate to decrease with time: it divides the starting value by the epoch
number to obtain the current rate. This sometimes improves performance and
may stop the network from diverging. The reset parameter automatically resets
the network with a lower learning rate and begins training again if it is diverg-
ing from the answer (this option is only available if the graphical user interface
is not used).

The trainingTime parameter sets the number of training epochs. Alterna-
tively, a percentage of the data can be set aside for validation (using validation-
SetSize): then training continues until performance on the validation set starts
to deteriorate consistently—or until the specified number of epochs is reached.
If the percentage is set to zero, no validation set is used. The validationThresh-
old parameter determines how many consecutive times the validation set error
can deteriorate before training is stopped.

The nominalToBinaryFilter filter is specified by default in the MultilayerPer-
ceptron object editor; turning it off may improve performance on data in which
the nominal attributes are really ordinal. The attributes can be normalized (with
normalizeAttributes), and a numeric class can be normalized too (with normal-
izeNumericClass): both may improve performance.

Lazy classifiers
Lazy learners store the training instances and do no real work until classifica-
tion time. IB1 is a basic instance-based learner (Section 4.7) which finds the
training instance closest in Euclidean distance to the given test instance and pre-
dicts the same class as this training instance. If several instances qualify as the
closest, the first one found is used. IBk is a k-nearest-neighbor classifier that uses
the same distance metric. The number of nearest neighbors (default k = 1) can
be specified explicitly in the object editor or determined automatically using
leave-one-out cross-validation, subject to an upper limit given by the specified
value. Predictions from more than one neighbor can be weighted according to
their distance from the test instance, and two different formulas are imple-
mented for converting the distance into a weight. The number of training
instances kept by the classifier can be restricted by setting the window size
option. As new training instances are added, the oldest ones are removed to
maintain the number of training instances at this size. KStar is a nearest-
neighbor method with a generalized distance function based on transforma-
tions (Section 6.4, pages 241–242).
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LBR (for Lazy Bayesian Rules) is a Bayesian classifier that defers all process-
ing to classification time. For each test instance it selects a set of attributes for
which the independence assumption should not be made; the others are treated
as independent of each other given the class and the selected set of attributes.
It works well for small test sets (Zheng and Webb 2000).

LWL is a general algorithm for locally weighted learning. It assigns weights
using an instance-based method and builds a classifier from the weighted
instances. The classifier is selected in LWL’s object editor: a good choice is Naïve
Bayes for classification problems and linear regression for regression problems
(Section 6.5, pages 251–253). You can set the number of neighbors used, which
determines the kernel bandwidth, and the kernel shape to use for weighting—
linear, inverse, or Gaussian. Attribute normalization is turned on by default.

Miscellaneous classifiers
The misc. category includes two simple classifiers that were mentioned at the
end of Section 4.7 (page 136). Hyperpipes, for discrete classification problems,
records the range of values observed in the training data for each attribute and
category and works out which ranges contain the attribute values of a test in-
stance, choosing the category with the largest number of correct ranges. VFI
(voting feature intervals) constructs intervals around each class by discretizing
numeric attributes and using point intervals for nominal ones, records class
counts for each interval on each attribute, and classifies test instances by voting
(Demiroz and Guvenir 1997). A simple attribute weighting scheme assigns
higher weight to more confident intervals, where confidence is a function of
entropy. VFI is faster than Naïve Bayes but slower than hyperpipes. Neither
method can handle missing values.

10.5 Metalearning algorithms
Metalearning algorithms, listed in Table 10.6, take classifiers and turn them into
more powerful learners. One parameter specifies the base classifier; others
specify the number of iterations for schemes such as bagging and boosting and
an initial seed for the random number generator. We already met FilteredClas-
sifier in Section 10.3: it runs a classifier on data that has been passed through a
filter, which is a parameter. The filter’s own parameters are based exclusively on
the training data, which is the appropriate way to apply a supervised filter to
test data.

Bagging and randomization
Bagging bags a classifier to reduce variance (Section 7.5, page 316). This imple-
mentation works for both classification and regression, depending on the base

4 1 4 CHAPTER 10 | THE EXPLORER

P088407-Ch010.qxd  4/30/05  10:59 AM  Page 414



learner. In the case of classification, predictions are generated by averaging prob-
ability estimates, not by voting. One parameter is the size of the bags as a per-
centage of the training set. Another is whether to calculate the out-of-bag error,
which gives the average error of the ensemble members (Breiman 2001).

RandomCommittee is even simpler: it builds an ensemble of base classifiers
and averages their predictions. Each one is based on the same data but uses a
different random number seed (Section 7.5, page 320). This only makes sense
if the base classifier is randomized; otherwise, all classifiers would be the same.

10.5 METALEARNING ALGORITHMS 4 1 5

Table 10.6 Metalearning algorithms in Weka.

Name Function

Meta AdaBoostM1 Boost using the AdaBoostM1 method
AdditiveRegression Enhance the performance of a regression method by

iteratively fitting the residuals
AttributeSelectedClassifier Reduce dimensionality of data by attribute selection
Bagging Bag a classifier; works for regression too
ClassificationViaRegression Perform classification using a regression method
CostSensitiveClassifier Make its base classifier cost sensitive
CVParameterSelection Perform parameter selection by cross-validation
Decorate Build ensembles of classifiers by using specially

constructed artificial training examples
FilteredClassifier Run a classifier on filtered data
Grading Metalearners whose inputs are base-level predictions that

have been marked as correct or incorrect
LogitBoost Perform additive logistic regression
MetaCost Make a classifier cost-sensitive
MultiBoostAB Combine boosting and bagging using the MultiBoosting 

method
MultiClassClassifier Use a two-class classifier for multiclass datasets
MultiScheme Use cross-validation to select a classifier from several

candidates
OrdinalClassClassifier Apply standard classification algorithms to problems with 

an ordinal class value
RacedIncrementalLogitBoost Batch-based incremental learning by racing logit-boosted 

committees
RandomCommittee Build an ensemble of randomizable base classifiers
RegressionByDiscretization Discretize the class attribute and employ a classifier
Stacking Combine several classifiers using the stacking method
StackingC More efficient version of stacking
ThresholdSelector Optimize the F-measure for a probabilistic classifier
Vote Combine classifiers using average of probability estimates 

or numeric predictions
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Boosting
AdaBoostM1 implements the algorithm described in Section 7.5 (page 321;
Figure 7.7). It can be accelerated by specifying a threshold for weight pruning.
AdaBoostM1 resamples if the base classifier cannot handle weighted instances
(you can also force resampling anyway). MultiBoostAB combines boosting with
a variant of bagging to prevent overfitting (Webb 2000).

Whereas boosting only applies to nominal classes, AdditiveRegression en-
hances the performance of a regression learner (Section 7.5, page 325). There are
two parameters: shrinkage, which governs the learning rate, and the maximum
number of models to generate. If the latter is infinite, work continues until the
error stops decreasing.

Decorate builds ensembles of diverse classifiers by using specially constructed
artificial training examples. This technique is claimed to consistently improve
on the base classifier and on the bagging and random forest metalearners
(Melville and Mooney, 2005).6 It outperforms boosting on small training sets
and rivals it on larger ones. One parameter is the number of artificial examples
to use as a proportion of the training data. Another is the desired number of
classifiers in the ensemble, although execution may terminate prematurely
because the number of iterations can also be capped. Larger ensembles usually
produce more accurate models but have greater training time and model com-
plexity.

LogitBoost performs additive logistic regression (Section 7.5, page 327). Like
AdaBoostM1, it can be accelerated by specifying a threshold for weight pruning.
The appropriate number of iterations can be determined using internal 
cross-validation; there is a shrinkage parameter that can be tuned to prevent
overfitting; and you can choose resampling instead of reweighting. RacedIncre-
mentalLogitBoost learns by racing LogitBoosted committees, and operates incre-
mentally by processing the data in batches (pages 347–348), making it useful for
large datasets (Frank et al. 2002). Each committee member is learned from a
different batch. The batch size starts at a given minimum and repeatedly doubles
until it reaches a preset maximum. Resampling is used if the base classifier
cannot handle weighted instances (you can also force resampling anyway). Log-
likelihood pruning can be used within each committee: this discards new 
committee members if they decrease the log-likelihood based on the validation
data. You can determine how many instances to hold out for validation. The val-
idation data is also used to determine which committee to retain when training
terminates.
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6 The random forest scheme was mentioned on page 407. It is really a metalearner, but Weka
includes it among the decision tree methods because it is hardwired to a particular classi-
fier, RandomTree.
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Combining classifiers
Vote provides a baseline method for combining classifiers by averaging their
probability estimates (classification) or numeric predictions (regression).
MultiScheme selects the best classifier from a set of candidates using cross-
validation of percentage accuracy (classification) or mean-squared error
(regression). The number of folds is a parameter. Performance on training data
can be used instead.

Stacking combines classifiers using stacking (Section 7.5, page 332) for both
classification and regression problems. You specify the base classifiers, the meta-
learner, and the number of cross-validation folds. StackingC implements a more
efficient variant for which the metalearner must be a numeric prediction scheme
(Seewald 2002). In Grading, the inputs to the metalearner are base-level pre-
dictions that have been marked (i.e., “graded”) as correct or incorrect. For each
base classifier, a metalearner is learned that predicts when the base classifier will
err. Just as stacking may be viewed as a generalization of voting, grading gener-
alizes selection by cross-validation (Seewald and Fürnkranz 2001).

Cost-sensitive learning
There are two metalearners for cost-sensitive learning (Section 5.7). The cost
matrix can be supplied as a parameter or loaded from a file in the directory set
by the onDemandDirectory property, named by the relation name and with the
extension cost. CostSensitiveClassifier either reweights training instances accord-
ing to the total cost assigned to each class (cost-sensitive learning, page 165) or
predicts the class with the least expected misclassification cost rather than the
most likely one (cost-sensitive classification, page 164). MetaCost generates a
single cost-sensitive classifier from the base learner (Section 7.5, pages 319–320).
This implementation uses all bagging iterations when reclassifying training data
(Domingos 1999 reports a marginal improvement when using only those iter-
ations containing each training instance to reclassify it). You can specify each
bag’s size and the number of bagging iterations.

Optimizing performance
Three metalearners use the wrapper technique to optimize the base classifier’s
performance. AttributeSelectedClassifier selects attributes, reducing the data’s
dimensionality before passing it to the classifier (Section 7.1, page 290). You can
choose the attribute evaluator and search method using the Select attributes
panel described in Section 10.2. CVParameterSelection optimizes performance
by using cross-validation to select parameters. For each parameter you give a
string containing its lower and upper bounds and the desired number of incre-
ments. For example, to vary parameter -P from 1 to 10 in increments of 1, use
P 1 10 11. The number of cross-validation folds can be specified.

10.5 METALEARNING ALGORITHMS 4 1 7
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The third metalearner, ThresholdSelector, optimizes the F-measure (Section
5.7) by selecting a probability threshold on the classifier’s output. Performance
can be measured on the training data, on a holdout set, or by cross-validation.
The probabilities returned by the base learner can be rescaled into the full range
[0,1], which is useful if the scheme’s probabilities are restricted to a narrow sub-
range. The metalearner can be applied to multiclass problems by specifying the
class value for which the optimization is performed as

1. The first class value
2. The second class value
3. Whichever value is least frequent
4. Whichever value is most frequent
5. The first class named yes, pos(itive), or 1.

Retargeting classifiers for different tasks
Four metalearners adapt learners designed for one kind of task to another. Clas-
sificationViaRegression performs classification using a regression method by
binarizing the class and building a regression model for each value. Regression-
ByDiscretization is a regression scheme that discretizes the class attribute into a
specified number of bins using equal-width discretization and then employs a
classifier. The predictions are the weighted average of the mean class value for
each discretized interval, with weights based on the predicted probabilities for
the intervals. OrdinalClassClassifier applies standard classification algorithms to
ordinal-class problems (Frank and Hall 2001). MultiClassClassifier handles
multiclass problems with two-class classifiers using any of these methods:

1. One versus all the rest
2. Pairwise classification using voting to predict
3. Exhaustive error-correcting codes (Section 7.5, page 334)
4. Randomly selected error-correcting codes

Random code vectors are known to have good error-correcting properties: a
parameter specifies the length of the code vector (in bits).

10.6 Clustering algorithms
Table 10.7 lists Weka’s clustering algorithms; the first two and SimpleKMeans are
described in Section 6.6. For the EM implementation you can specify how many
clusters to generate or the algorithm can decide using cross-validation—in
which case the number of folds is fixed at 10 (unless there are fewer than 10
training instances). You can specify the maximum number of iterations and set
the minimum allowable standard deviation for the normal density calculation.
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SimpleKMeans clusters data using k-means; the number of clusters is specified
by a parameter. Cobweb implements both the Cobweb algorithm for nominal
attributes and the Classit algorithm for numeric attributes. The ordering and
priority of the merging and splitting operators differs between the original
Cobweb and Classit papers (where it is somewhat ambiguous). This imple-
mentation always compares four different ways of treating a new instance and
chooses the best: adding it to the best host, making it into a new leaf, merging
the two best hosts and adding it to the merged node, and splitting the best host
and adding it to one of the splits. Acuity and cutoff are parameters.

FarthestFirst implements the farthest-first traversal algorithm of Hochbaum
and Shmoys (1985), cited by Sanjoy Dasgupta (2002); a fast, simple, approxi-
mate clusterer modeled on k-means. MakeDensityBasedClusterer is a meta-
clusterer that wraps a clustering algorithm to make it return a probability
distribution and density. To each cluster it fits a discrete distribution or a 
symmetric normal distribution (whose minimum standard deviation is a
parameter).

10.7 Association-rule learners
Weka has three association-rule learners, listed in Table 10.8. Apriori imple-
ments the Apriori algorithm (Section 4.5). It starts with a minimum support of
100% of the data items and decreases this in steps of 5% until there are at least
10 rules with the required minimum confidence of 0.9 or until the support has
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Table 10.7 Clustering algorithms.

Name Function

EM Cluster using expectation maximization
Cobweb Implements the Cobweb and Classit clustering algorithms
FarthestFirst Cluster using the farthest first traversal algorithm
MakeDensityBasedClusterer Wrap a clusterer to make it return distribution and density
SimpleKMeans Cluster using the k-means method

Table 10.8 Association-rule learners.

Name Function

Apriori Find association rules using the Apriori algorithm
PredictiveApriori Find association rules sorted by predictive accuracy
Tertius Confirmation-guided discovery of association or classification rules
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reached a lower bound of 10%, whichever occurs first. (These default values can
be changed.) There are four alternative metrics for ranking rules: Confidence,
which is the proportion of the examples covered by the premise that are also
covered by the consequent (called accuracy in Section 4.5); Lift, which is deter-
mined by dividing the confidence by the support (called coverage in Section 4.5);
Leverage, which is the proportion of additional examples covered by both the
premise and the consequent beyond those expected if the premise and conse-
quent were statistically independent; and Conviction, a measure defined by Brin
et al. (1997). You can also specify a significance level, and rules will be tested for
significance at this level.

PredictiveApriori combines confidence and support into a single measure of
predictive accuracy (Scheffer 2001) and finds the best n association rules in order.
Internally, the algorithm successively increases the support threshold, because
the value of predictive accuracy depends on it. Tertius finds rules according to
a confirmation measure (Flach and Lachiche 1999), seeking rules with multiple
conditions in the consequent, like Apriori, but differing in that these conditions
are OR’d together, not ANDed. It can be set to find rules that predict a single
condition or a predetermined attribute (i.e., classification rules). One parame-
ter determines whether negation is allowed in the antecedent, the consequent,
or both; others give the number of rules sought, minimum degree of confir-
mation, minimum coverage, maximum proportion of counterinstances, and
maximum rule size. Missing values can match any value, never match, or be sig-
nificant and possibly appear in rules.

10.8 Attribute selection
Figure 10.21 shows that part of Weka’s attribute selection panel where you
specify the attribute evaluator and search method; Table 10.9 and Table 10.10
list the choices. Attribute selection is normally done by searching the space of
attribute subsets, evaluating each one (Section 7.1). This is achieved by com-
bining one of the four attribute subset evaluators in Table 10.9 with one of the
seven search methods in Table 10.10. A potentially faster but less accurate
approach is to evaluate the attributes individually and sort them, discarding
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attributes that fall below a chosen cutoff point. This is achieved by selecting one
of the eight single-attribute evaluators in Table 10.9 and using the ranking
method in Table 10.10. The Weka interface allows both possibilities by letting
the user choose a selection method from Table 10.9 and a search method from
Table 10.10, producing an error message if you select an inappropriate combi-
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Table 10.9 Attribute evaluation methods for attribute selection.

Name Function

Attribute CfsSubsetEval Consider the predictive value of each
subset evaluator attribute individually, along with the degree 

of redundancy among them
ClassifierSubsetEval Use a classifier to evaluate attribute set
ConsistencySubsetEval Project training set onto attribute set and

measure consistency in class values
WrapperSubsetEval Use a classifier plus cross-validation

Single- ChiSquaredAttributeEval Compute the chi-squared statistic of each
attribute evaluator attribute with respect to the class

GainRatioAttributeEval Evaluate attribute based on gain ratio
InfoGainAttributeEval Evaluate attribute based on information gain
OneRAttributeEval Use OneR’s methodology to evaluate attributes
PrincipalComponents Perform principal components analysis and

transformation
ReliefFAttributeEval Instance-based attribute evaluator
SVMAttributeEval Use a linear support vector machine to

determine the value of attributes
SymmetricalUncertAttributeEval Evaluate attribute based on symmetric

uncertainty

Table 10.10 Search methods for attribute selection.

Name Function

Search BestFirst Greedy hill-climbing with backtracking
method ExhaustiveSearch Search exhaustively

GeneticSearch Search using a simple genetic algorithm
GreedyStepwise Greedy hill-climbing without backtracking; optionally

generate ranked list of attributes
RaceSearch Use race search methodology
RandomSearch Search randomly
RankSearch Sort the attributes and rank promising subsets using an

attribute subset evaluator

Ranking method Ranker Rank individual attributes (not subsets) according to their 
evaluation
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nation. The status line refers you to the error log for the message (see the end
of Section 10.1).

Attribute subset evaluators
Subset evaluators take a subset of attributes and return a numeric measure that
guides the search. They are configured like any other Weka object. CfsSubsetEval
assesses the predictive ability of each attribute individually and the degree of
redundancy among them, preferring sets of attributes that are highly correlated
with the class but have low intercorrelation (Section 7.1). An option iteratively
adds attributes that have the highest correlation with the class, provided that
the set does not already contain an attribute whose correlation with the attrib-
ute in question is even higher. Missing can be treated as a separate value, or its
counts can be distributed among other values in proportion to their frequency.
ConsistencySubsetEval evaluates attribute sets by the degree of consistency in
class values when the training instances are projected onto the set. The consis-
tency of any subset of attributes can never improve on that of the full set, so
this evaluator is usually used in conjunction with a random or exhaustive search
that seeks the smallest subset whose consistency is the same as that of the full
attribute set.

Whereas the previously mentioned subset evaluators are filter methods of
attribute selection (Section 7.1), the remainder are wrapper methods. Classi-
fierSubsetEval uses a classifier, specified in the object editor as a parameter, to
evaluate sets of attributes on the training data or on a separate holdout set.
WrapperSubsetEval also uses a classifier to evaluate attribute sets, but it employs
cross-validation to estimate the accuracy of the learning scheme for each set.

Single-attribute evaluators
Single-attribute evaluators are used with the Ranker search method to generate
a ranked list from which Ranker discards a given number (explained in the next
subsection). They can also be used in the RankSearch method. ReliefFAttribute-
Eval is instance-based: it samples instances randomly and checks neighboring
instances of the same and different classes (Section 7.1). It operates on discrete
and continuous class data. Parameters specify the number of instances to
sample, the number of neighbors to check, whether to weight neighbors by dis-
tance, and an exponential function that governs how rapidly weights decay with
distance.

InfoGainAttributeEval evaluates attributes by measuring their information
gain with respect to the class. It discretizes numeric attributes first using the
MDL-based discretization method (it can be set to binarize them instead). This
method, along with the next three, can treat missing as a separate value or dis-
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tribute the counts among other values in proportion to their frequency.
ChiSquaredAttributeEval evaluates attributes by computing the chi-squared sta-
tistic with respect to the class. GainRatioAttributeEval evaluates attributes by
measuring their gain ratio with respect to the class. SymmetricalUncertAttribu-
teEval evaluates an attribute A by measuring its symmetric uncertainty with
respect to the class C (Section 7.1, page 291).

OneRAttributeEval uses the simple accuracy measure adopted by the OneR
classifier. It can use the training data for evaluation, as OneR does, or it can apply
internal cross-validation: the number of folds is a parameter. It adopts OneR’s
simple discretization method: the minimum bucket size is a parameter.

SVMAttributeEval evaluates attributes using recursive feature elimination
with a linear support vector machine (Section 7.1, page 291). Attributes are
selected one by one based on the size of their coefficients, relearning after each
one. To speed things up a fixed number (or proportion) of attributes can be
removed at each stage. Indeed, a proportion can be used until a certain num-
ber of attributes remain, thereupon switching to the fixed-number method—
rapidly eliminating many attributes and then considering each one more 
intensively. Various parameters are passed to the support vector machine: com-
plexity, epsilon, tolerance, and the filtering method used.

Unlike other single-attribute evaluators, PrincipalComponents transforms 
the set of attributes. The new attributes are ranked in order of their eigen-
values (Section 7.3, page 306); optionally, a subset is selected by choosing suf-
ficient eigenvectors to account for a given proportion of the variance (95% by
default). You can also use it to transform the reduced data back to the original
space.

Search methods
Search methods traverse the attribute space to find a good subset. Quality is
measured by the chosen attribute subset evaluator. Each search method can 
be configured with Weka’s object editor. BestFirst performs greedy hill climb-
ing with backtracking; you can specify how many consecutive nonimprov-
ing nodes must be encountered before the system backtracks. It can search
forward from the empty set of attributes, backward from the full set, or start at
an intermediate point (specified by a list of attribute indices) and search in both
directions by considering all possible single-attribute additions and deletions.
Subsets that have been evaluated are cached for efficiency; the cache size is a
parameter.

GreedyStepwise searches greedily through the space of attribute subsets. Like
BestFirst, it may progress forward from the empty set or backward from the full
set. Unlike BestFirst, it does not backtrack but terminates as soon as adding or
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deleting the best remaining attribute decreases the evaluation metric. In an
alternative mode, it ranks attributes by traversing the space from empty to full
(or vice versa) and recording the order in which attributes are selected. You can
specify the number of attributes to retain or set a threshold below which attrib-
utes are discarded.

RaceSearch, used with ClassifierSubsetEval, calculates the cross-validation
error of competing attribute subsets using race search (Section 7.1). The four
different searches described on page 295 are implemented: forward selection,
backward elimination, schemata search, and rank racing. In the last case a sep-
arate attribute evaluator (which can also be specified) is used to generate an
initial ranking. Using forward selection, it is also possible to generate a ranked
list of attributes by continuing racing until all attributes have been selected: the
ranking is set to the order in which they are added. As with GreedyStepwise, you
can specify the number of attributes to retain or set a threshold below which
attributes are discarded.

GeneticSearch uses a simple genetic algorithm (Goldberg 1989). Parameters
include population size, number of generations, and probabilities of crossover
and mutation. You can specify a list of attribute indices as the starting point,
which becomes a member of the initial population. Progress reports can be gen-
erated every so many generations. RandomSearch randomly searches the space
of attribute subsets. If an initial set is supplied, it searches for subsets that
improve on (or equal) the starting point and have fewer (or the same number
of) attributes. Otherwise, it starts from a random point and reports the best
subset found. Placing all attributes in the initial set yields Liu and Setiono’s
(1996) probabilistic feature selection algorithm. You can determine the fraction
of the search space to explore. ExhaustiveSearch searches through the space of
attribute subsets, starting from the empty set, and reports the best subset found.
If an initial set is supplied, it searches backward from this starting point and
reports the smallest subset with a better (or equal) evaluation.

RankSearch sorts attributes using a single-attribute evaluator and then ranks
promising subsets using an attribute subset evaluator. The latter is specified in
the top box of Figure 10.21, as usual; the attribute evaluator is specified as a
property in RankSearch’s object editor. It starts by sorting the attributes with
the single-attribute evaluator and then evaluates subsets of increasing size using
the subset evaluator—the best attribute, the best attribute plus the next best one,
and so on—reporting the best subset. This procedure has low computational
complexity: the number of times both evaluators are called is linear in the
number of attributes. Using a simple single-attribute evaluator (e.g., GainRa-
tioAttributeEval), the selection procedure is very fast.

Finally we describe Ranker, which as noted earlier is not a search method 
for attribute subsets but a ranking scheme for individual attributes. It sorts
attributes by their individual evaluations and must be used in conjunction 
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with one of the single-attribute evaluators in the lower part of Table 10.9—not
an attribute subset evaluator. Ranker not only ranks attributes but also performs
attribute selection by removing the lower-ranking ones. You can set a cutoff
threshold below which attributes are discarded, or specify how many attributes
to retain. You can specify certain attributes that must be retained regardless of
their rank.
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With the Knowledge Flow interface, users select Weka components from a tool
bar, place them on a layout canvas, and connect them into a directed graph that
processes and analyzes data. It provides an alternative to the Explorer for those
who like thinking in terms of how data flows through the system. It also allows
the design and execution of configurations for streamed data processing, which
the Explorer cannot do. You invoke the Knowledge Flow interface by selecting
KnowledgeFlow from the choices at the bottom of the panel shown in Figure
10.3(a).

11.1 Getting started
Here is a step-by-step example that loads an ARFF file and performs a cross-
validation using J4.8. We describe how to build up the final configuration shown
in Figure 11.1. First create a source of data by clicking on the DataSources tab
(rightmost entry in the bar at the top) and selecting ARFFLoader from the

c h a p t e r 11

The Knowledge Flow Interface
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toolbar. The mouse cursor changes to crosshairs to signal that you should next
place the component. Do this by clicking anywhere on the canvas, whereupon
a copy of the ARFF loader icon appears there. To connect it to an ARFF file,
right-click it to bring up the pop-up menu shown in Figure 11.2(a). Click Con-
figure to get the file browser in Figure 11.2(b), from which you select the desired
ARFF file. The File Format pull-down menu allows you to choose a different
type of data source—for example, spreadsheet files.

Now we specify which attribute is the class using a ClassAssigner object. This
is on the Evaluation panel, so click the Evaluation tab, select the ClassAssigner,
and place it on the canvas. To connect the data source to the class assigner, right-
click the data source icon and select dataset from the menu, as shown in Figure
11.2(a). A rubber-band line appears. Move the mouse over the class assigner
component and left-click. A red line labeled dataset appears, joining the two
components. Having connected the class assigner, choose the class by right-
clicking it, selecting Configure, and entering the location of the class attribute.

We will perform cross-validation on the J48 classifier. In the data flow model,
we first connect the CrossValidationFoldMaker to create the folds on which the
classifier will run, and then pass its output to an object representing J48. Cross-
ValidationFoldMaker is on the Evaluation panel. Select it, place it on the canvas,
and connect it to the class assigner by right-clicking the latter and selecting
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dataset from the menu (which is similar to that in Figure 11.2(a)). Next select
J48 from the Classifiers panel and place a J48 component on the canvas. There
are so many different classifiers that you have to scroll along the toolbar to find
it. Connect J48 to the cross-validation fold maker in the usual way, but make
the connection twice by first choosing trainingSet and then choosing testSet from
the pop-up menu for the cross-validation fold maker. The next step is to select
a ClassifierPerformanceEvaluator from the Evaluation panel and connect J48 to
it by selecting the batchClassifier entry from the pop-up menu for J48. Finally,
from the Visualization toolbar we place a TextViewer component on the canvas.
Connect the classifier performance evaluator to it by selecting the text entry
from the pop-up menu for the performance evaluator.

At this stage the configuration is as shown in Figure 11.1 except that there is
as yet no graph viewer. Start the flow of execution by selecting Start loading from
the pop-up menu for the ARFF loader, shown in Figure 11.2(a). For a small
dataset things happen quickly, but if the input were large you would see that
some of the icons are animated—for example, J48’s tree would appear to grow
and the performance evaluator’s checkmarks would blink. Progress information
appears in the status bar at the bottom of the interface. Choosing Show results
from the text viewer’s pop-up menu brings the results of cross-validation up in
a separate window, in the same form as for the Explorer.

To complete the example, add a GraphViewer and connect it to J48’s graph
output to see a graphical representation of the trees produced for each fold of
the cross-validation. Once you have redone the cross-validation with this extra
component in place, selecting Show results from its pop-up menu produces a
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(b)(a)

Figure 11.2 Configuring a data source: (a) the right-click menu and (b) the file browser
obtained from the Configure menu item.
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list of trees, one for each cross-validation fold. By creating cross-validation folds
and passing them to the classifier, the Knowledge Flow model provides a way to
hook into the results for each fold. The Explorer cannot do this: it treats cross-
validation as an evaluation method that is applied to the output of a classifier.

11.2 The Knowledge Flow components
Most of the Knowledge Flow components will be familiar from the Explorer.
The Classifiers panel contains all of Weka’s classifiers, the Filters panel contains
the filters, and the Clusterers panel holds the clusterers. Possible data sources are
ARFF files, CSV files exported from spreadsheets, the C4.5 file format, and a
serialized instance loader for data files that have been saved as an instance of a
Java object. There are data sinks and sources for the file formats supported by
the Explorer. There is also a data sink and a data source that can connect to a
database.

The components for visualization and evaluation, listed in Table 11.1, have
not yet been encountered. Under Visualization, the DataVisualizer pops up a
panel for visualizing data in a two-dimensional scatter plot as in Figure 10.6(b),
in which you can select the attributes you would like to see. ScatterPlotMatrix
pops up a matrix of two-dimensional scatter plots for every pair of attributes,
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Table 11.1 Visualization and evaluation components.

Name Function

Visualization DataVisualizer Visualize data in a 2D scatter plot
ScatterPlotMatrix Matrix of scatter plots
AttributeSummarizer Set of histograms, one for each attribute
ModelPerformanceChart Draw ROC and other threshold curves
TextViewer Visualize data or models as text
GraphViewer Visualize tree-based models
StripChart Display a scrolling plot of data

Evaluation TrainingSetMaker Make a dataset into a training set
TestSetMaker Make a dataset into a test set
CrossValidationFoldMaker Split a dataset into folds
TrainTestSplitMaker Split a dataset into training and test sets
ClassAssigner Assign one of the attributes to be the class
ClassValuePicker Choose a value for the positive class
ClassifierPerformanceEvaluator Collect evaluation statistics for batch evaluation
IncrementalClassifierEvaluator Collect evaluation statistics for incremental

evaluation
ClustererPerformanceEvaluator Collect evaluation statistics for clusterers
PredictionAppender Append a classifier’s predictions to a dataset
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shown in Figure 10.16(a). AttributeSummarizer gives a matrix of histograms,
one for each attribute, like that in the lower right-hand corner of Figure 
10.3(b). ModelPerformanceChart draws ROC curves and other threshold curves.
GraphViewer pops up a panel for visualizing tree-based models, as in Figure
10.6(a). As before, you can zoom, pan, and visualize the instance data at a node
(if it has been saved by the learning algorithm).

StripChart is a new visualization component designed for use with in-
cremental learning. In conjunction with the IncrementalClassifierEvaluator
described in the next paragraph it displays a learning curve that plots accu-
racy—both the percentage accuracy and the root mean-squared probability
error—against time. It shows a fixed-size time window that scrolls horizontally
to reveal the latest results.

The Evaluation panel has the components listed in the lower part of Table
11.1. The TrainingSetMaker and TestSetMaker make a dataset into the corre-
sponding kind of set. The CrossValidationFoldMaker constructs cross-validation
folds from a dataset; the TrainTestSplitMaker splits it into training and test sets
by holding part of the data out for the test set. The ClassAssigner allows you to
decide which attribute is the class. With ClassValuePicker you choose a value
that is treated as the positive class when generating ROC and other threshold
curves. The ClassifierPerformanceEvaluator collects evaluation statistics: it can
send the textual evaluation to a text viewer and the threshold curves to a per-
formance chart. The IncrementalClassifierEvaluator performs the same function
for incremental classifiers: it computes running squared errors and so on. There
is also a ClustererPerformanceEvaluator, which is similar to the ClassifierPerfor-
manceEvaluator. The PredictionAppender takes a classifier and a dataset and
appends the classifier’s predictions to the dataset.

11.3 Configuring and connecting the components
You establish the knowledge flow by configuring the individual components and
connecting them up. Figure 11.3 shows typical operations that are available by
right-clicking the various component types. These menus have up to three sec-
tions: Edit, Connections, and Actions. The Edit operations delete components
and open up their configuration panel. Classifiers and filters are configured just
as in the Explorer. Data sources are configured by opening a file (as we saw pre-
viously), and evaluation components are configured by setting parameters such
as the number of folds for cross-validation. The Actions operations are specific
to that type of component, such as starting to load data from a data source or
opening a window to show the results of visualization. The Connections opera-
tions are used to connect components together by selecting the type of con-
nection from the source component and then clicking on the target object. Not
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all targets are suitable; applicable ones are highlighted. Items on the connections
menu are disabled (grayed out) until the component receives other connections
that render them applicable.

There are two kinds of connection from data sources: dataset connections
and instance connections. The former are for batch operations such as classi-
fiers like J48; the latter are for stream operations such as NaiveBayesUpdateable.
A data source component cannot provide both types of connection: once one
is selected, the other is disabled. When a dataset connection is made to a batch
classifier, the classifier needs to know whether it is intended to serve as a train-
ing set or a test set. To do this, you first make the data source into a test or train-
ing set using the TestSetMaker or TrainingSetMaker components from the
Evaluation panel. On the other hand, an instance connection to an incremental
classifier is made directly: there is no distinction between training and testing
because the instances that flow update the classifier incrementally. In this case
a prediction is made for each incoming instance and incorporated into the test
results; then the classifier is trained on that instance. If you make an instance
connection to a batch classifier it will be used as a test instance because train-
ing cannot possibly be incremental whereas testing always can be. Conversely,
it is quite possible to test an incremental classifier in batch mode using a dataset
connection.

Connections from a filter component are enabled when it receives input from
a data source, whereupon follow-on dataset or instance connections can be
made. Instance connections cannot be made to supervised filters or to unsu-
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Figure 11.3 Operations on the Knowledge Flow components.

P088407-Ch011.qxd  4/30/05  11:00 AM  Page 432



pervised filters that cannot handle data incrementally (such as Discretize). To
get a test or training set out of a filter, you need to put the appropriate kind in.

The classifier menu has two types of connection. The first type, namely, graph
and text connections, provides graphical and textual representations of the clas-
sifier’s learned state and is only activated when it receives a training set input.
The other type, namely, batchClassifier and incrementalClassifier connections,
makes data available to a performance evaluator and is only activated when a
test set input is present, too. Which one is activated depends on the type of the
classifier.

Evaluation components are a mixed bag. TrainingSetMaker and TestSetMaker
turn a dataset into a training or test set. CrossValidationFoldMaker turns a
dataset into both a training set and a test set. ClassifierPerformanceEvaluator
(used in the example of Section 11.1) generates textual and graphical output for
visualization components. Other evaluation components operate like filters:
they enable follow-on dataset, instance, training set, or test set connections
depending on the input (e.g., ClassAssigner assigns a class to a dataset).

Visualization components do not have connections, although some have
actions such as Show results and Clear results.

11.4 Incremental learning
In most respects the Knowledge Flow interface is functionally similar to the
Explorer: you can do similar things with both. It does provide some additional
flexibility—for example, you can see the tree that J48 makes for each cross-
validation fold. But its real strength is the potential for incremental operation.

Weka has several classifiers that can handle data incrementally: AODE, a
version of Naïve Bayes (NaiveBayesUpdateable), Winnow, and instance-based
learners (IB1, IBk, KStar, LWL). The metalearner RacedIncrementalLogitBoost
operates incrementally (page 416). All filters that work instance by instance are
incremental: Add, AddExpression, Copy, FirstOrder, MakeIndicator, Merge-
TwoValues, NonSparseToSparse, NumericToBinary, NumericTransform, Obfuscate,
Remove, RemoveType, RemoveWithValues, SparseToNonSparse, and SwapValues.

If all components connected up in the Knowledge Flow interface operate
incrementally, so does the resulting learning system. It does not read in the
dataset before learning starts, as the Explorer does. Instead, the data source com-
ponent reads the input instance by instance and passes it through the Knowl-
edge Flow chain.

Figure 11.4(a) shows a configuration that works incrementally. An instance
connection is made from the loader to the updatable Naïve Bayes classifier.
The classifier’s text output is taken to a viewer that gives a textual description
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(a)

(b)

Figure 11.4 A Knowledge Flow that operates incrementally: (a) the configuration and (b) the strip
chart output.

of the model. Also, an incrementalClassifier connection is made to the 
corresponding performance evaluator. This produces an output of type chart,
which is piped to a strip chart visualization component to generate a scrolling
data plot.

Figure 11.4(b) shows the strip chart output. It plots both the accuracy and
the root mean-squared probability error against time. As time passes, the whole
plot (including the axes) moves leftward to make room for new data at the right.
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When the vertical axis representing time 0 can move left no farther, it stops and
the time origin starts to increase from 0 to keep pace with the data coming in
at the right. Thus when the chart is full it shows a window of the most recent
time units. The strip chart can be configured to alter the number of instances
shown on the x axis.

This particular Knowledge Flow configuration can process input files of any
size, even ones that do not fit into the computer’s main memory. However, it all
depends on how the classifier operates internally. For example, although they
are incremental, many instance-based learners store the entire dataset internally.
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The Explorer and Knowledge Flow environments help you determine how well
machine learning schemes perform on given datasets. But serious investigative
work involves substantial experiments—typically running several learning
schemes on different datasets, often with various parameter settings—and these
interfaces are not really suitable for this. The Experimenter enables you to set
up large-scale experiments, start them running, leave them, and come back
when they have finished and analyze the performance statistics that have been
collected. They automate the experimental process. The statistics can be stored
in ARFF format, and can themselves be the subject of further data mining. You
invoke this interface by selecting Experimenter from the choices at the bottom
of the panel in Figure 10.3(a).

Whereas the Knowledge Flow transcends limitations of space by allowing
machine learning runs that do not load in the whole dataset at once, the Exper-
imenter transcends limitations of time. It contains facilities for advanced Weka
users to distribute the computing load across multiple machines using Java RMI.
You can set up big experiments and just leave them to run.

c h a p t e r 12

The Experimenter
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12.1 Getting started
As an example, we will compare the J4.8 decision tree method with the baseline
methods OneR and ZeroR on the Iris dataset. The Experimenter has three panels:
Setup, Run, and Analyze. Figure 12.1(a) shows the first: you select the others
from the tabs at the top. Here, the experiment has already been set up. To do
this, first click New (toward the right at the top) to start a new experiment (the
other two buttons in that row save an experiment and open a previously saved
one). Then, on the line below, select the destination for the results—in this case
the file Experiment1—and choose CSV file. Underneath, select the datasets—we
have only one, the iris data. To the right of the datasets, select the algorithms to
be tested—we have three. Click Add new to get a standard Weka object editor
from which you can choose and configure a classifier. Repeat this operation to
add the three classifiers. Now the experiment is ready. The other settings shown
in Figure 12.1(a) are all default values. If you want to reconfigure a classifier that
is already in the list, you can use the Edit selected button. You can also save the
options for a particular classifier in XML format for later reuse.
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Figure 12.1 An experiment: (a) setting it up, (b) the results file, and (c) a spreadsheet
with the results.
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Running an experiment
To run the experiment, click the Run tab, which brings up a panel that contains
a Start button (and little else); click it. A brief report is displayed when the oper-
ation is finished. The file Experiment1.csv contains the results. The first two lines
are shown in Figure 12.1(b): they are in CSV format and can be read directly
into a spreadsheet, the first part of which appears in Figure 12.1(c). Each row
represents 1 fold of a 10-fold cross-validation (see the Fold column). The cross-
validation is run 10 times (the Run column) for each classifier (the Scheme
column). Thus the file contains 100 rows for each classifier, which makes 300
rows in all (plus the header row). Each row contains plenty of information—46
columns, in fact—including the options supplied to the machine learning
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Dataset,Run,Fold,Scheme,Scheme_options,Scheme_version_ID,Date_time,Number
_of_training_instances,Number_of_testing_instances,Number_correct,Number_
incorrect,Number_unclassified,Percent_correct,Percent_incorrect,Percent_u
nclassified,Kappa_statistic,Mean_absolute_error,Root_mean_squared_error,R
elative_absolute_error,Root_relative_squared_error,SF_prior_entropy,SF_sc
heme_entropy,SF_entropy_gain,SF_mean_prior_entropy,SF_mean_scheme_entropy
,SF_mean_entropy_gain,KB_information,KB_mean_information,KB_relative_info
rmation,True_positive_rate,Num_true_positives,False_positive_rate,Num_fal
se_positives,True_negative_rate,Num_true_negatives,False_negative_rate,Nu
m_false_negatives,IR_precision,IR_recall,F_measure,Time_training,Time_tes
ting,Summary,measureTreeSize,measureNumLeaves,measureNumRules

iris,1,1,weka.classifiers.trees.J48,'-C 0.25 -M 2',-217733168393644444,2.
00405230549E7,135.0,15.0,14.0,1.0,0.0,93.33333333333333,6.666666666666667
,0.0,0.9,0.0450160137965016,0.1693176548766098,10.128603104212857,35.9176
98581356284,23.77443751081735,2.632715099281766,21.141722411535582,1.5849
625007211567,0.17551433995211774,1.4094481607690388,21.615653599867994,1.
4410435733245328,1363.79589990507,1.0,5.0,0.0,0.0,1.0,10.0,0.0,0.0,1.0,1.
0,1.0,0.0070,0.0,'Number of leaves: 4\nSize of the tree: 7\n',7.0,4.0,4.0

(b)

(c)

Figure 12.1 (continued)
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scheme; the number of training and test instances; the number (and percent-
age) of correct, incorrect, and unclassified instances; the mean absolute error,
root mean-squared error, and many more.

There is a great deal of information in the spreadsheet, but it is hard to digest.
In particular, it is not easy to answer the question posed previously: how does
J4.8 compare with the baseline methods OneR and ZeroR on this dataset? For
that we need the Analyze panel.

Analyzing the results
The reason that we generated the output in CSV format was to show the spread-
sheet in Figure 12.1(c). The Experimenter normally produces its output in ARFF
format. You can also leave the file name blank, in which case the Experimenter
stores the results in a temporary file.

The Analyze panel is shown in Figure 12.2. To analyze the experiment that has
just been performed, click the Experiment button at the right near the top;
otherwise, supply a file that contains the results of another experiment. Then
click Perform test (near the bottom on the left). The result of a statistical signifi-
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Figure 12.2 Statistical test results for the experiment in Figure 12.1.
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cance test of the performance of the first learning scheme (J48) versus that of the
other two (OneR and ZeroR) will be displayed in the large panel on the right.

We are comparing the percent correct statistic: this is selected by default as
the comparison field shown toward the left of Figure 12.2. The three methods
are displayed horizontally, numbered (1), (2), and (3), as the heading of a little
table. The labels for the columns are repeated at the bottom—trees.J48,
rules.OneR, and rules.ZeroR—in case there is insufficient space for them in the
heading. The inscrutable integers beside the scheme names identify which
version of the scheme is being used. They are present by default to avoid con-
fusion among results generated using different versions of the algorithms. The
value in parentheses at the beginning of the iris row (100) is the number of
experimental runs: 10 times 10-fold cross-validation.

The percentage correct for the three schemes is shown in Figure 12.2: 94.73%
for method 1, 93.53% for method 2, and 33.33% for method 3. The symbol
placed beside a result indicates that it is statistically better (v) or worse (*) than
the baseline scheme—in this case J4.8—at the specified significance level (0.05,
or 5%). The corrected resampled t-test from Section 5.5 (page 157) is used. Here,
method 3 is significantly worse than method 1, because its success rate is followed
by an asterisk. At the bottom of columns 2 and 3 are counts (x/y/z) of the number
of times the scheme was better than (x), the same as (y), or worse than (z) the
baseline scheme on the datasets used in the experiment. In this case there is only
one dataset; method 2 was equivalent to method 1 (the baseline) once, and
method 3 was worse than it once. (The annotation (v/ /*) is placed at the bottom
of column 1 to help you remember the meanings of the three counts x/y/z.)

12.2 Simple setup
In the Setup panel shown in Figure 12.1(a) we left most options at their default
values. The experiment is a 10-fold cross-validation repeated 10 times. You can
alter the number of folds in the box at center left and the number of repetitions
in the box at center right. The experiment type is classification; you can specify
regression instead. You can choose several datasets, in which case each algorithm
is applied to each dataset, and change the order of iteration using the Data sets
first and Algorithm first buttons. The alternative to cross-validation is the
holdout method. There are two variants, depending on whether the order of the
dataset is preserved or the data is randomized. You can specify the percentage
split (the default is two-thirds training set and one-third test set).

Experimental setups can be saved and reopened. You can make notes about
the setup by pressing the Notes button, which brings up an editor window.
Serious Weka users soon find the need to open up an experiment and rerun it
with some modifications—perhaps with a new dataset or a new learning 
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algorithm. It would be nice to avoid having to recalculate all the results that have
already been obtained! If the results have been placed in a database rather than
an ARFF or CSV file, this is exactly what happens. You can choose JDBC data-
base in the results destination selector and connect to any database that has a
JDBC driver. You need to specify the database’s URL and enter a username and
password. To make this work with your database you may need to modify the
weka/experiment/DatabaseUtils.props file in the Weka distribution. If you alter
an experiment that uses a database, Weka will reuse previously computed results
whenever they are available. This greatly simplifies the kind of iterative experi-
mentation that typically characterizes data mining research.

12.3 Advanced setup
The Experimenter has an advanced mode. Click near the top of the panel shown
in Figure 12.1(a) to obtain the more formidable version of the panel shown in
Figure 12.3. This enlarges the options available for controlling the experiment—
including, for example, the ability to generate learning curves. However, the
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Figure 12.3 Setting up an experiment in advanced mode.
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advanced mode is hard to use, and the simple version suffices for most pur-
poses. For example, in advanced mode you can set up an iteration to test 
an algorithm with a succession of different parameter values, but the same 
effect can be achieved in simple mode by putting the algorithm into the list
several times with different parameter values. Something you may need the
advanced mode for is to set up distributed experiments, which we describe in
Section 12.5.

12.4 The Analyze panel
Our walkthrough used the Analyze panel to perform a statistical significance test
of one learning scheme (J48) versus two others (OneR and ZeroR). The test was
on the error rate—the Comparison field in Figure 12.2. Other statistics can be
selected from the drop-down menu instead: percentage incorrect, percentage
unclassified, root mean-squared error, the remaining error measures from Table
5.8 (page 178), and various entropy figures. Moreover, you can see the standard
deviation of the attribute being evaluated by ticking the Show std deviations
checkbox.

Use the Select base menu to change the baseline scheme from J4.8 to one of
the other learning schemes. For example, selecting OneR causes the others to be
compared with this scheme. In fact, that would show that there is a statistically
significant difference between OneR and ZeroR but not between OneR and J48.
Apart from the learning schemes, there are two other choices in the Select base
menu: Summary and Ranking. The former compares each learning scheme with
every other scheme and prints a matrix whose cells contain the number of
datasets on which one is significantly better than the other. The latter ranks the
schemes according to the total number of datasets that represent wins (>) and
losses (<) and prints a league table. The first column in the output gives the dif-
ference between the number of wins and the number of losses.

The Row and Column fields determine the dimensions of the comparison
matrix. Clicking Select brings up a list of all the features that have been meas-
ured in the experiment—in other words, the column labels of the spreadsheet
in Figure 12.1(c). You can select which to use as the rows and columns of the
matrix. (The selection does not appear in the Select box because more than one
parameter can be chosen simultaneously.) Figure 12.4 shows which items are
selected for the rows and columns of Figure 12.2. The two lists show the exper-
imental parameters (the columns of the spreadsheet). Dataset is selected for the
rows (and there is only one in this case, the Iris dataset), and Scheme, Scheme
options, and Scheme_version_ID are selected for the column (the usual conven-
tion of shift-clicking selects multiple entries). All three can be seen in Figure
12.2—in fact, they are more easily legible in the key at the bottom.
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(a)

(c)

(b)

(d)

Figure 12.4 Rows and columns of Figure 12.2: (a) row field, (b) column field, (c) result
of swapping the row and column selections, and (d) substituting Run for Dataset as
rows.
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If the row and column selections were swapped and the Perform test button
were pressed again, the matrix would be transposed, giving the result in Figure
12.4(c). There are now three rows, one for each algorithm, and one column, for
the single dataset. If instead the row of Dataset were replaced by Run and the
test were performed again, the result would be as in Figure 12.4(d). Run refers
to the runs of the cross-validation, of which there are 10, so there are now 10
rows. The number in parentheses after each row label (100 in Figure 12.4(c) and
10 in Figure 12.4(d)) is the number of results corresponding to that row—in
other words, the number of measurements that participate in the averages dis-
played by the cells in that row. There is also a button that allows you to select a
subset of columns to display (the baseline column is always included), and
another that allows you to select the output format: plain text (default), output
for the LaTeX typesetting system, and CSV format.

12.5 Distributing processing over several machines
A remarkable feature of the Experimenter is that it can split up an experiment
and distribute it across several processors. This is for advanced Weka users and
is only available from the advanced version of the Setup panel. Some users avoid
working with this panel by setting the experiment up on the simple version and
switching to the advanced version to distribute it, because the experiment’s
structure is preserved when you switch. However, distributing an experiment is
an advanced feature and is often difficult. For example, file and directory per-
missions can be tricky to set up.

Distributing an experiment works best when the results are all sent to a
central database by selecting JDBC database as the results destination in the
panel shown in Figure 12.1(a). It uses the RMI facility, and works with any data-
base that has a JDBC driver. It has been tested on several freely available data-
bases. Alternatively, you could instruct each host to save its results to a different
ARFF file and merge the files afterwards.

To distribute an experiment, each host must (1) have Java installed, (2) have
access to whatever datasets you are using, and (3) be running the weka.experi-
ment.RemoteEngine experiment server. If results are sent to a central database,
the appropriate JDBC drivers must be installed on each host. Getting all this
right is the difficult part of running distributed experiments.

To initiate a remote engine experiment server on a host machine, first copy
remoteExperimentServer.jar from the Weka distribution to a directory on the
host. Unpack it with

jar xvf remoteExperimentServer.jar
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It expands to two files: remoteEngine.jar, an executable jar file that contains the
experiment server, and remote.policy.

The remote.policy file grants the remote engine permission to perform certain
operations, such as connecting to ports or accessing a directory. It needs to 
be edited to specify correct paths in some of the permissions; this is self-
explanatory when you examine the file. By default, it specifies that code can be
downloaded on HTTP port 80 from anywhere on the Web, but the remote
engines can also load code from a file URL instead. To arrange this, uncomment
the example and replace the pathname appropriately. The remote engines also
need to be able to access the datasets used in an experiment (see the first entry
in remote.policy). The paths to the datasets are specified in the Experimenter
(i.e., the client), and the same paths must be applicable in the context of the
remote engines. To facilitate this it may be necessary to specify relative path-
names by selecting the Use relative paths tick box shown in the Setup panel of
the Experimenter.

To start the remote engine server, type

java -classpath remoteEngine.jar:<path_to_any_jdbc_drivers>

-Djava.security.policy=remote.policy weka.experiment.RemoteEngine

from the directory containing remoteEngine.jar. If all goes well you will see this
message (or something like it):

Host name : ml.cs.waikato.ac.nz

RemoteEngine exception: Connection refused tohost:

ml.cs.waikato.ac.nz; nested exception is:

java.net.ConnectException: Connection refused

Attempting to start rmi registry...

RemoteEngine bound in RMI registry

Despite initial appearances, this is good news! The connection was refused
because no RMI registry was running on that server, and hence the remote
engine has started one. Repeat the process on all hosts. It does not make sense
to run more than one remote engine on a machine.

Start the Experimenter by typing

java -Djava.rmi.server.codebase=<URL_for_weka_code>

weka.gui.experiment.Experimenter

The URL specifies where the remote engines can find the code to be executed.
If the URL denotes a directory (i.e., one that contains the Weka directory) rather
than a jar file, it must end with path separator (e.g., /).

The Experimenter’s advanced Setup panel in Figure 12.3 contains a small
pane at center left that determines whether an experiment will be distributed
or not. This is normally inactive. To distribute the experiment click the check-

4 4 6 CHAPTER 12 | THE EXPERIMENTER

P088407-Ch012.qxd  4/30/05  11:02 AM  Page 446



box to activate the Hosts button; a window will pop up asking for the machines
over which to distribute the experiment. Host names should be fully qualified
(e.g., ml.cs.waikato.ac.nz).

Having entered the hosts, configure the rest of the experiment in the usual
way (better still, configure it before switching to the advanced setup mode).
When the experiment is started using the Run panel, the progress of the subex-
periments on the various hosts is displayed, along with any error messages.

Distributing an experiment involves splitting it into subexperiments that
RMI sends to the hosts for execution. By default, experiments are partitioned
by dataset, in which case there can be no more hosts than there are datasets.
Then each subexperiment is self-contained: it applies all schemes to a single
dataset. An experiment with only a few datasets can be partitioned by run
instead. For example, a 10 times 10-fold cross-validation would be split into 10
subexperiments, 1 per run.
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Lurking behind Weka’s interactive interfaces—the Explorer, the Knowledge
Flow, and the Experimenter—lies its basic functionality. This can be accessed in
raw form through a command-line interface. Select Simple CLI from the inter-
face choices at the bottom of Figure 10.3(a) to bring up a plain textual panel
with a line at the bottom on which you enter commands. Alternatively, use the
operating system’s command-line interface to run the classes in weka.jar
directly, in which case you must first set the CLASSPATH environment variable
as explained in Weka’s README file.

13.1 Getting started
At the beginning of Section 10.1 we used the Explorer to invoke the J4.8 learner
on the weather data. To do the same thing in the command-line interface, type

java weka.classifiers.trees.J48 -t data/weather.arff

c h a p t e r 13

The Command-line Interface
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into the line at the bottom of the text panel. This incantation calls the Java
virtual machine (in the Simple CLI, Java is already loaded) and instructs it to
execute J4.8. Weka is organized in packages that correspond to a directory hier-
archy. The program to be executed is called J48 and resides in the trees package,
which is a subpackage of classifiers, which is part of the overall weka package.
The next section gives more details of the package structure. The -t option
signals that the next argument is the name of the training file: we are assuming
that the weather data resides in a data subdirectory of the directory from 
which you fired up Weka. The result resembles the text shown in Figure 10.5.
In the Simple CLI it appears in the panel above the line where you typed the
command.

13.2 The structure of Weka
We have explained how to invoke filtering and learning schemes with the
Explorer and connect them together with the Knowledge Flow interface. To go
further, it is necessary to learn something about how Weka is put together.
Detailed, up-to-date information can be found in the online documentation
included in the distribution. This is more technical than the descriptions of the
learning and filtering schemes given by the More button in the Explorer and
Knowledge Flow’s object editors. It is generated directly from comments in the
source code using Sun’s Javadoc utility. To understand its structure, you need to
know how Java programs are organized.

Classes, instances, and packages
Every Java program is implemented as a class. In object-oriented programming,
a class is a collection of variables along with some methods that operate on them.
Together, they define the behavior of an object belonging to the class. An object
is simply an instantiation of the class that has values assigned to all the class’s
variables. In Java, an object is also called an instance of the class. Unfortunately,
this conflicts with the terminology used in this book, where the terms class and
instance appear in the quite different context of machine learning. From now
on, you will have to infer the intended meaning of these terms from their
context. This is not difficult—and sometimes we’ll use the word object instead
of Java’s instance to make things clear.

In Weka, the implementation of a particular learning algorithm is encapsu-
lated in a class. For example, the J48 class described previously builds a C4.5
decision tree. Each time the Java virtual machine executes J48, it creates an
instance of this class by allocating memory for building and storing a decision
tree classifier. The algorithm, the classifier it builds, and a procedure for out-
putting the classifier are all part of that instantiation of the J48 class.
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Larger programs are usually split into more than one class. The J48 class, for
example, does not actually contain any code for building a decision tree. It
includes references to instances of other classes that do most of the work. When
there are a lot of classes—as in Weka—they become difficult to comprehend
and navigate. Java allows classes to be organized into packages. A package is just
a directory containing a collection of related classes: for example, the trees
package mentioned previously contains the classes that implement decision
trees. Packages are organized in a hierarchy that corresponds to the directory
hierarchy: trees is a subpackage of the classifiers package, which is itself a sub-
package of the overall weka package.

When you consult the online documentation generated by Javadoc from your
Web browser, the first thing you see is an alphabetical list of all the packages in
Weka, as shown in Figure 13.1(a). Here we introduce a few of them in order of
importance.

The weka.core package
The core package is central to the Weka system, and its classes are accessed 
from almost every other class. You can determine what they are by clicking 
on the weka.core hyperlink, which brings up the Web page shown in Figure
13.1(b).

The Web page in Figure 13.1(b) is divided into two parts: the interface
summary and the class summary. The latter is a list of classes contained within
the package, and the former lists the interfaces it provides. An interface is similar
to a class, the only difference being that it doesn’t actually do anything by itself—
it is merely a list of methods without actual implementations. Other classes can
declare that they “implement” a particular interface and then provide code for
its methods. For example, the OptionHandler interface defines those methods
that are implemented by all classes that can process command-line options,
including all classifiers.

The key classes in the core package are Attribute, Instance, and Instances. An
object of class Attribute represents an attribute. It contains the attribute’s name,
its type, and, in the case of a nominal or string attribute, its possible values. An
object of class Instance contains the attribute values of a particular instance; and
an object of class Instances holds an ordered set of instances, in other words, a
dataset. You can learn more about these classes by clicking their hyperlinks; we
return to them in Chapter 14 when we show you how to invoke machine learn-
ing schemes from other Java code. However, you can use Weka from the
command line without knowing the details.

Clicking the Overview hyperlink in the upper left corner of any documenta-
tion page returns you to the listing of all the packages in Weka that is shown in
Figure 13.1(a).
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Figure 13.1 Using Javadoc: (a) the front page and (b) the weka.core package.
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The weka.classifiers package
The classifiers package contains implementations of most of the algorithms for
classification and numeric prediction described in this book. (Numeric predic-
tion is included in classifiers: it is interpreted as prediction of a continuous class.)
The most important class in this package is Classifier, which defines the general
structure of any scheme for classification or numeric prediction. Classifier con-
tains three methods, buildClassifier(), classifyInstance(), and distributionForIn-
stance(). In the terminology of object-oriented programming, the learning
algorithms are represented by subclasses of Classifier and therefore automati-
cally inherit these three methods. Every scheme redefines them according to how
it builds a classifier and how it classifies instances. This gives a uniform inter-
face for building and using classifiers from other Java code. Hence, for example,
the same evaluation module can be used to evaluate the performance of any
classifier in Weka.

To see an example, click on weka.classifiers.trees and then on DecisionStump,
which is a class for building a simple one-level binary decision tree (with an
extra branch for missing values). Its documentation page, shown in Figure 13.2,
shows the fully qualified name of this class, weka.classifiers.trees.DecisionStump,
near the top. You have to use this rather lengthy name whenever you build a
decision stump from the command line. The class name is sited in a small tree
structure showing the relevant part of the class hierarchy. As you can see, Deci-
sionStump is a subclass of weka.classifiers.Classifier, which is itself a subclass of
java.lang.Object. The Object class is the most general one in Java: all classes are
automatically subclasses of it.

After some generic information about the class—brief documentation, its
version, and its author—Figure 13.2 gives an index of the constructors and
methods of this class. A constructor is a special kind of method that is called
whenever an object of that class is created, usually initializing the variables that
collectively define its state. The index of methods lists the name of each one, the
type of parameters it takes, and a short description of its functionality. Beneath
those indices, the Web page gives more details about the constructors and
methods. We will return to these details later.

As you can see, DecisionStump overwrites the distributionForInstance()
method from Classifier: the default implementation of classifyInstance() in Clas-
sifier then uses this method to produce its classifications. In addition, it contains
the toString(), toSource(), and main() methods. The first returns a textual
description of the classifier, used whenever it is printed on the screen. The
second is used to obtain a source code representation of the learned classifier.
The third is called when you ask for a decision stump from the command line,
in other words, every time you enter a command beginning with

java weka.classifiers.trees.DecisionStump
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Figure 13.2 DecisionStump: A class of the weka.classifiers.trees package.
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The presence of a main() method in a class indicates that it can be run from the
command line and that all learning methods and filter algorithms implement
it.

Other packages
Several other packages listed in Figure 13.1(a) are worth mentioning: weka.asso-
ciations, weka.clusterers, weka.estimators, weka.filters, and weka.attributeSelec-
tion. The weka.associations package contains association rule learners. These
have been placed in a separate package because association rules are funda-
mentally different from classifiers. The weka.clusterers package contains
methods for unsupervised learning. The weka.estimators package contains sub-
classes of a generic Estimator class, which computes different types of proba-
bility distribution. These subclasses are used by the Naïve Bayes algorithm
(among others).

In the weka.filters package, the Filter class defines the general structure of
classes containing filter algorithms, which are all implemented as subclasses of
Filter. Like classifiers, filters can be used from the command line: we will see
how shortly. The weka.attributeSelection package contains several classes 
for attribute selection. These are used by the AttributeSelectionFilter in
weka.filters.supervised.attribute, but can also be invoked separately.

13.2 THE STRUCTURE OF WEKA 4 5 5

Figure 13.2 (continued)
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Javadoc indices
As mentioned previously, all classes are automatically subclasses of Object. To
examine the tree that corresponds to Weka’s hierarchy of classes, select the
Overview link from the top of any page of the online documentation. Click Tree
to display the overview as a tree that shows which classes are subclasses or super-
classes of a particular class—for example, which classes inherit from Classifier.

The online documentation contains an index of all publicly accessible vari-
ables (called fields) and methods in Weka—in other words, all fields and
methods that you can access from your own Java code. To view it, click Overview
and then Index.

Suppose you want to check which Weka classifiers and filters are capable of
operating incrementally. Searching for the word incremental in the index would
soon lead you to the keyword UpdateableClassifier. In fact, this is a Java inter-
face; interfaces are listed after the classes in the overview tree. You are looking
for all classes that implement this interface. Clicking any occurrence of it in the
documentation brings up a page that describes the interface and lists the clas-
sifiers that implement it. Finding the filters is a little trickier unless you know
the keyword StreamableFilter, which is the name of the interface that streams
data through a filter: again, its page lists the filters that implement it. You would
stumble across that keyword if you knew any example of a filter that could
operate incrementally.

13.3 Command-line options
In the preceding example, the -t option was used in the command line to com-
municate the name of the training file to the learning algorithm. There are many
other options that can be used with any learning scheme, and also scheme-
specific ones that apply only to particular schemes. If you invoke a scheme
without any command-line options at all, it displays the applicable options: first
the general options, then the scheme-specific ones. In the command-line inter-
face, type:

java weka.classifiers.trees.J48

You’ll see a list of the options common to all learning schemes, shown in Table
13.1, followed by those that apply only to J48, shown in Table 13.2. We will
explain the generic options and then briefly review the scheme-specific ones.

Generic options
The options in Table 13.1 determine which data is used for training and testing,
how the classifier is evaluated, and what kind of statistics are displayed. For
example, the -T option is used to provide the name of the test file when evalu-
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ating a learning scheme on an independent test set. By default the class is the
last attribute in an ARFF file, but you can declare another one to be the class
using -c followed by the position of the desired attribute, 1 for the first, 2 for
the second, and so on. When cross-validation is performed (the default if a test
file is not provided), the data is randomly shuffled first. To repeat the cross-
validation several times, each time reshuffling the data in a different way, set the
random number seed with -s (default value 1). With a large dataset you may
want to reduce the number of folds for the cross-validation from the default
value of 10 using -x.

In the Explorer, cost-sensitive evaluation is invoked as described in Section
10.1. To achieve the same effect from the command line, use the -m option to
provide the name of a file containing the cost matrix. Here is a cost matrix for
the weather data:

2 2 % Number of rows and columns in the matrix

0 10 % If true class yes and prediction no, penalty is 10

1 0 % If true class no and prediction yes, penalty is 1

The first line gives the number of rows and columns, that is, the number of class
values. Then comes the matrix of penalties. Comments introduced by % can be
appended to the end of any line.

It is also possible to save and load models. If you provide the name of an
output file using -d, Weka saves the classifier generated from the training data.

13.3 COMMAND-LINE OPTIONS 4 5 7

Table 13.1 Generic options for learning schemes in Weka.

Option Function

-t <training file> Specify training file
-T <test file> Specify test file; if none, a cross-validation is performed on the training 

data
-c <class index> Specify index of class attribute
-s <random number seed> Specify random number seed for cross-validation
-x <number of folds> Specify number of folds for cross-validation
-m <cost matrix file> Specify file containing cost matrix
-d <output file> Specify output file for model
-l <input file> Specify input file for model
-o Output statistics only, not the classifier
-i Output information retrieval statistics for two-class problems
-k Output information-theoretical statistics
-p <attribute range> Output predictions for test instances
-v Output no statistics for training data
-r Output cumulative margin distribution
-z <class name> Output source representation of classifier
-g Output graph representation of classifier
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To evaluate the same classifier on a new batch of test data, you load it back using
-l instead of rebuilding it. If the classifier can be updated incrementally, you
can provide both a training file and an input file, and Weka will load the clas-
sifier and update it with the given training instances.

If you wish only to assess the performance of a learning scheme, use -o to
suppress output of the model. Use -i to see the performance measures of pre-
cision, recall, and F-measure (Section 5.7). Use -k to compute information-
theoretical measures from the probabilities derived by a learning scheme
(Section 5.6).

Weka users often want to know which class values the learning scheme actu-
ally predicts for each test instance. The -p option prints each test instance’s
number, its class, the confidence of the scheme’s prediction, and the predicted
class value. It also outputs attribute values for each instance and must be fol-
lowed by a specification of the range (e.g., 1–2)—use 0 if you don’t want any
attribute values. You can also output the cumulative margin distribution for the
training data, which shows how the distribution of the margin measure (Section
7.5, page 324) changes with the number of boosting iterations. Finally, you can
output the classifier’s source representation, and a graphical representation if
the classifier can produce one.

Scheme-specific options
Table 13.2 shows the options specific to J4.8. You can force the algorithm to use
the unpruned tree instead of the pruned one. You can suppress subtree raising,
which increases efficiency. You can set the confidence threshold for pruning and
the minimum number of instances permissible at any leaf—both parameters
were described in Section 6.1 (page 199). As well as C4.5’s standard pruning
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Table 13.2 Scheme-specific options for the J4.8 decision tree learner.

Option Function

-U Use unpruned tree
-C <pruning confidence> Specify confidence threshold for pruning
-M <number of instances> Specify minimum number of instances in any leaf
-R Use reduced-error pruning
-N <number of folds> Specify number of folds for reduced-error pruning; use one fold as 

pruning set
-B Use binary splits only
-S Don’t perform subtree raising
-L Retain instance information
-A Smooth the probability estimates using Laplace smoothing
-Q Seed for shuffling data
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procedure, reduced-error pruning (Section 6.2, pages 202–203) can be per-
formed. The -N option governs the size of the holdout set: the dataset is divided
equally into that number of parts and the last is held out (default value 3). You
can smooth the probability estimates using the Laplace technique, set the
random number seed for shuffling the data when selecting a pruning set, and
store the instance information for future visualization. Finally, to build a binary
tree instead of one with multiway branches for nominal attributes, use -B.

13.3 COMMAND-LINE OPTIONS 4 5 9
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When invoking learning schemes from the graphical user interfaces or the
command line, there is no need to know anything about programming in Java.
In this section we show how to access these algorithms from your own code. In
doing so, the advantages of using an object-oriented programming language will
become clear. From now on, we assume that you have at least some rudimen-
tary knowledge of Java. In most practical applications of data mining the learn-
ing component is an integrated part of a far larger software environment. If the
environment is written in Java, you can use Weka to solve the learning problem
without writing any machine learning code yourself.

14.1 A simple data mining application
We present a simple data mining application for learning a model that classi-
fies text files into two categories, hit and miss. The application works for arbi-
trary documents: We refer to them as messages. The implementation uses the

c h a p t e r 14
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StringToWordVector filter mentioned in Section 10.3 (page 399) to convert the
messages into attribute vectors in the manner described in Section 7.3. We
assume that the program is called every time a new file is to be processed. If the
Weka user provides a class label for the file, the system uses it for training; if
not, it classifies it. The decision tree classifier J48 is used to do the work.

14.2 Going through the code
Figure 14.1 shows the source code for the application program, implemented in
a class called MessageClassifier. The command-line arguments that the main()
method accepts are the name of a text file (given by -m), the name of a file
holding an object of class MessageClassifier (-t), and, optionally, the classifica-
tion of the message in the file (-c). If the user provides a classification, the
message will be converted into an example for training; if not, the Message-
Classifier object will be used to classify it as hit or miss.

main()
The main() method reads the message into a Java StringBuffer and checks
whether the user has provided a classification for it. Then it reads a Message-
Classifier object from the file given by -t and creates a new object of class 
MessageClassifier if this file does not exist. In either case the resulting object is
called messageCl. After checking for illegal command-line options, the program
calls the method updateData() to update the training data stored in messageCl
if a classification has been provided; otherwise, it calls classifyMessage() to clas-
sify it. Finally, the messageCl object is saved back into the file, because 
it may have changed. In the following sections, we first describe how a new 
MessageClassifier object is created by the constructor MessageClassifier() and
then explain how the two methods updateData() and classifyMessage() work.

MessageClassifier()
Each time a new MessageClassifier is created, objects for holding the filter and
classifier are generated automatically. The only nontrivial part of the process is
creating a dataset, which is done by the constructor MessageClassifier(). First the
dataset’s name is stored as a string. Then an Attribute object is created for each
attribute, one to hold the string corresponding to a text message and the other
for its class. These objects are stored in a dynamic array of type FastVector.
(FastVector is Weka’s own implementation of the standard Java Vector class and
is used throughout Weka for historical reasons.)

Attributes are created by invoking one of the constructors in the class
Attribute. This class has a constructor that takes one parameter—the attribute’s
name—and creates a numeric attribute. However, the constructor we use here
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/**

 * Java program for classifying text messages into two classes.

 */

import weka.core.Attribute;

import weka.core.Instance;

import weka.core.Instances;

import weka.core.FastVector;

import weka.core.Utils;

import weka.classifiers.Classifier;

import weka.classifiers.trees.J48;

import weka.filters.Filter;

import weka.filters.unsupervised.attribute.StringToWordVector;

import java.io.*;

public class MessageClassifier implements Serializable { 

  /* The training data gathered so far. */

  private Instances m_Data = null;

  /* The filter used to generate the word counts. */

  private StringToWordVector m_Filter = new StringToWordVector();

  /* The actual classifier. */

  private Classifier m_Classifier = new J48();

  /* Whether the model is up to date. */

  private boolean m_UpToDate;

  /**

   * Constructs empty training dataset.

   */

  public MessageClassifier() throws Exception { 

    String nameOfDataset = "MessageClassificationProblem";

    // Create vector of attributes.

    FastVector attributes = new FastVector(2);

    // Add attribute for holding messages.

    attributes.addElement(new Attribute("Message", (FastVector)null));

Figure 14.1 Source code for the message classifier.
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    // Add class attribute.

    FastVector classValues = new FastVector(2);

    classValues.addElement("miss");

    classValues.addElement("hit");

    attributes.addElement(new Attribute("Class", classValues));

    // Create dataset with initial capacity of 100, and set index of class.

    m_Data = new Instances(nameOfDataset, attributes, 100);

    m_Data.setClassIndex(m_Data.numAttributes() - 1);

  } 

  /**

   * Updates data using the given training message.

   */

  public void updateData(String message, String classValue) throws Exception { 

    // Make message into instance.

    Instance instance = makeInstance(message, m_Data);

    // Set class value for instance.

    instance.setClassValue(classValue);

    // Add instance to training data.

    m_Data.add(instance);

    m_UpToDate = false;

  } 

  /**

   * Classifies a given message.

   */

  public void classifyMessage(String message) throws Exception { 

    // Check whether classifier has been built.

    if (m_Data.numInstances() == 0) { 

      throw new Exception("No classifier available.");

    } 

    // Check whether classifier and filter are up to date.

    if (!m_UpToDate) { 

Figure 14.1 (continued)
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      // Initialize filter and tell it about the input format.

      m_Filter.setInputFormat(m_Data);

      // Generate word counts from the training data.

      Instances filteredData  = Filter.useFilter(m_Data, m_Filter);

      // Rebuild classifier.

      m_Classifier.buildClassifier(filteredData);

      m_UpToDate = true;

    } 

    // Make separate little test set so that message

    // does not get added to string attribute in m_Data.

    Instances testset = m_Data.stringFreeStructure();

    // Make message into test instance.

    Instance instance = makeInstance(message, testset);

    // Filter instance.

    m_Filter.input(instance);

    Instance filteredInstance = m_Filter.output();

    // Get index of predicted class value.

    double predicted = m_Classifier.classifyInstance(filteredInstance);

    // Output class value.

    System.err.println("Message classified as : " + 

                      m_Data.classAttribute().value((int)predicted));

  } 

  /**

   * Method that converts a text message into an instance.

   */

  private Instance makeInstance(String text, Instances data) { 

    // Create instance of length two.

    Instance instance = new Instance(2);

    // Set value for message attribute

    Attribute messageAtt = data.attribute("Message");

    instance.setValue(messageAtt, messageAtt.addStringValue(text));

Figure 14.1 (continued)
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    // Give instance access to attribute information from the dataset.

    instance.setDataset(data);

    return instance;

  } 

  /**

   * Main method.

   */

  public static void main(String[] options) { 

    try { 

      // Read message file into string.

      String messageName = Utils.getOption('m', options);

      if (messageName.length() == 0) { 

        throw new Exception("Must provide name of message file.");

      } 

      FileReader m = new FileReader(messageName);

      StringBuffer message = new StringBuffer(); int l;

      while ((l = m.read()) != -1) { 

        message.append((char)l);

      } 

      m.close();

      // Check if class value is given.

      String classValue = Utils.getOption('c', options);

      // If model file exists, read it, otherwise create new one.

      String modelName = Utils.getOption('o', options);

      if (modelName.length() == 0) { 

        throw new Exception("Must provide name of model file.");

      } 

      MessageClassifier messageCl;

      try { 

        ObjectInputStream modelInObjectFile = 

          new ObjectInputStream(new FileInputStream(modelName));

        messageCl = (MessageClassifier) modelInObjectFile.readObject();

        modelInObjectFile.close();

      } catch (FileNotFoundException e) { 

        messageCl = new MessageClassifier();

Figure 14.1 (continued)
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      } 

      // Check if there are any options left

      Utils.checkForRemainingOptions(options);

      // Process message.

      if (classValue.length() != 0) { 

        messageCl.updateData(message.toString(), classValue);

      } else { 

        messageCl.classifyMessage(message.toString());

      } 

      // Save message classifier object.

      ObjectOutputStream modelOutObjectFile = 

        new ObjectOutputStream(new FileOutputStream(modelName));

      modelOutObjectFile.writeObject(messageCl);

      modelOutObjectFile.close();

    } catch (Exception e) { 

      e.printStackTrace();

    } 

  } 

} 

Figure 14.1 (continued)

takes two parameters: the attribute’s name and a reference to a FastVector. If this
reference is null, as in the first application of this constructor in our program,
Weka creates an attribute of type string. Otherwise, a nominal attribute is
created. In that case it is assumed that the FastVector holds the attribute values
as strings. This is how we create a class attribute with two values hit and miss:
by passing the attribute’s name (class) and its values—stored in a FastVector—
to Attribute().

To create a dataset from this attribute information, MessageClassifier() must
create an object of the class Instances from the core package. The constructor 
of Instances used by MessageClassifier() takes three arguments: the dataset’s
name, a FastVector containing the attributes, and an integer indicating the
dataset’s initial capacity. We set the initial capacity to 100; it is expanded auto-
matically if more instances are added. After constructing the dataset, Message-
Classifier() sets the index of the class attribute to be the index of the last
attribute.
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updateData()
Now that you know how to create an empty dataset, consider how the Mes-
sageClassifier object actually incorporates a new training message. The method
updateData() does this job. It first converts the given message into a training
instance by calling makeInstance(), which begins by creating an object of class
Instance that corresponds to an instance with two attributes. The constructor of
the Instance object sets all the instance’s values to be missing and its weight to
1. The next step in makeInstance() is to set the value of the string attribute
holding the text of the message. This is done by applying the setValue() method
of the Instance object, providing it with the attribute whose value needs to be
changed, and a second parameter that corresponds to the new value’s index in
the definition of the string attribute. This index is returned by the addString-
Value() method, which adds the message text as a new value to the string attrib-
ute and returns the position of this new value in the definition of the string
attribute.

Internally, an Instance stores all attribute values as double-precision floating-
point numbers regardless of the type of the corresponding attribute. In the case
of nominal and string attributes this is done by storing the index of the corre-
sponding attribute value in the definition of the attribute. For example, the first
value of a nominal attribute is represented by 0.0, the second by 1.0, and so on.
The same method is used for string attributes: addStringValue() returns the index
corresponding to the value that is added to the definition of the attribute.

Once the value for the string attribute has been set, makeInstance() gives the
newly created instance access to the data’s attribute information by passing it a
reference to the dataset. In Weka, an Instance object does not store the type of
each attribute explicitly; instead, it stores a reference to a dataset with the 
corresponding attribute information.

Returning to updateData(), once the new instance has been returned from
makeInstance() its class value is set and it is added to the training data. We also
initialize m_UpToDate, a flag indicating that the training data has changed and
the predictive model is hence not up to date.

classifyMessage()
Now let’s examine how MessageClassifier processes a message whose class label
is unknown. The classifyMessage() method first checks whether a classifier has
been built by determining whether any training instances are available. It then
checks whether the classifier is up to date. If not (because the training data has
changed) it must be rebuilt. However, before doing so the data must be con-
verted into a format appropriate for learning using the StringToWordVector filter.
First, we tell the filter the format of the input data by passing it a reference to
the input dataset using setInputFormat(). Every time this method is called, the
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filter is initialized—that is, all its internal settings are reset. In the next step, the
data is transformed by useFilter(). This generic method from the Filter class
applies a filter to a dataset. In this case, because StringToWordVector has just been
initialized, it computes a dictionary from the training dataset and then uses it
to form word vectors. After returning from useFilter(), all the filter’s internal set-
tings are fixed until it is initialized by another call of inputFormat(). This makes
it possible to filter a test instance without updating the filter’s internal settings
(in this case, the dictionary).

Once the data has been filtered, the program rebuilds the classifier—in our
case a J4.8 decision tree—by passing the training data to its buildClassifier()
method and sets m_UpToDate to true. It is an important convention in Weka
that the buildClassifier() method completely initializes the model’s internal set-
tings before generating a new classifier. Hence we do not need to construct a
new J48 object before we call buildClassifier().

Having ensured that the model stored in m_Classifier is current, we proceed
to classify the message. Before makeInstance() is called to create an Instance
object from it, a new Instances object is created to hold the new instance and
passed as an argument to makeInstance(). This is done so that makeInstance()
does not add the text of the message to the definition of the string attribute in
m_Data. Otherwise, the size of the m_Data object would grow every time a new
message was classified, which is clearly not desirable—it should only grow when
training instances are added. Hence a temporary Instances object is created and
discarded once the instance has been processed. This object is obtained using
the method stringFreeStructure(), which returns a copy of m_Data with an
empty string attribute. Only then is makeInstance() called to create the new
instance.

The test instance must also be processed by the StringToWordVector filter
before being classified. This is easy: the input() method enters the instance into
the filter object, and the transformed instance is obtained by calling output().
Then a prediction is produced by passing the instance to the classifier’s classi-
fyInstance() method. As you can see, the prediction is coded as a double value.
This allows Weka’s evaluation module to treat models for categorical and
numeric prediction similarly. In the case of categorical prediction, as in this
example, the double variable holds the index of the predicted class value. To
output the string corresponding to this class value, the program calls the value()
method of the dataset’s class attribute.

There is at least one way in which our implementation could be improved.
The classifier and the StringToWordVector filter could be combined using the 
FilteredClassifier metalearner described in Section 10.3 (page 401). This classi-
fier would then be able to deal with string attributes directly, without explicitly
calling the filter to transform the data. We didn’t do this because we wanted to
demonstrate how filters can be used programmatically.

14.2 GOING THROUGH THE CODE 4 6 9
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Suppose you need to implement a special-purpose learning algorithm that is
not included in Weka. Or suppose you are engaged in machine learning research
and want to investigate a new learning scheme. Or suppose you just want to
learn more about the inner workings of an induction algorithm by actually pro-
gramming it yourself. This section uses a simple example to show how to make
full use of Weka’s class hierarchy when writing classifiers.

Weka includes the elementary learning schemes listed in Table 15.1, mainly
for educational purposes. None take any scheme-specific command-line
options. They are all useful for understanding the inner workings of a classifier.
As an example, we describe the weka.classifiers.trees.Id3 scheme, which imple-
ments the ID3 decision tree learner from Section 4.3.

15.1 An example classifier
Figure 15.1 gives the source code of weka.classifiers.trees.Id3, which, as you can
see from the code, extends the Classifier class. Every classifier in Weka does so,
whether it predicts a nominal class or a numeric one.

c h a p t e r 15
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The first method in weka.classifiers.trees.Id3 is globalInfo(): we mention 
it here before moving on to the more interesting parts. It simply returns a 
string that is displayed in Weka’s graphical user interfaces when this scheme is
selected.

buildClassifier()
The buildClassifier() method constructs a classifier from a training dataset. In
this case it first checks the data for a nonnominal class, missing attribute value,
or any attribute that is not nominal, because the ID3 algorithm cannot handle
these. It then makes a copy of the training set (to avoid changing the original
data) and calls a method from weka.core.Instances to delete all instances with
missing class values, because these instances are useless in the training process.
Finally, it calls makeTree(), which actually builds the decision tree by recursively
generating all subtrees attached to the root node.

makeTree()
The first step in makeTree() is to check whether the dataset is empty. If it is, a
leaf is created by setting m_Attribute to null. The class value m_ClassValue
assigned to this leaf is set to be missing, and the estimated probability for each
of the dataset’s classes in m_Distribution is initialized to 0. If training instances
are present, makeTree() finds the attribute that yields the greatest information
gain for them. It first creates a Java enumeration of the dataset’s attributes. If the
index of the class attribute is set—as it will be for this dataset—the class is auto-
matically excluded from the enumeration.

Inside the enumeration, each attribute’s information gain is computed by
computeInfoGain() and stored in an array. We will return to this method later.
The index() method from weka.core.Attribute returns the attribute’s index in the
dataset, which is used to index the array. Once the enumeration is complete, the
attribute with the greatest information gain is stored in the instance variable
m_Attribute. The maxIndex() method from weka.core.Utils returns the index of
the greatest value in an array of integers or doubles. (If there is more than one
element with the maximum value, the first is returned.) The index of this attrib-
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Table 15.1 Simple learning schemes in Weka.

Scheme Description Book section

weka.classifiers.bayes.NaiveBayesSimple Probabilistic learner 4.2
weka.classifiers.trees.Id3 Decision tree learner 4.3
weka.classifiers.rules.Prism Rule learner 4.4
weka.classifiers.lazy.IB1 Instance-based learner 4.7
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package weka.classifiers.trees;

import weka.classifiers.*;

import weka.core.*;

import java.io.*;

import java.util.*;

/**

 * Class implementing an Id3 decision tree classifier.

 */

public class Id3 extends Classifier { 

  /** The node's successors. */ 

  private Id3[] m_Successors;

  /** Attribute used for splitting. */

  private Attribute m_Attribute;

  /** Class value if node is leaf. */

  private double m_ClassValue;

  /** Class distribution if node is leaf. */

  private double[] m_Distribution;

  /** Class attribute of dataset. */

  private Attribute m_ClassAttribute;

  /**

   * Returns a string describing the classifier.

   * @return a description suitable for the GUI.

   */

  public String globalInfo() { 

    return  "Class for constructing an unpruned decision tree based on the ID3 " 

      + "algorithm. Can only deal with nominal attributes. No missing values " 

      + "allowed. Empty leaves may result in unclassified instances. For more " 

      + "information see: \n\n"

      + " R. Quinlan (1986). \"Induction of decision " 

      + "trees\". Machine Learning. Vol.1, No.1, pp. 81-106";

  } 

Figure 15.1 Source code for the ID3 decision tree learner.
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  /**

   * Builds Id3 decision tree classifier.

   * 

   * @param data the training data

   * @exception Exception if classifier can't be built successfully

   */

  public void buildClassifier(Instances data) throws Exception { 

    if (!data.classAttribute().isNominal()) { 

      throw new UnsupportedClassTypeException("Id3: nominal class, please.");

    } 

    Enumeration enumAtt = data.enumerateAttributes();

    while (enumAtt.hasMoreElements()) { 

      if (!((Attribute) enumAtt.nextElement()).isNominal()) { 

        throw new UnsupportedAttributeTypeException("Id3: only nominal " + 

                                                    "attributes, please.");

      } 

    } 

    Enumeration enum = data.enumerateInstances();

    while (enum.hasMoreElements()) { 

      if (((Instance) enum.nextElement()).hasMissingValue()) { 

        throw new NoSupportForMissingValuesException("Id3: no missing values, " 

                                                     + "please.");

      } 

    } 

    data = new Instances(data);

    data.deleteWithMissingClass(); 

    makeTree(data);

  } 

  /**

   * Method for building an Id3 tree.

   * 

   * @param data the training data

   * @exception Exception if decision tree can't be built successfully

   */

  private void makeTree(Instances data) throws Exception { 

    // Check if no instances have reached this node.

    if (data.numInstances() == 0) { 

      m_Attribute = null;
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      m_ClassValue = Instance.missingValue();

      m_Distribution = new double[data.numClasses()];

      return;

    } 

    // Compute attribute with maximum information gain.

    double[] infoGains = new double[data.numAttributes()];

    Enumeration attEnum = data.enumerateAttributes();

    while (attEnum.hasMoreElements()) { 

      Attribute att = (Attribute) attEnum.nextElement();

      infoGains[att.index()] = computeInfoGain(data, att);

    } 

    m_Attribute = data.attribute(Utils.maxIndex(infoGains));

    // Make leaf if information gain is zero. 

    // Otherwise create successors.

    if (Utils.eq(infoGains[m_Attribute.index()], 0)) { 

      m_Attribute = null;

      m_Distribution = new double[data.numClasses()];

      Enumeration instEnum = data.enumerateInstances();

      while (instEnum.hasMoreElements()) { 

        Instance inst = (Instance) instEnum.nextElement();

        m_Distribution[(int) inst.classValue()]++;

      } 

      Utils.normalize(m_Distribution);

      m_ClassValue = Utils.maxIndex(m_Distribution);

      m_ClassAttribute = data.classAttribute();

    } else { 

      Instances[] splitData = splitData(data, m_Attribute);

      m_Successors = new Id3[m_Attribute.numValues()];

      for (int j = 0; j < m_Attribute.numValues(); j++) { 

        m_Successors[j] = new Id3();

        m_Successors[j].makeTree(splitData[j]);

      } 

    } 

  } 

  /**

   * Classifies a given test instance using the decision tree.

   * 

   * @param instance the instance to be classified

Figure 15.1 (continued)
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    if (instance.hasMissingValue()) { 

      throw new NoSupportForMissingValuesException("Id3: no missing values, " 

                                                   + "please.");

    } 

    if (m_Attribute == null) { 

      return m_ClassValue;

    } else { 

      return m_Successors[(int) instance.value(m_Attribute)].

        classifyInstance(instance);

    } 

  } 

  /**

   * Computes class distribution for instance using decision tree.

   * 

   * @param instance the instance for which distribution is to be computed

   * @return the class distribution for the given instance

   */

  public double[] distributionForInstance(Instance instance) 

    throws NoSupportForMissingValuesException { 

    if (instance.hasMissingValue()) { 

      throw new NoSupportForMissingValuesException("Id3: no missing values, " 

                                                   + "please.");

    } 

    if (m_Attribute == null) { 

      return m_Distribution;

    } else { 

      return m_Successors[(int) instance.value(m_Attribute)].

        distributionForInstance(instance);

    } 

  } 

   * @return the classification

   */

  public double classifyInstance(Instance instance) 

    throws NoSupportForMissingValuesException { 

  /**

   * Prints the decision tree using the private toString method from below.

   * 

Figure 15.1 (continued)
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   * @return a textual description of the classifier

   */

  public String toString() { 

    if ((m_Distribution == null) && (m_Successors == null)) { 

      return "Id3: No model built yet.";

    } 

    return "Id3\n\n" + toString(0);

  } 

  /**

   * Computes information gain for an attribute.

   * 

   * @param data the data for which info gain is to be computed

   * @param att the attribute

   * @return the information gain for the given attribute and data

   */

  private double computeInfoGain(Instances data, Attribute att) 

    throws Exception { 

    double infoGain = computeEntropy(data);

    Instances[] splitData = splitData(data, att);

    for (int j = 0; j < att.numValues(); j++) { 

      if (splitData[j].numInstances() > 0) { 

        infoGain -= ((double) splitData[j].numInstances() / 

                     (double) data.numInstances()) * 

          computeEntropy(splitData[j]);

      } 

    } 

    return infoGain;

  } 

  /**

   * Computes the entropy of a dataset.

   * 

   * @param data the data for which entropy is to be computed

   * @return the entropy of the data's class distribution

   */

  private double computeEntropy(Instances data) throws Exception { 

    double [] classCounts = new double[data.numClasses()];

Figure 15.1 (continued)
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    Enumeration instEnum = data.enumerateInstances();

    while (instEnum.hasMoreElements()) { 

      Instance inst = (Instance) instEnum.nextElement();

      classCounts[(int) inst.classValue()]++;

    } 

    double entropy = 0;

    for (int j = 0; j < data.numClasses(); j++) { 

      if (classCounts[j] > 0) { 

        entropy -= classCounts[j] * Utils.log2(classCounts[j]);

      } 

    } 

    entropy /= (double) data.numInstances();

    return entropy + Utils.log2(data.numInstances());

  } 

  /**

   * Splits a dataset according to the values of a nominal attribute.

   * 

   * @param data the data which is to be split

   * @param att the attribute to be used for splitting

   * @return the sets of instances produced by the split

   */

  private Instances[] splitData(Instances data, Attribute att) { 

    Instances[] splitData = new Instances[att.numValues()];

    for (int j = 0; j < att.numValues(); j++) { 

      splitData[j] = new Instances(data, data.numInstances());

    } 

    Enumeration instEnum = data.enumerateInstances();

    while (instEnum.hasMoreElements()) { 

      Instance inst = (Instance) instEnum.nextElement();

      splitData[(int) inst.value(att)].add(inst);

    } 

    for (int i = 0; i < splitData.length; i++) { 

      splitData[i].compactify();

    } 

    return splitData;

  } 

  /**

   * Outputs a tree at a certain level. 
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   * 

   * @param level the level at which the tree is to be printed

   */

  private String toString(int level) { 

    StringBuffer text = new StringBuffer();

    if (m_Attribute == null) { 

      if (Instance.isMissingValue(m_ClassValue)) { 

        text.append(": null");

      } else { 

        text.append(": " + m_ClassAttribute.value((int) m_ClassValue));

      } 

    } else { 

      for (int j = 0; j < m_Attribute.numValues(); j++) { 

        text.append("\n");

        for (int i = 0; i < level; i++) { 

          text.append("|  ");

        } 

        text.append(m_Attribute.name() + " = " + m_Attribute.value(j));

        text.append(m_Successors[j].toString(level + 1));

      } 

    } 

    return text.toString();

  } 

  /**

   * Main method.

   * 

   * @param args the options for the classifier

   */

  public static void main(String[] args) { 

    try { 

      System.out.println(Evaluation.evaluateModel(new Id3(), args));

    } catch (Exception e) { 

      System.err.println(e.getMessage());

    } 

  } 

} 

Figure 15.1 (continued)
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ute is passed to the attribute() method from weka.core.Instances, which returns
the corresponding attribute.

You might wonder what happens to the array field corresponding to the class
attribute. We need not worry about this because Java automatically initializes
all elements in an array of numbers to zero, and the information gain is always
greater than or equal to zero. If the maximum information gain is zero, make-
Tree() creates a leaf. In that case m_Attribute is set to null, and makeTree() com-
putes both the distribution of class probabilities and the class with greatest
probability. (The normalize() method from weka.core.Utils normalizes an array
of doubles to sum to one.)

When it makes a leaf with a class value assigned to it, makeTree() stores the
class attribute in m_ClassAttribute. This is because the method that outputs the
decision tree needs to access this to print the class label.

If an attribute with nonzero information gain is found, makeTree() splits the
dataset according to the attribute’s values and recursively builds subtrees for
each of the new datasets. To make the split it calls the method splitData(). This
creates as many empty datasets as there are attribute values, stores them in an
array (setting the initial capacity of each dataset to the number of instances in
the original dataset), and then iterates through all instances in the original
dataset, and allocates them to the new dataset that corresponds to the attribute’s
value. It then reduces memory requirements by compacting the Instances
objects. Returning to makeTree(), the resulting array of datasets is used for
building subtrees. The method creates an array of Id3 objects, one for each
attribute value, and calls makeTree() on each one by passing it the correspon-
ding dataset.

computeInfoGain()
Returning to computeInfoGain(), the information gain associated with an attrib-
ute and a dataset is calculated using a straightforward implementation of the
formula in Section 4.3 (page 102). First, the entropy of the dataset is computed.
Then, splitData() is used to divide it into subsets, and computeEntropy() is called
on each one. Finally, the difference between the former entropy and the
weighted sum of the latter ones—the information gain—is returned. The
method computeEntropy() uses the log2() method from weka.core.Utils to obtain
the logarithm (to base 2) of a number.

classifyInstance()
Having seen how ID3 constructs a decision tree, we now examine how it uses
the tree structure to predict class values and probabilities. Every classifier must
implement the classifyInstance() method or the distributionForInstance()
method (or both). The Classifier superclass contains default implementations
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for both methods. The default implementation of classifyInstance() calls distri-
butionForInstance(). If the class is nominal, it predicts the class with maximum
probability, or a missing value if all probabilities returned by distributionForIn-
stance() are zero. If the class is numeric, distributionForInstance() must return a
single-element array that holds the numeric prediction, and this is what classi-
fyInstance() extracts and returns. Conversely, the default implementation of dis-
tributionForInstance() wraps the prediction obtained from classifyInstance() into
a single-element array. If the class is nominal, distributionForInstance() assigns
a probability of one to the class predicted by classifyInstance() and a probabil-
ity of zero to the others. If classifyInstance() returns a missing value, then all
probabilities are set to zero. To give you a better feeling for just what these
methods do, the weka.classifiers.trees.Id3 class overrides them both.

Let’s look first at classifyInstance(), which predicts a class value for a given
instance. As mentioned in the previous section, nominal class values, like
nominal attribute values, are coded and stored in double variables, representing
the index of the value’s name in the attribute declaration. This is used in favor
of a more elegant object-oriented approach to increase speed of execution. In
the implementation of ID3, classifyInstance() first checks whether there are
missing values in the instance to be classified; if so, it throws an exception.
Otherwise, it descends the tree recursively, guided by the instance’s attribute
values, until a leaf is reached. Then it returns the class value m_ClassValue stored
at the leaf. Note that this might be a missing value, in which case the instance
is left unclassified. The method distributionForInstance() works in exactly the
same way, returning the probability distribution stored in m_Distribution.

Most machine learning models, and in particular decision trees, serve as a
more or less comprehensible explanation of the structure found in the data.
Accordingly, each of Weka’s classifiers, like many other Java objects, implements
a toString() method that produces a textual representation of itself in the form
of a String variable. ID3’s toString() method outputs a decision tree in roughly
the same format as J4.8 (Figure 10.5). It recursively prints the tree structure into
a String variable by accessing the attribute information stored at the nodes. To
obtain each attribute’s name and values, it uses the name() and value() methods
from weka.core.Attribute. Empty leaves without a class value are indicated by the
string null.

main()
The only method in weka.classifiers.trees.Id3 that hasn’t been described is
main(), which is called whenever the class is executed from the command line.
As you can see, it’s simple: it basically just tells Weka’s Evaluation class to eval-
uate Id3 with the given command-line options and prints the resulting string.
The one-line expression that does this is enclosed in a try–catch statement,
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which catches the various exceptions that can be thrown by Weka’s routines or
other Java methods.

The evaluation() method in weka.classifiers.Evaluation interprets the generic
scheme-independent command-line options described in Section 13.3 and acts
appropriately. For example, it takes the -t option, which gives the name of the
training file, and loads the corresponding dataset. If there is no test file it per-
forms a cross-validation by creating a classifier object and repeatedly calling
buildClassifier() and classifyInstance() or distributionForInstance() on different
subsets of the training data. Unless the user suppresses output of the model by
setting the corresponding command-line option, it also calls the toString()
method to output the model built from the full training dataset.

What happens if the scheme needs to interpret a specific option such as a
pruning parameter? This is accomplished using the OptionHandler interface in
weka.core. A classifier that implements this interface contains three methods,
listOptions(), setOptions(), and getOptions(), which can be used to list all the
classifier’s scheme-specific options, to set some of them, and to get the options
that are currently set. The evaluation() method in Evaluation automatically calls
these methods if the classifier implements the OptionHandler interface. Once
the scheme-independent options have been processed, it calls setOptions() to
process the remaining options before using buildClassifier() to generate a new
classifier. When it outputs the classifier, it uses getOptions() to output a list of
the options that are currently set. For a simple example of how to implement
these methods, look at the source code for weka.classifiers.rules.OneR.

OptionHandler makes it possible to set options from the command line. To
set them from within the graphical user interfaces, Weka uses the Java beans
framework. All that is required are set...() and get...() methods for every param-
eter used by the class. For example, the methods setPruningParameter() and get-
PruningParameter() would be needed for a pruning parameter. There should
also be a pruningParameterTipText() method that returns a description of the
parameter for the graphical user interface. Again, see weka.classifiers.rules.OneR
for an example.

Some classifiers can be incrementally updated as new training instances
arrive; they don’t have to process all the data in one batch. In Weka, incremen-
tal classifiers implement the UpdateableClassifier interface in weka.classifiers.
This interface declares only one method, namely, updateClassifier(), which takes
a single training instance as its argument. For an example of how to use this
interface, look at the source code for weka.classifiers.lazy.IBk.

If a classifier is able to make use of instance weights, it should implement the
WeightedInstancesHandler() interface from weka.core. Then other algorithms,
such as those for boosting, can make use of this property.

In weka.core are many other useful interfaces for classifiers—for example,
interfaces for classifiers that are randomizable, summarizable, drawable, and
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graphable. For more information on these and other interfaces, look at the
Javadoc for the classes in weka.core.

15.2 Conventions for implementing classifiers
There are some conventions that you must obey when implementing classifiers
in Weka. If you do not, things will go awry. For example, Weka’s evaluation
module might not compute the classifier’s statistics properly when evaluating
it.

The first convention has already been mentioned: each time a classifier’s
buildClassifier() method is called, it must reset the model. The CheckClassifier
class performs tests to ensure that this is the case. When buildClassifier() is called
on a dataset, the same result must always be obtained, regardless of how often
the classifier has previously been applied to the same or other datasets. However,
buildClassifier() must not reset instance variables that correspond to scheme-
specific options, because these settings must persist through multiple calls of
buildClassifier(). Also, calling buildClassifier() must never change the input data.

Two other conventions have also been mentioned. One is that when a 
classifier can’t make a prediction, its classifyInstance() method must return
Instance.missingValue() and its distributionForInstance() method must return
probabilities of zero for all classes. The ID3 implementation in Figure 15.1 does
this. Another convention is that with classifiers for numeric prediction, classi-
fyInstance() returns the numeric value that the classifier predicts. Some classi-
fiers, however, are able to predict nominal classes and their class probabilities,
as well as numeric class values—weka.classifiers.lazy.IBk is an example. These
implement the distributionForInstance() method, and if the class is numeric it
returns an array of size 1 whose only element contains the predicted numeric
value.

Another convention—not absolutely essential but useful nonetheless—is that
every classifier implements a toString() method that outputs a textual descrip-
tion of itself.
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activation function, 234
acuity, 258
AdaBoost, 328
AdaBoost.M1, 321, 416
Add, 395
AddCluster, 396, 397
AddExpression, 397
additive logistic regression, 327–328
additive regression, 325–327
AdditiveRegression, 416
AddNoise, 400
AD (all-dimensions) tree, 280–283
ADTree, 408
advanced methods. See implementation—

real-world schemes
adversarial data mining, 356–358
aggregation, appropriate degree in data

warehousing, 53
Akaike Information Criterion (AIC), 277
Alberta Ingenuity Centre for Machine

Learning, 38
algorithms

additive logistic regression, 327
advanced methods, 187–283. See also

implementation—real-world schemes
association rule mining, 112–119
bagging, 319
basic methods, 83–142. See also algorithms-

basic methods
Bayesian network learning, 277–283

clustering, 136–139
clustering in Weka, 418–419
covering, 105–112
decision tree induction, 97–105
divide-and-conquer, 107
EM, 265–266
expanding examples into partial tree, 208
filtering in Weka, 393–403. See also filtering

algorithms
incremental, 346
instance-based learning, 128–136
learning in Weka, 403–414. See also learning

algorithms
linear models, 119–128
metalearning in Weka, 414–418
1R method, 84–88
perceptron learning rule, 124
RIPPER rule learner, 206
rule formation-incremental reduced-error

pruning, 205
separate-and-conquer, 112
statistical modeling, 88–97
stochastic, 348
Winnow, 127
See also individual subject headings.

all-dimensions (AD) tree, 280–283
alternating decision tree, 329, 330, 343
Analyze panel, 443–445
analyzing purchasing patterns, 27
ancestor-of, 48
anomalies, 314–315
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anomaly detection systems, 357
antecedent, of rule, 65
AODE, 405
Apriori, 419
Apriori method, 141
area under the curve (AUC), 173
ARFF format, 53–55

converting files to, 380–382
Weka, 370, 371

ARFFLoader, 381, 427
arithmetic underflow, 276
assembling the data, 52–53
assessing performance of learning scheme, 286
assignment of key phrases, 353
Associate panel, 392
association learning, 43
association rules, 69–70, 112–119

binary attributes, 119
generating rules efficiently, 117–118
item sets, 113, 114–115
Weka, 419–420

association-rule learners in Weka, 419–420
attackers, 357
Attribute, 451
attribute(), 480
attribute discretization. See discretizing

numeric attributes
attribute-efficient, 128
attribute evaluation methods in Weka, 421,

422–423
attribute filters in Weka, 394, 395–400, 402–403
attributeIndices, 382
attribute noise, 313
attribute-relation file format. See ARFF format
attributes, 49–52

adding irrelevant, 288
Boolean, 51
class, 53
as columns in tables, 49
combinations of, 65
continuous, 49
discrete, 51
enumerated, 51
highly branching, 86
identification code, 86

independent, 267
integer-valued, 49
nominal, 49
non-numeric, 17
numeric, 49
ordinal, 51
relevant, 289
rogue, 59
selecting, 288
subsets of values in, 80
types in ARFF format, 56
weighting, 237
See also orderings

AttributeSelectedClassifier, 417
attribute selection, 286–287, 288–296

attribute evaluation methods in Weka, 421,
422–423

backward elimination, 292, 294
beam search, 293
best-first search, 293
forward selection, 292, 294
race search, 295
schemata search, 295
scheme-independent selection, 290–292
scheme-specific selection, 294–296
searching the attribute space, 292–294
search methods in Weka, 421, 423–425
Weka, 392–393, 420–425

AttributeSelection, 403
attribute subset evaluators in Weka, 421, 422
AttributeSummarizer, 431
attribute transformations, 287, 305–311

principal components analysis, 306–309
random projections, 309
text to attribute vectors, 309–311
time series, 311

attribute weighting method, 237–238
AUC (area under the curve), 173
audit logs, 357
authorship ascription, 353
AutoClass, 269–270, 271
automatic data cleansing, 287, 312–315

anomalies, 314–315
improving decision trees, 312–313
robust regression, 313–314
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automatic filtering, 315
averaging over subnetworks, 283
axis-parallel class boundaries, 242

B
background knowledge, 348
backpropagation, 227–233
backtracking, 209
backward elimination, 292, 294
backward pruning, 34, 192
bagging, 316–319
Bagging, 414–415
bagging with costs, 319–320
bag of words, 95
balanced Winnow, 128
ball tree, 133–135
basic methods. See algorithms-basic methods
batch learning, 232
Bayes, Thomas, 141
Bayesian classifier. See Naïve Bayes
Bayesian clustering, 268–270
Bayesian multinet, 279–280
Bayesian network, 141, 271–283

AD tree, 280–283
Bayesian multinet, 279–280
caveats, 276, 277
counting, 280
K2, 278
learning, 276–283
making predictions, 272–276
Markov blanket, 278–279
multiplication, 275
Naïve Bayes classifier, 278
network scoring, 277
simplifying assumptions, 272
structure learning by conditional

independence tests, 280
TAN (Tree Augmented Naïve Bayes), 279
Weka, 403–406

Bayesian network learning algorithms, 277–283
Bayesian option trees, 328–331, 343
Bayesians, 141
Bayesian scoring metrics, 277–280, 283
Bayes information, 271
BayesNet, 405

Bayes’s rule, 90, 181
beam search, 34, 293
beam width, 34
beer purchases, 27
Ben Ish Chai, 358
Bernoulli process, 147
BestFirst, 423
best-first search, 293
best-matching node, 257
bias, 32

defined, 318
language, 32–33
multilayer perceptrons, 225, 226
overfitting-avoidance, 34–35
perceptron learning rule, 124
search, 33–34
what is it, 317

bias-variance decomposition, 317, 318
big data (massive datasets), 346–349
binning

equal-frequency, 298
equal-interval, 298
equal-width, 342

binomial coefficient, 218
bits, 102
boolean, 51, 68
boosting, 321–325, 347
boosting in Weka, 416
bootstrap aggregating, 318
bootstrap estimation, 152–153
British Petroleum, 28
buildClassifier(), 453, 472, 482

C
C4.5, 105, 198–199
C5.0, 199
calm computing, 359, 362
capitalization conventions, 310
CAPPS (Computer Assisted Passenger Pre-

Screening System), 357
CART (Classification And Regression Tree), 29,

38, 199, 253
categorical attributes, 49. See also nominal

attributes
category utility, 260–262
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causal relations, 350
CfsSubsetEval, 422
chain rule (probability theory), 275
character sets, 310
ChiSquaredAttributeEval, 423
chi-squared test, 302
circular ordering, 51
city-block metric, 129
ClassAssigner, 431
class attribute, 43
class distribution, 304
class hierarchy in Weka, 471–483
classification, 121
Classification And Regression Tree (CART), 29,

38, 199, 253
classification learning, 43
classification problems, 42
classification rules, 65–69, 200–214

converting decision trees to, 198
criteria for choosing tests, 200–201
decision list, 11
different from association rules, 42
global optimization, 205–207
good (worthwhile) rules, 202–205
missing values, 201–202
numeric attributes, 202
partial decision tree, 207–210
pruning, 203, 205
replicated subtree problem, 66–68
RIPPER rule learner, 205
rules with exceptions, 210–213
Weka, 408–409

Classifier, 453
classifier in Weka, 366, 471–483
classifier algorithms. See learning algorithms
classifier errors in Weka, 379
ClassifierPerformanceEvaluator, 431
classifiers package, 453–455
ClassifierSubsetEval, 422
Classifier superclass, 480
classifyInstance(), 453, 480–481
Classify panel, 373, 384
classify text files into two categories, 461–469
Classit, 271
class noise, 313

ClassOrder, 403
class summary, 451
ClassValuePicker, 431
cleaning data, 52, 60

automatic, 312
closed world assumption, 45
ClustererPerformanceEvaluator, 431
clustering, 43, 136–139, 254–271

anomalies, 258
basic assumption, 270
Bayesian, 268–270
category utility, 260–262
Cluster panel (Weka), 391–392
document, 353
EM algorithm, 265–266
faster distance calculations, 138–139
hierarchical, 139
how many clusters?, 254–255
incremental, 255–260
k-means, 137–138
MDL principle, 183–184
merging, 257
mixture model, 262–264, 266–268
output, 81–82
probability-based, 262–265
RBF network, 234
splitting, 254–255, 257
unlabeled data, 337–339

clustering algorithms in Weka, 418–419
clustering for classification, 337
ClusterMembership, 396, 397
Cluster panel, 391–392
Cobweb, 271
Cobweb in Weka, 419
co-EM, 340
column separation, 336
combining multiple models, 287, 315–336

additive logistic regression, 327–328
additive regression, 325–327
bagging, 316–319
bagging with costs, 319–320
boosting, 321–325
error-correcting output codes, 334–336
logistic model trees, 331
option trees, 328–331
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randomization, 320–321
stacking, 332–334

command-line interface, 449–459
class, 450, 452
classifiers package, 453–455
core package, 451, 452
generic options, 456–458
instance, 450
Javadoc indices, 456
package, 451, 452
scheme-specific options, 458–459
starting up, 449–450
weka.associations, 455
weka.attributeSelection, 455
weka.clusterers, 455
weka.estimators, 455
weka.filters, 455

command-line options, 456–459
comma-separated value (CSV) format, 370,

371
comparing data mining methods, 153–157
ComplementNaiveBayes, 405
compression techniques, 362
computational learning theory, 324
computeEntropy(), 480
Computer Assisted Passenger Pre-Screening

System (CAPPS), 357
computer network security, 357
computer software. See Weka workbench
concept, 42
concept description, 42
concept description language, 32
concept representation, 82. See also knowledge

representation
conditional independence, 275
conditional likelihood for scoring networks,

280, 283
confidence, 69, 113, 324
Confidence, 420
confidence tests, 154–157, 184
conflict resolution strategies, 82
confusion matrix, 163
conjunction, 65
ConjunctiveRule, 408–409
consensus filter, 342

consequent, of rule, 65
ConsistencySubsetEval, 422
constrained quadratic optimization, 217
consumer music, 359
contact lens data, 6, 13–15
continuous attributes, 49. See also numeric

attributes
continuous monitoring, 28–29
converting discrete to numeric attributes,

304–305
convex hull, 171, 216
Conviction, 420
Copy, 395
core package, 451, 452
corrected resampled t-test, 157
correlation coefficient, 177–179
cost curves, 173–176
cost matrix, 164–165
cost of errors, 161–176

bagging, 319–320
cost curves, 173–176
cost-sensitive classification, 164–165
cost-sensitive learning, 165–166
Kappa statistic, 163–164
lift charts, 166–168
recall-precision curves, 171–172
ROC curves, 168–171

cost-sensitive classification, 164–165
CostSensitiveClassifier, 417
cost-sensitive learning, 165–166
cost-sensitive learning in Weka, 417
co-training, 339–340
covariance matrix, 267, 307
coverage, of association rules, 69
covering algorithm, 106–111
cow culling, 3–4, 37, 161–162
CPU performance data, 16–17
credit approval, 22–23
cross-validated ROC curves, 170
cross-validation, 149–152, 326

inner, 286
outer, 286
repeated, 144

CrossValidationFoldMaker, 428, 431
CSV format, 370, 371
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CSVLoader, 381
cumulative margin distribution in Weka, 458
curves

cost, 173
lift, 166
recall-precision, 171
ROC, 168

customer support and service, 28
cutoff parameter, 260
CVParameterSelection, 417
cybersecurity, 29

D
dairy farmers (New Zealand), 3–4, 37, 161–162
data assembly, 52–53
data cleaning, 52–60. See also automatic data

cleansing
data engineering. See engineering input and

output
data integration, 52
data mining, 4–5, 9
data ownership rights, 35
data preparation, 52–60
data transformation. See attribute

transformations
DataVisualizer, 389, 390, 430
data warehouse, 52–53
date attributes, 55
decision list, 11, 67
decision nodes, 328
decision stump, 325
DecisionStump, 407, 453, 454
decision table, 62, 295
DecisionTable, 408
decision tree, 14, 62–65, 97–105

complexity of induction, 196
converting to rules, 198
data cleaning, 312–313
error rates, 192–196
highly branching attributes, 102–105
missing values, 63, 191–192
multiclass case, 107
multivariate, 199
nominal attribute, 62
numeric attribute, 62, 189–191

partial, 207–210
pruning, 192–193, 312
replicated subtree, 66
rules, 198
subtree raising, 193, 197
subtree replacement, 192–193, 197
three-way split, 63
top-down induction, 97–105, 196–198
two-way split, 62
univariate, 199
Weka, 406–408
Weka’s User Classifer facility, 63–65

Decorate, 416
deduction, 350
default rule, 110
degrees of freedom, 93, 155
delta, 311
dendrograms, 82
denormalization, 47
density function, 93
diagnosis, 25–26
dichotomy, 51
directed acyclic graph, 272
direct marketing, 27
discrete attributes, 50. See also nominal

attributes
Discretize, 396, 398, 402
discretizing numeric attributes, 287, 296–305

chi-squared test, 302
converting discrete to numeric attributes,

304–305
entropy-based discretization, 298–302
error-based discretization, 302–304
global discretization, 297
local discretization, 297
supervised discretization, 297, 298
unsupervised discretization, 297–298
Weka, 398

disjunction, 32, 65
disjunctive normal form, 69
distance functions, 128–129, 239–242
distributed experiments in Weka, 445
distribution, 304
distributionForInstance(), 453, 481
divide-and-conquer. See decision tree
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document classification, 94–96, 352–353
document clustering, 353
domain knowledge, 20, 33, 349–351
double-consequent rules, 118
duplicate data, 59
dynamic programming, 302

E
early stopping, 233
easy instances, 322
ecological applications, 23, 28
eigenvalue, 307
eigenvector, 307
Einstein, Albert, 180
electricity supply, 24–25
electromechanical diagnosis application,

144
11-point average recall, 172
EM, 418
EM algorithm, 265–266
EM and co-training, 340–341
EM procedure, 337–338
embedded machine learning, 461–469
engineering input and output, 285–343

attribute selection, 288–296
combining multiple models, 315–336
data cleansing, 312–315
discretizing numeric attributes, 296–305
unlabeled data, 337–341
See also individual subject headings

entity extraction, 353
entropy, 102
entropy-based discretization, 298–302
enumerated attributes, 50. See also nominal

attributes
enumerating the concept space, 31–32
Epicurus, 183
epoch, 412
equal-frequency binning, 298
equal-interval binning, 298
equal-width binning, 342
erroneous values, 59
error-based discretization, 302–304
error-correcting output codes, 334–336
error log, 378

error rate
bias, 317
cost of errors. See cost of errors
decision tree, 192–196
defined, 144
training data, 145

“Essay towards solving a problem in the
doctrine of chances, An” (Bayes), 141

ethics, 35–37
Euclidean distance, 78, 128, 129, 237
evaluation, 143–185

bootstrap procedure, 152–153
comparing data mining methods, 153–157
cost of errors, 161–176. See also cost of

errors
cross-validation, 149–152
leave-one-out cross-validation, 151–152
MDL principle, 179–184
numeric prediction, 176–179
predicting performance, 146–149
predicting probabilities, 157–161
training and testing, 144–146

evaluation(), 482
evaluation components in Weka, 430, 431
Evaluation panel, 431
example problems

contact lens data, 6, 13–15
CPU performance data, 16–17
iris dataset, 15–16
labor negotiations data, 17–18, 19
soybean data, 18–22
weather problem, 10–12

exceptions, 70–73, 210–213
exclusive-or problem, 67
exemplar

defined, 236
generalized, 238–239
noisy, 236–237
redundant, 236

exemplar generalization, 238–239, 243
ExhaustiveSearch, 424
Expand all paths, 408
expectation, 265, 267
expected error, 174
expected success rate, 147
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Experimenter, 437–447
advanced panel, 443–445
Analyze panel, 443–445
analyzing the results, 440–441
distributing processing over several

machines, 445–447
running an experiment, 439–440
simple setup, 441–442
starting up, 438–441
subexperiments, 447

Explorer, 369–425
ARFF, 370, 371, 380–382
Associate panel, 392
association-rule learners, 419–420
attribute evaluation methods, 421,

422–423
attribute selection, 392–393, 420–425
boosting, 416
classifier errors, 379
Classify panel, 384
clustering algorithms, 418–419
Cluster panel, 391–392
CSV format, 370, 371
error log, 378
file format converters, 380–382
filtering algorithms, 393–403
filters, 382–384
J4.8, 373–377
learning algorithms, 403–414. See also

learning algorithms
metalearning algorithms, 414–418
models, 377–378
panels, 380
Preprocess panel, 380
search methods, 421, 423–425
Select attributes panel, 392–393
starting up, 369–379
supervised filters, 401–403
training/testing learning schemes,

384–387
unsupervised attribute filters, 395–400
unsupervised instance filters, 400–401
User Classifier, 388–391
Visualize panel, 393

extraction problems, 353, 354

F
Fahrenheit, Daniel, 51
fallback heuristic, 239
false negative (FN), 162
false positive (FP), 162
false positive rate, 163
False positive rate, 378
Familiar, 360
family tree, 45

tabular representation of, 46
FarthestFirst, 419
features. See attributes
feature selection, 341. See also attribute

selection
feedforward networks, 233
fielded applications, 22

continuous monitoring, 28–29
customer support and service, 28
cybersecurity, 29
diagnosis, 25–26
ecological applications, 23, 28
electricity supply, 24–25
hazard detection system, 23–24
load forecasting, 24–25
loan application, 22–23
manufacturing processes, 28
marketing and sales, 26–28
oil slick detection, 23
preventive maintenance of

electromechanical devices, 25–26
scientific applications, 28

file format converters, 380–382
file mining, 49
filter, 290
filter in Weka, 382–384
FilteredClassifier, 401, 414
filtering algorithms in Weka, 393–403

sparse instances, 401
supervised filters, 401–403
unsupervised attribute filters, 395–400
unsupervised instance filters, 400–401

filtering approaches, 315
filters menu, 383
finite mixture, 262, 263
FirstOrder, 399
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Fisher, R. A., 15
flat file, 45
F-measure, 172
FN (false negatives), 162
folds, 150
forward pruning, 34, 192
forward selection, 292, 294
forward stagewise additive modeling, 325–327
Fourier analysis, 25
FP (false positives), 162
freedom, degrees of 93, 155
functional dependencies, 350
functions in Weka, 404–405, 409–410

G
gain ratio, 104
GainRatioAttributeEval, 423
gambling, 160
garbage in, garbage out. See cost of errors; data

cleaning; error rate
Gaussian-distribution assumption, 92
Gaussian kernel function, 252
generalization as search, 30–35

bias, 32–35
enumerating concept space, 31–32

generalized distance functions, 241–242
generalized exemplars, 236
general-to-specific search bias, 34
genetic algorithms, 38
genetic algorithm search procedures, 294,

341
GeneticSearch, 424
getOptions(), 482
getting to know your data, 60
global discretization, 297
globalInfo(), 472
global optimization, 205–207
Gosset, William, 184
gradient descent, 227, 229, 230
Grading, 417
graphical models, 283
GraphViewer, 431
gray bar in margin of textbook (optional

sections), 30
greedy search, 33

GreedyStepwise, 423–424
growing set, 202

H
Hamming distance, 335
hand-labeled data, 338
hapax legomena, 310
hard instances, 322
hash table, 280
hazard detection system, 23–24
hidden attributes, 272
hidden layer, 226, 231, 232
hidden units, 226, 231, 234
hierarchical clustering, 139
highly-branching attribute, 86
high-performance rule inducers, 188
histogram equalization, 298
historical literary mystery, 358
holdout method, 146, 149–150, 333
homeland defense, 357
HTML, 355
hypermetrope, 13
hyperpipes, 139
Hyperpipes, 414
hyperplane, 124, 125
hyperrectangle, 238–239
hyperspheres, 133
hypertext markup language (HTML), 355
hypothesis testing, 29

I
IB1, 413
IB3, 237
IBk, 413
ID3, 105
Id3, 404
identification code, 86, 102–104
implementation—real-world schemes,

187–283
Bayesian networks, 271–283
classification rules, 200–214
clustering, 254–271
decision tree, 189–199
instance-based, 236–243
linear models, 214–235
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implementation—real-world schemes
(continued)
numeric prediction, 243–254
See also individual subject headings

inaccurate values, 59–60. See also cost of errors;
data cleaning; error rate

incremental algorithms, 346
incrementalClassifier, 434
IncrementalClassifierEvaluator, 431
incremental clustering, 255–260
incremental learning in Weka, 433–435
incremental reduced-error pruning, 203, 205
independent attributes, 267
index(), 472
induction, 29
inductive logic programming, 48, 60, 75, 351
Induct system, 214
industrial usage. See implementation—real-

world schemes
inferring rudimentary rules, 84–88
InfoGainAttributeEval, 422–423
informational loss function, 159–160, 161
information-based heuristic, 201
information extraction, 354
information gain, 99
information retrieval, 171
information value, 102
infrequent words, 353
inner cross-validation, 286
input, 41–60

ARFF format, 53–55
assembling the data, 52–53
attribute, 49–52
attribute types, 56–57
concept, 42–45
data engineering, 286–287, 288–315. See also

engineering input and output
data preparation, 52–60
getting to know your data, 60
inaccurate values, 59–60
instances, 45
missing values, 58
sparse data, 55–56

input layer, 224
instance in Weka, 450

Instance, 451
instance-based learning, 78, 128–136, 235–243

ball tree, 133–135
distance functions, 128–129, 239–242
finding nearest neighbors, 129–135
generalized distance functions, 241–242
generalized exemplars, 236
kD-trees, 130–132
missing values, 129
pruning noisy exemplars, 236–237
redundant exemplars, 236
simple method, 128–136, 235–236
weighting attributes, 237–238
Weka, 413–414

instance-based learning methods, 291
instance-based methods, 34
instance-based representation, 76–80
instance filters in Weka, 394, 400–401, 403
instances, 45
Instances, 451
instance space, 79
instance weights, 166, 321–322
integer-valued attributes, 49
intensive care patients, 29
interval, 88
interval quantities, 50–51
intrusion detection systems, 357
invertSelection, 382
in vitro fertilization, 3
iris dataset, 15–16
iris setosa, 15
iris versicolor, 15
iris virginica, 15
ISO-8601 combined date and time format, 55
item, 113
item sets, 113, 114–115
iterative distance-based clustering, 137–138

J
J4.8, 373–377
J48, 404, 450
Javadoc indices, 456
JDBC database, 445
JRip, 409
junk email filtering, 356–357
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K
K2, 278
Kappa statistic, 163–164
kD-trees, 130–132, 136
Kepler’s three laws of planetary motion, 180
kernel

defined, 235
perceptron, 223
polynomial, 218
RBF, 219
sigmoid, 219

kernel density estimation, 97
kernel logistic regression, 223
kernel perceptron, 222–223
k-means, 137–138
k-nearest-neighbor method, 78
Knowledge Flow interface, 427–435

configuring/connecting components,
431–433

evaluation components, 430, 431
incremental learning, 433–435
starting up, 427
visualization components, 430–431

knowledge representation, 61–82
association rules, 69–70. See also association

rules
classification rules, 65–69. See also

classification rules
clusters, 81–82. See also clustering
decision table, 62
decision tree, 62–65. See also decision tree
instance-based representation, 76–80
rules involving relations, 73–75
rules with exceptions, 70–73, 210–213
trees for numeric prediction, 76

KStar, 413

L
labor negotiations data, 17–18, 19
language bias, 32–33
language identification, 353
Laplace, Pierre, 91
Laplace estimator, 91, 267, 269
large datasets, 346–349
law of diminishing returns, 347

lazy classifiers in Weka, 405, 413–414
LBR, 414
learning, 7–9
learning algorithms in Weka, 403–404

algorithm, listed, 404–405
Bayesian classifier, 403–406
functions, 404–405, 409–410
lazy classifiers, 405, 413–414
miscellaneous classifiers, 405, 414
neural network, 411–413
rules, 404, 408–409
trees, 404, 406–408

learning rate, 229, 230
least-absolute-error regression, 220
LeastMedSq, 409–410
leave-one-out cross-validation, 151–152
levels of measurement, 50
level-0 model, 332
level-1 model, 332
Leverage, 420
Lift, 420
lift chart, 166–168, 172
lift factor, 166
linear classification, 121–128
linearly separable, 124
linear machine, 142
linear models, 119–128, 214–235

backpropagation, 227–233
computational complexity, 218
kernel perceptron, 222–223
linear classification, 121–128
linear regression, 119–121
logistic regression, 121–125
maximum margin hyperplane, 215–217
multilayer perceptrons, 223–226, 231, 233
nonlinear class boundaries, 217–219
numeric prediction, 119–120
overfitting, 217–218
perceptron, 124–126
RBF network, 234
support vector regression, 219–222
Winnow, 126–128

linear regression, 77, 119–121
LinearRegression, 387, 409
linear threshold unit, 142
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listOptions(), 482
literary mystery, 358
LMT, 408
load forecasting, 24–25
loan application, 22–23
local discretization, 297
locally weighted linear regression, 244,

251–253, 253–254, 323
locally weighted Naïve Bayes, 252–253
Log button, 380
logic programs, 75
logistic model trees, 331
logistic regression, 121–125
LogitBoost, 328, 330, 331
LogitBoost, 416
logit transformation, 121
log-likelihood, 122–123, 276, 277
log-normal distribution, 268
log-odds distribution, 268
LWL, 414

M
M5¢ program, 384
M5P, 408
M5Rules, 409
machine learning, 6
main(), 453
majority voting, 343
MakeDensityBasedClusterer, 419
MakeIndicator, 396, 398
makeTree(), 472, 480
Manhattan metric, 129
manufacturing processes, 28
margin, 324
margin curve, 324
market basket analysis, 27
market basket data, 55
marketing and sales, 26–28
Markov blanket, 278–279
Markov network, 283
massive datasets, 346–349
maximization, 265, 267
maximum margin hyperplane, 215–217
maxIndex(), 472
MDL metric, 277

MDL principle, 179–184
mean absolute error, 177–179
mean-squared error, 177, 178
measurement errors, 59
membership function, 121
memorization, 76
MergeTwoValues, 398
merging, 257
MetaCost, 319, 320
MetaCost, 417
metadata, 51, 349, 350
metadata extraction, 353
metalearner, 332
metalearning algorithms in Weka, 414–418
metric tree, 136
minimum description length (MDL) principle,

179–184
miscellaneous classifiers in Weka, 405, 414
missing values, 58

classification rules, 201–202
decision tree, 63, 191–192
instance-based learning, 129
1R, 86
mixture model, 267–268
model tree, 246–247
statistical modeling, 92–94

mixed-attribute problem, 11
mixture model, 262–264, 266–268
MLnet, 38
ModelPerformanceChart, 431
model tree, 76, 77, 243–251

building the tree, 245
missing values, 246–247
nominal attributes, 246
pruning, 245–246
pseudocode, 247–250
regression tree induction, compared, 243
replicated subtree problem, 250
rules, 250–251
smoothing, 244, 251
splitting, 245, 247
what is it, 250

momentum, 233
monitoring, continuous, 28–29
MultiBoostAB, 416
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multiclass alternating decision trees, 329, 330,
343

MultiClassClassifier, 418
multiclass learning problems, 334
MultilayerPerceptron, 411–413
multilayer perceptrons, 223–226, 231, 233
multinomial distribution, 95
multinomial Naïve Bayes, 95, 96
multiple linear regression, 326
multiresponse linear regression, 121, 124
multistage decision property, 102
multivariate decision trees, 199
MultiScheme, 417
myope, 13

N
NaiveBayes, 403, 405
Naïve Bayes, 91, 278

clustering for classification, 337–338
co-training, 340
document classification, 94–96
limitations, 96–97
locally weighted, 252–253
multinomial, 95, 96
power, 96
scheme-specific attribute selection, 295–296
selective, 296
TAN (Tree Augmented Naïve Bayes), 279
what can go wrong, 91

NaiveBayesMultinominal, 405
NaiveBayesSimple, 403
NaiveBayesUpdateable, 405
NBTree, 408
nearest-neighbor learning, 78–79, 128–136,

235, 242
nested exceptions, 213
nested generalized exemplars, 239
network scoring, 277
network security, 357
neural networks, 39, 233, 235, 253
neural networks in Weka, 411–413
n-gram profiles, 353, 361
Nnge, 409
noise

data cleansing, 312

exemplars, 236–237
hand-labeled data, 338
robustness of learning algorithm, 306

noisy exemplars, 236–237
nominal attributes, 49, 50, 56–57, 119

Cobweb, 271
convert to numeric attributes, 304–305
decision tree, 62
mixture model, 267
model tree, 246
subset, 88

nominal quantities, 50
NominalToBinary, 398–399, 403
non-axis-parallel class boundaries, 242
Non-Bayesians, 141
nonlinear class boundaries, 217–219
NonSparseToSparse, 401
normal-distribution assumption, 92
normalization, 56
Normalize, 398, 400
normalize(), 480
normalized expected cost, 175
nuclear family, 47
null hypothesis, 155
numeric attribute, 49, 50, 56–57

axis-parallel class boundaries, 242
classification rules, 202
Classit, 271
converting discrete attributes to, 304–305
decision tree, 62, 189–191
discretizing, 296–305. See also Discretizing

numeric attributes
instance-based learning, 128, 129
interval, 88
linear models, 119
linear ordering, 349
mixture model, 268
1R, 86
statistical modeling, 92

numeric-attribute problem, 11
numeric prediction, 43–45, 243–254

evaluation, 176–179
forward stagewise additive modeling, 325
linear regression, 119–120
locally weighted linear regression, 251–253
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numeric prediction (continued)
model tree, 244–251. See also model 

tree
rules, 251
stacking, 334
trees, 76, 243

NumericToBinary, 399
NumericTransform, 397

O
O(n), 196
O(n2), 196
Obfuscate, 396, 400
object editor, 366, 381, 393
Occam’s razor, 180, 183
oil slick detection, 23
1R procedure, 84–88, 139
OneR, 408
OneRAttributeEval, 423
one-tailed, 148
online documentation, 368
Open DB, 382
optimizing performance in Weka, 417
OptionHandler, 451, 482
option nodes, 328
option trees, 328–331
orderings

circular, 349
partial, 349

order-independent rules, 67, 112
OrdinalClassClassifier, 418
ordinal attributes, 51
ordinal quantities, 50
orthogonal, 307
outer cross-validation, 286
outliers, 313, 342
output

data engineering, 287–288, 315–341. See also
engineering input and output

knowledge representation, 61–82. See also
knowledge representation

overfitting, 86
Bayesian clustering, 268
category utility, 261
forward stagewise additive regression, 326

MDL principle, 181
multilayer perceptrons, 233
1R, 87
statistical tests, 30
support vectors, 217–218

overfitting-avoidance bias, 34
overgeneralization, 239, 243
overlapping hyperrectangles, 239
overlay data, 53

P
pace regression in Weka, 410
PaceRegression, 410
paired t-test, 154, 294
pairwise classification, 123, 410
pairwise coupling, 123
pairwise plots, 60
parabola, 240
parallelization, 347
parameter tuning, 286
Part, 409
partial decision tree, 207–210
partial ordering, 51
partitioning instance space, 79
pattern recognition, 39
Percentage split, 377
perceptron

defined, 126
kernel, 223
learning rule, 124, 125
linear classification, 124–126
multilayer, 223–226, 233
voted, 223

perceptron learning rule, 124, 125
permutation tests, 362
PKIDiscretize, 396, 398
Poisson distribution, 268
Polygon, 389
Polyline, 389
polynomial kernel, 218
popular music, 359
postal ZIP code, 57
postpruning, 34, 192
precision, 171
predicate calculus, 82
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predicting performance, 146–149. See also
evaluation

predicting probabilities, 157–161
PredictionAppender, 431
prediction nodes, 329
predictive accuracy in Weka, 420
PredictiveApriori, 420
Preprocess panel, 372, 380
prepruning, 34, 192
presbyopia, 13
preventive maintenance of electromechanical

devices, 25–26
principal components, 307–308
PrincipalComponents, 423
principal components analysis, 306–309
principle of multiple explanations, 183
prior knowledge, 349–351
prior probability, 90
PRISM, 110–111, 112, 213
Prism, 409
privacy, 357–358
probabilistic EM procedure, 265–266
probability-based clustering, 262–265
probability cost function, 175
probability density function, 93
programming. See Weka workbench
programming by demonstration, 360
promotional offers, 27
proportional k-interval discretization, 298
propositional calculus, 73, 82
propositional rules, 69
pruning

classification rules, 203, 205
decision tree, 192–193, 312
massive datasets, 348
model tree, 245–246
noisy exemplars, 236–237
overfitting-avoidance bias, 34
reduced-error, 203

pruning set, 202
pseudocode

basic rule learner, 111
model tree, 247–250
1R, 85

punctuation conventions, 310

Q
quadratic loss function, 158–159, 161
quadratic optimization, 217
Quinlan, J. Ross, 29, 105, 198

R
R. R. Donnelly, 28
RacedIncrementalLogitBoost, 416
race search, 295
RaceSearch, 424
radial basis function (RBF) kernel, 219, 234
radial basis function (RBF) network, 234
RandomCommittee, 415
RandomForest, 407
random forest metalearner in Weka, 416
randomization, 320–321
Randomize, 400
RandomProjection, 400
random projections, 309
RandomSearch, 424
RandomTree, 407
Ranker, 424–425
RankSearch, 424
ratio quantities, 51
RBF (Radial Basis Function) kernel, 219, 234
RBF (Radial Basis Function) network, 234
RBFNetwork, 410
real-life applications. See fielded applications
real-life datasets, 10
real-world implementations. See

implementation—real-world schemes
recall, 171
recall-precision curves, 171–172
Rectangle, 389
rectangular generalizations, 80
recurrent neural networks, 233
recursion, 48
recursive feature elimination, 291, 341
reduced-error pruning, 194, 203
redundant exemplars, 236
regression, 17, 76
RegressionByDiscretization, 418
regression equation, 17
regression tree, 76, 77, 243
reinforcement learning, 38
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relational data, 49
relational rules, 74
relations, 73–75
relative absolute error, 177–179
relative error figures, 177–179
relative squared error, 177, 178
RELIEF, 341
ReliefFAttributeEval, 422
religious discrimination, illegal, 35
remoteEngine.jar, 446
remote.policy, 446
Remove, 382
RemoveFolds, 400
RemovePercentage, 401
RemoveRange, 401
RemoveType, 397
RemoveUseless, 397
RemoveWithValues, 401
repeated holdout, 150
ReplaceMissingValues, 396, 398
replicated subtree problem, 66–68
REPTree, 407–408
Resample, 400, 403
residuals, 325
resubstitution error, 145
Ridor, 409
RIPPER rule learner, 205–214
ripple-down rules, 214
robo-soccer, 358
robust regression, 313–314
ROC curve, 168–171, 172
root mean-squared error, 178, 179
root relative squared error, 178, 179
root squared error measures, 177–179
rote learning, 76, 354
row separation, 336
rule

antecedent, 65
association, 69–70, 112–119
classification. See classification rules
consequent, 65
decision lists, 111–112
double-consequent, 118
exceptions, with, 70–72, 210–213
good (worthwhile), 202–205

nearest-neighbor, 78–79
numeric prediction, 251
order of (decision list), 67
partial decision trees, 207–210
propositional, 73
relational, 74
relations, and, 73–75
single-consequent, 118
trees, and, 107, 198
Weka, 408–409

rule-based programming, 82
rules involving relations, 73–75
rules with exceptions, 70–73, 210–213

S
sample problems. See example problems
sampling with replacement, 152
satellite images, evaluating, 23
ScatterPlotMatrix, 430
schemata search, 295
scheme-independent attribute selection,

290–292
scheme-specific attribute selection, 294–296
scientific applications, 28
scoring networks, 277–280, 283
SDR (Standard Deviation Reduction), 245
search bias, 33–34
search engine spam, 357
search methods in Weka, 421, 423–425
segment-challenge.arff, 389
segment-test.arff, 389
Select attributes panel, 392–393
selective Naïve Bayes, 296
semantic relation, 349
semantic Web, 355
semisupervised learning, 337
sensitivity, 173
separate-and-conquer technique, 112, 200
sequential boosting-like scheme, 347
sequential minimal optimization (SMO)

algorithm, 410
setOptions(), 482
sexual discrimination, illegal, 35
shapes problem, 73
sigmoid function, 227, 228
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sigmoid kernel, 219
Simple CLI, 371, 449, 450
SimpleKMeans, 418–419
simple linear regression, 326
SimpleLinearRegression, 409
SimpleLogistic, 410
simplest-first ordering, 34
simplicity-first methodology, 83, 183
single-attribute evaluators in Weka, 421,

422–423
single-consequent rules, 118
single holdout procedure, 150
sister-of-relation, 46–47
SMO, 410
smoothing

locally weighted linear regression, 252
model tree, 244, 251

SMOreg, 410
software programs. See Weka workbench
sorting, avoiding repeated, 190
soybean data, 18–22
spam, 356–357
sparse data, 55–56
sparse instance in Weka, 401
SparseToNonSparse, 401
specificity, 173
specific-to-general search bias, 34
splitData(), 480
splitter nodes, 329
splitting

clustering, 254–255, 257
decision tree, 62–63
entropy-based discretization, 301
massive datasets, 347
model tree, 245, 247
subexperiments, 447
surrogate, 247

SpreadSubsample, 403
squared-error loss function, 227
squared error measures, 177–179
stacked generalization, 332
stacking, 332–334
Stacking, 417
StackingC, 417
stale data, 60

standard deviation reduction (SDR), 245
standard deviations from the mean, 148
Standardize, 398
standardizing, 56
statistical modeling, 88–97

document classification, 94–96
missing values, 92–94
normal-distribution assumption, 92
numeric attributes, 92–94

statistics, 29–30
Status box, 380
step function, 227, 228
stochastic algorithms, 348
stochastic backpropagation, 232
stopping criterion, 293, 300, 326
stopwords, 310, 352
stratification, 149, 151
stratified holdout, 149
StratifiedRemoveFolds, 403
stratified cross-validation, 149
StreamableFilter, 456
string attributes, 54–55
string conversion in Weka, 399
string table, 55
StringToNominal, 399
StringToWordVector, 396, 399, 401, 462
StripChart, 431
structural patterns, 6
structure learning by conditional independence

tests, 280
student’s distribution with k–1 degrees of

freedom, 155
student’s t-test, 154, 184
subexperiments, 447
subsampling in Weka, 400
subset evaluators in Weka, 421, 422
subtree raising, 193, 197
subtree replacement, 192–193, 197
success rate, 173
supervised attribute filters in Weka, 402–403
supervised discretization, 297, 298
supervised filters in Weka, 401–403
supervised instance filters in Weka, 402, 403
supervised learning, 43
support, 69, 113

P088407-INDEX.qxd  4/30/05  11:25 AM  Page 521



5 2 2 INDEX

support vector, 216
support vector machine, 39, 188, 214, 340
support vector machine (SVM) classifier, 341
support vector machines with Gaussian

kernels, 234
support vector regression, 219–222
surrogate splitting, 247
SVMAttributeEval, 423
SVM classifier (Support Vector Machine), 341
SwapValues, 398
SymmetricalUncertAttributeEval, 423
symmetric uncertainty, 291
systematic data errors, 59–60

T
tabular input format, 119
TAN (Tree Augmented Naïve Bayes), 279
television preferences/channels, 28–29
tenfold cross-validation, 150, 151
Tertius, 420
test set, 145
TestSetMaker, 431
text mining, 351–356
text summarization, 352
text to attribute vectors, 309–311
TextViewer, 430
TF ¥ IDF, 311
theory, 180
threat detection systems, 357
3-point average recall, 172
threefold cross-validation, 150
ThresholdSelector, 418
time series, 311
TimeSeriesDelta, 400
TimeSeriesTranslate, 396, 399–400
timestamp, 311
TN (True Negatives), 162
tokenization, 310
tokenization in Weka, 399
top-down induction of decision trees, 105
toSource(), 453
toString(), 453, 481, 483
toy problems. See example problems
TP (True Positives), 162

training and testing, 144–146
training set, 296
TrainingSetMaker, 431
TrainTestSplitMaker, 431
transformations. See attribute transformations
transforming a multiclass problem into a two-

class one, 334–335
tree

AD (All Dimensions), 280–283
alternating decision, 329, 330, 343
ball, 133–135
decision. See decision tree
logistic model, 331
metric, 136
model, 76, 243. See also model tree
numeric prediction, 76
option, 328–331
regression, 76, 243

Tree Augmented Naïve Bayes (TAN), 279
tree classifier in Weka, 404, 406–408
tree diagrams, 82
Trees (subpackages), 451, 453
Tree Visualizer, 389, 390
true negative (TN), 162
true positive (TP), 162
true positive rate, 162–163
True positive rate, 378
t-statistic, 156
t-test, 154
TV preferences/channels, 28–29
two-class mixture model, 264
two-class problem, 73
two-tailed test, 156
two-way split, 63
typographic errors, 59

U
ubiquitous data mining, 358–361
unacceptable contracts, 17
Unclassified instances, 377
Undo, 383
unit, 224
univariate decision tree, 199
universal language, 32
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unlabeled data, 337–341
clustering for classification, 337
co-training, 339–340
EM and co-training, 340–341

unmasking, 358
unsupervised attribute filters in Weka, 395–400
unsupervised discretization, 297–298
unsupervised instance filters in Weka, 400–401
unsupervised learning, 84
UpdateableClassifier, 456, 482
updateClassifier(), 482
User Classifier, 63–65, 388–391
UserClassifier, 388
user interfaces, 367–368
Use training set, 377
utility, category, 260–262

V
validation data, 146
variance, 154, 317
Venn diagram, 81
very large datasets, 346–349
“Very simple classification rules perform well

on most commonly used datasets” (Holte),
88

VFI, 414
visualization components in Weka, 430–431
Visualize classifier errors, 387
Visualize panel, 393
Visualize threshold curve, 378
Vote, 417
voted perceptron, 223
VotedPerceptron, 410
voting, 315, 321, 347
voting feature intervals, 136

W
weak learners, 325
weather problem example, 10–12

association rules for, 115–117
attribute space for, 292–293
as a classification problem, 42
as a clustering problem, 43–44
converting data to ARFF format, 370

cost matrix for, 457
evaluating attributes in, 85–86
infinite rules for, 30
item sets, 113–115
as a numeric prediction problem, 43–44

web mining, 355–356
weight decay, 233
weighted instances, 252
WeightedInstancesHandler, 482
weighting attributes, 237–238
weighting models, 316
weka.associations, 455
weka.attributeSelection, 455
weka.classifiers, 453
weka.classifiers.bayes.NaiveBayesSimple, 472
weka.classifiers.Classifier, 453
weka.classifiers.lazy.IB1, 472
weka.classifiers.lazy.IBk, 482, 483
weka.classifiers.rules.Prism, 472
weka.classifiers.trees, 453
weka.classifiers.trees.Id3, 471, 472
weka.clusterers, 455
weka.core, 451, 452, 482–483
weka.estimators, 455
weka.filters, 455
Weka workbench, 365–483

class hierarchy, 471–483
classifiers, 366, 471–483
command-line interface, 449–459. See also

command-line interface
elementary learning schemes, 472
embedded machine learning, 461–469
example application (classify text files into

two categories), 461–469
Experimenter, 437–447
Explorer, 369–425. See also Explorer
implementing classifiers, 471–483
introduction, 365–368
Knowledge Flow interface, 427–435
neural-network GUI, 411
object editor, 366
online documentation, 368
user interfaces, 367–368

William of Occam, 180
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Winnow, 410
Winnow algorithm, 126–128
wisdom, defined, 37
Wolpert, David, 334
word conversions, 310
World Wide Web mining, 354–356
wrapper, 290, 341, 355
wrapper induction, 355
WrapperSubsetEval, 422
writing classifiers in Weka, 471–483

Z
0-1 loss function, 158
0.632 bootstrap, 152
1R method, 84–88
zero-frequency problem, 160
zero point, inherently defined, 51
ZeroR, 409
ZIP code, 57
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Chapter 1

A command-line primer

1.1 Introduction

While for initial experiments the included graphical user interface is quite suf-
ficient, for in-depth usage the command line interface is recommended, because
it offers some functionality which is not available via the GUI - and uses far
less memory. Should you get Out of Memory errors, increase the maximum
heap size for your java engine, usually via -Xmx1024M or -Xmx1024m for 1GB -
the default setting of 16 to 64MB is usually too small. If you get errors that
classes are not found, check your CLASSPATH: does it include weka.jar? You
can explicitly set CLASSPATH via the -cp command line option as well.

We will begin by describing basic concepts and ideas. Then, we will describe
the weka.filters package, which is used to transform input data, e.g. for
preprocessing, transformation, feature generation and so on.

Then we will focus on the machine learning algorithms themselves. These
are called Classifiers in WEKA. We will restrict ourselves to common settings
for all classifiers and shortly note representatives for all main approaches in
machine learning.

Afterwards, practical examples are given.
Finally, in the doc directory of WEKA you find a documentation of all java

classes within WEKA. Prepare to use it since this overview is not intended to
be complete. If you want to know exactly what is going on, take a look at the
mostly well-documented source code, which can be found in weka-src.jar and
can be extracted via the jar utility from the Java Development Kit (or any
archive program that can handle ZIP files).

13
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1.2 Basic concepts

1.2.1 Dataset

A set of data items, the dataset, is a very basic concept of machine learning. A
dataset is roughly equivalent to a two-dimensional spreadsheet or database table.
In WEKA, it is implemented by the weka.core.Instances class. A dataset is
a collection of examples, each one of class weka.core.Instance. Each Instance
consists of a number of attributes, any of which can be nominal (= one of a
predefined list of values), numeric (= a real or integer number) or a string (= an
arbitrary long list of characters, enclosed in ”double quotes”). Additional types
are date and relational, which are not covered here but in the ARFF chapter.
The external representation of an Instances class is an ARFF file, which consists
of a header describing the attribute types and the data as comma-separated list.
Here is a short, commented example. A complete description of the ARFF file
format can be found here.

% This is a toy example, the UCI weather dataset.
% Any relation to real weather is purely coincidental.

Comment lines at the beginning
of the dataset should give an in-
dication of its source, context
and meaning.

@relation golfWeatherMichigan_1988/02/10_14days

Here we state the internal name
of the dataset. Try to be as com-
prehensive as possible.

@attribute outlook {sunny, overcast, rainy}

@attribute windy {TRUE, FALSE}

Here we define two nominal at-
tributes, outlook and windy. The
former has three values: sunny,
overcast and rainy; the latter
two: TRUE and FALSE. Nom-
inal values with special charac-
ters, commas or spaces are en-
closed in ’single quotes’.

@attribute temperature real
@attribute humidity real

These lines define two numeric
attributes. Instead of real, inte-
ger or numeric can also be used.
While double floating point val-
ues are stored internally, only
seven decimal digits are usually
processed.

@attribute play {yes, no}

The last attribute is the default
target or class variable used for
prediction. In our case it is a
nominal attribute with two val-
ues, making this a binary classi-
fication problem.



1.2. BASIC CONCEPTS 15

@data
sunny,FALSE,85,85,no

sunny,TRUE,80,90,no
overcast,FALSE,83,86,yes
rainy,FALSE,70,96,yes

rainy,FALSE,68,80,yes

The rest of the dataset consists
of the token @data, followed by
comma-separated values for the
attributes – one line per exam-
ple. In our case there are five ex-
amples.

In our example, we have not mentioned the attribute type string, which
defines ”double quoted” string attributes for text mining. In recent WEKA
versions, date/time attribute types are also supported.

By default, the last attribute is considered the class/target variable, i.e. the
attribute which should be predicted as a function of all other attributes. If this
is not the case, specify the target variable via -c. The attribute numbers are
one-based indices, i.e. -c 1 specifies the first attribute.

Some basic statistics and validation of given ARFF files can be obtained via
the main() routine of weka.core.Instances:

java weka.core.Instances data/soybean.arff

weka.core offers some other useful routines, e.g. converters.C45Loader and
converters.CSVLoader, which can be used to import C45 datasets and comma/tab-
separated datasets respectively, e.g.:

java weka.core.converters.CSVLoader data.csv > data.arff

java weka.core.converters.C45Loader c45_filestem > data.arff
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1.2.2 Classifier

Any learning algorithm inWEKA is derived from the abstract weka.classifiers.AbstractClassifier
class. This, in turn, implements weka.classifiers.Classifier. Surprisingly
little is needed for a basic classifier: a routine which generates a classifier model
from a training dataset (= buildClassifier) and another routine which eval-
uates the generated model on an unseen test dataset (= classifyInstance), or
generates a probability distribution for all classes (= distributionForInstance).

A classifier model is an arbitrary complex mapping from all-but-one dataset
attributes to the class attribute. The specific form and creation of this map-
ping, or model, differs from classifier to classifier. For example, ZeroR’s (=
weka.classifiers.rules.ZeroR) model just consists of a single value: the
most common class, or the median of all numeric values in case of predicting a
numeric value (= regression learning). ZeroR is a trivial classifier, but it gives a
lower bound on the performance of a given dataset which should be significantly
improved by more complex classifiers. As such it is a reasonable test on how
well the class can be predicted without considering the other attributes.

Later, we will explain how to interpret the output from classifiers in detail –
for now just focus on the Correctly Classified Instances in the section Stratified
cross-validation and notice how it improves from ZeroR to J48:

java weka.classifiers.rules.ZeroR -t weather.arff
java weka.classifiers.trees.J48 -t weather.arff

There are various approaches to determine the performance of classifiers. The
performance can most simply be measured by counting the proportion of cor-
rectly predicted examples in an unseen test dataset. This value is the accuracy,
which is also 1-ErrorRate. Both terms are used in literature.

The simplest case is using a training set and a test set which are mutually
independent. This is referred to as hold-out estimate. To estimate variance in
these performance estimates, hold-out estimates may be computed by repeatedly
resampling the same dataset – i.e. randomly reordering it and then splitting it
into training and test sets with a specific proportion of the examples, collecting
all estimates on test data and computing average and standard deviation of
accuracy.

A more elaborate method is cross-validation. Here, a number of folds n is
specified. The dataset is randomly reordered and then split into n folds of equal
size. In each iteration, one fold is used for testing and the other n-1 folds are
used for training the classifier. The test results are collected and averaged over
all folds. This gives the cross-validation estimate of the accuracy. The folds can
be purely random or slightly modified to create the same class distributions in
each fold as in the complete dataset. In the latter case the cross-validation is
called stratified. Leave-one-out (= loo) cross-validation signifies that n is equal
to the number of examples. Out of necessity, loo cv has to be non-stratified,
i.e. the class distributions in the test set are not related to those in the training
data. Therefore loo cv tends to give less reliable results. However it is still
quite useful in dealing with small datasets since it utilizes the greatest amount
of training data from the dataset.
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1.2.3 weka.filters

The weka.filters package is concerned with classes that transform datasets –
by removing or adding attributes, resampling the dataset, removing examples
and so on. This package offers useful support for data preprocessing, which is
an important step in machine learning.

All filters offer the options -i for specifying the input dataset, and -o for
specifying the output dataset. If any of these parameters is not given, standard
input and/or standard output will be read from/written to. Other parameters
are specific to each filter and can be found out via -h, as with any other class.
The weka.filters package is organized into supervised and unsupervised

filtering, both of which are again subdivided into instance and attribute filtering.
We will discuss each of the four subsections separately.

weka.filters.supervised

Classes below weka.filters.supervised in the class hierarchy are for super-
vised filtering, i.e., taking advantage of the class information. A class must be
assigned via -c, for WEKA default behaviour use -c last.

weka.filters.supervised.attribute

Discretize is used to discretize numeric attributes into nominal ones, based
on the class information, via Fayyad & Irani’s MDL method, or optionally
with Kononeko’s MDL method. At least some learning schemes or classifiers
can only process nominal data, e.g. weka.classifiers.rules.Prism; in some
cases discretization may also reduce learning time.

java weka.filters.supervised.attribute.Discretize -i data/iris.arff \

-o iris-nom.arff -c last
java weka.filters.supervised.attribute.Discretize -i data/cpu.arff \

-o cpu-classvendor-nom.arff -c first

NominalToBinary encodes all nominal attributes into binary (two-valued) at-
tributes, which can be used to transform the dataset into a purely numeric
representation, e.g. for visualization via multi-dimensional scaling.

java weka.filters.supervised.attribute.NominalToBinary \
-i data/contact-lenses.arff -o contact-lenses-bin.arff -c last

Keep in mind that most classifiers in WEKA utilize transformation filters in-
ternally, e.g. Logistic and SMO, so you will usually not have to use these filters
explicity. However, if you plan to run a lot of experiments, pre-applying the
filters yourself may improve runtime performance.

weka.filters.supervised.instance

Resample creates a stratified subsample of the given dataset. This means that
overall class distributions are approximately retained within the sample. A bias
towards uniform class distribution can be specified via -B.

java weka.filters.supervised.instance.Resample -i data/soybean.arff \
-o soybean-5%.arff -c last -Z 5

java weka.filters.supervised.instance.Resample -i data/soybean.arff \
-o soybean-uniform-5%.arff -c last -Z 5 -B 1



18 CHAPTER 1. A COMMAND-LINE PRIMER

StratifiedRemoveFolds creates stratified cross-validation folds of the given
dataset. This means that by default the class distributions are approximately
retained within each fold. The following example splits soybean.arff into strat-
ified training and test datasets, the latter consisting of 25% (= 1/4) of the
data.

java weka.filters.supervised.instance.StratifiedRemoveFolds \

-i data/soybean.arff -o soybean-train.arff \
-c last -N 4 -F 1 -V

java weka.filters.supervised.instance.StratifiedRemoveFolds \

-i data/soybean.arff -o soybean-test.arff \
-c last -N 4 -F 1

weka.filters.unsupervised

Classes below weka.filters.unsupervised in the class hierarchy are for unsu-
pervised filtering, e.g. the non-stratified version of Resample. A class attribute
should not be assigned here.

weka.filters.unsupervised.attribute

StringToWordVector transforms string attributes into word vectors, i.e. creat-
ing one attribute for each word which either encodes presence or word count (=
-C) within the string. -W can be used to set an approximate limit on the number
of words. When a class is assigned, the limit applies to each class separately.
This filter is useful for text mining.
Obfuscate renames the dataset name, all attribute names and nominal attribute
values. This is intended for exchanging sensitive datasets without giving away
restricted information.
Remove is intended for explicit deletion of attributes from a dataset, e.g. for
removing attributes of the iris dataset:

java weka.filters.unsupervised.attribute.Remove -R 1-2 \
-i data/iris.arff -o iris-simplified.arff

java weka.filters.unsupervised.attribute.Remove -V -R 3-last \
-i data/iris.arff -o iris-simplified.arff

weka.filters.unsupervised.instance

Resample creates a non-stratified subsample of the given dataset, i.e. random
sampling without regard to the class information. Otherwise it is equivalent to
its supervised variant.

java weka.filters.unsupervised.instance.Resample -i data/soybean.arff \
-o soybean-5%.arff -Z 5

RemoveFoldscreates cross-validation folds of the given dataset. The class distri-
butions are not retained. The following example splits soybean.arff into training
and test datasets, the latter consisting of 25% (= 1/4) of the data.

java weka.filters.unsupervised.instance.RemoveFolds -i data/soybean.arff \
-o soybean-train.arff -c last -N 4 -F 1 -V

java weka.filters.unsupervised.instance.RemoveFolds -i data/soybean.arff \

-o soybean-test.arff -c last -N 4 -F 1

RemoveWithValues filters instances according to the value of an attribute.

java weka.filters.unsupervised.instance.RemoveWithValues -i data/soybean.arff \

-o soybean-without_herbicide_injury.arff -V -C last -L 19
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1.2.4 weka.classifiers

Classifiers are at the core of WEKA. There are a lot of common options for
classifiers, most of which are related to evaluation purposes. We will focus on
the most important ones. All others including classifier-specific parameters can
be found via -h, as usual.

-t specifies the training file (ARFF format)

-T
specifies the test file in (ARFF format). If this parameter is miss-
ing, a crossvalidation will be performed (default: ten-fold cv)

-x
This parameter determines the number of folds for the cross-
validation. A cv will only be performed if -T is missing.

-c As we already know from the weka.filters section, this parameter
sets the class variable with a one-based index.

-d

The model after training can be saved via this parameter. Each
classifier has a different binary format for the model, so it can
only be read back by the exact same classifier on a compatible
dataset. Only the model on the training set is saved, not the
multiple models generated via cross-validation.

-l
Loads a previously saved model, usually for testing on new, pre-
viously unseen data. In that case, a compatible test file should be
specified, i.e. the same attributes in the same order.

-p #
If a test file is specified, this parameter shows you the predictions
and one attribute (0 for none) for all test instances.

-i

A more detailed performance description via precision, recall,
true- and false positive rate is additionally output with this pa-
rameter. All these values can also be computed from the confusion
matrix.

-o

This parameter switches the human-readable output of the model
description off. In case of support vector machines or NaiveBayes,
this makes some sense unless you want to parse and visualize a
lot of information.

We now give a short list of selected classifiers in WEKA. Other classifiers below
weka.classifiers may also be used. This is more easy to see in the Explorer GUI.

• trees.J48 A clone of the C4.5 decision tree learner

• bayes.NaiveBayes A Naive Bayesian learner. -K switches on kernel den-
sity estimation for numerical attributes which often improves performance.

• meta.ClassificationViaRegression-W functions.LinearRegression

Multi-response linear regression.

• functions.Logistic Logistic Regression.
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• functions.SMO Support Vector Machine (linear, polynomial and RBF ker-
nel) with Sequential Minimal Optimization Algorithm due to [4]. Defaults
to SVM with linear kernel, -E 5 -C 10 gives an SVM with polynomial
kernel of degree 5 and lambda of 10.

• lazy.KStar Instance-Based learner. -E sets the blend entropy automati-
cally, which is usually preferable.

• lazy.IBk Instance-Based learner with fixed neighborhood. -K sets the
number of neighbors to use. IB1 is equivalent to IBk -K 1

• rules.JRip A clone of the RIPPER rule learner.

Based on a simple example, we will now explain the output of a typical
classifier, weka.classifiers.trees.J48. Consider the following call from the
command line, or start the WEKA explorer and train J48 on weather.arff :

java weka.classifiers.trees.J48 -t data/weather.arff -i

J48 pruned tree

------------------

outlook = sunny

| humidity <= 75: yes (2.0)
| humidity > 75: no (3.0)

outlook = overcast: yes (4.0)
outlook = rainy

| windy = TRUE: no (2.0)
| windy = FALSE: yes (3.0)

Number of Leaves : 5

Size of the tree : 8

The first part, unless you specify
-o, is a human-readable form of
the training set model. In this
case, it is a decision tree. out-
look is at the root of the tree
and determines the first decision.
In case it is overcast, we’ll al-
ways play golf. The numbers in
(parentheses) at the end of each
leaf tell us the number of exam-
ples in this leaf. If one or more
leaves were not pure (= all of the
same class), the number of mis-
classified examples would also be
given, after a /slash/

Time taken to build model: 0.05 seconds
Time taken to test model on training data: 0 seconds

As you can see, a decision tree
learns quite fast and is evalu-
ated even faster. E.g. for a lazy
learner, testing would take far
longer than training.
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== Error on training data ===

Correctly Classified Instance 14 100 %
Incorrectly Classified Instances 0 0 %

Kappa statistic 1
Mean absolute error 0

Root mean squared error 0
Relative absolute error 0 %
Root relative squared error 0 %

Total Number of Instances 14

=== Detailed Accuracy By Class ===

TP Rate FP Rate Precision Recall F-Measure Class
1 0 1 1 1 yes
1 0 1 1 1 no

=== Confusion Matrix ===

a b <-- classified as
9 0 | a = yes

0 5 | b = no

This is quite boring: our clas-
sifier is perfect, at least on the
training data – all instances were
classified correctly and all errors
are zero. As is usually the case,
the training set accuracy is too
optimistic. The detailed accu-
racy by class, which is output via
-i, and the confusion matrix is
similarily trivial.

=== Stratified cross-validation ===

Correctly Classified Instances 9 64.2857 %
Incorrectly Classified Instances 5 35.7143 %

Kappa statistic 0.186
Mean absolute error 0.2857

Root mean squared error 0.4818
Relative absolute error 60 %
Root relative squared error 97.6586 %

Total Number of Instances 14

=== Detailed Accuracy By Class ===

TP Rate FP Rate Precision Recall F-Measure Class
0.778 0.6 0.7 0.778 0.737 yes

0.4 0.222 0.5 0.4 0.444 no

=== Confusion Matrix ===

a b <-- classified as
7 2 | a = yes

3 2 | b = no

The stratified cv paints a more
realistic picture. The accuracy is
around 64%. The kappa statis-
tic measures the agreement of
prediction with the true class –
1.0 signifies complete agreement.
The following error values are
not very meaningful for classifi-
cation tasks, however for regres-
sion tasks e.g. the root of the
mean squared error per exam-
ple would be a reasonable cri-
terion. We will discuss the re-
lation between confusion matrix
and other measures in the text.

The confusion matrix is more commonly named contingency table. In our
case we have two classes, and therefore a 2x2 confusion matrix, the matrix
could be arbitrarily large. The number of correctly classified instances is the
sum of diagonals in the matrix; all others are incorrectly classified (class ”a”
gets misclassified as ”b” exactly twice, and class ”b” gets misclassified as ”a”
three times).

The True Positive (TP) rate is the proportion of examples which were clas-
sified as class x, among all examples which truly have class x, i.e. how much
part of the class was captured. It is equivalent to Recall. In the confusion ma-
trix, this is the diagonal element divided by the sum over the relevant row, i.e.
7/(7+2)=0.778 for class yes and 2/(3+2)=0.4 for class no in our example.

The False Positive (FP) rate is the proportion of examples which were classi-
fied as class x, but belong to a different class, among all examples which are not
of class x. In the matrix, this is the column sum of class x minus the diagonal
element, divided by the rows sums of all other classes; i.e. 3/5=0.6 for class yes
and 2/9=0.222 for class no.

The Precision is the proportion of the examples which truly have class x
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among all those which were classified as class x. In the matrix, this is the
diagonal element divided by the sum over the relevant column, i.e. 7/(7+3)=0.7
for class yes and 2/(2+2)=0.5 for class no.

The F-Measure is simply 2*Precision*Recall/(Precision+Recall), a combined
measure for precision and recall.

These measures are useful for comparing classifiers. However, if more de-
tailed information about the classifier’s predictions are necessary, -p # out-
puts just the predictions for each test instance, along with a range of one-
based attribute ids (0 for none). Let’s look at the following example. We
shall assume soybean-train.arff and soybean-test.arff have been constructed via
weka.filters.supervised.instance.StratifiedRemoveFolds as in a previous example.

java weka.classifiers.bayes.NaiveBayes -K -t soybean-train.arff \

-T soybean-test.arff -p 0

0 diaporthe-stem-canker 0.9999672587892333 diaporthe-stem-canker

1 diaporthe-stem-canker 0.9999992614503429 diaporthe-stem-canker
2 diaporthe-stem-canker 0.999998948559035 diaporthe-stem-canker

3 diaporthe-stem-canker 0.9999998441238833 diaporthe-stem-canker
4 diaporthe-stem-canker 0.9999989997681132 diaporthe-stem-canker
5 rhizoctonia-root-rot 0.9999999395928124 rhizoctonia-root-rot

6 rhizoctonia-root-rot 0.999998912860593 rhizoctonia-root-rot
7 rhizoctonia-root-rot 0.9999994386283236 rhizoctonia-root-rot

...

The values in each line are sep-
arated by a single space. The
fields are the zero-based test in-
stance id, followed by the pre-
dicted class value, the confi-
dence for the prediction (esti-
mated probability of predicted
class), and the true class. All
these are correctly classified, so
let’s look at a few erroneous ones.

32 phyllosticta-leaf-spot 0.7789710144361445 brown-spot

...
39 alternarialeaf-spot 0.6403333824349896 brown-spot
...

44 phyllosticta-leaf-spot 0.893568420641914 brown-spot
...

46 alternarialeaf-spot 0.5788190397739439 brown-spot
...
73 brown-spot 0.4943768155314637 alternarialeaf-spot

...

In each of these cases, a misclas-
sification occurred, mostly be-
tween classes alternarialeaf-spot
and brown-spot. The confidences
seem to be lower than for correct
classification, so for a real-life ap-
plication it may make sense to
output don’t know below a cer-
tain threshold. WEKA also out-
puts a trailing newline.

If we had chosen a range of attributes via -p, e.g. -p first-last, the
mentioned attributes would have been output afterwards as comma-separated
values, in (parentheses). However, the zero-based instance id in the first column
offers a safer way to determine the test instances.

If we had saved the output of -p in soybean-test.preds, the following call
would compute the number of correctly classified instances:

cat soybean-test.preds | awk ’$2==$4&&$0!=""’ | wc -l

Dividing by the number of instances in the test set, i.e. wc -l < soybean-test.preds

minus one (= trailing newline), we get the training set accuracy.



1.3. EXAMPLES 23

1.3 Examples

Usually, if you evaluate a classifier for a longer experiment, you will do something
like this (for csh):

java -Xmx1024m weka.classifiers.trees.J48 -t data.arff -i -k \
-d J48-data.model >&! J48-data.out &

The -Xmx1024m parameter for maximum heap size ensures your task will get
enough memory. There is no overhead involved, it just leaves more room for the
heap to grow. -i and -k gives you some additional information, which may be
useful, e.g. precision and recall for all classes. In case your model performs well,
it makes sense to save it via -d - you can always delete it later! The implicit
cross-validation gives a more reasonable estimate of the expected accuracy on
unseen data than the training set accuracy. The output both of standard error
and output should be redirected, so you get both errors and the normal output
of your classifier. The last & starts the task in the background. Keep an eye
on your task via top and if you notice the hard disk works hard all the time
(for linux), this probably means your task needs too much memory and will not
finish in time for the exam. In that case, switch to a faster classifier or use filters,
e.g. for Resample to reduce the size of your dataset or StratifiedRemoveFolds
to create training and test sets - for most classifiers, training takes more time
than testing.

So, now you have run a lot of experiments – which classifier is best? Try

cat *.out | grep -A 3 "Stratified" | grep "^Correctly"

...this should give you all cross-validated accuracies. If the cross-validated ac-
curacy is roughly the same as the training set accuracy, this indicates that your
classifiers is presumably not overfitting the training set.

Now you have found the best classifier. To apply it on a new dataset, use
e.g.

java weka.classifiers.trees.J48 -l J48-data.model -T new-data.arff

You will have to use the same classifier to load the model, but you need not
set any options. Just add the new test file via -T. If you want, -p first-last

will output all test instances with classifications and confidence, followed by all
attribute values, so you can look at each error separately.

The following more complex csh script creates datasets for learning curves,
i.e. creating a 75% training set and 25% test set from a given dataset, then
successively reducing the test set by factor 1.2 (83%), until it is also 25% in
size. All this is repeated thirty times, with different random reorderings (-S)
and the results are written to different directories. The Experimenter GUI in
WEKA can be used to design and run similar experiments.

#!/bin/csh
foreach f ($*)

set run=1

while ( $run <= 30 )
mkdir $run >&! /dev/null

java weka.filters.supervised.instance.StratifiedRemoveFolds -N 4 -F 1 -S $run -c last -i ../$f -o $run/t_$f
java weka.filters.supervised.instance.StratifiedRemoveFolds -N 4 -F 1 -S $run -V -c last -i ../$f -o $run/t0$f
foreach nr (0 1 2 3 4 5)

set nrp1=$nr
@ nrp1++
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java weka.filters.supervised.instance.Resample -S 0 -Z 83 -c last -i $run/t$nr$f -o $run/t$nrp1$f
end

echo Run $run of $f done.
@ run++

end
end

If meta classifiers are used, i.e. classifiers whose options include classi-
fier specifications - for example, StackingC or ClassificationViaRegression,
care must be taken not to mix the parameters. E.g.:

java weka.classifiers.meta.ClassificationViaRegression \
-W weka.classifiers.functions.LinearRegression -S 1 \

-t data/iris.arff -x 2

gives us an illegal options exception for -S 1. This parameter is meant for
LinearRegression, not for ClassificationViaRegression, but WEKA does
not know this by itself. One way to clarify this situation is to enclose the
classifier specification, including all parameters, in ”double” quotes, like this:

java weka.classifiers.meta.ClassificationViaRegression \
-W "weka.classifiers.functions.LinearRegression -S 1" \

-t data/iris.arff -x 2

However this does not always work, depending on how the option handling was
implemented in the top-level classifier. While for Stacking this approach would
work quite well, for ClassificationViaRegression it does not. We get the
dubious error message that the class weka.classifiers.functions.LinearRegression
-S 1 cannot be found. Fortunately, there is another approach: All parameters
given after -- are processed by the first sub-classifier; another -- lets us specify
parameters for the second sub-classifier and so on.

java weka.classifiers.meta.ClassificationViaRegression \
-W weka.classifiers.functions.LinearRegression \

-t data/iris.arff -x 2 -- -S 1

In some cases, both approaches have to be mixed, for example:

java weka.classifiers.meta.Stacking -B "weka.classifiers.lazy.IBk -K 10" \

-M "weka.classifiers.meta.ClassificationViaRegression -W weka.classifiers.functions.LinearRegression -- -S 1" \
-t data/iris.arff -x 2

Notice that while ClassificationViaRegression honors the -- parameter,
Stacking itself does not. Sadly the option handling for sub-classifier specifi-
cations is not yet completely unified within WEKA, but hopefully one or the
other approach mentioned here will work.

1.4 Additional packages and the package man-
ager

Up until now we’ve used the term package to refer to a Java’s concept of orga-
nizing classes. In addition, Weka has the concept of a package as a bundle of
additional functionality, separate from that supplied in the main weka.jar file.
A package consists of various jar files, documentation, meta data, and possibly
source code (see “Weka Packages” in the Appendix for more information on the
structure of packages for Weka). There are a number of packages available for
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Weka that add learning schemes or extend the functionality of the core system
in some fashion. Many are provided by the Weka team and others are from
third parties.

Weka includes a facility for the management of packages and a mechanism
to load them dynamically at runtime. There is both a command-line and GUI
package manager; we describe the command-line version here and the GUI ver-
sion in the next Chapter.

1.4.1 Package management

Assuming that the weka.jar file is in the classpath, the package manager can
be accessed by typing:

java weka.core.WekaPackageManager

Supplying no options will print the usage information:

Usage: weka.core.PackageManager [option]
Options:

-list-packages <all | installed | available>
-package-info <repository | installed | archive> packageName

-install-package <packageName | packageZip | URL> [version]
-uninstall-package <packageName>
-refresh-cache

Information (meta data) about packages is stored on a web server hosted on
Sourceforge. The first time the package manager is run, for a new installation of
Weka, there will be a short delay while the system downloads and stores a cache
of the meta data from the server. Maintaining a cache speeds up the process
of browsing the package information. From time to time you should update the
local cache of package meta data in order to get the latest information on pack-
ages from the server. This can be achieved by supplying the -refresh-cache

option.
The -list-packages option will, as the name suggests, print information

(version numbers and short descritions) about various packages. The option
must be followed by one of three keywords:

• all will print information on all packages that the system knows about

• installed will print information on all packages that are installed locally

• available will print information on all packages that are not installed

The following shows an example of listing all packages installed locally:

java weka.core.PackageManager -list-packages installed

Installed Repository Package

========= ========== =======
1.0.0 1.0.0 DTNB: Class for building and using a decision table/naive bayes hybrid classifier.
1.0.0 1.0.0 massiveOnlineAnalysis: MOA (Massive On-line Analysis).

1.0.0 1.0.0 multiInstanceFilters: A collection of filters for manipulating multi-instance data.
1.0.0 1.0.0 naiveBayesTree: Class for generating a decision tree with naive Bayes classifiers at the leaves.

1.0.0 1.0.0 scatterPlot3D: A visualization component for displaying a 3D scatter plot of the data using Java 3D.

The -package-info command lists information about a package given its
name. The command is followed by one of three keywords and then the name
of a package:
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• repository will print info from the repository for the named package

• installed will print info on the installed version of the named package

• archive will print info for a package stored in a zip archive. In this case,
the “archive” keyword must be followed by the path to an package zip
archive file rather than just the name of a package

The following shows an example of listing information for the “isotonicRe-
gression” package from the server:

java weka.core.WekaPackageManager -package-info repository isotonicRegression

Description:Learns an isotonic regression model. Picks the attribute that results
in the lowest squared error. Missing values are not allowed. Can only deal with

numeric attributes. Considers the monotonically increasing case as well as the
monotonically decreasing case.

Version:1.0.0

PackageURL:http://60.234.159.233/~mhall/wekaLite/isotonicRegression/isotonicRegression1.0.0.zip
Author:Eibe Frank

PackageName:isotonicRegression
Title:Learns an isotonic regression model.

Date:2009-09-10
URL:http://weka.sourceforge.net/doc.dev/weka/classifiers/IsotonicRegression.html

Category:Regression

Depends:weka (>=3.7.1)
License:GPL 2.0

Maintainer:Weka team <wekalist@list.scms.waikato.ac.nz>

The -install-package command allows a package to be installed from one
of three locations:

• specifying a name of a package will install the package using the infor-
mation in the package description meta data stored on the server. If no
version number is given, then the latest available version of the package is
installed.

• providing a path to a zip file will attempt to unpack and install the archive
as a Weka package

• providing a URL (beginning with http://) to a package zip file on the web
will download and attempt to install the zip file as a Weka package

The uninstall-package command will uninstall the named package. Of
course, the named package has to be installed for this command to have any
effect!

1.4.2 Running installed learning algorithms

Running learning algorithms that come with the main weka distribution (i.e.
are contained in the weka.jar file) was covered earlier in this chapter. But
what about algorithms from packages that you’ve installed using the package
manager? We don’t want to have to add a ton of jar files to our classpath every
time we wan’t to run a particular algorithm. Fortunately, we don’t have to.
Weka has a mechanism to load installed packages dynamically at run time. We
can run a named algorithm by using the Run command:

java weka.Run

If no arguments are supplied, then Run outputs the following usage informa-
tion:
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Usage:
weka.Run [-no-scan] [-no-load] <scheme name [scheme options]>

The Run command supports sub-string matching, so you can run a classifier
(such as J48) like so:

java weka.Run J48

When there are multiple matches on a supplied scheme name you will be
presented with a list. For example:

java weka.Run NaiveBayes

Select a scheme to run, or <return> to exit:
1) weka.classifiers.bayes.ComplementNaiveBayes

2) weka.classifiers.bayes.NaiveBayes
3) weka.classifiers.bayes.NaiveBayesMultinomial

4) weka.classifiers.bayes.NaiveBayesMultinomialUpdateable
5) weka.classifiers.bayes.NaiveBayesSimple
6) weka.classifiers.bayes.NaiveBayesUpdateable

Enter a number >

You can turn off the scanning of packages and sub-string matching by pro-
viding the -no-scan option. This is useful when using the Run command in a
script. In this case, you need to specify the fully qualified name of the algorithm
to use. E.g.

java weka.Run -no-scan weka.classifiers.bayes.NaiveBayes

To reduce startup time you can also turn off the dynamic loading of installed
packages by specifying the -no-load option. In this case, you will need to
explicitly include any packaged algorithms in your classpath if you plan to use
them. E.g.

java -classpath ./weka.jar:$HOME/wekafiles/packages/DTNB/DTNB.jar rweka.Run -no-load -no-scan weka.classifiers.rules.DTNB
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Part II

The Graphical User
Interface
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Chapter 2

Launching WEKA

The Weka GUI Chooser (class weka.gui.GUIChooser) provides a starting point
for launching Weka’s main GUI applications and supporting tools. If one prefers
a MDI (“multiple document interface”) appearance, then this is provided by an
alternative launcher called “Main” (class weka.gui.Main).

The GUI Chooser consists of four buttons—one for each of the four major
Weka applications—and four menus.

The buttons can be used to start the following applications:

• Explorer An environment for exploring data with WEKA (the rest of
this documentation deals with this application in more detail).

• Experimenter An environment for performing experiments and conduct-
ing statistical tests between learning schemes.

• KnowledgeFlow This environment supports essentially the same func-
tions as the Explorer but with a drag-and-drop interface. One advantage
is that it supports incremental learning.

• Workbench An all-in-one application that combines all the others within
user-selectable “perspectives”.

• SimpleCLI Provides a simple command-line interface that allows direct
execution of WEKA commands for operating systems that do not provide
their own command line interface.

The menu consists of four sections:
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1. Program

• LogWindow Opens a log window that captures all that is printed
to stdout or stderr. Useful for environments like MS Windows, where
WEKA is normally not started from a terminal.

• Exit Closes WEKA.

2. Tools Other useful applications.

• Package manager A graphical interface to Weka’s package man-
agement system.

• ArffViewer An MDI application for viewing ARFF files in spread-
sheet format.

• SqlViewer Represents an SQL worksheet, for querying databases
via JDBC.

• Bayes net editor An application for editing, visualizing and learn-
ing Bayes nets.

3. Visualization Ways of visualizing data with WEKA.

• Plot For plotting a 2D plot of a dataset.

• ROC Displays a previously saved ROC curve.

• TreeVisualizer For displaying directed graphs, e.g., a decision tree.

• GraphVisualizer Visualizes XML BIF or DOT format graphs, e.g.,
for Bayesian networks.

• BoundaryVisualizer Allows the visualization of classifier decision
boundaries in two dimensions.

4. Help Online resources for WEKA can be found here.

• Weka homepage Opens a browser window with WEKA’s home-
page.

• HOWTOs, code snippets, etc. The general WekaWiki [2], con-
taining lots of examples and HOWTOs around the development and
use of WEKA.
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• Weka on SourceforgeWEKA’s project homepage on Sourceforge.net.

• SystemInfo Lists some internals about the Java/WEKA environ-
ment, e.g., the CLASSPATH.

To make it easy for the user to add new functionality to the menu with-
out having to modify the code of WEKA itself, the GUI now offers a plugin
mechanism for such add-ons. Due to the inherent dynamic class discovery, plu-
gins only need to implement the weka.gui.MainMenuExtension interface and
WEKA notified of the package they reside in to be displayed in the menu un-
der “Extensions” (this extra menu appears automatically as soon as extensions
are discovered). More details can be found in the Wiki article “Extensions for
Weka’s main GUI” [6].

If you launch WEKA from a terminal window, some text begins scrolling
in the terminal. Ignore this text unless something goes wrong, in which case it
can help in tracking down the cause (the LogWindow from the Program menu
displays that information as well).

This User Manual focuses on using the Explorer but does not explain the
individual data preprocessing tools and learning algorithms in WEKA. For more
information on the various filters and learning methods in WEKA, see the book
Data Mining [1].
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Chapter 3

Package Manager

The Package Manager provides a graphical interface to Weka’s package manage-
ment system. All the functionality available in the command line client to the
package management system covered in the previous Chapter is available in the
GUI version, along with the ability to install and uninstall multiple packages in
one hit.

3.1 Main window

The package manager’s window is split horizontally into two parts: at the
top is a list of packages and at the bottom is a mini browser that can be used
to display information on the currently selected package.

The package list shows the name of a package, its category, the currently
installed version (if installed), the latest version available via the repository and
whether the package has been loaded or not. This list may be sorted by either
package name or category by clicking on the appropriate column header. A
second click on the same header reverses the sort order. Three radio buttons
in the upper left of the window can be used to filter what is displayed in the
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list. All packages (default), all available packages (i.e. those not yet installed)
or only installed packages can be displayed.

If multiple versions of a package are available, they can be accessed by click-
ing on an entry in the “Repository version” column:

3.2 Installing and removing packages

At the very top of the window are three buttons. On the left-hand side is a
button that can be used to refresh the cached copy of the package repository
meta data. The first time that the package manager (GUI or command line) is
used there will be a short delay as the initial cache is established. Each time
the package manager is used it will check with the central repository to see if
new packages or updates to existing packages are available. If there are updates
available, the user will see a yellow triangular warning icon appear beside the
“home” icon under the list of packages. Mousing over this icon will popup a
tooltip showing what updates are available. In order to access those updates
the user must manually refresh the repository cache by pressing the “Refresh
repository cache” button. Following this, the new/updated packages can be
installed as normal.

The two buttons at the top right are used to install and remove packages
repspectively. Multiple packages may be installed/removed by using a shift-
left-click combination to select a range and/or by using a command-left-click
combination to add to the selection. Underneath the install and uninstall but-
tons is a checkbox that can be enabled to ignore any dependencies required by
selected packages and any conflicts that may occur. Installing packages while
this checkbox is selected will not install required dependencies.

Some packages may have additional information on how to complete the
installation or special instructions that gets displayed when the package is in-
stalled:
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Usually it is not necessary to restartWeka after packages have been installed—
the changes should be available immediately. An exception is when upgrading
a package that is already installed. If in doubt, restart Weka.

3.2.1 Unoffical packages

The package list shows those packages that have their meta data stored in Weka’s
central meta data repository. These packages are “official” Weka packages and
the Weka team as verified that they appear to provide what is advertised (and
do not contain malicious code or malware).

It is also possible to install an “unofficial” package that has not gone through
the process of become official. Unofficial packages might be provided, for exam-
ple, by researchers who want to make experimental algorithms quickly available
to the community for feedback. Unofficial packages can be installed by clicking
the “File/url” button on the top-right of the package manager window. This
will bring up an “Unnoficial package install” dialog where the user can browse
their file system for a package zip file or directly enter an URL to the package
zip file. Note that no dependency checking is done for unofficial packages.

3.3 Using a http proxy

Both the GUI and command line package managers can operate via a http
proxy. To do so, start Weka from the command line and supply property values
for the proxy host and port:

java -Dhttp.proxyHost=some.proxy.somewhere.net -Dhttp.proxyPort=port weka.gui.GUIChooser

If your proxy requires authentication, then two more (non-standard) prop-
erties can be supplied:

-Dhttp.proxyUser=some_user_name -Dhttp.proxyPassword=some_password

3.4 Using an alternative central package meta

data repository

By default, both the command-line and GUI package managers use the central
package meta data repository hosted on Sourceforge. In the unlikely event
that this site is unavailable for one reason or another, it is possible to point
the package management system at an alternative repository. This mechanism
allows a temporary backup of the official repostory to be accessed, local mirrors
to be established and alternative repositories to be set up for use etc.

An alternative repository can be specified by setting a Java property:

weka.core.wekaPackageRepositoryURL=http://some.mirror.somewhere

This can either be set when starting Weka from the command line with
the -D flag, or it can be placed into a file called “PackageRepository.props” in
$WEKA_HOME/props. The default value of WEKA_HOME is user.home/wekafiles,
where user.home is the user’s home directory. More information on how and
where Weka stores configuration information is given in the Appendix (Chapter
19).
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3.5 Package manager property file

As mentioned in the previous section, an alternative package meta data reposi-
tory can be specified by placing an entry in the PackageRepository.props file in
$WEKA_HOME/props. From Weka 3.7.8 (and snapshot builds after 24 September
2012), the package manager also looks for properties placed in $WEKA_HOME/props/PackageManager.props
The current set of properties that can be set are:

weka.core.wekaPackageRepositoryURL=http://some.mirror.somewhere

weka.packageManager.offline=[true | false]
weka.packageManager.loadPackages=[true | false]

weka.pluginManager.disable=com.funky.FunkyExplorerPluginTab

The default for offline mode (if unspecified) is “false” and for loadPackages is
“true”. The weka.pluginManager.disable property can be used to specify a
comma-separated list of fully qualified class names to “disable” in the GUI. This
can be used to make problematic components unavailable in the GUI without
having to prevent the entire package that contains them from being loaded. E.g.
“funkyPackage” might provide several classifiers and a special Explorer plugin
tab for visualization. Suppose, for example, that the plugin Explorer tab has
issues with certain data sets and causes annoying exceptions to be generated (or
perhaps in the worst cases crashes the Explorer!). In this case we might want
to use the classifiers provided by the package and just disable the Explorer
plugin. Listing the fully qualified name of the Explorer plugin as a member of
the comma-separated list associated with the weka.pluginManager.disable

property will achieve this.
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Simple CLI

The Simple CLI provides full access to all Weka classes, i.e., classifiers, filters,
clusterers, etc., but without the hassle of the CLASSPATH (it facilitates the
one, with which Weka was started).

It offers a simple Weka shell with separated commandline and output.

4.1 Commands

The following commands are available in the Simple CLI:

• java <classname> [<args>]

invokes a java class with the given arguments (if any)

• break

stops the current thread, e.g., a running classifier, in a friendly manner
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• kill

stops the current thread in an unfriendly fashion

• cls

clears the output area

• capabilities <classname> [<args>]
lists the capabilities of the specified class, e.g., for a classifier with its
options:

capabilities weka.classifiers.meta.Bagging -W weka.classifiers.trees.Id3

• exit

exits the Simple CLI

• help [<command>]

provides an overview of the available commands if without a command
name as argument, otherwise more help on the specified command

4.2 Invocation

In order to invoke a Weka class, one has only to prefix the class with ”java”.
This command tells the Simple CLI to load a class and execute it with any given
parameters. E.g., the J48 classifier can be invoked on the iris dataset with the
following command:

java weka.classifiers.trees.J48 -t c:/temp/iris.arff

This results in the following output:

4.3 Command redirection

Starting with this version of Weka one can perform a basic redirection:

java weka.classifiers.trees.J48 -t test.arff > j48.txt

Note: the > must be preceded and followed by a space, otherwise it is not
recognized as redirection, but part of another parameter.
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4.4 Command completion

Commands starting with java support completion for classnames and filenames
via Tab (Alt+BackSpace deletes parts of the command again). In case that
there are several matches, Weka lists all possible matches.

• package name completion

java weka.cl<Tab>

results in the following output of possible matches of package names:

Possible matches:

weka.classifiers

weka.clusterers

• classname completion

java weka.classifiers.meta.A<Tab>

lists the following classes

Possible matches:

weka.classifiers.meta.AdaBoostM1

weka.classifiers.meta.AdditiveRegression

weka.classifiers.meta.AttributeSelectedClassifier

• filename completion
In order for Weka to determine whether a the string under the cursor
is a classname or a filename, filenames need to be absolute (Unix/Linx:
/some/path/file; Windows: C:\Some\Path\file) or relative and starting
with a dot (Unix/Linux: ./some/other/path/file;Windows: .\Some\Other\Path\file).
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Chapter 5

Explorer

5.1 The user interface

5.1.1 Section Tabs

At the very top of the window, just below the title bar, is a row of tabs. When
the Explorer is first started only the first tab is active; the others are greyed
out. This is because it is necessary to open (and potentially pre-process) a data
set before starting to explore the data.

The tabs are as follows:

1. Preprocess. Choose and modify the data being acted on.

2. Classify. Train and test learning schemes that classify or perform regres-
sion.

3. Cluster. Learn clusters for the data.

4. Associate. Learn association rules for the data.

5. Select attributes. Select the most relevant attributes in the data.

6. Visualize. View an interactive 2D plot of the data.

Once the tabs are active, clicking on them flicks between different screens, on
which the respective actions can be performed. The bottom area of the window
(including the status box, the log button, and the Weka bird) stays visible
regardless of which section you are in.

The Explorer can be easily extended with custom tabs. The Wiki article
“Adding tabs in the Explorer” [7] explains this in detail.

5.1.2 Status Box

The status box appears at the very bottom of the window. It displays messages
that keep you informed about what’s going on. For example, if the Explorer is
busy loading a file, the status box will say that.

TIP—right-clicking the mouse anywhere inside the status box brings up a
little menu. The menu gives two options:

43
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1. Memory information. Display in the log box the amount of memory
available to WEKA.

2. Run garbage collector. Force the Java garbage collector to search for
memory that is no longer needed and free it up, allowing more memory
for new tasks. Note that the garbage collector is constantly running as a
background task anyway.

5.1.3 Log Button

Clicking on this button brings up a separate window containing a scrollable text
field. Each line of text is stamped with the time it was entered into the log. As
you perform actions in WEKA, the log keeps a record of what has happened.
For people using the command line or the SimpleCLI, the log now also contains
the full setup strings for classification, clustering, attribute selection, etc., so
that it is possible to copy/paste them elsewhere. Options for dataset(s) and, if
applicable, the class attribute still have to be provided by the user (e.g., -t for
classifiers or -i and -o for filters).

5.1.4 WEKA Status Icon

To the right of the status box is the WEKA status icon. When no processes are
running, the bird sits down and takes a nap. The number beside the × symbol
gives the number of concurrent processes running. When the system is idle it is
zero, but it increases as the number of processes increases. When any process
is started, the bird gets up and starts moving around. If it’s standing but stops
moving for a long time, it’s sick: something has gone wrong! In that case you
should restart the WEKA Explorer.

5.1.5 Graphical output

Most graphical displays in WEKA, e.g., the GraphVisualizer or the TreeVisu-
alizer, support saving the output to a file. A dialog for saving the output can
be brought up with Alt+Shift+left-click. Supported formats are currently Win-
dows Bitmap, JPEG, PNG and EPS (encapsulated Postscript). The dialog also
allows you to specify the dimensions of the generated image.
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5.2 Preprocessing

5.2.1 Loading Data

The first four buttons at the top of the preprocess section enable you to load
data into WEKA:

1. Open file.... Brings up a dialog box allowing you to browse for the data
file on the local file system.

2. Open URL.... Asks for a Uniform Resource Locator address for where
the data is stored.

3. Open DB.... Reads data from a database. (Note that to make this work
you might have to edit the file in weka/experiment/DatabaseUtils.props.)

4. Generate.... Enables you to generate artificial data from a variety of
DataGenerators.

Using the Open file... button you can read files in a variety of formats:
WEKA’s ARFF format, CSV format, C4.5 format, or serialized Instances for-
mat. ARFF files typically have a .arff extension, CSV files a .csv extension,
C4.5 files a .data and .names extension, and serialized Instances objects a .bsi
extension.

NB: This list of formats can be extended by adding custom file converters
to the weka.core.converters package.

5.2.2 The Current Relation

Once some data has been loaded, the Preprocess panel shows a variety of in-
formation. The Current relation box (the “current relation” is the currently
loaded data, which can be interpreted as a single relational table in database
terminology) has three entries:
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1. Relation. The name of the relation, as given in the file it was loaded
from. Filters (described below) modify the name of a relation.

2. Instances. The number of instances (data points/records) in the data.

3. Attributes. The number of attributes (features) in the data.

5.2.3 Working With Attributes

Below the Current relation box is a box titled Attributes. There are four
buttons, and beneath them is a list of the attributes in the current relation.
The list has three columns:

1. No.. A number that identifies the attribute in the order they are specified
in the data file.

2. Selection tick boxes. These allow you select which attributes are present
in the relation.

3. Name. The name of the attribute, as it was declared in the data file.

When you click on different rows in the list of attributes, the fields change
in the box to the right titled Selected attribute. This box displays the char-
acteristics of the currently highlighted attribute in the list:

1. Name. The name of the attribute, the same as that given in the attribute
list.

2. Type. The type of attribute, most commonly Nominal or Numeric.

3. Missing. The number (and percentage) of instances in the data for which
this attribute is missing (unspecified).

4. Distinct. The number of different values that the data contains for this
attribute.

5. Unique. The number (and percentage) of instances in the data having a
value for this attribute that no other instances have.

Below these statistics is a list showing more information about the values stored
in this attribute, which differ depending on its type. If the attribute is nominal,
the list consists of each possible value for the attribute along with the number
of instances that have that value. If the attribute is numeric, the list gives
four statistics describing the distribution of values in the data—the minimum,
maximum, mean and standard deviation. And below these statistics there is a
coloured histogram, colour-coded according to the attribute chosen as the Class
using the box above the histogram. (This box will bring up a drop-down list
of available selections when clicked.) Note that only nominal Class attributes
will result in a colour-coding. Finally, after pressing the Visualize All button,
histograms for all the attributes in the data are shown in a separate window.

Returning to the attribute list, to begin with all the tick boxes are unticked.
They can be toggled on/off by clicking on them individually. The four buttons
above can also be used to change the selection:
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1. All. All boxes are ticked.

2. None. All boxes are cleared (unticked).

3. Invert. Boxes that are ticked become unticked and vice versa.

4. Pattern. Enables the user to select attributes based on a Perl 5 Regular
Expression. E.g., .* id selects all attributes which name ends with id.

Once the desired attributes have been selected, they can be removed by
clicking the Remove button below the list of attributes. Note that this can be
undone by clicking the Undo button, which is located next to the Edit button
in the top-right corner of the Preprocess panel.

5.2.4 Working With Filters

The preprocess section allows filters to be defined that transform the data
in various ways. The Filter box is used to set up the filters that are required.
At the left of the Filter box is a Choose button. By clicking this button it is
possible to select one of the filters in WEKA. Once a filter has been selected, its
name and options are shown in the field next to the Choose button. Clicking on
this box with the left mouse button brings up a GenericObjectEditor dialog box.
A click with the right mouse button (or Alt+Shift+left click) brings up a menu
where you can choose, either to display the properties in a GenericObjectEditor
dialog box, or to copy the current setup string to the clipboard.

The GenericObjectEditor Dialog Box

The GenericObjectEditor dialog box lets you configure a filter. The same kind
of dialog box is used to configure other objects, such as classifiers and clusterers
(see below). The fields in the window reflect the available options.

Right-clicking (or Alt+Shift+Left-Click) on such a field will bring up a popup
menu, listing the following options:
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1. Show properties... has the same effect as left-clicking on the field, i.e.,
a dialog appears allowing you to alter the settings.

2. Copy configuration to clipboard copies the currently displayed con-
figuration string to the system’s clipboard and therefore can be used any-
where else in WEKA or in the console. This is rather handy if you have
to setup complicated, nested schemes.

3. Enter configuration... is the “receiving” end for configurations that
got copied to the clipboard earlier on. In this dialog you can enter a
classname followed by options (if the class supports these). This also
allows you to transfer a filter setting from the Preprocess panel to a
FilteredClassifier used in the Classify panel.

Left-Clicking on any of these gives an opportunity to alter the filters settings.
For example, the setting may take a text string, in which case you type the
string into the text field provided. Or it may give a drop-down box listing
several states to choose from. Or it may do something else, depending on the
information required. Information on the options is provided in a tool tip if you
let the mouse pointer hover of the corresponding field. More information on the
filter and its options can be obtained by clicking on the More button in the
About panel at the top of the GenericObjectEditor window.

Some objects display a brief description of what they do in an About box,
along with a More button. Clicking on the More button brings up a window
describing what the different options do. Others have an additional button,
Capabilities, which lists the types of attributes and classes the object can handle.

At the bottom of the GenericObjectEditor dialog are four buttons. The first
two, Open... and Save... allow object configurations to be stored for future
use. The Cancel button backs out without remembering any changes that have
been made. Once you are happy with the object and settings you have chosen,
click OK to return to the main Explorer window.

Applying Filters

Once you have selected and configured a filter, you can apply it to the data by
pressing theApply button at the right end of the Filter panel in the Preprocess
panel. The Preprocess panel will then show the transformed data. The change
can be undone by pressing the Undo button. You can also use the Edit...
button to modify your data manually in a dataset editor. Finally, the Save...
button at the top right of the Preprocess panel saves the current version of the
relation in file formats that can represent the relation, allowing it to be kept for
future use.

Note: Some of the filters behave differently depending on whether a class at-
tribute has been set or not (using the box above the histogram, which will
bring up a drop-down list of possible selections when clicked). In particular, the
“supervised filters” require a class attribute to be set, and some of the “unsu-
pervised attribute filters” will skip the class attribute if one is set. Note that it
is also possible to set Class to None, in which case no class is set.
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5.3 Classification

5.3.1 Selecting a Classifier

At the top of the classify section is the Classifier box. This box has a text field
that gives the name of the currently selected classifier, and its options. Clicking
on the text box with the left mouse button brings up a GenericObjectEditor
dialog box, just the same as for filters, that you can use to configure the options
of the current classifier. With a right click (or Alt+Shift+left click) you can
once again copy the setup string to the clipboard or display the properties in a
GenericObjectEditor dialog box. The Choose button allows you to choose one
of the classifiers that are available in WEKA.

5.3.2 Test Options

The result of applying the chosen classifier will be tested according to the options
that are set by clicking in the Test options box. There are four test modes:

1. Use training set. The classifier is evaluated on how well it predicts the
class of the instances it was trained on.

2. Supplied test set. The classifier is evaluated on how well it predicts the
class of a set of instances loaded from a file. Clicking the Set... button
brings up a dialog allowing you to choose the file to test on.

3. Cross-validation. The classifier is evaluated by cross-validation, using
the number of folds that are entered in the Folds text field.

4. Percentage split. The classifier is evaluated on how well it predicts a
certain percentage of the data which is held out for testing. The amount
of data held out depends on the value entered in the % field.

Note: No matter which evaluation method is used, the model that is output is
always the one build from all the training data. Further testing options can be
set by clicking on the More options... button:
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1. Output model. The classification model on the full training set is output
so that it can be viewed, visualized, etc. This option is selected by default.

2. Output per-class stats. The precision/recall and true/false statistics
for each class are output. This option is also selected by default.

3. Output entropy evaluation measures. Entropy evaluation measures
are included in the output. This option is not selected by default.

4. Output confusion matrix. The confusion matrix of the classifier’s pre-
dictions is included in the output. This option is selected by default.

5. Store predictions for visualization. The classifier’s predictions are
remembered so that they can be visualized. This option is selected by
default.

6. Output predictions. The predictions on the evaluation data are output.
Note that in the case of a cross-validation the instance numbers do not
correspond to the location in the data!

7. Output additional attributes. If additional attributes need to be out-
put alongside the predictions, e.g., an ID attribute for tracking misclassi-
fications, then the index of this attribute can be specified here. The usual
Weka ranges are supported,“first” and “last” are therefore valid indices as
well (example: “first-3,6,8,12-last”).

8. Cost-sensitive evaluation. The errors is evaluated with respect to a
cost matrix. The Set... button allows you to specify the cost matrix
used.

9. Random seed for xval / % Split. This specifies the random seed used
when randomizing the data before it is divided up for evaluation purposes.

10. Preserve order for % Split. This suppresses the randomization of the
data before splitting into train and test set.

11. Output source code. If the classifier can output the built model as Java
source code, you can specify the class name here. The code will be printed
in the “Classifier output” area.

5.3.3 The Class Attribute

The classifiers in WEKA are designed to be trained to predict a single ‘class’
attribute, which is the target for prediction. Some classifiers can only learn
nominal classes; others can only learn numeric classes (regression problems);
still others can learn both.

By default, the class is taken to be the last attribute in the data. If you want
to train a classifier to predict a different attribute, click on the box below the
Test options box to bring up a drop-down list of attributes to choose from.
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5.3.4 Training a Classifier

Once the classifier, test options and class have all been set, the learning process
is started by clicking on the Start button. While the classifier is busy being
trained, the little bird moves around. You can stop the training process at any
time by clicking on the Stop button.

When training is complete, several things happen. The Classifier output
area to the right of the display is filled with text describing the results of training
and testing. A new entry appears in the Result list box. We look at the result
list below; but first we investigate the text that has been output.

5.3.5 The Classifier Output Text

The text in the Classifier output area has scroll bars allowing you to browse
the results. Clicking with the left mouse button into the text area, while holding
Alt and Shift, brings up a dialog that enables you to save the displayed output
in a variety of formats (currently, BMP, EPS, JPEG and PNG). Of course, you
can also resize the Explorer window to get a larger display area. The output is
split into several sections:

1. Run information. A list of information giving the learning scheme op-
tions, relation name, instances, attributes and test mode that were in-
volved in the process.

2. Classifier model (full training set). A textual representation of the
classification model that was produced on the full training data.

3. The results of the chosen test mode are broken down thus:

4. Summary. A list of statistics summarizing how accurately the classifier
was able to predict the true class of the instances under the chosen test
mode.

5. Detailed Accuracy By Class. A more detailed per-class break down
of the classifier’s prediction accuracy.

6. Confusion Matrix. Shows how many instances have been assigned to
each class. Elements show the number of test examples whose actual class
is the row and whose predicted class is the column.

7. Source code (optional). This section lists the Java source code if one
chose “Output source code” in the “More options” dialog.

5.3.6 The Result List

After training several classifiers, the result list will contain several entries. Left-
clicking the entries flicks back and forth between the various results that have
been generated. Pressing Delete removes a selected entry from the results.
Right-clicking an entry invokes a menu containing these items:

1. View in main window. Shows the output in the main window (just like
left-clicking the entry).
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2. View in separate window. Opens a new independent window for view-
ing the results.

3. Save result buffer. Brings up a dialog allowing you to save a text file
containing the textual output.

4. Load model. Loads a pre-trained model object from a binary file.

5. Save model. Saves a model object to a binary file. Objects are saved in
Java ‘serialized object’ form.

6. Re-evaluate model on current test set. Takes the model that has
been built and tests its performance on the data set that has been specified
with the Set.. button under the Supplied test set option.

7. Visualize classifier errors. Brings up a visualization window that plots
the results of classification. Correctly classified instances are represented
by crosses, whereas incorrectly classified ones show up as squares.

8. Visualize tree orVisualize graph. Brings up a graphical representation
of the structure of the classifier model, if possible (i.e. for decision trees
or Bayesian networks). The graph visualization option only appears if a
Bayesian network classifier has been built. In the tree visualizer, you can
bring up a menu by right-clicking a blank area, pan around by dragging
the mouse, and see the training instances at each node by clicking on it.
CTRL-clicking zooms the view out, while SHIFT-dragging a box zooms
the view in. The graph visualizer should be self-explanatory.

9. Visualize margin curve. Generates a plot illustrating the prediction
margin. The margin is defined as the difference between the probability
predicted for the actual class and the highest probability predicted for
the other classes. For example, boosting algorithms may achieve better
performance on test data by increasing the margins on the training data.

10. Visualize threshold curve. Generates a plot illustrating the trade-offs
in prediction that are obtained by varying the threshold value between
classes. For example, with the default threshold value of 0.5, the pre-
dicted probability of ‘positive’ must be greater than 0.5 for the instance
to be predicted as ‘positive’. The plot can be used to visualize the pre-
cision/recall trade-off, for ROC curve analysis (true positive rate vs false
positive rate), and for other types of curves.

11. Visualize cost curve. Generates a plot that gives an explicit represen-
tation of the expected cost, as described by [5].

12. Plugins. This menu item only appears if there are visualization plugins
available (by default: none). More about these plugins can be found in
the WekaWiki article “Explorer visualization plugins” [8].

Options are greyed out if they do not apply to the specific set of results.
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5.4 Clustering

5.4.1 Selecting a Clusterer

By now you will be familiar with the process of selecting and configuring objects.
Clicking on the clustering scheme listed in the Clusterer box at the top of the
window brings up a GenericObjectEditor dialog with which to choose a new
clustering scheme.

5.4.2 Cluster Modes

The Cluster mode box is used to choose what to cluster and how to evaluate
the results. The first three options are the same as for classification: Use train-
ing set, Supplied test set and Percentage split (Section 5.3.1)—except that
now the data is assigned to clusters instead of trying to predict a specific class.
The fourth mode, Classes to clusters evaluation, compares how well the
chosen clusters match up with a pre-assigned class in the data. The drop-down
box below this option selects the class, just as in the Classify panel.

An additional option in the Cluster mode box, the Store clusters for
visualization tick box, determines whether or not it will be possible to visualize
the clusters once training is complete. When dealing with datasets that are so
large that memory becomes a problem it may be helpful to disable this option.

5.4.3 Ignoring Attributes

Often, some attributes in the data should be ignored when clustering. The
Ignore attributes button brings up a small window that allows you to select
which attributes are ignored. Clicking on an attribute in the window highlights
it, holding down the SHIFT key selects a range of consecutive attributes, and
holding down CTRL toggles individual attributes on and off. To cancel the
selection, back out with the Cancel button. To activate it, click the Select
button. The next time clustering is invoked, the selected attributes are ignored.
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5.4.4 Working with Filters

The FilteredClusterer meta-clusterer offers the user the possibility to apply
filters directly before the clusterer is learned. This approach eliminates the
manual application of a filter in the Preprocess panel, since the data gets
processed on the fly. Useful if one needs to try out different filter setups.

5.4.5 Learning Clusters

The Cluster section, like the Classify section, has Start/Stop buttons, a
result text area and a result list. These all behave just like their classifica-
tion counterparts. Right-clicking an entry in the result list brings up a similar
menu, except that it shows only two visualization options: Visualize cluster
assignments and Visualize tree. The latter is grayed out when it is not
applicable.
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5.5 Associating

5.5.1 Setting Up

This panel contains schemes for learning association rules, and the learners are
chosen and configured in the same way as the clusterers, filters, and classifiers
in the other panels.

5.5.2 Learning Associations

Once appropriate parameters for the association rule learner bave been set, click
the Start button. When complete, right-clicking on an entry in the result list
allows the results to be viewed or saved.
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5.6 Selecting Attributes

5.6.1 Searching and Evaluating

Attribute selection involves searching through all possible combinations of at-
tributes in the data to find which subset of attributes works best for prediction.
To do this, two objects must be set up: an attribute evaluator and a search
method. The evaluator determines what method is used to assign a worth to
each subset of attributes. The search method determines what style of search
is performed.

5.6.2 Options

The Attribute Selection Mode box has two options:

1. Use full training set. The worth of the attribute subset is determined
using the full set of training data.

2. Cross-validation. The worth of the attribute subset is determined by a
process of cross-validation. The Fold and Seed fields set the number of
folds to use and the random seed used when shuffling the data.

As with Classify (Section 5.3.1), there is a drop-down box that can be used to
specify which attribute to treat as the class.

5.6.3 Performing Selection

Clicking Start starts running the attribute selection process. When it is fin-
ished, the results are output into the result area, and an entry is added to
the result list. Right-clicking on the result list gives several options. The first
three, (View in main window, View in separate window and Save result
buffer), are the same as for the classify panel. It is also possible to Visualize
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reduced data, or if you have used an attribute transformer such as Principal-
Components, Visualize transformed data. The reduced/transformed data
can be saved to a file with the Save reduced data... or Save transformed
data... option.

In case one wants to reduce/transform a training and a test at the same time
and not use the AttributeSelectedClassifier from the classifier panel, it is best
to use the AttributeSelection filter (a supervised attribute filter) in batch mode
(’-b’) from the command line or in the SimpleCLI. The batch mode allows one
to specify an additional input and output file pair (options -r and -s), that is
processed with the filter setup that was determined based on the training data
(specified by options -i and -o).

Here is an example for a Unix/Linux bash:

java weka.filters.supervised.attribute.AttributeSelection \

-E "weka.attributeSelection.CfsSubsetEval " \

-S "weka.attributeSelection.BestFirst -D 1 -N 5" \

-b \

-i <input1.arff> \

-o <output1.arff> \

-r <input2.arff> \

-s <output2.arff>

Notes:

• The “backslashes” at the end of each line tell the bash that the command
is not finished yet. Using the SimpleCLI one has to use this command in
one line without the backslashes.

• It is assumed that WEKA is available in the CLASSPATH, otherwise one
has to use the -classpath option.

• The full filter setup is output in the log, as well as the setup for running
regular attribute selection.
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5.7 Visualizing

WEKA’s visualization section allows you to visualize 2D plots of the current
relation.

5.7.1 The scatter plot matrix

When you select the Visualize panel, it shows a scatter plot matrix for all
the attributes, colour coded according to the currently selected class. It is
possible to change the size of each individual 2D plot and the point size, and to
randomly jitter the data (to uncover obscured points). It also possible to change
the attribute used to colour the plots, to select only a subset of attributes for
inclusion in the scatter plot matrix, and to sub sample the data. Note that
changes will only come into effect once the Update button has been pressed.

5.7.2 Selecting an individual 2D scatter plot

When you click on a cell in the scatter plot matrix, this will bring up a separate
window with a visualization of the scatter plot you selected. (We described
above how to visualize particular results in a separate window—for example,
classifier errors—the same visualization controls are used here.)

Data points are plotted in the main area of the window. At the top are two
drop-down list buttons for selecting the axes to plot. The one on the left shows
which attribute is used for the x-axis; the one on the right shows which is used
for the y-axis.

Beneath the x-axis selector is a drop-down list for choosing the colour scheme.
This allows you to colour the points based on the attribute selected. Below the
plot area, a legend describes what values the colours correspond to. If the values
are discrete, you can modify the colour used for each one by clicking on them
and making an appropriate selection in the window that pops up.

To the right of the plot area is a series of horizontal strips. Each strip
represents an attribute, and the dots within it show the distribution of values
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of the attribute. These values are randomly scattered vertically to help you see
concentrations of points. You can choose what axes are used in the main graph
by clicking on these strips. Left-clicking an attribute strip changes the x-axis
to that attribute, whereas right-clicking changes the y-axis. The ‘X’ and ‘Y’
written beside the strips shows what the current axes are (‘B’ is used for ‘both
X and Y’).

Above the attribute strips is a slider labelled Jitter, which is a random
displacement given to all points in the plot. Dragging it to the right increases the
amount of jitter, which is useful for spotting concentrations of points. Without
jitter, a million instances at the same point would look no different to just a
single lonely instance.

5.7.3 Selecting Instances

There may be situations where it is helpful to select a subset of the data us-
ing the visualization tool. (A special case of this is the UserClassifier in the
Classify panel, which lets you build your own classifier by interactively selecting
instances.)

Below the y-axis selector button is a drop-down list button for choosing a
selection method. A group of data points can be selected in four ways:

1. Select Instance. Clicking on an individual data point brings up a window
listing its attributes. If more than one point appears at the same location,
more than one set of attributes is shown.

2. Rectangle. You can create a rectangle, by dragging, that selects the
points inside it.

3. Polygon. You can build a free-form polygon that selects the points inside
it. Left-click to add vertices to the polygon, right-click to complete it. The
polygon will always be closed off by connecting the first point to the last.

4. Polyline. You can build a polyline that distinguishes the points on one
side from those on the other. Left-click to add vertices to the polyline,
right-click to finish. The resulting shape is open (as opposed to a polygon,
which is always closed).

Once an area of the plot has been selected using Rectangle, Polygon or
Polyline, it turns grey. At this point, clicking the Submit button removes all
instances from the plot except those within the grey selection area. Clicking on
the Clear button erases the selected area without affecting the graph.

Once any points have been removed from the graph, the Submit button
changes to a Reset button. This button undoes all previous removals and
returns you to the original graph with all points included. Finally, clicking the
Save button allows you to save the currently visible instances to a new ARFF
file.
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Chapter 6

Experimenter

6.1 Introduction

The Weka Experiment Environment enables the user to create, run, modify,
and analyse experiments in a more convenient manner than is possible when
processing the schemes individually. For example, the user can create an exper-
iment that runs several schemes against a series of datasets and then analyse
the results to determine if one of the schemes is (statistically) better than the
other schemes.

The Experiment Environment can be run from the command line using the
Simple CLI. For example, the following commands could be typed into the CLI
to run the OneR scheme on the Iris dataset using a basic train and test process.
(Note that the commands would be typed on one line into the CLI.)

java weka.experiment.Experiment -r -T data/iris.arff

-D weka.experiment.InstancesResultListener

-P weka.experiment.RandomSplitResultProducer --

-W weka.experiment.ClassifierSplitEvaluator --

-W weka.classifiers.rules.OneR

While commands can be typed directly into the CLI, this technique is not
particularly convenient and the experiments are not easy to modify.

The Experimenter comes in two flavours, either with a simple interface that
provides most of the functionality one needs for experiments, or with an interface
with full access to the Experimenter’s capabilities. You can choose between
those two with the Experiment Configuration Mode radio buttons:

• Simple

• Advanced

Both setups allow you to setup standard experiments, that are run locally on
a single machine, or remote experiments, which are distributed between several
hosts. The distribution of experiments cuts down the time the experiments will
take until completion, but on the other hand the setup takes more time.

The next section covers the standard experiments (both, simple and ad-
vanced), followed by the remote experiments and finally the analysing of the
results.
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6.2 Standard Experiments

6.2.1 Simple

6.2.1.1 New experiment

After clicking New default parameters for an Experiment are defined.

6.2.1.2 Results destination

By default, an ARFF file is the destination for the results output. But you can
choose between

• ARFF file

• CSV file

• JDBC database

ARFF file and JDBC database are discussed in detail in the following sec-
tions. CSV is similar to ARFF, but it can be used to be loaded in an external
spreadsheet application.

ARFF file

If the file name is left empty a temporary file will be created in the TEMP
directory of the system. If one wants to specify an explicit results file, click on
Browse and choose a filename, e.g., Experiment1.arff.
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Click on Save and the name will appear in the edit field next to ARFF file.

The advantage of ARFF or CSV files is that they can be created without
any additional classes besides the ones from Weka. The drawback is the lack
of the ability to resume an experiment that was interrupted, e.g., due to an
error or the addition of dataset or algorithms. Especially with time-consuming
experiments, this behavior can be annoying.

JDBC database

With JDBC it is easy to store the results in a database. The necessary jar
archives have to be in the CLASSPATH to make the JDBC functionality of a
particular database available.

After changing ARFF file to JDBC database click on User... to specify
JDBC URL and user credentials for accessing the database.
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After supplying the necessary data and clicking on OK, the URL in the main
window will be updated.

Note: at this point, the database connection is not tested; this is done when
the experiment is started.

The advantage of a JDBC database is the possibility to resume an in-
terrupted or extended experiment. Instead of re-running all the other algo-
rithm/dataset combinations again, only the missing ones are computed.

6.2.1.3 Experiment type

The user can choose between the following three different types

• Cross-validation (default)
performs stratified cross-validation with the given number of folds

• Train/Test Percentage Split (data randomized)
splits a dataset according to the given percentage into a train and a test file
(one cannot specify explicit training and test files in the Experimenter),
after the order of the data has been randomized and stratified
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• Train/Test Percentage Split (order preserved)
because it is impossible to specify an explicit train/test files pair, one can
abuse this type to un-merge previously merged train and test file into the
two original files (one only needs to find out the correct percentage)

Additionally, one can choose between Classification and Regression, depend-
ing on the datasets and classifiers one uses. For decision trees like J48 (Weka’s
implementation of Quinlan’s C4.5 [10]) and the iris dataset, Classification is
necessary, for a numeric classifier like M5P, on the other hand, Regression. Clas-
sification is selected by default.

Note: if the percentage splits are used, one has to make sure that the cor-
rected paired T-Tester still produces sensible results with the given ratio [9].
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6.2.1.4 Datasets

One can add dataset files either with an absolute path or with a relative one.
The latter makes it often easier to run experiments on different machines, hence
one should check Use relative paths, before clicking on Add new....

In this example, open the data directory and choose the iris.arff dataset.

After clicking Open the file will be displayed in the datasets list. If one
selects a directory and hits Open, then all ARFF files will be added recursively.
Files can be deleted from the list by selecting them and then clicking on Delete
selected.

ARFF files are not the only format one can load, but all files that can be
converted with Weka’s “core converters”. The following formats are currently
supported:

• ARFF (+ compressed)

• C4.5

• CSV

• libsvm

• binary serialized instances

• XRFF (+ compressed)
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By default, the class attribute is assumed to be the last attribute. But if a
data format contains information about the class attribute, like XRFF or C4.5,
this attribute will be used instead.

6.2.1.5 Iteration control

• Number of repetitions
In order to get statistically meaningful results, the default number of it-
erations is 10. In case of 10-fold cross-validation this means 100 calls of
one classifier with training data and tested against test data.

• Data sets first/Algorithms first
As soon as one has more than one dataset and algorithm, it can be useful
to switch from datasets being iterated over first to algorithms. This is
the case if one stores the results in a database and wants to complete the
results for all the datasets for one algorithm as early as possible.

6.2.1.6 Algorithms

New algorithms can be added via the Add new... button. Opening this dialog
for the first time, ZeroR is presented, otherwise the one that was selected last.

With the Choose button one can open the GenericObjectEditor and choose
another classifier.
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The Filter... button enables one to highlight classifiers that can handle
certain attribute and class types. With the Remove filter button all the selected
capabilities will get cleared and the highlighting removed again.

Additional algorithms can be added again with the Add new... button, e.g.,
the J48 decision tree.

After setting the classifier parameters, one clicks on OK to add it to the list
of algorithms.
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With the Load options... and Save options... buttons one can load and save
the setup of a selected classifier from and to XML. This is especially useful
for highly configured classifiers (e.g., nested meta-classifiers), where the manual
setup takes quite some time, and which are used often.

One can also paste classifier settings here by right-clicking (or Alt-Shift-left-
clicking) and selecting the appropriate menu point from the popup menu, to
either add a new classifier or replace the selected one with a new setup. This is
rather useful for transferring a classifier setup from the Weka Explorer over to
the Experimenter without having to setup the classifier from scratch.

6.2.1.7 Saving the setup

For future re-use, one can save the current setup of the experiment to a file by
clicking on Save... at the top of the window.

By default, the format of the experiment files is the binary format that Java
serialization offers. The drawback of this format is the possible incompatibility
between different versions of Weka. A more robust alternative to the binary
format is the XML format.

Previously saved experiments can be loaded again via the Open... button.
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6.2.1.8 Running an Experiment

To run the current experiment, click the Run tab at the top of the Experiment
Environment window. The current experiment performs 10 runs of 10-fold strat-
ified cross-validation on the Iris dataset using the ZeroR and J48 scheme.

Click Start to run the experiment.

If the experiment was defined correctly, the 3 messages shown above will
be displayed in the Log panel. The results of the experiment are saved to the
dataset Experiment1.arff.
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6.2.2 Advanced

6.2.2.1 Defining an Experiment

When the Experimenter is started in Advanced mode, the Setup tab is displayed.
Click New to initialize an experiment. This causes default parameters to be
defined for the experiment.

To define the dataset to be processed by a scheme, first select Use relative
paths in the Datasets panel of the Setup tab and then click on Add new... to
open a dialog window.

Double click on the data folder to view the available datasets or navigate to
an alternate location. Select iris.arff and click Open to select the Iris dataset.
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The dataset name is now displayed in the Datasets panel of the Setup tab.

Saving the Results of the Experiment

To identify a dataset to which the results are to be sent, click on the Instances-
ResultListener entry in the Destination panel. The output file parameter is near
the bottom of the window, beside the text outputFile. Click on this parameter
to display a file selection window.
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Type the name of the output file and click Select. The file name is displayed
in the outputFile panel. Click on OK to close the window.

The dataset name is displayed in the Destination panel of the Setup tab.

Saving the Experiment Definition

The experiment definition can be saved at any time. Select Save... at the top
of the Setup tab. Type the dataset name with the extension exp (or select the
dataset name if the experiment definition dataset already exists) for binary files
or choose Experiment configuration files (*.xml) from the file types combobox
(the XML files are robust with respect to version changes).
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The experiment can be restored by selecting Open in the Setup tab and then
selecting Experiment1.exp in the dialog window.

6.2.2.2 Running an Experiment

To run the current experiment, click the Run tab at the top of the Experiment
Environment window. The current experiment performs 10 randomized train
and test runs on the Iris dataset, using 66% of the patterns for training and
34% for testing, and using the ZeroR scheme.

Click Start to run the experiment.
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If the experiment was defined correctly, the 3 messages shown above will
be displayed in the Log panel. The results of the experiment are saved to the
dataset Experiment1.arff. The first few lines in this dataset are shown below.

@relation InstanceResultListener

@attribute Key_Dataset {iris}

@attribute Key_Run {1,2,3,4,5,6,7,8,9,10}

@attribute Key_Scheme {weka.classifiers.rules.ZeroR,weka.classifiers.trees.J48}

@attribute Key_Scheme_options {,’-C 0.25 -M 2’}

@attribute Key_Scheme_version_ID {48055541465867954,-217733168393644444}

@attribute Date_time numeric

@attribute Number_of_training_instances numeric

@attribute Number_of_testing_instances numeric

@attribute Number_correct numeric

@attribute Number_incorrect numeric

@attribute Number_unclassified numeric

@attribute Percent_correct numeric

@attribute Percent_incorrect numeric

@attribute Percent_unclassified numeric

@attribute Kappa_statistic numeric

@attribute Mean_absolute_error numeric

@attribute Root_mean_squared_error numeric

@attribute Relative_absolute_error numeric

@attribute Root_relative_squared_error numeric

@attribute SF_prior_entropy numeric

@attribute SF_scheme_entropy numeric

@attribute SF_entropy_gain numeric

@attribute SF_mean_prior_entropy numeric

@attribute SF_mean_scheme_entropy numeric

@attribute SF_mean_entropy_gain numeric

@attribute KB_information numeric
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@attribute KB_mean_information numeric

@attribute KB_relative_information numeric

@attribute True_positive_rate numeric

@attribute Num_true_positives numeric

@attribute False_positive_rate numeric

@attribute Num_false_positives numeric

@attribute True_negative_rate numeric

@attribute Num_true_negatives numeric

@attribute False_negative_rate numeric

@attribute Num_false_negatives numeric

@attribute IR_precision numeric

@attribute IR_recall numeric

@attribute F_measure numeric

@attribute Area_under_ROC numeric

@attribute Time_training numeric

@attribute Time_testing numeric

@attribute Summary {’Number of leaves: 3\nSize of the tree: 5\n’,

’Number of leaves: 5\nSize of the tree: 9\n’,

’Number of leaves: 4\nSize of the tree: 7\n’}

@attribute measureTreeSize numeric

@attribute measureNumLeaves numeric

@attribute measureNumRules numeric

@data

iris,1,weka.classifiers.rules.ZeroR,,48055541465867954,20051221.033,99,51,

17,34,0,33.333333,66.666667,0,0,0.444444,0.471405,100,100,80.833088,80.833088,

0,1.584963,1.584963,0,0,0,0,1,17,1,34,0,0,0,0,0.333333,1,0.5,0.5,0,0,?,?,?,?

6.2.2.3 Changing the Experiment Parameters

Changing the Classifier

The parameters of an experiment can be changed by clicking on the Result
generator panel.

The RandomSplitResultProducer performs repeated train/test runs. The
number of instances (expressed as a percentage) used for training is given in the



6.2. STANDARD EXPERIMENTS 77

trainPercent box. (The number of runs is specified in the Runs panel in the
Setup tab.)

A small help file can be displayed by clicking More in the About panel.

Click on the splitEvaluator entry to display the SplitEvaluator properties.

Click on the classifier entry (ZeroR) to display the scheme properties.

This scheme has no modifiable properties (besides debug mode on/off) but
most other schemes do have properties that can be modified by the user. The
Capabilities button opens a small dialog listing all the attribute and class types
this classifier can handle. Click on the Choose button to select a different
scheme. The window below shows the parameters available for the J48 decision-
tree scheme. If desired, modify the parameters and then click OK to close the
window.
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The name of the new scheme is displayed in the Result generator panel.

Adding Additional Schemes

Additional schemes can be added in the Generator properties panel. To begin,
change the drop-down list entry from Disabled to Enabled in the Generator
properties panel.
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Click Select property and expand splitEvaluator so that the classifier entry
is visible in the property list; click Select.

The scheme name is displayed in the Generator properties panel.
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To add another scheme, click on the Choose button to display the Generic-
ObjectEditor window.

The Filter... button enables one to highlight classifiers that can handle
certain attribute and class types. With the Remove filter button all the selected
capabilities will get cleared and the highlighting removed again.

To change to a decision-tree scheme, select J48 (in subgroup trees).
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The new scheme is added to the Generator properties panel. Click Add to
add the new scheme.

Now when the experiment is run, results are generated for both schemes.

To add additional schemes, repeat this process. To remove a scheme, select
the scheme by clicking on it and then click Delete.

Adding Additional Datasets

The scheme(s) may be run on any number of datasets at a time. Additional
datasets are added by clicking Add new... in the Datasets panel. Datasets are
deleted from the experiment by selecting the dataset and then clicking Delete
Selected.
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Raw Output

The raw output generated by a scheme during an experiment can be saved to
a file and then examined at a later time. Open the ResultProducer window by
clicking on the Result generator panel in the Setup tab.

Click on rawOutput and select the True entry from the drop-down list. By
default, the output is sent to the zip file splitEvaluatorOut.zip. The output file
can be changed by clicking on the outputFile panel in the window. Now when
the experiment is run, the result of each processing run is archived, as shown
below.

The contents of the first run are:

ClassifierSplitEvaluator: weka.classifiers.trees.J48 -C 0.25 -M 2(version

-217733168393644444)Classifier model:

J48 pruned tree

------------------

petalwidth <= 0.6: Iris-setosa (33.0)

petalwidth > 0.6

| petalwidth <= 1.5: Iris-versicolor (31.0/1.0)

| petalwidth > 1.5: Iris-virginica (35.0/3.0)

Number of Leaves : 3

Size of the tree : 5
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Correctly Classified Instances 47 92.1569 %

Incorrectly Classified Instances 4 7.8431 %

Kappa statistic 0.8824

Mean absolute error 0.0723

Root mean squared error 0.2191

Relative absolute error 16.2754 %

Root relative squared error 46.4676 %

Total Number of Instances 51

measureTreeSize : 5.0

measureNumLeaves : 3.0

measureNumRules : 3.0

6.2.2.4 Other Result Producers

Cross-Validation Result Producer

To change from random train and test experiments to cross-validation exper-
iments, click on the Result generator entry. At the top of the window, click
on the drop-down list and select CrossValidationResultProducer. The window
now contains parameters specific to cross-validation such as the number of par-
titions/folds. The experiment performs 10-fold cross-validation instead of train
and test in the given example.

The Result generator panel now indicates that cross-validation will be per-
formed. Click on More to generate a brief description of the CrossValidation-
ResultProducer.
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As with the RandomSplitResultProducer, multiple schemes can be run during
cross-validation by adding them to the Generator properties panel.

The number of runs is set to 1 in the Setup tab in this example, so that only
one run of cross-validation for each scheme and dataset is executed.

When this experiment is analysed, the following results are generated. Note
that there are 30 (1 run times 10 folds times 3 schemes) result lines processed.

Averaging Result Producer

An alternative to the CrossValidationResultProducer is the AveragingResultPro-
ducer. This result producer takes the average of a set of runs (which are typ-
ically cross-validation runs). This result producer is identified by clicking the
Result generator panel and then choosing the AveragingResultProducer from
the GenericObjectEditor.
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The associated help file is shown below.

Clicking the resultProducer panel brings up the following window.

As with the other ResultProducers, additional schemes can be defined. When
the AveragingResultProducer is used, the classifier property is located deeper in
the Generator properties hierarchy.
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In this experiment, the ZeroR, OneR, and J48 schemes are run 10 times with
10-fold cross-validation. Each set of 10 cross-validation folds is then averaged,
producing one result line for each run (instead of one result line for each fold as
in the previous example using the CrossValidationResultProducer) for a total of
30 result lines. If the raw output is saved, all 300 results are sent to the archive.



6.2. STANDARD EXPERIMENTS 87

Explicit Test-Set Result Producer

One of the Experimenter’s biggest drawbacks in the past was the inability to
supply test sets. Even though repeated runs with explicit test sets don’t make
that much sense (apart from randomizing the training data, to test the robust-
ness of the classifier), it offers the possibility to compare different classifiers and
classifier setups side-by-side; a feature that the Explorer lacks.

This result producer can be used by clicking the Result generator panel and
then choosing the ExplicitTestSetResultProducer from the GenericObjectEditor.

The associated help file is shown below.
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The experiment setup using explicit test sets requires a bit more care than
the others. The reason for this is, that the result producer has no information
about the file the data originates from. In order to identify the correct test set,
this result producer utilizes the relation name of the training file. Here is how
the file name gets constructed under a Unix-based operating system (Linux,
Mac OSX), based on the result producer’s setup and the current training set’s
relation name:

testsetDir "/" testsetPrefix + relation-name + testsetSuffix

With the testsetDir property set to /home/johndoe/datasets/test, an empty
testsetPrefix, anneal as relation-name and the default testsetSuffix, i.e.,
test.arff, the following file name for the test set gets created:

/home/johndoe/datasets/test/anneal_test.arff

NB: The result producer is platform-aware and uses backslashes instead of
forward slashes on MS Windows-based operating systems.

Of course, the relation name might not always be as simple as in the above
example. Especially not, when the dataset has been pre-processed with various
filters before being used in the Experimenter. The ExplicitTestSetResultPro-
ducer allows one to remove unwanted strings from relation name using regular
expressions. In case of removing the WEKA filter setups that got appended
to the relation name during pre-processing, one can simply use -weka.* as the
value for relationFind and leave relationReplace empty.

Using this setup, the following relation name:

anneal-weka.filters.unsupervised.instance.RemovePercentage-P66.0

will be turned into this:

anneal

As long as one takes care and uses sensible relation names, the ExplicitTest-
SetResultProducer can be used to compare different classifiers and setups on
train/test set pairs, using the full functionality of the Experimenter.
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6.3 Cluster Experiments

Using the advanced mode of the Experimenter you can now run experiments on
clustering algorithms as well as classifiers (Note: this is a new feature available
with Weka 3.5.8). The main evaluation metric for this type of experiment is
the log likelihood of the clusters found by each clusterer. Here is an example of
setting up a cross-validation experiment using clusterers.

Choose CrossValidationResultProducer from the Result generator panel.
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Next, choose DensityBasedClustererSplitEvaluator as the split evaluator to use.

If you click on DensityBasedClustererSplitEvaluator you will see its options.

Note that there is an option for removing the class column from the data. In
the Experimenter, the class column is set to be the last column by default. Turn
this off if you want to keep this column in the data.

Once DensityBasedClustererSplitEvaluator has been selected, you will notice
that the Generator properties have become disabled. Enable them again and
expand splitEvaluator. Select the clusterer node.

Now you will see that EM becomes the default clusterer and gets added to the
list of schemes. You can now add/delete other clusterers.
IMPORTANT: in order to any clusterer that does not produce density esti-
mates (i.e. most other clusterers in Weka), they will have to wrapped in the
MakeDensityBasedClusterer.
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Once and experiment has been run, you can analyze results in the Analyse panel.
In the Comparison field you will need to scroll down and select ”Log likelihood”.
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6.4 Remote Experiments

Remote experiments enable you to distribute the computing load across multiple
computers. In the following we will discuss the setup and operation for HSQLDB
[12] and MySQL [13].

6.4.1 Preparation

To run a remote experiment you will need:

• A database server.

• A number of computers to run remote engines on.

• To edit the remote engine policy file included in the Weka distribution to
allow Java class and dataset loading from your home directory.

• An invocation of the Experimenter on a machine somewhere (any will do).

For the following examples, we assume a user called johndoe with this setup:

• Access to a set of computers running a flavour of Unix (pathnames need
to be changed for Windows).

• The home directory is located at /home/johndoe.

• Weka is found in /home/johndoe/weka.

• Additional jar archives, i.e., JDBC drivers, are stored in /home/johndoe/jars.

• The directory for the datasets is /home/johndoe/datasets.

Note: The example policy file remote.policy.example is using this setup
(available in weka/experiment1).

6.4.2 Database Server Setup

• HSQLDB

– Download the JDBC driver for HSQLDB, extract the hsqldb.jar

and place it in the directory /home/johndoe/jars.

– To set up the database server, choose or create a directory to run the
database server from, and start the server with:

java -classpath /home/johndoe/jars/hsqldb.jar \

org.hsqldb.Server \

-database.0 experiment -dbname.0 experiment

Note: This will start up a database with the alias “experiment”
(-dbname.0 <alias>) and create a properties and a log file at the
current location prefixed with “experiment” (-database.0 <file>).

1Weka’s source code can be found in the weka-src.jar archive or obtained from Subversion
[11].
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• MySQL

We won’t go into the details of setting up a MySQL server, but this is
rather straightforward and includes the following steps:

– Download a suitable version of MySQL for your server machine.

– Install and start the MySQL server.

– Create a database - for our example we will use experiment as
database name.

– Download the appropriate JDBC driver, extract the JDBC jar and
place it as mysql.jar in /home/johndoe/jars.

6.4.3 Remote Engine Setup

• First, set up a directory for scripts and policy files:

/home/johndoe/remote_engine

• Unzip the remoteExperimentServer.jar (from the Weka distribution; or
build it from the sources2 with ant remotejar) into a temporary direc-
tory.

• Next, copy remoteEngine.jar and remote.policy.example to the
/home/johndoe/remote engine directory.

• Create a script, called /home/johndoe/remote engine/startRemoteEngine,
with the following content (don’t forget to make it executable with chmod

a+x startRemoteEngine when you are on Linux/Unix):

– HSQLDB

java -Xmx256m \

-classpath /home/johndoe/jars/hsqldb.jar:remoteEngine.jar:/home/johndoe/weka/weka.jar

-Djava.security.policy=remote.policy \

weka.experiment.RemoteEngine &

– MySQL

java -Xmx256m \

-classpath /home/johndoe/jars/mysql.jar:remoteEngine.jar:/home/johndoe/weka/weka.jar

-Djava.security.policy=remote.policy \

weka.experiment.RemoteEngine &

• Now we will start the remote engines that run the experiments on the
remote computers (note that the same version of Java must be used for
the Experimenter and remote engines):

– Rename the remote.policy.example file to remote.policy.

– For each machine you want to run a remote engine on:

∗ ssh to the machine.

2Weka’s source code can be found in the weka-src.jar archive or obtained from Subversion
[11].
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∗ cd to /home/johndoe/remote engine.

∗ Run /home/johndoe/startRemoteEngine (to enable the remote
engines to use more memory, modify the -Xmx option in the
startRemoteEngine script) .

6.4.4 Configuring the Experimenter

Now we will run the Experimenter:

• HSQLDB

– Copy the DatabaseUtils.props.hsql file from weka/experiment in the
weka.jar archive to the /home/johndoe/remote engine directory
and rename it to DatabaseUtils.props.

– Edit this file and change the ”jdbcURL=jdbc:hsqldb:hsql://server name/database name”
entry to include the name of the machine that is running your database
server (e.g., jdbcURL=jdbc:hsqldb:hsql://dodo.company.com/experiment).

– Now start the Experimenter (inside this directory):

java \

-cp /home/johndoe/jars/hsqldb.jar:remoteEngine.jar:/home/johndoe/weka/weka.jar \

-Djava.rmi.server.codebase=file:/home/johndoe/weka/weka.jar \

weka.gui.experiment.Experimenter

• MySQL

– Copy the DatabaseUtils.props.mysql file from weka/experiment in
the weka.jar archive to the /home/johndoe/remote engine direc-
tory and rename it to DatabaseUtils.props.

– Edit this file and change the ”jdbcURL=jdbc:mysql://server name:3306/database name”
entry to include the name of the machine that is running your database
server and the name of the database the result will be stored in (e.g.,
jdbcURL=jdbc:mysql://dodo.company.com:3306/experiment).

– Now start the Experimenter (inside this directory):

java \

-cp /home/johndoe/jars/mysql.jar:remoteEngine.jar:/home/johndoe/weka/weka.jar \

-Djava.rmi.server.codebase=file:/home/johndoe/weka/weka.jar \

weka.gui.experiment.Experimenter

Note: the database name experiment can still be modified in the Exper-
imenter, this is just the default setup.

Now we will configure the experiment:

• First of all select the Advanced mode in the Setup tab

• Now choose the DatabaseResultListener in the Destination panel. Config-
ure this result producer:

– HSQLDB
Supply the value sa for the username and leave the password empty.
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– MySQL
Provide the username and password that you need for connecting to
the database.

• From the Result generator panel choose either the CrossValidationResult-
Producer or the RandomSplitResultProducer (these are the most com-
monly used ones) and then configure the remaining experiment details
(e.g., datasets and classifiers).

• Now enable the Distribute Experiment panel by checking the tick box.

• Click on the Hosts button and enter the names of the machines that you
started remote engines on (<Enter> adds the host to the list).

• You can choose to distribute by run or dataset.

• Save your experiment configuration.

• Now start your experiment as you would do normally.

• Check your results in the Analyse tab by clicking either the Database or
Experiment buttons.

6.4.5 Multi-core support

If you want to utilize all the cores on a multi-core machine, then you can do
so with Weka version later than 3.5.7. All you have to do, is define the port
alongside the hostname in the Experimenter (format: hostname:port) and then
start the RemoteEngine with the -p option, specifying the port to listen on.

6.4.6 Troubleshooting

• If you get an error at the start of an experiment that looks a bit like this:

01:13:19: RemoteExperiment (//blabla.company.com/RemoteEngine)

(sub)experiment (datataset vineyard.arff) failed :

java.sql.SQLException: Table already exists: EXPERIMENT INDEX

in statement [CREATE TABLE Experiment index ( Experiment type

LONGVARCHAR, Experiment setup LONGVARCHAR, Result table INT )]

01:13:19: dataset :vineyard.arff RemoteExperiment

(//blabla.company.com/RemoteEngine) (sub)experiment (datataset

vineyard.arff) failed : java.sql.SQLException: Table already

exists: EXPERIMENT INDEX in statement [CREATE TABLE

Experiment index ( Experiment type LONGVARCHAR, Experiment setup

LONGVARCHAR, Result table INT )]. Scheduling for execution on

another host.

then do not panic - this happens because multiple remote machines are
trying to create the same table and are temporarily locked out - this will
resolve itself so just leave your experiment running - in fact, it is a sign
that the experiment is working!
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• If you serialized an experiment and then modify your DatabaseUtils.props
file due to an error (e.g., a missing type-mapping), the Experimenter will
use the DatabaseUtils.props you had at the time you serialized the ex-
periment. Keep in mind that the serialization process also serializes the
DatabaseUtils class and therefore stored your props-file! This is another
reason for storing your experiments as XML and not in the properietary
binary format the Java serialization produces.

• Using a corrupt or incomplete DatabaseUtils.props file can cause peculiar
interface errors, for example disabling the use of the ”User” button along-
side the database URL. If in doubt copy a clean DatabaseUtils.props from
Subversion [11].

• If you get NullPointerException at java.util.Hashtable.get() in
the Remote Engine do not be alarmed. This will have no effect on the
results of your experiment.
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6.5 Analysing Results

6.5.1 Setup

Weka includes an experiment analyser that can be used to analyse the results
of experiments (in this example, the results were sent to an InstancesResultLis-
tener). The experiment shown below uses 3 schemes, ZeroR, OneR, and J48, to
classify the Iris data in an experiment using 10 train and test runs, with 66%
of the data used for training and 34% used for testing.

After the experiment setup is complete, run the experiment. Then, to anal-
yse the results, select the Analyse tab at the top of the Experiment Environment
window.

Click on Experiment to analyse the results of the current experiment.
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The number of result lines available (Got 30 results) is shown in the Source
panel. This experiment consisted of 10 runs, for 3 schemes, for 1 dataset, for a
total of 30 result lines. Results can also be loaded from an earlier experiment file
by clicking File and loading the appropriate .arff results file. Similarly, results
sent to a database (using the DatabaseResultListener) can be loaded from the
database.

Select the Percent correct attribute from the Comparison field and click
Perform test to generate a comparison of the 3 schemes.

The schemes used in the experiment are shown in the columns and the
datasets used are shown in the rows.

The percentage correct for each of the 3 schemes is shown in each dataset
row: 33.33% for ZeroR, 94.31% for OneR, and 94.90% for J48. The annotation
v or * indicates that a specific result is statistically better (v) or worse (*)
than the baseline scheme (in this case, ZeroR) at the significance level specified
(currently 0.05). The results of both OneR and J48 are statistically better than
the baseline established by ZeroR. At the bottom of each column after the first
column is a count (xx/ yy/ zz) of the number of times that the scheme was
better than (xx), the same as (yy), or worse than (zz), the baseline scheme on
the datasets used in the experiment. In this example, there was only one dataset
and OneR was better than ZeroR once and never equivalent to or worse than
ZeroR (1/0/0); J48 was also better than ZeroR on the dataset.

The standard deviation of the attribute being evaluated can be generated
by selecting the Show std. deviations check box and hitting Perform test again.
The value (10) at the beginning of the iris row represents the number of esti-
mates that are used to calculate the standard deviation (the number of runs in
this case).
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Selecting Number correct as the comparison field and clicking Perform test
generates the average number correct (out of 50 test patterns - 33% of 150
patterns in the Iris dataset).

Clicking on the button for the Output format leads to a dialog that lets
you choose the precision for the mean and the std. deviations, as well as the
format of the output. Checking the Show Average checkbox adds an additional
line to the output listing the average of each column. With the Remove filter
classnames checkbox one can remove the filter name and options from processed
datasets (filter names in Weka can be quite lengthy).

The following formats are supported:

• CSV

• GNUPlot

• HTML
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• LaTeX

• Plain text (default)

• Significance only

To give one more control, the “Advanced setup” allows one to bring up all
the options that a result matrix offers. This includes the options described
above, plus options like the width of the row names, or whether to enumerate
the columns and rows.

6.5.2 Saving the Results

The information displayed in the Test output panel is controlled by the currently-
selected entry in the Result list panel. Clicking on an entry causes the results
corresponding to that entry to be displayed.

The results shown in the Test output panel can be saved to a file by clicking
Save output. Only one set of results can be saved at a time but Weka permits
the user to save all results to the same file by saving them one at a time and
using the Append option instead of the Overwrite option for the second and
subsequent saves.

6.5.3 Changing the Baseline Scheme

The baseline scheme can be changed by clicking Select base... and then selecting
the desired scheme. Selecting the OneR scheme causes the other schemes to be
compared individually with the OneR scheme.
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If the test is performed on the Percent correct field with OneR as the base
scheme, the system indicates that there is no statistical difference between the
results for OneR and J48. There is however a statistically significant difference
between OneR and ZeroR.

6.5.4 Statistical Significance

The term statistical significance used in the previous section refers to the re-
sult of a pair-wise comparison of schemes using either a standard T-Test or the
corrected resampled T-Test [9]. The latter test is the default, because the stan-
dard T-Test can generate too many significant differences due to dependencies
in the estimates (in particular when anything other than one run of an x-fold
cross-validation is used). For more information on the T-Test, consult the Weka
book [1] or an introductory statistics text. As the significance level is decreased,
the confidence in the conclusion increases.

In the current experiment, there is not a statistically significant difference
between the OneR and J48 schemes.

6.5.5 Summary Test

Selecting Summary from Test base and performing a test causes the following
information to be generated.
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In this experiment, the first row (- 1 1) indicates that column b (OneR) is
better than row a (ZeroR) and that column c (J48) is also better than row a.
The number in brackets represents the number of significant wins for the column
with regard to the row. A 0 means that the scheme in the corresponding column
did not score a single (significant) win with regard to the scheme in the row.

6.5.6 Ranking Test

Selecting Ranking from Test base causes the following information to be gener-
ated.

The ranking test ranks the schemes according to the total number of sig-
nificant wins (>) and losses (<) against the other schemes. The first column
(> − <) is the difference between the number of wins and the number of losses.
This difference is used to generate the ranking.
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KnowledgeFlow

7.1 Introduction

The KnowledgeFlow provides an alternative to the Explorer as a graphical front
end to WEKA’s core algorithms. Weka 3.8.0 and 3.9.0 contain a new implemen-
tation of the KnowledgeFlow - this new implementation is more efficient, has a
simpler API than the old version, and now lives in the weka.knowledgeflow and
weka.gui.knowledgeflow packages. The old Knowledge Flow implementation
is still available in the weka.gui.beans package.

The KnowledgeFlow presents a data-flow inspired interface to WEKA. The
user can select WEKA steps from a palette, place them on a layout canvas
and connect them together in order to form a knowledge flow for processing
and analyzing data. At present, all of WEKA’s classifiers, filters, clusterers,
associators, loaders and savers are available in the KnowledgeFlow along with
some extra tools.
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The KnowledgeFlow can handle data either incrementally or in batches (the
Explorer handles batch data only). Of course learning from data incremen-
tally requires a classifier that can be updated on an instance by instance basis.
Currently in WEKA there are ten classifiers that can handle data incrementally:

• AODE

• IB1

• IBk

• KStar

• NaiveBayesMultinomialUpdateable

• NaiveBayesUpdateable

• NNge

• Winnow

• SGD

• SPegasos

A further two classifiers are meta classifiers:

• RacedIncrementalLogitBoost - that can use of any regression base learner
to learn from discrete class data incrementally.

• LWL - locally weighted learning.

Furthermore, other incremental streaming classifiers from the MOA project
are accessible through the “massiveOnlineAnalysis” package (available for in-
stallation via the package manager).
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7.2 Features

The KnowledgeFlow offers the following features:

• intuitive data flow style layout

• process data in batches or incrementally

• launch multiple start points in parallel

• launch multiple start points sequentially in a user-defined order

• fully multi-threaded - each step in a flow executes in its own thread (except
for those processing streaming data)

• single threaded execution for streaming flows

• chain filters together

• view models produced by classifiers for each fold in a cross validation

• visualize performance of incremental classifiers during processing (scrolling
plots of classification accuracy, RMS error, predictions etc.)

• plugin “perspectives” that add major new functionality (e.g. 3D data
visualization, time series forecasting environment etc.)



106 CHAPTER 7. KNOWLEDGEFLOW

7.3 Flow Steps

Steps available in the KnowledgeFlow:

7.3.1 DataSources

All of WEKA’s loaders are available.

7.3.2 DataSinks

All of WEKA’s savers are available. Along with the following KnowledgeFlow-
specific ones:

• TextSaver - save text carried by a text connection out to a file.

• ImageSaver - save the image data carried by an image connection out to
a file in either PNG or GIF format.

• SerializedModelSaver - save the classifier or clusterer encapsulated in a
batchClassifier, incrementalClassifier or batchClusterer connection out to
a file.

7.3.3 DataGenerators

All of WEKA’s data generators are available.

7.3.4 Filters

All of WEKA’s filters are available.

7.3.5 Classifiers

All of WEKA’s classifiers are available.

7.3.6 Clusterers

All of WEKA’s clusterers are available.

7.3.7 Attribute selection

All of WEKA’s attribute and subset evaluators are available, along with all of
the search methods.

7.3.8 Evaluation

• TrainingSetMaker - make a data set into a training set.

• TestSetMaker - make a data set into a test set.

• CrossValidationFoldMaker - split any data set, training set or test set into
folds.



7.3. FLOW STEPS 107

• TrainTestSplitMaker - split any data set, training set or test set into a
training set and a test set.

• InstanceStreamToBatchMaker - collects the instances in an incoming in-
stance stream and outputs them as a batch set of Instances.

• ClassAssigner - assign a column to be the class for any data set, training
set or test set.

• ClassValuePicker - choose a class value to be considered as the “posi-
tive” class. This is useful when generating data for ROC style curves (see
ModelPerformanceChart below and example 7.4.2).

• ClassifierPerformanceEvaluator - evaluate the performance of batch trained/tested
classifiers.

• IncrementalClassifierEvaluator - evaluate the performance of incremen-
tally trained classifiers.

• ClustererPerformanceEvaluator - evaluate the performance of batch trained/tested
clusterers.

• PredictionAppender - append classifier predictions to a test set. For dis-
crete class problems, can either append predicted class labels or probabil-
ity distributions.

7.3.9 Visualization

• DataVisualizer - a step that can pop up a panel for visualizing data in a
single large 2D scatter plot.

• ScatterPlotMatrix - a step that can pop up a panel containing a matrix of
small scatter plots (clicking on a small plot pops up a large scatter plot).

• AttributeSummarizer - a step that can pop up a panel containing a matrix
of histogram plots - one for each of the attributes in the input data.

• ModelPerformanceChart - a step that can pop up a panel for visualizing
threshold (i.e. ROC style) curves.

• CostBenefitAnalysis - a step that can popup a graphical tool for exploring
cost/benefit tradeoffs by interactively selecting different population sizes
from a ranked list of prospects or by varying the threshold on the predicted
probability of the positive class. It displays both a cumulative gains chart
and a cost/benefit plot.

• TextViewer - a step for showing textual data. Can show data sets, classi-
fication performance statistics etc.

• GraphViewer - a step that can pop up a panel for visualizing tree based
models.

• StripChart - a step that can pop up a panel that displays a scrolling plot of
data (used for viewing the online performance of incremental classifiers).
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• ImageViewer - a step that can popup a visualization for static image data.

• BoundaryPlotter - a step that accepts a dataSet, along with one or more
info connections from classifiers or clusterers to execute, and generates
prediction boundary plots. The resulting plots can be viewed in a popup
visualization.

7.3.10 Flow

• SetVariables - set the values of variables used in the flow. This is useful for
testing flows that use variables before they are executed in an environment
where the variables will have meaningful values. This step does not need
to be connected to any others - just place one on the layout.

• MakeResourceIntensive - a step that alters which executor service is used
to execute the step immediately downstream. By default, most steps exe-
cute in the main executor service. However, there is a secondary executor
service, using a limited number of threads, available for executing high
resource (cpu/memory) tasks and steps. The Classifier step executes in
the high resource executor by default because it could potentially process
many cross-validation folds - this way it won’t starve other steps of CPU
or memory resources. The MakeResourceIntensive can be used to force a
step to use a particular executor service.

• Block - a step that blocks incoming connections until a specified step in
the flow has finished executing.

• Appender - appends incoming batches or streams of data into one batch/stream.
All inputs must be of the same type (i.e. all batch or all stream). An
amalgamated output is created that is a combination of all the incoming
attributes.

• FlowByExpression - a step that splits incoming instances (or instance
streams) according to the evaluation of a logical expression. The expres-
sion can test the values of one or more incoming attributes. The test
can involve constants or comparing the value of one attribute’s values to
another.

• InstanceStreamToBatchMaker - converts an incoming instance stream to
a batch (i.e. accepts an instance connection and outputs a dataSet con-
nection).

• Join - a step that performs an inner join on two incoming dataSet or
instance stream connections. Important: assumes that both inputs are
sorted in ascending order of the key fields. A Sorter step can be used to
sort data before it is input to Join.

7.3.11 Tools

• Sorter - a step that sorts incoming instances in ascending or descending
order according to the values of user-specified attributes. Instances can
be sorted according to multiple attributes (defined in order). Handles
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datasets larger than can be fit into main memory via instance connections
and specifying the in-memory buffer size. Implements a merge sort by
writing the sorted in-memory buffer to a file when full, and then inter-
leaving instances from the disk-based file(s) when the incoming stream
has finished.

• SubstringReplacer - replaces substrings in String attributes using either a
literal match-and-replace, or regular expression matching.

• SubstringLabeler - a step that labels instances according to substring or
regular expression matches in String attributes. The user can specify
the attributes to match against and associated label to create by defining
“match” rules. A new attribute is appended to the data to contain the
label. Rules are applied in order when processing instances, and the label
associated with the first matching rule is applied. Non-matching instances
can either receive a missing value for the label attribute or be “consumed”
(i.e. they are not output).
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7.4 Examples

7.4.1 Cross-validated J48

Setting up a flow to load an ARFF file (batch mode) and perform a cross-
validation using J48 (WEKA’s C4.5 implementation). This example can be
accessed from the “Cross validation” entry of the popup menu that appears
when the “templates” button in the toolbar is clicked.

• Expand the DataSources entry in the Design panel and choose ArffLoader
(the mouse pointer will change to a cross hairs).

• Next place the ArffLoader step on the layout area by clicking somewhere
on the layout (a copy of the ArffLoader icon will appear on the layout
area).

• Next specify an ARFF file to load by first right clicking the mouse over
the ArffLoader icon on the layout. A pop-up menu will appear. Select
Configure under Edit in the list from this menu and browse to the location
of your ARFF file.

• Next click expand the Evaluation entry in the Design panel and choose
the ClassAssigner (allows you to choose which column to be the class)
step from the toolbar. Place this on the layout.

• Now connect the ArffLoader to the ClassAssigner: first right click over
the ArffLoader and select the dataSet under Connections in the menu. A
rubber band line will appear. Move the mouse over the ClassAssigner step
and left click - a red line labeled dataSet will connect the two steps.

• Next right click over the ClassAssigner and choose Configure from the
menu. This will pop up a window from which you can specify which
column is the class in your data (last is the default).

• Next grab a CrossValidationFoldMaker step from the Evaluation entry in
the Design panel and place it on the layout. Connect the ClassAssigner
to the CrossValidationFoldMaker by right clicking over ClassAssigner and
selecting dataSet from under Connections in the menu.
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• Next expand the Classifiers entry and then the trees sub-entry in the
Design panel and choose the J48 step. Place a J48 step on the layout.

• Connect the CrossValidationFoldMaker to J48 TWICE by first choosing
trainingSet and then testSet from the pop-up menu for the CrossValida-
tionFoldMaker.

• Next go back to the Evaluation entry and place a ClassifierPerformanceE-
valuator step on the layout. Connect J48 to this step by selecting the
batchClassifier entry from the pop-up menu for J48.

• Next go to the Visualization entry and place a TextViewer step on the
layout. Connect the ClassifierPerformanceEvaluator to the TextViewer by
selecting the text entry from the pop-up menu for ClassifierPerformanceE-
valuator.

• Now start the flow executing by pressing the play button on the toolbar
at the top of the window. Progress information for each step in the flow
will appear in the Status area and Log at the bottom of the window.

When finished you can view the results by choosing Show results from the
pop-up menu for the TextViewer step.

Other cool things to add to this flow: connect a TextViewer and/or a
GraphViewer to J48 in order to view the textual or graphical representations of
the trees produced for each fold of the cross validation (this is something that
is not possible in the Explorer).
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7.4.2 Plotting multiple ROC curves

The KnowledgeFlow can draw multiple ROC curves in the same plot window,
something that the Explorer cannot do. In this example we use J48 and Ran-
domForest as classifiers. This example can be accessed from the “ROC curves
for two classifiers” entry of the popup menu that appears when the “templates”
button in the toolbar is clicked. It can also be found on the WekaWiki as well
[14].

• Click on the DataSources entry in the Design panel and choose ArffLoader
(the mouse pointer will change to a cross hairs).

• Next place the ArffLoader step on the layout area by clicking somewhere
on the layout (a copy of the ArffLoader icon will appear on the layout
area).

• Next specify an ARFF file to load by first right clicking the mouse over
the ArffLoader icon on the layout. A pop-up menu will appear. Select
Configure under Edit in the list from this menu and browse to the location
of your ARFF file.

• Next click the Evaluation entry in the Design panel and choose the Clas-
sAssigner (allows you to choose which column to be the class) step from
the toolbar. Place this on the layout.

• Now connect the ArffLoader to the ClassAssigner: first right click over
the ArffLoader and select the dataSet under Connections in the menu. A
rubber band line will appear. Move the mouse over the ClassAssigner step
and left click - a red line labeled dataSet will connect the two stepss.

• Next right click over the ClassAssigner and choose Configure from the
menu. This will pop up a window from which you can specify which
column is the class in your data (last is the default).

• Next choose the ClassValuePicker (allows you to choose which class label
to be evaluated in the ROC) step from Evaluation. Place this on the
layout and right click over ClassAssigner and select dataSet from under
Connections in the menu and connect it with the ClassValuePicker.
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• Next grab a CrossValidationFoldMaker step from Evaluation and place
it on the layout. Connect the ClassAssigner to the CrossValidationFold-
Maker by right clicking over ClassAssigner and selecting dataSet from
under Connections in the menu.

• Next click on the Classifiers entry in the Design panel and choose the J48
step from the trees sub-entry. Place a J48 step on the layout.

• Connect the CrossValidationFoldMaker to J48 TWICE by first choosing
trainingSet and then testSet from the pop-up menu for the CrossValida-
tionFoldMaker.

• Repeat these two steps with the RandomForest classifier.

• Next go back to Evaluation and place a ClassifierPerformanceEvaluator
step on the layout. Connect J48 to this step by selecting the batchClassi-
fier entry from the pop-up menu for J48. Add another ClassifierPerfor-
manceEvaluator for RandomForest and connect them via batchClassifier
as well.

• Next go to the Visualization entry and place a ModelPerformanceChart
step on the layout. Connect both ClassifierPerformanceEvaluators to the
ModelPerformanceChart by selecting the thresholdData entry from the
pop-up menu for ClassifierPerformanceEvaluator.

• Now start the flow executing by pressing the play button on the toolbar
at the top of the window. Progress information for each step in the flow
will appear in the Status bar and Log at the bottom of the window.

• Select Show plot from the popup-menu of the ModelPerformanceChart
under the Actions section.

Here are the two ROC curves generated from the UCI dataset credit-g, eval-
uated on the class label good :
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7.4.3 Processing data incrementally

Some classifiers, clusterers and filters in Weka can handle data incrementally
in a streaming fashion. Here is an example of training and testing naive Bayes
incrementally. The results are sent to a TextViewer and predictions are plotted
by a StripChart step. This example can be accessed from the “Learn and
evaluate naive Bayes incrementally” entry of the popup menu that appears
when the “templates” button in the toolbar is clicked.

• Expand the DataSources entry in the Design panel and choose ArffLoader
(the mouse pointer will change to a cross hairs).

• Next place the ArffLoader step on the layout area by clicking somewhere
on the layout (a copy of the ArffLoader icon will appear on the layout
area).

• Next specify an ARFF file to load by first right clicking the mouse over
the ArffLoader icon on the layout. A pop-up menu will appear. Select
Configure under Edit in the list from this menu and browse to the location
of your ARFF file.

• Next expand the Evaluation entry in the Design panel and choose the
ClassAssigner (allows you to choose which column to be the class). Place
this on the layout.

• Now connect the ArffLoader to the ClassAssigner: first right click over
the ArffLoader and select the dataSet under Connections in the menu. A
rubber band line will appear. Move the mouse over the ClassAssigner step
and left click - a red line labeled dataSet will connect the two steps.

• Next right click over the ClassAssigner and choose Configure from the
menu. This will pop up a window from which you can specify which
column is the class in your data (last is the default).

• Now grab a NaiveBayesUpdateable step from the bayes section of the Clas-
sifiers entry and place it on the layout.

• Next connect the ClassAssigner to NaiveBayesUpdateable using a instance
connection.

• Next place an IncrementalClassiferEvaluator from the Evaluation entry
onto the layout and connect NaiveBayesUpdateable to it using a incre-
mentalClassifier connection.
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• Next place a TextViewer step from the Visualization entry on the Layout.
Connect the IncrementalClassifierEvaluator to it using a text connection.

• Next place a StripChart step from the Visualization entry on the layout
and connect IncrementalClassifierEvaluator to it using a chart connection.

• Display the StripChart’s chart by right-clicking over it and choosing Show
chart from the pop-up menu. Note: the StripChart can be configured
with options that control how often data points and labels are displayed.

• Finally, start the flow by pressing the play button on the toolbar at the
top of the window.

Note that, in this example, a prediction is obtained from naive Bayes for each
incoming instance before the classifier is trained (updated) with the instance.
If you have a pre-trained classifier, you can specify that the classifier not be
updated on incoming instances by unselecting the check box in the configuration
dialog for the classifier. If the pre-trained classifier is a batch classifier (i.e. it
is not capable of incremental training) then you will only be able to test it in
an incremental fashion.



7.5. PLUGINS 117

7.5 Plugins

7.5.1 Flow components

The KnowledgeFlow offers the ability to easily add new components via a plugin
mechanism. From Weka 3.7.2 this plugin mechanism has been subsumed by the
package management system and KnowledgeFlow plugins are no longer installed
in .knowledgeFlow/plugins in the user’s home directory. Jar files containing
plugin components for the KnowledgeFlow need to be bundled into a package
archive. Information on the structure of a Weka package is given in the Ap-
pendix (Chapter 19). In order to tell the KnowledgeFlow which classes in the
jar file to instantiate as components, a second file called PlugnManager.props

needs to be included in the top-level directory of the package. This file con-
tains key/value entries, where the key specifies an interface or base class, and
the value is a comma-separated list of concrete implementations. For exam-
ple, if we’d developed a new Knowledge Flow step called FunkyStep, then the
PluginManager.props file would contain the following entry:

weka.knowledgeflow.steps.Step=weka.knowledgeflow.steps.FunkyStep

If we had developed a new perspective (see the next section) called FunkyPerspective,
then an entry such as the following would make it appear in the Knowledge Flow
(and Workbench).

weka.gui.Perspective=weka.gui.knowledgeflow.FunkyPerspective

7.5.2 Perspectives

From Weka 3.7.4, the KnowledgeFlow offers a new type of plugin, called a “per-
spective”, that can take over the main UI and add major new functionality.
One example is the timeSeriesForecasting package. This package offer not only
a plugin tab for the Explorer, but also a plugin perspective for the Knowledge-
Flow as well. Another example is the scatterPlot3D package which adds a 3D
visualization facility for datasets. Both these perspectives operate on a set of
instances. Instances can be sent to a perspective by right-clicking over a config-
ured DataSource component and choosing Send to perspective from the popup
menu.
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Several perspectives are built-in to Knowledge Flow and others, such as the
time series environment, can be installed as packages. The built-in perspectives
include: Attribute summary, SQL Viewer and Scatter plot matrix. Which per-
spectives appear in the toolbar can be configured by clicking the button shaped
like a cog in the upper left-hand corner of the main Knowledge Flow window. If
the Perspectives toolbar is not visible then it can be shown/hidden by clicking
the “cog with arrow” button in the main toolbar at the top right-hand side of
the main Knowledge Flow window.
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Workbench

8.1 Introduction

From Weka 3.8.0 a new user interface called the Workbench is available. The
Workbench provides an all-in-one application that subsumes all the majorWEKA
GUIs described in earlier sections. The Workbench presents a set of “perspec-
tives”, where a perspective might contain an entire application or individual
panels/tabs from an application. For example, the Explorer’s main panels and
plugin panels all appear as separate perspectives in the Workbench, so at first
glance it appears very similar to the Explorer. However, other perspectives
can contain entire applications — for example, the Knowledge Flow or Experi-
menter.

Because the Workbench is made up of other applications, there is not much
further to describe here with respect to its functionality. One exception is that
the Workbench exposes a number of general and perspective-specific settings
and preferences that the user can modify. Settings are accessible by either the
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gear shaped icon in the upper left-hand side of the GUI, or from the “Program”
menu.

From the settings the user can choose which perspectives should appear,
and modify general settings, such as the look-and-feel to use. Some settings
will come into affect immediately; while others, such as the look-and-feel, will
require that WEKA is restarted after making the change.

Beyond the Perspectives and General tabs in the settings dialog each per-
spective will have its own tab for settings (as long as a given perspective has
user-configurable settings).
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ArffViewer

The ArffViewer is a little tool for viewing ARFF files in a tabular format. The
advantage of this kind of display over the file representation is, that attribute
name, type and data are directly associated in columns and not separated in
defintion and data part. But the viewer is not only limited to viewing multiple
files at once, but also provides simple editing functionality, like sorting and
deleting.
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9.1 Menus

The ArffViewer offers most of its functionality either through the main menu
or via popups (table header and table cells).

Short description of the available menus:

• File

contains options for opening and closing files, as well as viewing properties
about the current file.

• Edit

allows one to delete attributes/instances, rename attributes, choose a new
class attribute, search for certain values in the data and of course undo
the modifications.

• View

brings either the chosen attribute into view or displays all the values of
an attribute.

After opening a file, by default, the column widths are optimized based on
the attribute name and not the content. This is to ensure that overlong cells
do not force an enormously wide table, which the user has to reduce with quite
some effort.
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In the following, screenshots of the table popups:
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9.2 Editing

Besides the first column, which is the instance index, all cells in the table are
editable. Nominal values can be easily modified via dropdown lists, numeric
values are edited directly.
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For convenience, it is possible to sort the view based on a column (the
underlying data is NOT changed; via Edit/Sort data one can sort the data
permanently). This enables one to look for specific values, e.g., missing values.
To better distinguish missing values from empty cells, the background of cells
with missing values is colored grey.
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Chapter 10

Bayesian Network
Classifiers

10.1 Introduction

Let U = {x1, . . . , xn}, n ≥ 1 be a set of variables. A Bayesian network B
over a set of variables U is a network structure BS , which is a directed acyclic
graph (DAG) over U and a set of probability tables BP = {p(u|pa(u))|u ∈ U}
where pa(u) is the set of parents of u in BS . A Bayesian network represents a
probability distributions P (U) =

∏
u∈U p(u|pa(u)).

Below, a Bayesian network is shown for the variables in the iris data set.
Note that the links between the nodes class, petallength and petalwidth do not
form a directed cycle, so the graph is a proper DAG.

This picture just shows the network structure of the Bayes net, but for each
of the nodes a probability distribution for the node given its parents are specified
as well. For example, in the Bayes net above there is a conditional distribution

127
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for petallength given the value of class. Since class has no parents, there is an
unconditional distribution for sepalwidth.

Basic assumptions

The classification task consist of classifying a variable y = x0 called the class
variable given a set of variables x = x1 . . . xn, called attribute variables. A
classifier h : x → y is a function that maps an instance of x to a value of y.
The classifier is learned from a dataset D consisting of samples over (x, y). The
learning task consists of finding an appropriate Bayesian network given a data
set D over U .

All Bayes network algorithms implemented in Weka assume the following for
the data set:

• all variables are discrete finite variables. If you have a data set with
continuous variables, you can use the following filter to discretize them:
weka.filters.unsupervised.attribute.Discretize

• no instances have missing values. If there are missing values in the data
set, values are filled in using the following filter:
weka.filters.unsupervised.attribute.ReplaceMissingValues

The first step performed by buildClassifier is checking if the data set
fulfills those assumptions. If those assumptions are not met, the data set is
automatically filtered and a warning is written to STDERR.1

Inference algorithm

To use a Bayesian network as a classifier, one simply calculates argmaxyP (y|x)
using the distribution P (U) represented by the Bayesian network. Now note
that

P (y|x) = P (U)/P (x)

∝ P (U)

=
∏

u∈U

p(u|pa(u)) (10.1)

And since all variables in x are known, we do not need complicated inference
algorithms, but just calculate (10.1) for all class values.

Learning algorithms

The dual nature of a Bayesian network makes learning a Bayesian network as a
two stage process a natural division: first learn a network structure, then learn
the probability tables.

There are various approaches to structure learning and in Weka, the following
areas are distinguished:

1If there are missing values in the test data, but not in the training data, the values are
filled in in the test data with a ReplaceMissingValues filter based on the training data.
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• local score metrics: Learning a network structure BS can be considered
an optimization problem where a quality measure of a network structure
given the training dataQ(BS |D) needs to be maximized. The quality mea-
sure can be based on a Bayesian approach, minimum description length,
information and other criteria. Those metrics have the practical property
that the score of the whole network can be decomposed as the sum (or
product) of the score of the individual nodes. This allows for local scoring
and thus local search methods.

• conditional independence tests: These methods mainly stem from the goal
of uncovering causal structure. The assumption is that there is a network
structure that exactly represents the independencies in the distribution
that generated the data. Then it follows that if a (conditional) indepen-
dency can be identified in the data between two variables that there is no
arrow between those two variables. Once locations of edges are identified,
the direction of the edges is assigned such that conditional independencies
in the data are properly represented.

• global score metrics: A natural way to measure how well a Bayesian net-
work performs on a given data set is to predict its future performance
by estimating expected utilities, such as classification accuracy. Cross-
validation provides an out of sample evaluation method to facilitate this
by repeatedly splitting the data in training and validation sets. A Bayesian
network structure can be evaluated by estimating the network’s param-
eters from the training set and the resulting Bayesian network’s perfor-
mance determined against the validation set. The average performance
of the Bayesian network over the validation sets provides a metric for the
quality of the network.

Cross-validation differs from local scoring metrics in that the quality of a
network structure often cannot be decomposed in the scores of the indi-
vidual nodes. So, the whole network needs to be considered in order to
determine the score.

• fixed structure: Finally, there are a few methods so that a structure can
be fixed, for example, by reading it from an XML BIF file2.

For each of these areas, different search algorithms are implemented in Weka,
such as hill climbing, simulated annealing and tabu search.

Once a good network structure is identified, the conditional probability ta-
bles for each of the variables can be estimated.

You can select a Bayes net classifier by clicking the classifier ’Choose’ button
in the Weka explorer, experimenter or knowledge flow and find BayesNet under
the weka.classifiers.bayes package (see below).

2See http://www.cs.cmu.edu/~fgcozman/Research/InterchangeFormat/ for details on
XML BIF.

http://www.cs.cmu.edu/~fgcozman/Research/InterchangeFormat/
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The Bayes net classifier has the following options:

The BIFFile option can be used to specify a Bayes network stored in file in
BIF format. When the toString() method is called after learning the Bayes
network, extra statistics (like extra and missing arcs) are printed comparing the
network learned with the one on file.

The searchAlgorithm option can be used to select a structure learning
algorithm and specify its options.

The estimator option can be used to select the method for estimating the
conditional probability distributions (Section 10.6).

When setting the useADTree option to true, counts are calculated using the
ADTree algorithm of Moore [24]. Since I have not noticed a lot of improvement
for small data sets, it is set off by default. Note that this ADTree algorithm is dif-
ferent from the ADTree classifier algorithm from weka.classifiers.tree.ADTree.

The debug option has no effect.
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10.2 Local score based structure learning

Distinguish score metrics (Section 2.1) and search algorithms (Section 2.2). A
local score based structure learning can be selected by choosing one in the
weka.classifiers.bayes.net.search.local package.

Local score based algorithms have the following options in common:
initAsNaiveBayes if set true (default), the initial network structure used for
starting the traversal of the search space is a naive Bayes network structure.
That is, a structure with arrows from the class variable to each of the attribute
variables.
If set false, an empty network structure will be used (i.e., no arrows at all).
markovBlanketClassifier (false by default) if set true, at the end of the
traversal of the search space, a heuristic is used to ensure each of the attributes
are in the Markov blanket of the classifier node. If a node is already in the
Markov blanket (i.e., is a parent, child of sibling of the classifier node) nothing
happens, otherwise an arrow is added.
If set to false no such arrows are added.
scoreType determines the score metric used (see Section 2.1 for details). Cur-
rently, K2, BDe, AIC, Entropy and MDL are implemented.
maxNrOfParents is an upper bound on the number of parents of each of the
nodes in the network structure learned.

10.2.1 Local score metrics

We use the following conventions to identify counts in the database D and a
network structure BS . Let ri (1 ≤ i ≤ n) be the cardinality of xi. We use qi
to denote the cardinality of the parent set of xi in BS , that is, the number of
different values to which the parents of xi can be instantiated. So, qi can be
calculated as the product of cardinalities of nodes in pa(xi), qi =

∏
xj∈pa(xi)

rj .
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Note pa(xi) = ∅ implies qi = 1. We use Nij (1 ≤ i ≤ n, 1 ≤ j ≤ qi) to denote
the number of records in D for which pa(xi) takes its jth value.We use Nijk

(1 ≤ i ≤ n, 1 ≤ j ≤ qi, 1 ≤ k ≤ ri) to denote the number of records in D
for which pa(xi) takes its jth value and for which xi takes its kth value. So,
Nij =

∑ri
k=1 Nijk. We use N to denote the number of records in D.

Let the entropy metric H(BS , D) of a network structure and database be
defined as

H(BS , D) = −N
n∑

i=1

qi∑

j=1

ri∑

k=1

Nijk

N
log

Nijk

Nij

(10.2)

and the number of parameters K as

K =

n∑

i=1

(ri − 1) · qi (10.3)

AIC metric The AIC metric QAIC(BS , D) of a Bayesian network structure
BS for a database D is

QAIC(BS , D) = H(BS , D) +K (10.4)

A term P (BS) can be added [15] representing prior information over network
structures, but will be ignored for simplicity in the Weka implementation.

MDL metric The minimum description length metric QMDL(BS , D) of a
Bayesian network structure BS for a database D is is defined as

QMDL(BS , D) = H(BS , D) +
K

2
logN (10.5)

Bayesian metric The Bayesian metric of a Bayesian network structure BD

for a database D is

QBayes(BS , D) = P (BS)

n∏

i=0

qi∏

j=1

Γ(N ′

ij)

Γ(N ′

ij +Nij)

ri∏

k=1

Γ(N ′

ijk +Nijk)

Γ(N ′

ijk)

where P (BS) is the prior on the network structure (taken to be constant hence
ignored in the Weka implementation) and Γ(.) the gamma-function. N ′

ij and

N ′

ijk represent choices of priors on counts restricted by N ′

ij =
∑ri

k=1 N
′

ijk. With
N ′

ijk = 1 (and thus N ′

ij = ri), we obtain the K2 metric [19]

QK2(BS , D) = P (BS)
n∏

i=0

qi∏

j=1

(ri − 1)!

(ri − 1 +Nij)!

ri∏

k=1

Nijk!

With N ′

ijk = 1/ri · qi (and thus N ′

ij = 1/qi), we obtain the BDe metric [22].

10.2.2 Search algorithms

The following search algorithms are implemented for local score metrics;

• K2 [19]: hill climbing add arcs with a fixed ordering of variables.
Specific option: randomOrder if true a random ordering of the nodes is
made at the beginning of the search. If false (default) the ordering in the
data set is used. The only exception in both cases is that in case the initial
network is a naive Bayes network (initAsNaiveBayes set true) the class
variable is made first in the ordering.
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• Hill Climbing [16]: hill climbing adding and deleting arcs with no fixed
ordering of variables.
useArcReversal if true, also arc reversals are consider when determining
the next step to make.

• Repeated Hill Climber starts with a randomly generated network and then
applies hill climber to reach a local optimum. The best network found is
returned.
useArcReversal option as for Hill Climber.

• LAGD Hill Climbing does hill climbing with look ahead on a limited set
of best scoring steps, implemented by Manuel Neubach. The number
of look ahead steps and number of steps considered for look ahead are
configurable.

• TAN [17, 21]: T ree Augmented N aive Bayes where the tree is formed
by calculating the maximum weight spanning tree using Chow and Liu
algorithm [18].
No specific options.

• Simulated annealing [15]: using adding and deleting arrows.
The algorithm randomly generates a candidate network B′

S close to the
current network BS . It accepts the network if it is better than the current,
i.e., Q(B′

S , D) > Q(BS , D). Otherwise, it accepts the candidate with
probability

eti·(Q(B′

S,D)−Q(BS ,D))

where ti is the temperature at iteration i. The temperature starts at t0
and is slowly decreases with each iteration.

Specific options:
TStart start temperature t0.
delta is the factor δ used to update the temperature, so ti+1 = ti · δ.
runs number of iterations used to traverse the search space.
seed is the initialization value for the random number generator.

• Tabu search [15]: using adding and deleting arrows.
Tabu search performs hill climbing until it hits a local optimum. Then it
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steps to the least worse candidate in the neighborhood. However, it does
not consider points in the neighborhood it just visited in the last tl steps.
These steps are stored in a so called tabu-list.

Specific options:
runs is the number of iterations used to traverse the search space.
tabuList is the length tl of the tabu list.

• Genetic search: applies a simple implementation of a genetic search algo-
rithm to network structure learning. A Bayes net structure is represented
by a array of n ·n (n = number of nodes) bits where bit i ·n+ j represents
whether there is an arrow from node j → i.

Specific options:
populationSize is the size of the population selected in each generation.
descendantPopulationSize is the number of offspring generated in each
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generation.
runs is the number of generation to generate.
seed is the initialization value for the random number generator.
useMutation flag to indicate whether mutation should be used. Mutation
is applied by randomly adding or deleting a single arc.
useCrossOver flag to indicate whether cross-over should be used. Cross-
over is applied by randomly picking an index k in the bit representation
and selecting the first k bits from one and the remainder from another
network structure in the population. At least one of useMutation and
useCrossOver should be set to true.
useTournamentSelection when false, the best performing networks are
selected from the descendant population to form the population of the
next generation. When true, tournament selection is used. Tournament
selection randomly chooses two individuals from the descendant popula-
tion and selects the one that performs best.

10.3 Conditional independence test based struc-
ture learning

Conditional independence tests in Weka are slightly different from the standard
tests described in the literature. To test whether variables x and y are condi-
tionally independent given a set of variables Z, a network structure with arrows
∀z∈Zz → y is compared with one with arrows {x → y} ∪ ∀z∈Zz → y. A test is
performed by using any of the score metrics described in Section 2.1.

At the moment, only the ICS [25]and CI algorithm are implemented.
The ICS algorithm makes two steps, first find a skeleton (the undirected

graph with edges iff there is an arrow in network structure) and second direct
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all the edges in the skeleton to get a DAG.
Starting with a complete undirected graph, we try to find conditional inde-

pendencies 〈x, y|Z〉 in the data. For each pair of nodes x, y, we consider sets
Z starting with cardinality 0, then 1 up to a user defined maximum. Further-
more, the set Z is a subset of nodes that are neighbors of both x and y. If
an independency is identified, the edge between x and y is removed from the
skeleton.

The first step in directing arrows is to check for every configuration x−−z−
−y where x and y not connected in the skeleton whether z is in the set Z of
variables that justified removing the link between x and y (cached in the first
step). If z is not in Z, we can assign direction x→ z ← y.

Finally, a set of graphical rules is applied [25] to direct the remaining arrows.

Rule 1: i->j--k & i-/-k => j->k

Rule 2: i->j->k & i--k => i->k

Rule 3 m

/|\

i | k => m->j

i->j<-k \|/

j

Rule 4 m

/ \

i---k => i->m & k->m

i->j \ /

j

Rule 5: if no edges are directed then take a random one (first we can find)

The ICS algorithm comes with the following options.

Since the ICS algorithm is focused on recovering causal structure, instead
of finding the optimal classifier, the Markov blanket correction can be made
afterwards.

Specific options:
The maxCardinality option determines the largest subset of Z to be considered
in conditional independence tests 〈x, y|Z〉.
The scoreType option is used to select the scoring metric.
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10.4 Global score metric based structure learn-
ing

Common options for cross-validation based algorithms are:
initAsNaiveBayes, markovBlanketClassifier and maxNrOfParents (see Sec-
tion 10.2 for description).

Further, for each of the cross-validation based algorithms the CVType can be
chosen out of the following:

• Leave one out cross-validation (loo-cv) selects m = N training sets simply
by taking the data set D and removing the ith record for training set Dt

i .
The validation set consist of just the ith single record. Loo-cv does not
always produce accurate performance estimates.

• K-fold cross-validation (k-fold cv) splits the data D in m approximately
equal parts D1, . . . , Dm. Training set Dt

i is obtained by removing part
Di from D. Typical values for m are 5, 10 and 20. With m = N , k-fold
cross-validation becomes loo-cv.

• Cumulative cross-validation (cumulative cv) starts with an empty data set
and adds instances item by item from D. After each time an item is added
the next item to be added is classified using the then current state of the
Bayes network.

Finally, the useProb flag indicates whether the accuracy of the classifier
should be estimated using the zero-one loss (if set to false) or using the esti-
mated probability of the class.
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The following search algorithms are implemented: K2, HillClimbing, Repeat-
edHillClimber, TAN, Tabu Search, Simulated Annealing and Genetic Search.
See Section 10.2 for a description of the specific options for those algorithms.

10.5 Fixed structure ’learning’

The structure learning step can be skipped by selecting a fixed network struc-
ture. There are two methods of getting a fixed structure: just make it a naive
Bayes network, or reading it from a file in XML BIF format.

10.6 Distribution learning

Once the network structure is learned, you can choose how to learn the prob-
ability tables selecting a class in the weka.classifiers.bayes.net.estimate
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package.

The SimpleEstimator class produces direct estimates of the conditional
probabilities, that is,

P (xi = k|pa(xi) = j) =
Nijk +N ′

ijk

Nij +N ′

ij

where N ′

ijk is the alpha parameter that can be set and is 0.5 by default. With
alpha = 0, we get maximum likelihood estimates.

With the BMAEstimator, we get estimates for the conditional probability
tables based on Bayes model averaging of all network structures that are sub-
structures of the network structure learned [15]. This is achieved by estimat-
ing the conditional probability table of a node xi given its parents pa(xi) as
a weighted average of all conditional probability tables of xi given subsets of
pa(xi). The weight of a distribution P (xi|S) with S ⊆ pa(xi) used is propor-
tional to the contribution of network structure ∀y∈Sy → xi to either the BDe
metric or K2 metric depending on the setting of the useK2Prior option (false
and true respectively).
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10.7 Running from the command line

These are the command line options of BayesNet.

General options:

-t <name of training file>

Sets training file.

-T <name of test file>

Sets test file. If missing, a cross-validation will be performed on the

training data.

-c <class index>

Sets index of class attribute (default: last).

-x <number of folds>

Sets number of folds for cross-validation (default: 10).

-no-cv

Do not perform any cross validation.

-split-percentage <percentage>

Sets the percentage for the train/test set split, e.g., 66.

-preserve-order

Preserves the order in the percentage split.

-s <random number seed>

Sets random number seed for cross-validation or percentage split

(default: 1).

-m <name of file with cost matrix>

Sets file with cost matrix.

-l <name of input file>

Sets model input file. In case the filename ends with ’.xml’,

the options are loaded from the XML file.

-d <name of output file>

Sets model output file. In case the filename ends with ’.xml’,

only the options are saved to the XML file, not the model.

-v

Outputs no statistics for training data.

-o

Outputs statistics only, not the classifier.

-i

Outputs detailed information-retrieval statistics for each class.

-k



10.7. RUNNING FROM THE COMMAND LINE 141

Outputs information-theoretic statistics.

-p <attribute range>

Only outputs predictions for test instances (or the train

instances if no test instances provided), along with attributes

(0 for none).

-distribution

Outputs the distribution instead of only the prediction

in conjunction with the ’-p’ option (only nominal classes).

-r

Only outputs cumulative margin distribution.

-g

Only outputs the graph representation of the classifier.

-xml filename | xml-string

Retrieves the options from the XML-data instead of the command line.

Options specific to weka.classifiers.bayes.BayesNet:

-D

Do not use ADTree data structure

-B <BIF file>

BIF file to compare with

-Q weka.classifiers.bayes.net.search.SearchAlgorithm

Search algorithm

-E weka.classifiers.bayes.net.estimate.SimpleEstimator

Estimator algorithm

The search algorithm option -Q and estimator option -E options are manda-
tory.

Note that it is important that the -E options should be used after the -Q
option. Extra options can be passed to the search algorithm and the estimator
after the class name specified following ’--’.
For example:

java weka.classifiers.bayes.BayesNet -t iris.arff -D \

-Q weka.classifiers.bayes.net.search.local.K2 -- -P 2 -S ENTROPY \

-E weka.classifiers.bayes.net.estimate.SimpleEstimator -- -A 1.0

Overview of options for search algorithms

• weka.classifiers.bayes.net.search.local.GeneticSearch

-L <integer>

Population size

-A <integer>

Descendant population size

-U <integer>

Number of runs

-M

Use mutation.
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(default true)

-C

Use cross-over.

(default true)

-O

Use tournament selection (true) or maximum subpopulatin (false).

(default false)

-R <seed>

Random number seed

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.local.HillClimber

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-N

Initial structure is empty (instead of Naive Bayes)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.local.K2

-N

Initial structure is empty (instead of Naive Bayes)

-P <nr of parents>

Maximum number of parents

-R

Random order.

(default false)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.
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-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.local.LAGDHillClimber

-L <nr of look ahead steps>

Look Ahead Depth

-G <nr of good operations>

Nr of Good Operations

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-N

Initial structure is empty (instead of Naive Bayes)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.local.RepeatedHillClimber

-U <integer>

Number of runs

-A <seed>

Random number seed

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-N

Initial structure is empty (instead of Naive Bayes)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.local.SimulatedAnnealing
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-A <float>

Start temperature

-U <integer>

Number of runs

-D <float>

Delta temperature

-R <seed>

Random number seed

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.local.TabuSearch

-L <integer>

Tabu list length

-U <integer>

Number of runs

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-N

Initial structure is empty (instead of Naive Bayes)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.local.TAN

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the



10.7. RUNNING FROM THE COMMAND LINE 145

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.ci.CISearchAlgorithm

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.ci.ICSSearchAlgorithm

-cardinality <num>

When determining whether an edge exists a search is performed

for a set Z that separates the nodes. MaxCardinality determines

the maximum size of the set Z. This greatly influences the

length of the search. (default 2)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [BAYES|MDL|ENTROPY|AIC|CROSS_CLASSIC|CROSS_BAYES]

Score type (BAYES, BDeu, MDL, ENTROPY and AIC)

• weka.classifiers.bayes.net.search.global.GeneticSearch

-L <integer>

Population size

-A <integer>

Descendant population size

-U <integer>

Number of runs

-M

Use mutation.

(default true)

-C

Use cross-over.

(default true)

-O

Use tournament selection (true) or maximum subpopulatin (false).

(default false)

-R <seed>
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Random number seed

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [LOO-CV|k-Fold-CV|Cumulative-CV]

Score type (LOO-CV,k-Fold-CV,Cumulative-CV)

-Q

Use probabilistic or 0/1 scoring.

(default probabilistic scoring)

• weka.classifiers.bayes.net.search.global.HillClimber

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-N

Initial structure is empty (instead of Naive Bayes)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [LOO-CV|k-Fold-CV|Cumulative-CV]

Score type (LOO-CV,k-Fold-CV,Cumulative-CV)

-Q

Use probabilistic or 0/1 scoring.

(default probabilistic scoring)

• weka.classifiers.bayes.net.search.global.K2

-N

Initial structure is empty (instead of Naive Bayes)

-P <nr of parents>

Maximum number of parents

-R

Random order.

(default false)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [LOO-CV|k-Fold-CV|Cumulative-CV]

Score type (LOO-CV,k-Fold-CV,Cumulative-CV)
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-Q

Use probabilistic or 0/1 scoring.

(default probabilistic scoring)

• weka.classifiers.bayes.net.search.global.RepeatedHillClimber

-U <integer>

Number of runs

-A <seed>

Random number seed

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-N

Initial structure is empty (instead of Naive Bayes)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [LOO-CV|k-Fold-CV|Cumulative-CV]

Score type (LOO-CV,k-Fold-CV,Cumulative-CV)

-Q

Use probabilistic or 0/1 scoring.

(default probabilistic scoring)

• weka.classifiers.bayes.net.search.global.SimulatedAnnealing

-A <float>

Start temperature

-U <integer>

Number of runs

-D <float>

Delta temperature

-R <seed>

Random number seed

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [LOO-CV|k-Fold-CV|Cumulative-CV]

Score type (LOO-CV,k-Fold-CV,Cumulative-CV)

-Q

Use probabilistic or 0/1 scoring.

(default probabilistic scoring)
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• weka.classifiers.bayes.net.search.global.TabuSearch

-L <integer>

Tabu list length

-U <integer>

Number of runs

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-P <nr of parents>

Maximum number of parents

-R

Use arc reversal operation.

(default false)

-N

Initial structure is empty (instead of Naive Bayes)

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [LOO-CV|k-Fold-CV|Cumulative-CV]

Score type (LOO-CV,k-Fold-CV,Cumulative-CV)

-Q

Use probabilistic or 0/1 scoring.

(default probabilistic scoring)

• weka.classifiers.bayes.net.search.global.TAN

-mbc

Applies a Markov Blanket correction to the network structure,

after a network structure is learned. This ensures that all

nodes in the network are part of the Markov blanket of the

classifier node.

-S [LOO-CV|k-Fold-CV|Cumulative-CV]

Score type (LOO-CV,k-Fold-CV,Cumulative-CV)

-Q

Use probabilistic or 0/1 scoring.

(default probabilistic scoring)

• weka.classifiers.bayes.net.search.fixed.FromFile

-B <BIF File>

Name of file containing network structure in BIF format

• weka.classifiers.bayes.net.search.fixed.NaiveBayes
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No options.

Overview of options for estimators

• weka.classifiers.bayes.net.estimate.BayesNetEstimator

-A <alpha>

Initial count (alpha)

• weka.classifiers.bayes.net.estimate.BMAEstimator

-k2

Whether to use K2 prior.

-A <alpha>

Initial count (alpha)

• weka.classifiers.bayes.net.estimate.MultiNomialBMAEstimator

-k2

Whether to use K2 prior.

-A <alpha>

Initial count (alpha)

• weka.classifiers.bayes.net.estimate.SimpleEstimator

-A <alpha>

Initial count (alpha)

Generating random networks and artificial data sets

You can generate random Bayes nets and data sets using
weka.classifiers.bayes.net.BayesNetGenerator

The options are:

-B

Generate network (instead of instances)

-N <integer>

Nr of nodes

-A <integer>

Nr of arcs

-M <integer>

Nr of instances

-C <integer>

Cardinality of the variables

-S <integer>

Seed for random number generator

-F <file>

The BIF file to obtain the structure from.
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The network structure is generated by first generating a tree so that we can
ensure that we have a connected graph. If any more arrows are specified they
are randomly added.

10.8 Inspecting Bayesian networks

You can inspect some of the properties of Bayesian networks that you learned
in the Explorer in text format and also in graphical format.

Bayesian networks in text

Below, you find output typical for a 10 fold cross-validation run in the Weka
Explorer with comments where the output is specific for Bayesian nets.

=== Run information ===

Scheme: weka.classifiers.bayes.BayesNet -D -B iris.xml -Q weka.classifiers.bayes

Options for BayesNet include the class names for the structure learner and for
the distribution estimator.

Relation: iris-weka.filters.unsupervised.attribute.Discretize-B2-M-1.0-Rfirst-last

Instances: 150

Attributes: 5

sepallength

sepalwidth

petallength

petalwidth

class

Test mode: 10-fold cross-validation

=== Classifier model (full training set) ===

Bayes Network Classifier

not using ADTree

Indication whether the ADTree algorithm [24] for calculating counts in the data
set was used.

#attributes=5 #classindex=4

This line lists the number of attribute and the number of the class variable for
which the classifier was trained.

Network structure (nodes followed by parents)

sepallength(2): class

sepalwidth(2): class

petallength(2): class sepallength

petalwidth(2): class petallength

class(3):
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This list specifies the network structure. Each of the variables is followed by a
list of parents, so the petallength variable has parents sepallength and class,
while class has no parents. The number in braces is the cardinality of the
variable. It shows that in the iris dataset there are three class variables. All
other variables are made binary by running it through a discretization filter.

LogScore Bayes: -374.9942769685747

LogScore BDeu: -351.85811477631626

LogScore MDL: -416.86897021246466

LogScore ENTROPY: -366.76261727150217

LogScore AIC: -386.76261727150217

These lines list the logarithmic score of the network structure for various meth-
ods of scoring.

If a BIF file was specified, the following two lines will be produced (if no
such file was specified, no information is printed).

Missing: 0 Extra: 2 Reversed: 0

Divergence: -0.0719759699700729

In this case the network that was learned was compared with a file iris.xml
which contained the naive Bayes network structure. The number after “Missing”
is the number of arcs that was in the network in file that is not recovered by
the structure learner. Note that a reversed arc is not counted as missing. The
number after “Extra” is the number of arcs in the learned network that are not
in the network on file. The number of reversed arcs is listed as well.

Finally, the divergence between the network distribution on file and the one
learned is reported. This number is calculated by enumerating all possible in-
stantiations of all variables, so it may take some time to calculate the divergence
for large networks.

The remainder of the output is standard output for all classifiers.

Time taken to build model: 0.01 seconds

=== Stratified cross-validation ===

=== Summary ===

Correctly Classified Instances 116 77.3333 %

Incorrectly Classified Instances 34 22.6667 %

etc...

Bayesian networks in GUI

To show the graphical structure, right click the appropriate BayesNet in result
list of the Explorer. A menu pops up, in which you select “Visualize graph”.
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The Bayes network is automatically layed out and drawn thanks to a graph
drawing algorithm implemented by Ashraf Kibriya.

When you hover the mouse over a node, the node lights up and all its children
are highlighted as well, so that it is easy to identify the relation between nodes
in crowded graphs.

Saving Bayes nets You can save the Bayes network to file in the graph
visualizer. You have the choice to save as XML BIF format or as dot format.
Select the floppy button and a file save dialog pops up that allows you to select
the file name and file format.

Zoom The graph visualizer has two buttons to zoom in and out. Also, the
exact zoom desired can be entered in the zoom percentage entry. Hit enter to
redraw at the desired zoom level.
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Graph drawing options Hit the ’extra controls’ button to show extra
options that control the graph layout settings.

The Layout Type determines the algorithm applied to place the nodes.
The Layout Method determines in which direction nodes are considered.
The Edge Concentration toggle allows edges to be partially merged.
The Custom Node Size can be used to override the automatically deter-

mined node size.
When you click a node in the Bayesian net, a window with the probability

table of the node clicked pops up. The left side shows the parent attributes and
lists the values of the parents, the right side shows the probability of the node
clicked conditioned on the values of the parents listed on the left.

So, the graph visualizer allows you to inspect both network structure and
probability tables.

10.9 Bayes Network GUI

The Bayesian network editor is a stand alone application with the following
features
• Edit Bayesian network completely by hand, with unlimited undo/redo stack,
cut/copy/paste and layout support.
• Learn Bayesian network from data using learning algorithms in Weka.
• Edit structure by hand and learn conditional probability tables (CPTs) using
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learning algorithms in Weka.
• Generate dataset from Bayesian network.
• Inference (using junction tree method) of evidence through the network, in-
teractively changing values of nodes.
• Viewing cliques in junction tree.
• Accelerator key support for most common operations.

The Bayes network GUI is started as
java weka.classifiers.bayes.net.GUI ¡bif file¿
The following window pops up when an XML BIF file is specified (if none is
specified an empty graph is shown).

Moving a node

Click a node with the left mouse button and drag the node to the desired
position.
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Selecting groups of nodes

Drag the left mouse button in the graph panel. A rectangle is shown and all
nodes intersecting with the rectangle are selected when the mouse is released.
Selected nodes are made visible with four little black squares at the corners (see
screenshot above).

The selection can be extended by keeping the shift key pressed while selecting
another set of nodes.

The selection can be toggled by keeping the ctrl key pressed. All nodes in
the selection selected in the rectangle are de-selected, while the ones not in the
selection but intersecting with the rectangle are added to the selection.

Groups of nodes can be moved by keeping the left mouse pressed on one of
the selected nodes and dragging the group to the desired position.

File menu

The New, Save, Save As, and Exit menu provide functionality as expected.
The file format used is XML BIF [20].

There are two file formats supported for opening
• .xml for XML BIF files. The Bayesian network is reconstructed from the
information in the file. Node width information is not stored so the nodes are
shown with the default width. This can be changed by laying out the graph
(menu Tools/Layout).
• .arff Weka data files. When an arff file is selected, a new empty Bayesian net-
work is created with nodes for each of the attributes in the arff file. Continuous
variables are discretized using the weka.filters.supervised.attribute.Discretize
filter (see note at end of this section for more details). The network structure
can be specified and the CPTs learned using the Tools/Learn CPT menu.

The Print menu works (sometimes) as expected.

The Export menu allows for writing the graph panel to image (currently
supported are bmp, jpg, png and eps formats). This can also be activated using
the Alt-Shift-Left Click action in the graph panel.
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Edit menu

Unlimited undo/redo support. Most edit operations on the Bayesian network
are undoable. A notable exception is learning of network and CPTs.

Cut/copy/paste support. When a set of nodes is selected these can be placed
on a clipboard (internal, so no interaction with other applications yet) and a
paste action will add the nodes. Nodes are renamed by adding ”Copy of” before
the name and adding numbers if necessary to ensure uniqueness of name. Only
the arrows to parents are copied, not these of the children.

The Add Node menu brings up a dialog (see below) that allows to specify
the name of the new node and the cardinality of the new node. Node values are
assigned the names ’Value1’, ’Value2’ etc. These values can be renamed (right
click the node in the graph panel and select Rename Value). Another option is
to copy/paste a node with values that are already properly named and rename
the node.

The Add Arc menu brings up a dialog to choose a child node first;
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Then a dialog is shown to select a parent. Descendants of the child node,
parents of the child node and the node itself are not listed since these cannot
be selected as child node since they would introduce cycles or already have an
arc in the network.

The Delete Arc menu brings up a dialog with a list of all arcs that can be
deleted.

The list of eight items at the bottom are active only when a group of at least
two nodes are selected.
• Align Left/Right/Top/Bottom moves the nodes in the selection such that all
nodes align to the utmost left, right, top or bottom node in the selection re-
spectively.
• Center Horizontal/Vertical moves nodes in the selection halfway between left
and right most (or top and bottom most respectively).
• Space Horizontal/Vertical spaces out nodes in the selection evenly between
left and right most (or top and bottom most respectively). The order in which
the nodes are selected impacts the place the node is moved to.

Tools menu

The Generate Network menu allows generation of a complete random Bayesian
network. It brings up a dialog to specify the number of nodes, number of arcs,
cardinality and a random seed to generate a network.
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The Generate Data menu allows for generating a data set from the Bayesian
network in the editor. A dialog is shown to specify the number of instances to
be generated, a random seed and the file to save the data set into. The file
format is arff. When no file is selected (field left blank) no file is written and
only the internal data set is set.

The Set Data menu sets the current data set. From this data set a new
Bayesian network can be learned, or the CPTs of a network can be estimated.
A file choose menu pops up to select the arff file containing the data.

The Learn Network and Learn CPT menus are only active when a data set
is specified either through
• Tools/Set Data menu, or
• Tools/Generate Data menu, or
• File/Open menu when an arff file is selected.

The Learn Network action learns the whole Bayesian network from the data
set. The learning algorithms can be selected from the set available in Weka by
selecting the Options button in the dialog below. Learning a network clears the
undo stack.

The Learn CPT menu does not change the structure of the Bayesian network,
only the probability tables. Learning the CPTs clears the undo stack.

The Layout menu runs a graph layout algorithm on the network and tries
to make the graph a bit more readable. When the menu item is selected, the
node size can be specified or left to calculate by the algorithm based on the size
of the labels by deselecting the custom node size check box.
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The Show Margins menu item makes marginal distributions visible. These
are calculated using the junction tree algorithm [23]. Marginal probabilities for
nodes are shown in green next to the node. The value of a node can be set
(right click node, set evidence, select a value) and the color is changed to red to
indicate evidence is set for the node. Rounding errors may occur in the marginal
probabilities.

The Show Cliques menu item makes the cliques visible that are used by the
junction tree algorithm. Cliques are visualized using colored undirected edges.
Both margins and cliques can be shown at the same time, but that makes for
rather crowded graphs.
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View menu

The view menu allows for zooming in and out of the graph panel. Also, it allows
for hiding or showing the status and toolbars.

Help menu

The help menu points to this document.

Toolbar
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The toolbar allows a shortcut to many functions. Just hover the mouse
over the toolbar buttons and a tooltiptext pops up that tells which function is
activated. The toolbar can be shown or hidden with the View/View Toolbar
menu.

Statusbar

At the bottom of the screen the statusbar shows messages. This can be helpful
when an undo/redo action is performed that does not have any visible effects,
such as edit actions on a CPT. The statusbar can be shown or hidden with the
View/View Statusbar menu.

Click right mouse button

Clicking the right mouse button in the graph panel outside a node brings up
the following popup menu. It allows to add a node at the location that was
clicked, or add select a parent to add to all nodes in the selection. If no node is
selected, or no node can be added as parent, this function is disabled.

Clicking the right mouse button on a node brings up a popup menu.
The popup menu shows list of values that can be set as evidence to selected

node. This is only visible when margins are shown (menu Tools/Show margins).
By selecting ’Clear’, the value of the node is removed and the margins calculated
based on CPTs again.

A node can be renamed by right click and select Rename in the popup menu.
The following dialog appears that allows entering a new node name.
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The CPT of a node can be edited manually by selecting a node, right
click/Edit CPT. A dialog is shown with a table representing the CPT. When a
value is edited, the values of the remainder of the table are update in order to
ensure that the probabilities add up to 1. It attempts to adjust the last column
first, then goes backward from there.

The whole table can be filled with randomly generated distributions by selecting
the Randomize button.

The popup menu shows list of parents that can be added to selected node.
CPT for the node is updated by making copies for each value of the new parent.

The popup menu shows list of parents that can be deleted from selected
node. CPT of the node keeps only the one conditioned on the first value of the
parent node.
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The popup menu shows list of children that can be deleted from selected
node. CPT of the child node keeps only the one conditioned on the first value
of the parent node.

Selecting the Add Value from the popup menu brings up this dialog, in which
the name of the new value for the node can be specified. The distribution for
the node assign zero probability to the value. Child node CPTs are updated by
copying distributions conditioned on the new value.

The popup menu shows list of values that can be renamed for selected node.
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Selecting a value brings up the following dialog in which a new name can be
specified.

The popup menu shows list of values that can be deleted from selected node.
This is only active when there are more then two values for the node (single
valued nodes do not make much sense). By selecting the value the CPT of the
node is updated in order to ensure that the CPT adds up to unity. The CPTs
of children are updated by dropping the distributions conditioned on the value.

A note on CPT learning

Continuous variables are discretized by the Bayes network class. The discretiza-
tion algorithm chooses its values based on the information in the data set.
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However, these values are not stored anywhere. So, reading an arff file with
continuous variables using the File/Open menu allows one to specify a network,
then learn the CPTs from it since the discretization bounds are still known.
However, opening an arff file, specifying a structure, then closing the applica-
tion, reopening and trying to learn the network from another file containing
continuous variables may not give the desired result since a the discretization
algorithm is re-applied and new boundaries may have been found. Unexpected
behavior may be the result.

Learning from a dataset that contains more attributes than there are nodes
in the network is ok. The extra attributes are just ignored.

Learning from a dataset with differently ordered attributes is ok. Attributes
are matched to nodes based on name. However, attribute values are matched
with node values based on the order of the values.

The attributes in the dataset should have the same number of values as the
corresponding nodes in the network (see above for continuous variables).

10.10 Bayesian nets in the experimenter

Bayesian networks generate extra measures that can be examined in the exper-
imenter. The experimenter can then be used to calculate mean and variance for
those measures.

The following metrics are generated:

• measureExtraArcs: extra arcs compared to reference network. The net-
work must be provided as BIFFile to the BayesNet class. If no such
network is provided, this value is zero.

• measureMissingArcs: missing arcs compared to reference network or zero
if not provided.

• measureReversedArcs: reversed arcs compared to reference network or
zero if not provided.

• measureDivergence: divergence of network learned compared to reference
network or zero if not provided.

• measureBayesScore: log of the K2 score of the network structure.

• measureBDeuScore: log of the BDeu score of the network structure.

• measureMDLScore: log of the MDL score.

• measureAICScore: log of the AIC score.

• measureEntropyScore:log of the entropy.

10.11 Adding your own Bayesian network learn-

ers

You can add your own structure learners and estimators.
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Adding a new structure learner

Here is the quick guide for adding a structure learner:

1. Create a class that derives from weka.classifiers.bayes.net.search.SearchAlgorithm.
If your searcher is score based, conditional independence based or cross-
validation based, you probably want to derive from ScoreSearchAlgorithm,
CISearchAlgorithmor CVSearchAlgorithm instead of deriving from SearchAlgorithm

directly. Let’s say it is called
weka.classifiers.bayes.net.search.local.MySearcher derived from
ScoreSearchAlgorithm.

2. Implement the method
public void buildStructure(BayesNet bayesNet, Instances instances).
Essentially, you are responsible for setting the parent sets in bayesNet.
You can access the parentsets using bayesNet.getParentSet(iAttribute)
where iAttribute is the number of the node/variable.

To add a parent iParent to node iAttribute, use
bayesNet.getParentSet(iAttribute).AddParent(iParent, instances)

where instances need to be passed for the parent set to derive properties
of the attribute.

Alternatively, implement public void search(BayesNet bayesNet, Instances

instances). The implementation of buildStructure in the base class.
This method is called by the SearchAlgorithm will call search after ini-
tializing parent sets and if the initAsNaiveBase flag is set, it will start
with a naive Bayes network structure. After calling search in your cus-
tom class, it will add arrows if the markovBlanketClassifier flag is set
to ensure all attributes are in the Markov blanket of the class node.

3. If the structure learner has options that are not default options, you
want to implement public Enumeration listOptions(), public void

setOptions(String[] options), public String[] getOptions() and
the get and set methods for the properties you want to be able to set.

NB 1. do not use the -E option since that is reserved for the BayesNet

class to distinguish the extra options for the SearchAlgorithm class and
the Estimator class. If the -E option is used, it will not be passed to your
SearchAlgorithm (and probably causes problems in the BayesNet class).

NB 2. make sure to process options of the parent class if any in the
get/setOpions methods.

Adding a new estimator

This is the quick guide for adding a new estimator:

1. Create a class that derives from
weka.classifiers.bayes.net.estimate.BayesNetEstimator. Let’s say
it is called
weka.classifiers.bayes.net.estimate.MyEstimator.

2. Implement the methods
public void initCPTs(BayesNet bayesNet)
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public void estimateCPTs(BayesNet bayesNet)

public void updateClassifier(BayesNet bayesNet, Instance instance),
and
public double[] distributionForInstance(BayesNet bayesNet, Instance

instance).

3. If the structure learner has options that are not default options, you
want to implement public Enumeration listOptions(), public void

setOptions(String[] options), public String[] getOptions() and
the get and set methods for the properties you want to be able to set.

NB do not use the -E option since that is reserved for the BayesNet class
to distinguish the extra options for the SearchAlgorithm class and the
Estimator class. If the -E option is used and no extra arguments are
passed to the SearchAlgorithm, the extra options to your Estimator will
be passed to the SearchAlgorithm instead. In short, do not use the -E
option.

10.12 FAQ

How do I use a data set with continuous variables with the
BayesNet classes?

Use the class weka.filters.unsupervised.attribute.Discretize to discretize
them. From the command line, you can use
java weka.filters.unsupervised.attribute.Discretize -B 3 -i infile.arff

-o outfile.arff

where the -B option determines the cardinality of the discretized variables.

How do I use a data set with missing values with the
BayesNet classes?

You would have to delete the entries with missing values or fill in dummy values.

How do I create a random Bayes net structure?

Running from the command line
java weka.classifiers.bayes.net.BayesNetGenerator -B -N 10 -A 9 -C

2

will print a Bayes net with 10 nodes, 9 arcs and binary variables in XML BIF
format to standard output.

How do I create an artificial data set using a random Bayes
nets?

Running
java weka.classifiers.bayes.net.BayesNetGenerator -N 15 -A 20 -C 3

-M 300

will generate a data set in arff format with 300 instance from a random network
with 15 ternary variables and 20 arrows.
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How do I create an artificial data set using a Bayes nets I
have on file?

Running
java weka.classifiers.bayes.net.BayesNetGenerator -F alarm.xml -M 1000

will generate a data set with 1000 instances from the network stored in the file
alarm.xml.

How do I save a Bayes net in BIF format?

• GUI: In the Explorer

– learn the network structure,

– right click the relevant run in the result list,

– choose “Visualize graph” in the pop up menu,

– click the floppy button in the Graph Visualizer window.

– a file “save as” dialog pops up that allows you to select the file name
to save to.

• Java: Create a BayesNet and call BayesNet.toXMLBIF03()which returns
the Bayes network in BIF format as a String.

• Command line: use the -g option and redirect the output on stdout
into a file.

How do I compare a network I learned with one in BIF
format?

Specify the -B <bif-file> option to BayesNet. Calling toString() will produce
a summary of extra, missing and reversed arrows. Also the divergence between
the network learned and the one on file is reported.

How do I use the network I learned for general inference?

There is no general purpose inference in Weka, but you can export the network as
XML BIF file (see above) and import it in other packages, for example JavaBayes
available under GPL from http://www.cs.cmu.edu/~javabayes.

10.13 Future development

If you would like to add to the current Bayes network facilities in Weka, you
might consider one of the following possibilities.

• Implement more search algorithms, in particular,

– general purpose search algorithms (such as an improved implemen-
tation of genetic search).

– structure search based on equivalent model classes.

– implement those algorithms both for local and global metric based
search algorithms.

http://www.cs.cmu.edu/~javabayes
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– implement more conditional independence based search algorithms.

• Implement score metrics that can handle sparse instances in order to allow
for processing large datasets.

• Implement traditional conditional independence tests for conditional in-
dependence based structure learning algorithms.

• Currently, all search algorithms assume that all variables are discrete.
Search algorithms that can handle continuous variables would be interest-
ing.

• A limitation of the current classes is that they assume that there are no
missing values. This limitation can be undone by implementing score
metrics that can handle missing values. The classes used for estimating
the conditional probabilities need to be updated as well.

• Only leave-one-out, k-fold and cumulative cross-validation are implemented.
These implementations can be made more efficient and other cross-validation
methods can be implemented, such as Monte Carlo cross-validation and
bootstrap cross validation.

• Implement methods that can handle incremental extensions of the data
set for updating network structures.

And for the more ambitious people, there are the following challenges.

• A GUI for manipulating Bayesian network to allow user intervention for
adding and deleting arcs and updating the probability tables.

• General purpose inference algorithms built into the GUI to allow user
defined queries.

• Allow learning of other graphical models, such as chain graphs, undirected
graphs and variants of causal graphs.

• Allow learning of networks with latent variables.

• Allow learning of dynamic Bayesian networks so that time series data can
be handled.
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Chapter 11

ARFF

An ARFF (= Attribute-Relation File Format) file is an ASCII text file that
describes a list of instances sharing a set of attributes.

11.1 Overview

ARFF files have two distinct sections. The first section is the Header informa-
tion, which is followed the Data information.

The Header of the ARFF file contains the name of the relation, a list of
the attributes (the columns in the data), and their types. An example header
on the standard IRIS dataset looks like this:

% 1. Title: Iris Plants Database

%

% 2. Sources:

% (a) Creator: R.A. Fisher

% (b) Donor: Michael Marshall (MARSHALL%PLU@io.arc.nasa.gov)

% (c) Date: July, 1988

%

@RELATION iris

@ATTRIBUTE sepallength NUMERIC

@ATTRIBUTE sepalwidth NUMERIC

@ATTRIBUTE petallength NUMERIC

@ATTRIBUTE petalwidth NUMERIC

@ATTRIBUTE class {Iris-setosa,Iris-versicolor,Iris-virginica}

The Data of the ARFF file looks like the following:

@DATA

5.1,3.5,1.4,0.2,Iris-setosa

4.9,3.0,1.4,0.2,Iris-setosa

4.7,3.2,1.3,0.2,Iris-setosa

4.6,3.1,1.5,0.2,Iris-setosa

5.0,3.6,1.4,0.2,Iris-setosa

5.4,3.9,1.7,0.4,Iris-setosa
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4.6,3.4,1.4,0.3,Iris-setosa

5.0,3.4,1.5,0.2,Iris-setosa

4.4,2.9,1.4,0.2,Iris-setosa

4.9,3.1,1.5,0.1,Iris-setosa

Lines that begin with a % are comments. The @RELATION, @ATTRIBUTE and
@DATA declarations are case insensitive.

11.2 Examples

Several well-known machine learning datasets are distributed with Weka in the
$WEKAHOME/data directory as ARFF files.

11.2.1 The ARFF Header Section

The ARFF Header section of the file contains the relation declaration and at-
tribute declarations.

The @relation Declaration

The relation name is defined as the first line in the ARFF file. The format is:

@relation <relation-name>

where <relation-name> is a string. The string must be quoted if the name
includes spaces. Furthermore, relation names or attribute names (see below)
cannot begin with

• a character below \\u0021

• ’{’, ’}’, ’,’, or ’%’

Moreover, it can only begin with a single or double quote if there is a corre-
sponding quote at the end of the name.

The @attribute Declarations

Attribute declarations take the form of an ordered sequence of @attribute

statements. Each attribute in the data set has its own @attribute statement
which uniquely defines the name of that attribute and it’s data type. The order
the attributes are declared indicates the column position in the data section
of the file. For example, if an attribute is the third one declared then Weka
expects that all that attributes values will be found in the third comma delimited
column.

The format for the @attribute statement is:

@attribute <attribute-name> <datatype>

where the <attribute-name> must adhere to the constraints specified in the
above section on the @relation declaration.

The <datatype> can be any of the four types supported by Weka:
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• numeric

• integer is treated as numeric

• real is treated as numeric

• <nominal-specification>

• string

• date [<date-format>]

• relational for multi-instance data (for future use)

where <nominal-specification> and <date-format> are defined below. The
keywords numeric, real, integer, string and date are case insensitive.

Numeric attributes

Numeric attributes can be real or integer numbers.

Nominal attributes

Nominal values are defined by providing an <nominal-specification> listing the
possible values: <nominal-name1>, <nominal-name2>, <nominal-name3>,

...

For example, the class value of the Iris dataset can be defined as follows:

@ATTRIBUTE class {Iris-setosa,Iris-versicolor,Iris-virginica}

Values that contain spaces must be quoted.

String attributes

String attributes allow us to create attributes containing arbitrary textual val-
ues. This is very useful in text-mining applications, as we can create datasets
with string attributes, then write Weka Filters to manipulate strings (like String-
ToWordVectorFilter). String attributes are declared as follows:

@ATTRIBUTE LCC string

Date attributes

Date attribute declarations take the form:

@attribute <name> date [<date-format>]

where <name> is the name for the attribute and <date-format> is an op-
tional string specifying how date values should be parsed and printed (this is the
same format used by SimpleDateFormat). The default format string accepts
the ISO-8601 combined date and time format: yyyy-MM-dd’T’HH:mm:ss.

Dates must be specified in the data section as the corresponding string rep-
resentations of the date/time (see example below).
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Relational attributes

Relational attribute declarations take the form:

@attribute <name> relational

<further attribute definitions>

@end <name>

For the multi-instance dataset MUSK1 the definition would look like this (”...”
denotes an omission):

@attribute molecule_name {MUSK-jf78,...,NON-MUSK-199}

@attribute bag relational

@attribute f1 numeric

...

@attribute f166 numeric

@end bag

@attribute class {0,1}

...

11.2.2 The ARFF Data Section

The ARFF Data section of the file contains the data declaration line and the
actual instance lines.

The @data Declaration

The @data declaration is a single line denoting the start of the data segment in
the file. The format is:

@data

The instance data

Each instance is represented on a single line, with carriage returns denoting the
end of the instance. A percent sign (%) introduces a comment, which continues
to the end of the line.

Attribute values for each instance are delimited by commas. They must
appear in the order that they were declared in the header section (i.e. the data
corresponding to the nth @attribute declaration is always the nth field of the
attribute).

Missing values are represented by a single question mark, as in:

@data

4.4,?,1.5,?,Iris-setosa

Values of string and nominal attributes are case sensitive, and any that contain
space or the comment-delimiter character % must be quoted. (The code suggests
that double-quotes are acceptable and that a backslash will escape individual
characters.) An example follows:
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@relation LCCvsLCSH

@attribute LCC string

@attribute LCSH string

@data

AG5, ’Encyclopedias and dictionaries.;Twentieth century.’

AS262, ’Science -- Soviet Union -- History.’

AE5, ’Encyclopedias and dictionaries.’

AS281, ’Astronomy, Assyro-Babylonian.;Moon -- Phases.’

AS281, ’Astronomy, Assyro-Babylonian.;Moon -- Tables.’

Dates must be specified in the data section using the string representation spec-
ified in the attribute declaration. For example:

@RELATION Timestamps

@ATTRIBUTE timestamp DATE "yyyy-MM-dd HH:mm:ss"

@DATA

"2001-04-03 12:12:12"

"2001-05-03 12:59:55"

Relational data must be enclosed within double quotes ”. For example an in-
stance of the MUSK1 dataset (”...” denotes an omission):

MUSK-188,"42,...,30",1

11.3 Sparse ARFF files

Sparse ARFF files are very similar to ARFF files, but data with value 0 are not
be explicitly represented.

Sparse ARFF files have the same header (i.e @relation and @attribute

tags) but the data section is different. Instead of representing each value in
order, like this:

@data

0, X, 0, Y, "class A"

0, 0, W, 0, "class B"

the non-zero attributes are explicitly identified by attribute number and their
value stated, like this:

@data

{1 X, 3 Y, 4 "class A"}

{2 W, 4 "class B"}

Each instance is surrounded by curly braces, and the format for each entry is:
<index> <space> <value> where index is the attribute index (starting from
0).
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Note that the omitted values in a sparse instance are 0, they are notmissing
values! If a value is unknown, you must explicitly represent it with a question
mark (?).

Warning: There is a known problem saving SparseInstance objects from
datasets that have string attributes. In Weka, string and nominal data values
are stored as numbers; these numbers act as indexes into an array of possible
attribute values (this is very efficient). However, the first string value is as-
signed index 0: this means that, internally, this value is stored as a 0. When a
SparseInstance is written, string instances with internal value 0 are not out-
put, so their string value is lost (and when the arff file is read again, the default
value 0 is the index of a different string value, so the attribute value appears
to change). To get around this problem, add a dummy string value at index 0
that is never used whenever you declare string attributes that are likely to be
used in SparseInstance objects and saved as Sparse ARFF files.

11.4 Instance weights in ARFF files

A weight can be associated with an instance in a standard ARFF file by ap-
pending it to the end of the line for that instance and enclosing the value in
curly braces. E.g:

@data

0, X, 0, Y, "class A", {5}

For a sparse instance, this example would look like:

@data

{1 X, 3 Y, 4 "class A"}, {5}

Note that any instance without a weight value specified is assumed to have a
weight of 1 for backwards compatibility.
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XRFF

The XRFF (Xml attribute Relation File Format) is a representing the data in
a format that can store comments, attribute and instance weights.

12.1 File extensions

The following file extensions are recognized as XRFF files:

• .xrff

the default extension of XRFF files

• .xrff.gz

the extension for gzip compressed XRFF files (see Compression section
for more details)

12.2 Comparison

12.2.1 ARFF

In the following a snippet of the UCI dataset iris in ARFF format:

@relation iris

@attribute sepallength numeric

@attribute sepalwidth numeric

@attribute petallength numeric

@attribute petalwidth numeric

@attribute class {Iris-setosa,Iris-versicolor,Iris-virginica}

@data

5.1,3.5,1.4,0.2,Iris-setosa

4.9,3,1.4,0.2,Iris-setosa

...
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12.2.2 XRFF

And the same dataset represented as XRFF file:

<?xml version="1.0" encoding="utf-8"?>

<!DOCTYPE dataset

[

<!ELEMENT dataset (header,body)>

<!ATTLIST dataset name CDATA #REQUIRED>

<!ATTLIST dataset version CDATA "3.5.4">

<!ELEMENT header (notes?,attributes)>

<!ELEMENT body (instances)>

<!ELEMENT notes ANY>

<!ELEMENT attributes (attribute+)>

<!ELEMENT attribute (labels?,metadata?,attributes?)>

<!ATTLIST attribute name CDATA #REQUIRED>

<!ATTLIST attribute type (numeric|date|nominal|string|relational) #REQUIRED>

<!ATTLIST attribute format CDATA #IMPLIED>

<!ATTLIST attribute class (yes|no) "no">

<!ELEMENT labels (label*)>

<!ELEMENT label ANY>

<!ELEMENT metadata (property*)>

<!ELEMENT property ANY>

<!ATTLIST property name CDATA #REQUIRED>

<!ELEMENT instances (instance*)>

<!ELEMENT instance (value*)>

<!ATTLIST instance type (normal|sparse) "normal">

<!ATTLIST instance weight CDATA #IMPLIED>

<!ELEMENT value (#PCDATA|instances)*>

<!ATTLIST value index CDATA #IMPLIED>

<!ATTLIST value missing (yes|no) "no">

]

>

<dataset name="iris" version="3.5.3">

<header>

<attributes>

<attribute name="sepallength" type="numeric"/>

<attribute name="sepalwidth" type="numeric"/>

<attribute name="petallength" type="numeric"/>

<attribute name="petalwidth" type="numeric"/>

<attribute class="yes" name="class" type="nominal">

<labels>

<label>Iris-setosa</label>

<label>Iris-versicolor</label>

<label>Iris-virginica</label>

</labels>
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</attribute>

</attributes>

</header>

<body>

<instances>

<instance>

<value>5.1</value>

<value>3.5</value>

<value>1.4</value>

<value>0.2</value>

<value>Iris-setosa</value>

</instance>

<instance>

<value>4.9</value>

<value>3</value>

<value>1.4</value>

<value>0.2</value>

<value>Iris-setosa</value>

</instance>

...

</instances>

</body>

</dataset>

12.3 Sparse format

The XRFF format also supports a sparse data representation. Even though the
iris dataset does not contain sparse data, the above example will be used here
to illustrate the sparse format:

...

<instances>

<instance type="sparse">

<value index="1">5.1</value>

<value index="2">3.5</value>

<value index="3">1.4</value>

<value index="4">0.2</value>

<value index="5">Iris-setosa</value>

</instance>

<instance type="sparse">

<value index="1">4.9</value>

<value index="2">3</value>

<value index="3">1.4</value>

<value index="4">0.2</value>

<value index="5">Iris-setosa</value>

</instance>

...

</instances>

...
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In contrast to the normal data format, each sparse instance tag contains a type
attribute with the value sparse:

<instance type="sparse">

And each value tag needs to specify the index attribute, which contains the
1-based index of this value.

<value index="1">5.1</value>

12.4 Compression

Since the XML representation takes up considerably more space than the rather
compact ARFF format, one can also compress the data via gzip. Weka automat-
ically recognizes a file being gzip compressed, if the file’s extension is .xrff.gz
instead of .xrff.

The Weka Explorer, Experimenter and command-line allow one to load/save
compressed and uncompressed XRFF files (this applies also to ARFF files).

12.5 Useful features

In addition to all the features of the ARFF format, the XRFF format contains
the following additional features:

• class attribute specification

• attribute weights

12.5.1 Class attribute specification

Via the class="yes" attribute in the attribute specification in the header, one
can define which attribute should act as class attribute. A feature that can
be used on the command line as well as in the Experimenter, which now can
also load other data formats, and removing the limitation of the class attribute
always having to be the last one.

Snippet from the iris dataset:

<attribute class="yes" name="class" type="nominal">

12.5.2 Attribute weights

Attribute weights are stored in an attributes meta-data tag (in the header sec-
tion). Here is an example of the petalwidth attribute with a weight of 0.9:

<attribute name="petalwidth" type="numeric">

<metadata>

<property name="weight">0.9</property>

</metadata>

</attribute>
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12.5.3 Instance weights

Instance weights are defined via the weight attribute in each instance tag. By
default, the weight is 1. Here is an example:

<instance weight="0.75">

<value>5.1</value>

<value>3.5</value>

<value>1.4</value>

<value>0.2</value>

<value>Iris-setosa</value>

</instance>
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Chapter 13

Converters

13.1 Introduction

Weka offers conversion utilities for several formats, in order to allow import from
different sorts of datasources. These utilities, called converters, are all located
in the following package:

weka.core.converters

For a certain kind of converter you will find two classes

• one for loading (classname ends with Loader) and

• one for saving (classname ends with Saver).

Weka contains converters for the following data sources:

• ARFF files (ArffLoader, ArffSaver)

• C4.5 files (C45Loader, C45Saver)

• CSV files (CSVLoader, CSVSaver)

• files containing serialized instances (SerializedInstancesLoader, Serial-
izedInstancesSaver)

• JDBC databases (DatabaseLoader, DatabaseSaver)

• libsvm files (LibSVMLoader, LibSVMSaver)

• XRFF files (XRFFLoader, XRFFSaver)

• text directories for text mining (TextDirectoryLoader)
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13.2 Usage

13.2.1 File converters

File converters can be used as follows:

• Loader
They take one argument, which is the file that should be converted, and
print the result to stdout. You can also redirect the output into a file:

java <classname> <input-file> > <output-file>

Here’s an example for loading the CSV file iris.csv and saving it as
iris.arff :

java weka.core.converters.CSVLoader iris.csv > iris.arff

• Saver
For a Saver you specify the ARFF input file via -i and the output file in
the specific format with -o:

java <classname> -i <input> -o <output>

Here’s an example for saving an ARFF file to CSV:

java weka.core.converters.CSVSaver -i iris.arff -o iris.csv

A few notes:

• Using the ArffSaver from commandline doesn’t make much sense, since
this Saver takes an ARFF file as input and output. The ArffSaver is
normally used from Java for saving an object of weka.core.Instances

to a file.

• The C45Loader either takes the .names-file or the .data-file as input, it
automatically looks for the other one.

• For the C45Saver one specifies as output file a filename without any ex-
tension, since two output files will be generated; .names and .data are
automatically appended.

13.2.2 Database converters

The database converters are a bit more complex, since they also rely on ad-
ditional configuration files, besides the parameters on the commandline. The
setup for the database connection is stored in the following props file:

DatabaseUtils.props

The default file can be found here:

weka/experiment/DatabaseUtils.props
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• Loader
You have to specify at least a SQL query with the -Q option (there are
additional options for incremental loading)

java weka.core.converters.DatabaseLoader -Q "select * from employee"

• Saver
The Saver takes an ARFF file as input like any other Saver, but then also
the table where to save the data to via -T :

java weka.core.converters.DatabaseSaver -i iris.arff -T iris
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Chapter 14

Stemmers

14.1 Introduction

Weka now supports stemming algorithms. The stemming algorithms are located
in the following package:

weka.core.stemmers

Currently, the Lovins Stemmer (+ iterated version) and support for the Snow-
ball stemmers are included.

14.2 Snowball stemmers

Weka contains a wrapper class for the Snowball (homepage: http://snowball.tartarus.org/)
stemmers (containing the Porter stemmer and several other stemmers for dif-
ferent languages). The relevant class is weka.core.stemmers.Snowball.

The Snowball classes are not included, they only have to be present in the
classpath. The reason for this is, that the Weka team doesn’t have to watch out
for new versions of the stemmers and update them.

There are two ways of getting hold of the Snowball stemmers:

1. You can add the following pre-compiled jar archive to your classpath and
you’re set (based on source code from 2005-10-19, compiled 2005-10-22).
http://www.cs.waikato.ac.nz/~ml/weka/stemmers/snowball.jar

2. You can compile the stemmers yourself with the newest sources. Just
download the following ZIP file, unpack it and follow the instructions in
the README file (the zip contains an ANT (http://ant.apache.org/)
build script for generating the jar archive).
http://www.cs.waikato.ac.nz/~ml/weka/stemmers/snowball.zip

Note: the patch target is specific to the source code from 2005-10-19.
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14.3 Using stemmers

The stemmers can either used

• from commandline

• within the StringToWordVector (package weka.filters.unsupervised.attribute)

14.3.1 Commandline

All stemmers support the following options:

• -h
for displaying a brief help

• -i <input-file>
The file to process

• -o <output-file>
The file to output the processed data to (default stdout)

• -l
Uses lowercase strings, i.e., the input is automatically converted to lower
case

14.3.2 StringToWordVector

Just use the GenericObjectEditor to choose the right stemmer and the desired
options (if the stemmer offers additional options).

14.4 Adding new stemmers

You can easily add new stemmers, if you follow these guidelines (for use in the
GenericObjectEditor):

• they should be located in the weka.core.stemmers package (if not, then
the GenericObjectEditor.props/GenericPropertiesCreator.propsfile
need to be updated) and

• they must implement the interface weka.core.stemmers.Stemmer.
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Databases

15.1 Configuration files

Thanks to JDBC it is easy to connect to Databases that provide a JDBC
driver. Responsible for the setup is the following properties file, located in
the weka.experiment package:

DatabaseUtils.props

You can get this properties file from the weka.jar or weka-src.jar jar-archive,
both part of a normal Weka release. If you open up one of those files, you’ll find
the properties file in the sub-folder weka/experiment.

Weka comes with example files for a wide range of databases:

• DatabaseUtils.props.hsql - HSQLDB (>= 3.4.1)

• DatabaseUtils.props.msaccess - MS Access (> 3.4.14, > 3.5.8, > 3.6.0)
see the Windows databases chapter for more information:

• DatabaseUtils.props.mssqlserver - MS SQL Server 2000 (>= 3.4.9,
>= 3.5.4)

• DatabaseUtils.props.mssqlserver2005 - MS SQL Server 2005 (>=
3.4.11, >= 3.5.6)

• DatabaseUtils.props.mysql - MySQL (>= 3.4.9, >= 3.5.4)

• DatabaseUtils.props.odbc - ODBC access via Sun’s ODBC/JDBC bridge,
e.g., for MS Sql Server (>= 3.4.9, >= 3.5.4)
see the Windows databases chapter for more information:

• DatabaseUtils.props.oracle - Oracle 10g (>= 3.4.9, >= 3.5.4)

• DatabaseUtils.props.postgresql - PostgreSQL 7.4 (>= 3.4.9,>= 3.5.4)

• DatabaseUtils.props.sqlite3 - sqlite 3.x (> 3.4.12, > 3.5.7)
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The easiest way is just to place the extracted properties file into your HOME
directory. For more information on how property files are processed, check out
the following URL:

http://weka.wikispaces.com/Properties+File

Note: Weka only looks for the DatabaseUtils.props file. If you take one of
the example files listed above, you need to rename it first.

15.2 Setup

Under normal circumstances you only have to edit the following two properties:

• jdbcDriver

• jdbcURL

Driver

jdbcDriver is the classname of the JDBC driver, necessary to connect to your
database, e.g.:

• HSQLDB
org.hsqldb.jdbcDriver

• MS SQL Server 2000 (Desktop Edition)
com.microsoft.jdbc.sqlserver.SQLServerDriver

• MS SQL Server 2005
com.microsoft.sqlserver.jdbc.SQLServerDriver

• MySQL
org.gjt.mm.mysql.Driver (or com.mysql.jdbc.Driver)

• ODBC - part of Sun’s JDKs/JREs, no external driver necessary
sun.jdbc.odbc.JdbcOdbcDriver

• Oracle
oracle.jdbc.driver.OracleDriver

• PostgreSQL
org.postgresql.Driver

• sqlite 3.x
org.sqlite.JDBC

URL

jdbcURL specifies the JDBC URL pointing to your database (can be still changed
in the Experimenter/Explorer), e.g. for the database MyDatabase on the server
server.my.domain:

http://weka.wikispaces.com/Properties+File
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• HSQLDB
jdbc:hsqldb:hsql://server.my.domain/MyDatabase

• MS SQL Server 2000 (Desktop Edition)
jdbc:microsoft:sqlserver://v:1433

(Note: if you add ;databasename=db-name you can connect to a different
database than the default one, e.g., MyDatabase)

• MS SQL Server 2005
jdbc:sqlserver://server.my.domain:1433

• MySQL
jdbc:mysql://server.my.domain:3306/MyDatabase

• ODBC
jdbc:odbc:DSN name (replace DSN name with the DSN that you want to
use)

• Oracle (thin driver)
jdbc:oracle:thin:@server.my.domain:1526:orcl

(Note: @machineName:port:SID)
for the Express Edition you can use
jdbc:oracle:thin:@server.my.domain:1521:XE

• PostgreSQL
jdbc:postgresql://server.my.domain:5432/MyDatabase

You can also specify user and password directly in the URL:
jdbc:postgresql://server.my.domain:5432/MyDatabase?user=<...>&password=<...>
where you have to replace the <...> with the correct values

• sqlite 3.x
jdbc:sqlite:/path/to/database.db

(you can access only local files)

15.3 Missing Datatypes

Sometimes (e.g. with MySQL) it can happen that a column type cannot be
interpreted. In that case it is necessary to map the name of the column type
to the Java type it should be interpreted as. E.g. the MySQL type TEXT is
returned as BLOB from the JDBC driver and has to be mapped to String (0
represents String - the mappings can be found in the comments of the properties
file):
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Java type Java method Identifier Weka attribute type
String getString() 0 nominal
boolean getBoolean() 1 nominal
double getDouble() 2 numeric
byte getByte() 3 numeric
short getByte() 4 numeric
int getInteger() 5 numeric
long getLong() 6 numeric
float getFloat() 7 numeric
date getDate() 8 date
text getString() 9 string
time getTime() 10 date

In the props file one lists now the type names that the database returns and
what Java type it represents (via the identifier), e.g.:

CHAR=0

VARCHAR=0

CHAR and VARCHAR are both String types, hence they are interpreted as String
(identifier 0)
Note: in case database types have blanks, one needs to replace those blanks
with an underscore, e.g., DOUBLE PRECISION must be listed like this:

DOUBLE_PRECISION=2

15.4 Stored Procedures

Let’s say you’re tired of typing the same query over and over again. A good
way to shorten that, is to create a stored procedure.

PostgreSQL 7.4.x

The following example creates a procedure called emplyoee name that returns
the names of all the employees in table employee. Even though it doesn’t make
much sense to create a stored procedure for this query, nonetheless, it shows
how to create and call stored procedures in PostgreSQL.

• Create

CREATE OR REPLACE FUNCTION public.employee_name()

RETURNS SETOF text AS ’select name from employee’

LANGUAGE ’sql’ VOLATILE;

• SQL statement to call procedure

SELECT * FROM employee_name()

• Retrieve data via InstanceQuery

java weka.experiment.InstanceQuery

-Q "SELECT * FROM employee_name()"

-U <user> -P <password>
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15.5 Troubleshooting

• In case you’re experiencing problems connecting to your database, check
out the WEKA Mailing List (see Weka homepage for more information).
It is possible that somebody else encountered the same problem as you
and you’ll find a post containing the solution to your problem.

• Specific MS SQL Server 2000 Troubleshooting

– Error Establishing Socket with JDBC Driver
Add TCP/IP to the list of protocols as stated in the following article:
http://support.microsoft.com/default.aspx?scid=kb;en-us;313178

– Login failed for user ’sa’. Reason: Not associated with a trusted SQL
Server connection.
For changing the authentication to mixed mode see the following
article:
http://support.microsoft.com/kb/319930/en-us

• MS SQL Server 2005 : TCP/IP is not enabled for SQL Server, or the
server or port number specified is incorrect.Verify that SQL Server is lis-
tening with TCP/IP on the specified server and port. This might be re-
ported with an exception similar to: ”The login has failed. The TCP/IP
connection to the host has failed.” This indicates one of the following:

– SQL Server is installed but TCP/IP has not been installed as a net-
work protocol for SQL Server by using the SQL Server Network Util-
ity for SQL Server 2000, or the SQL Server Configuration Manager
for SQL Server 2005

– TCP/IP is installed as a SQL Server protocol, but it is not listening
on the port specified in the JDBC connection URL. The default port
is 1433.

– The port that is used by the server has not been opened in the firewall

• The Added driver: ... output on the commandline does not mean that
the actual class was found, but only that Weka will attempt to load the
class later on in order to establish a database connection.

• The error message No suitable driver can be caused by the following:

– The JDBC driver you are attempting to load is not in the CLASS-
PATH (Note: using -jar in the java commandline overwrites the
CLASSPATH environment variable!). Open the SimpleCLI, run the
command java weka.core.SystemInfoand check whether the prop-
erty java.class.path lists your database jar. If not correct your
CLASSPATH or the Java call you start Weka with.

– The JDBC driver class is misspelled in the jdbcDriver property or
you have multiple entries of jdbcDriver (properties files need unique
keys !)

– The jdbcURL property has a spelling error and tries to use a non-
existing protocol or you listed it multiple times, which doesn’t work
either (remember, properties files need unique keys!)

http://support.microsoft.com/default.aspx?scid=kb;en-us;313178
http://support.microsoft.com/kb/319930/en-us
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Chapter 16

Windows databases

A common query we get from our users is how to open a Windows database in
the Weka Explorer. This page is intended as a guide to help you achieve this. It
is a complicated process and we cannot guarantee that it will work for you. The
process described makes use of the JDBC-ODBC bridge that is part of Sun’s
JRE/JDK 1.3 (and higher).

The following instructions are for Windows 2000. Under other Windows
versions there may be slight differences.

Step 1: Create a User DSN

1. Go to the Control Panel

2. Choose Adminstrative Tools

3. Choose Data Sources (ODBC)

4. At the User DSN tab, choose Add...

5. Choose database

• Microsoft Access

(a) Note: Make sure your database is not open in another application
before following the steps below.

(b) Choose the Microsoft Access driver and click Finish

(c) Give the source a name by typing it into the Data Source
Name field

(d) In the Database section, choose Select...

(e) Browse to find your database file, select it and click OK

(f) Click OK to finalize your DSN

• Microsoft SQL Server 2000 (Desktop Engine)

(a) Choose the SQL Server driver and click Finish

(b) Give the source a name by typing it into the Name field

(c) Add a description for this source in the Description field

(d) Select the server you’re connecting to from the Server combobox
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(e) For the verification of the authenticity of the login ID choose
With SQL Server...

(f) CheckConnect to SQL Server to obtain default settings...
and supply the user ID and password with which you installed
the Desktop Engine

(g) Just click on Next until it changes into Finish and click this,
too

(h) For testing purposes, click on Test Data Source... - the result
should be TESTS COMPLETED SUCCESSFULLY!

(i) Click on OK

• MySQL

(a) Choose the MySQL ODBC driver and click Finish

(b) Give the source a name by typing it into the Data Source
Name field

(c) Add a description for this source in the Description field

(d) Specify the server you’re connecting to in Server

(e) Fill in the user to use for connecting to the database in the User
field, the same for the password

(f) Choose the database for this DSN from the Database combobox

(g) Click on OK

6. Your DSN should now be listed in the User Data Sources list

Step 2: Set up the DatabaseUtils.props file

You will need to configure a file called DatabaseUtils.props. This file already
exists under the path weka/experiment/ in the weka.jar file (which is just a
ZIP file) that is part of the Weka download. In this directory you will also find a
sample file for ODBC connectivity, called DatabaseUtils.props.odbc, and one
specifically for MS Access, called DatabaseUtils.props.msaccess, also using
ODBC. You should use one of the sample files as basis for your setup, since they
already contain default values specific to ODBC access.

This file needs to be recognized when the Explorer starts. You can achieve
this by making sure it is in the working directory or the home directory (if you
are unsure what the terms working directory and home directory mean, see the
Notes section). The easiest is probably the second alternative, as the setup will
apply to all the Weka instances on your machine.

Just make sure that the file contains the following lines at least:

jdbcDriver=sun.jdbc.odbc.JdbcOdbcDriver

jdbcURL=jdbc:odbc:dbname

where dbname is the name you gave the user DSN. (This can also be changed
once the Explorer is running.)
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Step 3: Open the database

1. Start up the Weka Explorer.

2. Choose Open DB...

3. The URL should read ”jdbc:odbc:dbname” where dbname is the name
you gave the user DSN.

4. Click Connect

5. Enter a Query, e.g., ”select * from tablename” where tablename is
the name of the database table you want to read. Or you could put a
more complicated SQL query here instead.

6. Click Execute

7. When you’re satisfied with the returned data, click OK to load the data
into the Preprocess panel.

Notes

• Working directory
The directory a process is started from. When you start Weka from the
Windows Start Menu, then this directory would be Weka’s installation
directory (the java process is started from that directory).

• Home directory
The directory that contains all the user’s data. The exact location depends
on the operating system and the version of the operating system. It is
stored in the following environment variable:

– Unix/Linux
$HOME

– Windows
%USERPROFILE%

– Cygwin
$USERPROFILE

You should be able output the value in a command prompt/terminal with
the echo command. E.g., for Windows this would be:

echo %USERPROFILE%
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Part IV

Appendix
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Chapter 17

Research

17.1 Citing Weka

If you want to refer to Weka in a publication, please cite following SIGKDD
Explorations1 paper. The full citation is:

Mark Hall, Eibe Frank, Geoffrey Holmes, Bernhard Pfahringer, Pe-
ter Reutemann, Ian H. Witten (2009); The WEKA Data Mining
Software: An Update; SIGKDD Explorations, Volume 11, Issue 1.

17.2 Paper references

Due to the introduction of the weka.core.TechnicalInformationHandler in-
terface it is now easy to extract all the paper references via weka.core.ClassDiscovery
and weka.core.TechnicalInformation.

The script listed at the end, extracts all the paper references from Weka
based on a given jar file and dumps it to stdout. One can either generate simple
plain text output (option -p) or BibTeX compliant one (option -b).

Typical use (after an ant exejar) for BibTeX:

get_wekatechinfo.sh -d ../ -w ../dist/weka.jar -b > ../tech.txt

(command is issued from the same directory the Weka build.xml is located in)

1http://www.kdd.org/explorations/issues/11-1-2009-07/p2V11n1.pdf
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Bash shell script get wekatechinfo.sh

#!/bin/bash
#
# This script prints the information stored in TechnicalInformationHandlers

# to stdout.
#

# FracPete, $Revision: 4582 $

# the usage of this script
function usage()
{

echo
echo "${0##*/} -d <dir> [-w <jar>] [-p|-b] [-h]"

echo
echo "Prints the information stored in TechnicalInformationHandlers to stdout."
echo

echo " -h this help"
echo " -d <dir>"

echo " the directory to look for packages, must be the one just above"
echo " the ’weka’ package, default: $DIR"

echo " -w <jar>"
echo " the weka jar to use, if not in CLASSPATH"
echo " -p prints the information in plaintext format"

echo " -b prints the information in BibTeX format"
echo

}

# generates a filename out of the classname TMP and returns it in TMP
# uses the directory in DIR
function class_to_filename()

{
TMP=$DIR"/"‘echo $TMP | sed s/"\."/"\/"/g‘".java"

}

# variables

DIR="."
PLAINTEXT="no"

BIBTEX="no"
WEKA=""

TECHINFOHANDLER="weka.core.TechnicalInformationHandler"
TECHINFO="weka.core.TechnicalInformation"
CLASSDISCOVERY="weka.core.ClassDiscovery"

# interprete parameters

while getopts ":hpbw:d:" flag
do

case $flag in

p) PLAINTEXT="yes"
;;

b) BIBTEX="yes"
;;

d) DIR=$OPTARG
;;

w) WEKA=$OPTARG

;;
h) usage

exit 0
;;

*) usage

exit 1
;;

esac
done

# either plaintext or bibtex
if [ "$PLAINTEXT" = "$BIBTEX" ]

then
echo

echo "ERROR: either -p or -b has to be given!"
echo
usage

exit 2
fi
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# do we have everything?
if [ "$DIR" = "" ] || [ ! -d "$DIR" ]

then
echo

echo "ERROR: no directory or non-existing one provided!"
echo

usage
exit 3

fi

# generate Java call

if [ "$WEKA" = "" ]
then

JAVA="java"

else
JAVA="java -classpath $WEKA"

fi
if [ "$PLAINTEXT" = "yes" ]

then
CMD="$JAVA $TECHINFO -plaintext"

elif [ "$BIBTEX" = "yes" ]

then
CMD="$JAVA $TECHINFO -bibtex"

fi

# find packages

TMP=‘find $DIR -mindepth 1 -type d | grep -v CVS | sed s/".*weka"/"weka"/g | sed s/"\/"/./g‘
PACKAGES=‘echo $TMP | sed s/" "/,/g‘

# get technicalinformationhandlers

TECHINFOHANDLERS=‘$JAVA weka.core.ClassDiscovery $TECHINFOHANDLER $PACKAGES | grep "\. weka" | sed s/".*weka"/weka/g‘

# output information

echo
for i in $TECHINFOHANDLERS

do
TMP=$i;class_to_filename

# exclude internal classes
if [ ! -f $TMP ]

then
continue

fi

$CMD -W $i

echo
done
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Chapter 18

Using the API

Using the graphical tools, like the Explorer, or just the command-line is in most
cases sufficient for the normal user. But WEKA’s clearly defined API (“ap-
plication programming interface”) makes it very easy to “embed” it in another
projects. This chapter covers the basics of how to achieve the following common
tasks from source code:

• Setting options

• Creating datasets in memory

• Loading and saving data

• Filtering

• Classifying

• Clustering

• Selecting attributes

• Visualization

• Serialization

Even though most of the code examples are for the Linux platform, using for-
ward slashes in the paths and file names, they do work on the MS Windows plat-
form as well. To make the examples work under MS Windows, one only needs
to adapt the paths, changing the forward slashes to backslashes and adding a
drive letter where necessary.

Note
WEKA is released under the GNU General Public License version 31 (GPLv3),
i.e., that derived code or code that uses WEKA needs to be released under the
GPLv3 as well. If one is just using WEKA for a personal project that does
not get released publicly then one is not affected. But as soon as one makes
the project publicly available (e.g., for download), then one needs to make the
source code available under the GLPv3 as well, alongside the binaries.

1http://www.gnu.org/licenses/gpl-3.0-standalone.html
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18.1 Option handling

Configuring an object, e.g., a classifier, can either be done using the appro-
priate get/set-methods for the property that one wishes to change, like the
Explorer does. Or, if the class implements the weka.core.OptionHandler in-
terface, one can just use the object’s ability to parse command-line options
via the setOptions(String[]) method (the counterpart of this method is
getOptions(), which returns a String[] array). The difference between the
two approaches is, that the setOptions(String[]) method cannot be used
to set the options incrementally. Default values are used for all options that
haven’t been explicitly specified in the options array.

The most basic approach is to assemble the String array by hand. The
following example creates an array with a single option (“-R”) that takes an
argument (“1”) and initializes the Remove filter with this option:

import weka.filters.unsupervised.attribute.Remove;

...

String[] options = new String[2];

options[0] = "-R";

options[1] = "1";

Remove rm = new Remove();

rm.setOptions(options);

Since the setOptions(String[]) method expects a fully parsed and correctly
split up array (which is done by the console/command prompt), some common
pitfalls with this approach are:

• Combination of option and argument – Using “-R 1” as an element of
the String array will fail, prompting WEKA to output an error message
stating that the option “R 1” is unknown.

• Trailing blanks – Using “-R ” will fail as well, since no trailing blanks are
removed and therefore option “R ” will not be recognized.

The easiest way to avoid these problems, is to provide a String array that
has been generated automatically from a single command-line string using the
splitOptions(String) method of the weka.core.Utils class. Here is an ex-
ample:

import weka.core.Utils;

...

String[] options = Utils.splitOptions("-R 1");

As this method ignores whitespaces, using “ -R 1” or “-R 1 ” will return the
same result as “-R 1”.

Complicated command-lines with lots of nested options, e.g., options for the
support-vector machine classifier SMO (package weka.classifiers.functions)
including a kernel setup, are a bit tricky, since Java requires one to escape dou-
ble quotes and backslashes inside a String. The Wiki[2] article “Use Weka
in your Java code” references the Java class OptionsToCode, which turns any
command-line into appropriate Java source code. This example class is also
available from the Weka Examples collection[3]: weka.core.OptionsToCode.
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Instead of using the Remove filter’s setOptions(String[]) method, the
following code snippet uses the actual set-method for this property:

import weka.filters.unsupervised.attribute.Remove;

...

Remove rm = new Remove();

rm.setAttributeIndices("1");

In order to find out, which option belongs to which property, i.e., get/set-
method, it is best to have a look at the setOptions(String[])and getOptions()

methods. In case these methods use the member variables directly, one just has
to look for the methods making this particular member variable accessible to
the outside.

Using the set-methods, one will most likely come across ones that re-
quire a weka.core.SelectedTag as parameter. An example for this, is the
setEvaluation method of the meta-classifier GridSearch (located in package
weka.classifiers.meta). The SelectedTag class is used in the GUI for dis-
playing drop-down lists, enabling the user to chose from a predefined list of
values. GridSearch allows the user to chose the statistical measure to base the
evaluation on (accuracy, correlation coefficient, etc.).

A SelectedTag gets constructed using the array of all possible weka.core.Tag
elements that can be chosen and the integer or string ID of the Tag. For in-
stance, GridSearch’s setOptions(String[]) method uses the supplied string
ID to set the evaluation type (e.g., “ACC” for accuracy), or, if the evaluation
option is missing, the default integer ID EVALUATION ACC. In both cases, the
array TAGS EVALUATION is used, which defines all possible options:

import weka.core.SelectedTag;

...

String tmpStr = Utils.getOption(’E’, options);

if (tmpStr.length() != 0)

setEvaluation(new SelectedTag(tmpStr, TAGS_EVALUATION));

else

setEvaluation(new SelectedTag(EVALUATION_CC, TAGS_EVALUATION));
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18.2 Loading data

Before any filter, classifier or clusterer can be applied, data needs to be present.
WEKA enables one to load data from files (in various file formats) and also from
databases. In the latter case, it is assumed in that the database connection is
set up and working. See chapter 15 for more details on how to configure WEKA
correctly and also more information on JDBC (Java Database Connectivity)
URLs.

Example classes, making use of the functionality covered in this section, can
be found in the wekaexamples.core.converters package of the Weka Exam-
ples collection[3].

The following classes are used to store data in memory:

• weka.core.Instances – holds a complete dataset. This data structure
is row-based; single rows can be accessed via the instance(int) method
using a 0-based index. Information about the columns can be accessed via
the attribute(int)method. This method returns weka.core.Attribute
objects (see below).

• weka.core.Instance – encapsulates a single row. It is basically a wrap-
per around an array of double primitives. Since this class contains no
information about the type of the columns, it always needs access to a
weka.core.Instances object (see methods dataset and setDataset).
The class weka.core.SparseInstance is used in case of sparse data.

• weka.core.Attribute – holds the type information about a single column
in the dataset. It stores the type of the attribute, as well as the labels
for nominal attributes, the possible values for string attributes or the
datasets for relational attributes (these are just weka.core.Instances

objects again).

18.2.1 Loading data from files

When loading data from files, one can either let WEKA choose the appropriate
loader (the available loaders can be found in the weka.core.converters pack-
age) based on the file’s extension or one can use the correct loader directly. The
latter case is necessary if the files do not have the correct extension.

The DataSource class (inner class of the weka.core.converters.ConverterUtils
class) can be used to read data from files that have the appropriate file extension.
Here are some examples:

import weka.core.converters.ConverterUtils.DataSource;

import weka.core.Instances;

...

Instances data1 = DataSource.read("/some/where/dataset.arff");

Instances data2 = DataSource.read("/some/where/dataset.csv");

Instances data3 = DataSource.read("/some/where/dataset.xrff");

In case the file does have a different file extension than is normally associated
with the loader, one has to use a loader directly. The following example loads
a CSV (“comma-separated values”) file:

import weka.core.converters.CSVLoader;



18.2. LOADING DATA 211

import weka.core.Instances;

import java.io.File;

...

CSVLoader loader = new CSVLoader();

loader.setSource(new File("/some/where/some.data"));

Instances data = loader.getDataSet();

NB: Not all file formats allow to store information about the class attribute
(e.g., ARFF stores no information about class attribute, but XRFF does). If a
class attribute is required further down the road, e.g., when using a classifier,
it can be set with the setClassIndex(int) method:

// uses the first attribute as class attribute

if (data.classIndex() == -1)

data.setClassIndex(0);

...

// uses the last attribute as class attribute

if (data.classIndex() == -1)

data.setClassIndex(data.numAttributes() - 1);

18.2.2 Loading data from databases

For loading data from databases, one of the following two classes can be used:

• weka.experiment.InstanceQuery

• weka.core.converters.DatabaseLoader

The differences between them are, that the InstanceQuery class allows one to
retrieve sparse data and the DatabaseLoader can retrieve the data incremen-
tally.

Here is an example of using the InstanceQuery class:

import weka.core.Instances;

import weka.experiment.InstanceQuery;

...

InstanceQuery query = new InstanceQuery();

query.setDatabaseURL("jdbc_url");

query.setUsername("the_user");

query.setPassword("the_password");

query.setQuery("select * from whatsoever");

// if your data is sparse, then you can say so, too:

// query.setSparseData(true);

Instances data = query.retrieveInstances();

And an example using the DatabaseLoader class in “batch retrieval”:

import weka.core.Instances;

import weka.core.converters.DatabaseLoader;

...

DatabaseLoader loader = new DatabaseLoader();

loader.setSource("jdbc_url", "the_user", "the_password");

loader.setQuery("select * from whatsoever");

Instances data = loader.getDataSet();
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The DatabaseLoader is used in “incremental mode” as follows:

import weka.core.Instance;

import weka.core.Instances;

import weka.core.converters.DatabaseLoader;

...

DatabaseLoader loader = new DatabaseLoader();

loader.setSource("jdbc_url", "the_user", "the_password");

loader.setQuery("select * from whatsoever");

Instances structure = loader.getStructure();

Instances data = new Instances(structure);

Instance inst;

while ((inst = loader.getNextInstance(structure)) != null)

data.add(inst);

Notes:

• Not all database systems allow incremental retrieval.

• Not all queries have a unique key to retrieve rows incrementally. In that
case, one can supply the necessary columns with the setKeys(String)

method (comma-separated list of columns).

• If the data cannot be retrieved in an incremental fashion, it is first fully
loaded into memory and then provided row-by-row (“pseudo-incremental”).
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18.3 Creating datasets in memory

Loading datasets from disk or database are not the only ways of obtaining
data in WEKA: datasets can be created in memory or on-the-fly. Generating a
dataset memory structure (i.e., a weka.core.Instances object) is a two-stage
process:

1. Defining the format of the data by setting up the attributes.

2. Adding the actual data, row by row.

The class wekaexamples.core.CreateInstances of theWeka Examples collection[3]
generates an Instances object containing all attribute types WEKA can handle
at the moment.

18.3.1 Defining the format

There are currently five different types of attributes available in WEKA:

• numeric – continuous variables

• date – date variables

• nominal – predefined labels

• string – textual data

• relational – contains other relations, e.g., the bags in case of multi-
instance data

For all of the different attribute types, WEKA uses the same class, weka.core.Attribute,
but with different constructors. In the following, these different constructors are
explained.

• numeric – The easiest attribute type to create, as it requires only the
name of the attribute:

Attribute numeric = new Attribute("name_of_attr");

• date – Date attributes are handled internally as numeric attributes, but
in order to parse and present the date value correctly, the format of the
date needs to be specified. The date and time patterns are explained in
detail in the Javadoc of the java.text.SimpleDateFormat class. In the
following, an example of how to create a date attribute using a date format
of 4-digit year, 2-digit month and a 2-digit day, separated by hyphens:

Attribute date = new Attribute("name_of_attr", "yyyy-MM-dd");

• nominal – Since nominal attributes contain predefined labels, one needs
to supply these, stored in form of a java.util.ArrayList<String> ob-
ject:

ArrayList<String> labels = new ArrayList<String>();

labels.addElement("label_a");

labels.addElement("label_b");

labels.addElement("label_c");

labels.addElement("label_d");

Attribute nominal = new Attribute("name_of_attr", labels);

• string – In contrast to nominal attributes, this type does not store a
predefined list of labels. Normally used to store textual data, i.e., content
of documents for text categorization. The same constructor as for the
nominal attribute is used, but a null value is provided instead of an
instance of java.util.ArrayList<String>:

Attribute string = new Attribute("name_of_attr", (ArrayList<String>)

null);
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• relational – This attribute just takes another weka.core.Instances

object for defining the relational structure in the constructor. The follow-
ing code snippet generates a relational attribute that contains a relation
with two attributes, a numeric and a nominal attribute:

ArrayList<Attribute> atts = new ArrayList<Attribute>();

atts.addElement(new Attribute("rel.num"));

ArrayList<String> values = new ArrayList<String>();

values.addElement("val_A");

values.addElement("val_B");

values.addElement("val_C");

atts.addElement(new Attribute("rel.nom", values));

Instances rel_struct = new Instances("rel", atts, 0);

Attribute relational = new Attribute("name_of_attr", rel_struct);

A weka.core.Instancesobject is then created by supplying a java.util.ArrayList<Attribute>
object containing all the attribute objects. The following example creates a
dataset with two numeric attributes and a nominal class attribute with two
labels “no” and “yes”:

Attribute num1 = new Attribute("num1");

Attribute num2 = new Attribute("num2");

ArrayList<String> labels = new ArrayList<String>();

labels.addElement("no");

labels.addElement("yes");

Attribute cls = new Attribute("class", labels);

ArrayList<Attribute> attributes = new ArrayList<Attribute>();

attributes.addElement(num1);

attributes.addElement(num2);

attributes.addElement(cls);

Instances dataset = new Instances("Test-dataset", attributes, 0);

The final argument in the Instances constructor above tells WEKA how much
memory to reserve for upcoming weka.core.Instance objects. If one knows
how many rows will be added to the dataset, then it should be specified as it
saves costly operations for expanding the internal storage. It doesn’t matter, if
one aims to high with the amount of rows to be added, it is always possible to
trim the dataset again, using the compactify() method.

18.3.2 Adding data

After the structure of the dataset has been defined, one can add the actual data
to it, row by row. weka.core.Instance was turned into an interface to provide
greater flexibility. weka.core.AbstractInstance implements this interface and
provides basic functionality that is common to weka.core.DenseInstance (for-
merly weka.core.Instance) and weka.core.SparseInstance (which stores
only non-zero values). In the following examples, only the DenseInstance class
is used; the SparseInstance class is very similar in handling.
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There are basically two constructors of the DenseInstance class that one
can use for instantiating a data row:

• DenseInstance(double weight, double[] attValues) – this construc-
tor generates a DenseInstance object with the specified weight and the
given double values. WEKA’s internal format is using doubles for all at-
tribute types. For nominal, string and relational attributes this is just an
index of the stored values.

• DenseInstance(int numAttributes) – generates a new DenseInstance

object with weight 1.0 and all missing values.

The second constructor may be easier to use, but setting values using the meth-
ods of the DenseInstance is a bit costly, especially if one is adding a lot of rows.
Therefore, the following code examples cover the first constructor. For simplic-
ity, an Instances object “data” based on the code snippets for the different
attribute introduced used above is used, as it contains all possible attribute
types.

For each instance, the first step is to create a new double array to hold
the attribute values. It is important not to reuse this array, but always create
a new one, since WEKA only references it and does not create a copy of it,
when instantiating the DenseInstance object. Reusing means changing the
previously generated DenseInstance object:

double[] values = new double[data.numAttributes()];

After that, the double array is filled with the actual values:

• numeric – just sets the numeric value:

values[0] = 1.23;

• date – turns the date string into a double value:

values[1] = data.attribute(1).parseDate("2001-11-09");

• nominal – determines the index of the label:

values[2] = data.attribute(2).indexOf("label_b");

• string – determines the index of the string, using the addStringValue

method (internally, a hashtable holds all the string values):

values[3] = data.attribute(3).addStringValue("This is a string");

• relational – first, a new Instances object based on the attribute’s rela-
tional definition has to be created, before the index of it can be determined,
using the addRelation method:

Instances dataRel = new Instances(data.attribute(4).relation(),0);

valuesRel = new double[dataRel.numAttributes()];

valuesRel[0] = 2.34;

valuesRel[1] = dataRel.attribute(1).indexOf("val_C");

dataRel.add(new DenseInstance(1.0, valuesRel));

values[4] = data.attribute(4).addRelation(dataRel);

Finally, an Instance object is generated with the initialized double array and
added to the dataset:

Instance inst = new DenseInstance(1.0, values);

data.add(inst);
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18.4 Generating artificial data

Using WEKA’s data generators it is very easy to generate artificial datasets.
There are two possible approaches to generating data, which get discussed in
turn in the following sections.

18.4.1 Generate ARFF file

Simply generating an ARFF file is achieved using the static DataGenerator.makeData
method. In order to write to a file, the generator needs to have a java.io.PrintWriter
object for writing to, in this case a FileWriter.

The code below writes data generated by RDG1 to the file rdg1.arff :

import weka.datagenerators.DataGenerator;

import weka.datagenerators.classifiers.classification.RDG1;

...

// configure generator

RDG1 generator = new RDG1();

generator.setMaxRuleSize(5);

// set where to write output to

java.io.PrintWriter output = new java.io.PrintWriter(

new java.io.BufferedWriter(new java.io.FileWriter("rdg1.arff")));

generator.setOutput(output);

DataGenerator.makeData(generator, generator.getOptions());

output.flush();

output.close();

18.4.2 Generate Instances

Rather than writing the artificial data directly to a file, it is possible to ob-
tain the data in the form of Instance/Instances directly. Depending on
the generator, the data can be retrieved instance by instance (determined by
getSingleModeFlag()), or as full dataset.

The example below generates data using the Agrawal generator:

import weka.datagenerators.classifiers.classification.Agrawal;

...

// configure data generator

Agrawal generator = new Agrawal();

generator.setBalanceClass(true);

// initialize dataset and get header

generator.setDatasetFormat(generator.defineDataFormat());

Instances header = generator.getDatasetFormat();

// generate data

if (generator.getSingleModeFlag()) {

for (int i = 0; i < generator.getNumExamplesAct(); i++) {

Instance inst = generator.generateExample();

}

} else {

Instances data = generator.generateExamples();

}
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18.5 Randomizing data

Since learning algorithms can be prone to the order the data arrives in, random-
izing (also called “shuffling”) the data is a common approach to alleviate this
problem. Especially repeated randomizations, e.g., as during cross-validation,
help to generate more realistic statistics.

WEKA offers two possibilities for randomizing a dataset:

• Using the randomize(Random) method of the weka.core.Instances ob-
ject containing the data itself. This method requires an instance of the
java.util.Random class. How to correctly instantiate such an object is
explained below.

• Using the Randomize filter (package weka.filters.unsupervised.instance).
For more information on how to use filters, see section 18.6.

A very important aspect of Machine Learning experiments is, that experiments
have to be repeatable. Subsequent runs of the same experiment setup have
to yield the exact same results. It may seem weird, but randomization is still
possible in this scenario. Random number generates never return a completely
random sequence of numbers anyway, only a pseudo-random one. In order to
achieve repeatable pseudo-random sequences, seeded generators are used. Using
the same seed value will always result in the same sequence then.

The default constructor of the java.util.Random random number generator
class should never be used, as such created objects will generate most likely
different sequences. The constructor Random(long), using a specified seed value,
is the recommended one to use.

In order to get a more dataset-dependent randomization of the data, the
getRandomNumberGenerator(int) method of the weka.core.Instances class
can be used. This method returns a java.util.Random object that was seeded
with the sum of the supplied seed and the hashcode of the string representation
of a randomly chosen weka.core.Instance of the Instances object (using a
random number generator seeded with the seed supplied to this method).
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18.6 Filtering

In WEKA, filters are used to preprocess the data. They can be found below
package weka.filters. Each filter falls into one of the following two categories:

• supervised – The filter requires a class attribute to be set.

• unsupervised – A class attribute is not required to be present.

And into one of the two sub-categories:

• attribute-based – Columns are processed, e.g., added or removed.

• instance-based – Rows are processed, e.g., added or deleted.

These categories should make it clear, what the difference between the two
Discretize filters in WEKA is. The supervised one takes the class attribute
and its distribution over the dataset into account, in order to determine the
optimal number and size of bins, whereas the unsupervised one relies on a user-
specified number of bins.

Apart from this classification, filters are either stream- or batch-based. Stream
filters can process the data straight away and make it immediately available for
collection again. Batch filters, on the other hand, need a batch of data to setup
their internal data structures. The Add filter (this filter can be found in the
weka.filters.unsupervised.attribute package) is an example of a stream
filter. Adding a new attribute with only missing values does not require any
sophisticated setup. However, the ReplaceMissingValues filter (same package
as the Add filter) needs a batch of data in order to determine the means and
modes for each of the attributes. Otherwise, the filter will not be able to replace
the missing values with meaningful values. But as soon as a batch filter has been
initialized with the first batch of data, it can also process data on a row-by-row
basis, just like a stream filter.

Instance-based filters are a bit special in the way they handle data. As
mentioned earlier, all filters can process data on a row-by-row basis after the
first batch of data has been passed through. Of course, if a filter adds or removes
rows from a batch of data, this no longer works when working in single-row
processing mode. This makes sense, if one thinks of a scenario involving the
FilteredClassifier meta-classifier: after the training phase (= first batch of
data), the classifier will get evaluated against a test set, one instance at a time.
If the filter now removes the only instance or adds instances, it can no longer be
evaluated correctly, as the evaluation expects to get only a single result back.
This is the reason why instance-based filters only pass through any subsequent
batch of data without processing it. The Resample filters, for instance, act like
this.

One can find example classes for filtering in the wekaexamples.filters

package of the Weka Examples collection[3].
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The following example uses the Remove filter (the filter is located in package
weka.filters.unsupervised.attribute) to remove the first attribute from a
dataset. For setting the options, the setOptions(String[]) method is used.

import weka.core.Instances;

import weka.filters.Filter;

import weka.filters.unsupervised.attribute.Remove;

...

String[] options = new String[2];

options[0] = "-R"; // "range"

options[1] = "1"; // first attribute

Remove remove = new Remove(); // new instance of filter

remove.setOptions(options); // set options

remove.setInputFormat(data); // inform filter about dataset

// **AFTER** setting options

Instances newData = Filter.useFilter(data, remove); // apply filter

A common trap to fall into is setting options after the setInputFormat(Instances)
has been called. Since this method is (normally) used to determine the output
format of the data, all the options have to be set before calling it. Otherwise,
all options set afterwards will be ignored.

18.6.1 Batch filtering

Batch filtering is necessary if two or more datasets need to be processed accord-
ing to the same filter initialization. If batch filtering is not used, for instance
when generating a training and a test set using the StringToWordVector fil-
ter (package weka.filters.unsupervised.attribute), then these two filter
runs are completely independent and will create two most likely incompatible
datasets. Running the StringToWordVector on two different datasets, this will
result in two different word dictionaries and therefore different attributes being
generated.

The following code example shows how to standardize, i.e., transforming all
numeric attributes to have zero mean and unit variance, a training and a test set
with the Standardizefilter (package weka.filters.unsupervised.attribute):

Instances train = ... // from somewhere

Instances test = ... // from somewhere

Standardize filter = new Standardize();

// initializing the filter once with training set

filter.setInputFormat(train);

// configures the Filter based on train instances and returns

// filtered instances

Instances newTrain = Filter.useFilter(train, filter);

// create new test set

Instances newTest = Filter.useFilter(test, filter);
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18.6.2 Filtering on-the-fly

Even though using the API gives one full control over the data and makes it eas-
ier to juggle several datasets at the same time, filtering data on-the-fly makes
life even easier. This handy feature is available through meta schemes in WEKA,
like FilteredClassifier (package weka.classifiers.meta), FilteredClusterer
(package weka.clusterers), FilteredAssociator (package weka.associations)
and FilteredAttributeEval/FilteredSubsetEval (in weka.attributeSelection).
Instead of filtering the data beforehand, one just sets up a meta-scheme and lets
the meta-scheme do the filtering for one.

The following example uses the FilteredClassifier in conjunction with
the Remove filter to remove the first attribute (which happens to be an ID
attribute) from the dataset and J48 (J48 is WEKA’s implementation of C4.5;
package weka.classifiers.trees) as base-classifier. First the classifier is built
with a training set and then evaluated with a separate test set. The actual and
predicted class values are printed in the console. For more information on
classification, see chapter 18.7.

import weka.classifiers.meta.FilteredClassifier;

import weka.classifiers.trees.J48;

import weka.core.Instances;

import weka.filters.unsupervised.attribute.Remove;

...

Instances train = ... // from somewhere

Instances test = ... // from somewhere

// filter

Remove rm = new Remove();

rm.setAttributeIndices("1"); // remove 1st attribute

// classifier

J48 j48 = new J48();

j48.setUnpruned(true); // using an unpruned J48

// meta-classifier

FilteredClassifier fc = new FilteredClassifier();

fc.setFilter(rm);

fc.setClassifier(j48);

// train and output model

fc.buildClassifier(train);

System.out.println(fc);

for (int i = 0; i < test.numInstances(); i++) {

double pred = fc.classifyInstance(test.instance(i));

double actual = test.instance(i).classValue();

System.out.print("ID: "

+ test.instance(i).value(0));

System.out.print(", actual: "

+ test.classAttribute().value((int) actual));

System.out.println(", predicted: "

+ test.classAttribute().value((int) pred));

}
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18.7 Classification

Classification and regression algorithms in WEKA are called “classifiers” and are
located below the weka.classifiers package. This section covers the following
topics:

• Building a classifier – batch and incremental learning.

• Evaluating a classifier – various evaluation techniques and how to obtain
the generated statistics.

• Classifying instances – obtaining classifications for unknown data.

TheWeka Examples collection[3] contains example classes covering classification
in the wekaexamples.classifiers package.

18.7.1 Building a classifier

By design, all classifiers in WEKA are batch-trainable, i.e., they get trained on
the whole dataset at once. This is fine, if the training data fits into memory.
But there are also algorithms available that can update their internal model
on-the-go. These classifiers are called incremental. The following two sections
cover the batch and the incremental classifiers.

Batch classifiers

A batch classifier is really simple to build:

• set options – either using the setOptions(String[]) method or the ac-
tual set-methods.

• train it – calling the buildClassifier(Instances) method with the
training set. By definition, the buildClassifier(Instances) method
resets the internal model completely, in order to ensure that subsequent
calls of this method with the same data result in the same model (“re-
peatable experiments”).

The following code snippet builds an unpruned J48 on a dataset:

import weka.core.Instances;

import weka.classifiers.trees.J48;

...

Instances data = ... // from somewhere

String[] options = new String[1];

options[0] = "-U"; // unpruned tree

J48 tree = new J48(); // new instance of tree

tree.setOptions(options); // set the options

tree.buildClassifier(data); // build classifier

Incremental classifiers

All incremental classifiers in WEKA implement the interface UpdateableClassifier
(located in package weka.classifiers). Bringing up the Javadoc for this par-
ticular interface tells one what classifiers implement this interface. These classi-
fiers can be used to process large amounts of data with a small memory-footprint,
as the training data does not have to fit in memory. ARFF files, for instance,
can be read incrementally (see chapter 18.2).
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Training an incremental classifier happens in two stages:

1. initialize the model by calling the buildClassifier(Instances)method.
One can either use a weka.core.Instances object with no actual data or
one with an initial set of data.

2. update the model row-by-row, by calling the updateClassifier(Instance)
method.

The following example shows how to load an ARFF file incrementally using the
ArffLoader class and train the NaiveBayesUpdateable classifier with one row
at a time:

import weka.core.converters.ArffLoader;

import weka.classifiers.bayes.NaiveBayesUpdateable;

import java.io.File;

...

// load data

ArffLoader loader = new ArffLoader();

loader.setFile(new File("/some/where/data.arff"));

Instances structure = loader.getStructure();

structure.setClassIndex(structure.numAttributes() - 1);

// train NaiveBayes

NaiveBayesUpdateable nb = new NaiveBayesUpdateable();

nb.buildClassifier(structure);

Instance current;

while ((current = loader.getNextInstance(structure)) != null)

nb.updateClassifier(current);
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18.7.2 Evaluating a classifier

Building a classifier is only one part of the equation, evaluating how well it
performs is another important part. WEKA supports two types of evaluation:

• Cross-validation – If one only has a single dataset and wants to get a
reasonable realistic evaluation. Setting the number of folds equal to the
number of rows in the dataset will give one leave-one-out cross-validation
(LOOCV).

• Dedicated test set – The test set is solely used to evaluate the built clas-
sifier. It is important to have a test set that incorporates the same (or
similar) concepts as the training set, otherwise one will always end up
with poor performance.

The evaluation step, including collection of statistics, is performed by the Evaluation
class (package weka.classifiers).

Cross-validation

The crossValidateModel method of the Evaluation class is used to perform
cross-validation with an untrained classifier and a single dataset. Supplying an
untrained classifier ensures that no information leaks into the actual evaluation.
Even though it is an implementation requirement, that the buildClassifier

method resets the classifier, it cannot be guaranteed that this is indeed the case
(“leaky” implementation). Using an untrained classifier avoids unwanted side-
effects, as for each train/test set pair, a copy of the originally supplied classifier
is used.

Before cross-validation is performed, the data gets randomized using the
supplied random number generator (java.util.Random). It is recommended
that this number generator is “seeded” with a specified seed value. Otherwise,
subsequent runs of cross-validation on the same dataset will not yield the same
results, due to different randomization of the data (see section 18.5 for more
information on randomization).

The code snippet below performs 10-fold cross-validation with a J48 decision
tree algorithm on a dataset newData, with random number generator that is
seeded with “1”. The summary of the collected statistics is output to stdout.
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import weka.classifiers.Evaluation;

import weka.classifiers.trees.J48;

import weka.core.Instances;

import java.util.Random;

...

Instances newData = ... // from somewhere

Evaluation eval = new Evaluation(newData);

J48 tree = new J48();

eval.crossValidateModel(tree, newData, 10, new Random(1));

System.out.println(eval.toSummaryString("\nResults\n\n", false));

The Evaluation object in this example is initialized with the dataset used in
the evaluation process. This is done in order to inform the evaluation about the
type of data that is being evaluated, ensuring that all internal data structures
are setup correctly.

Train/test set

Using a dedicated test set to evaluate a classifier is just as easy as cross-
validation. But instead of providing an untrained classifier, a trained classifier
has to be provided now. Once again, the weka.classifiers.Evaluation class
is used to perform the evaluation, this time using the evaluateModel method.

The code snippet below trains a J48 with default options on a training set
and evaluates it on a test set before outputting the summary of the collected
statistics:

import weka.core.Instances;

import weka.classifiers.Evaluation;

import weka.classifiers.trees.J48;

...

Instances train = ... // from somewhere

Instances test = ... // from somewhere

// train classifier

Classifier cls = new J48();

cls.buildClassifier(train);

// evaluate classifier and print some statistics

Evaluation eval = new Evaluation(train);

eval.evaluateModel(cls, test);

System.out.println(eval.toSummaryString("\nResults\n\n", false));
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Statistics

In the previous sections, the toSummaryString of the Evaluation class was
already used in the code examples. But there are other summary methods for
nominal class attributes available as well:

• toMatrixString – outputs the confusion matrix.

• toClassDetailsString– outputs TP/FP rates, precision, recall, F-measure,
AUC (per class).

• toCumulativeMarginDistributionString– outputs the cumulative mar-
gins distribution.

If one does not want to use these summary methods, it is possible to access
the individual statistical measures directly. Below, a few common measures are
listed:

• nominal class attribute

– correct() – The number of correctly classified instances. The in-
correctly classified ones are available through incorrect().

– pctCorrect() – The percentage of correctly classified instances (ac-
curacy). pctIncorrect() returns the number of misclassified ones.

– areaUnderROC(int) – The AUC for the specified class label index
(0-based index).

• numeric class attribute

– correlationCoefficient() – The correlation coefficient.

• general

– meanAbsoluteError() – The mean absolute error.

– rootMeanSquaredError() – The root mean squared error.

– numInstances() – The number of instances with a class value.

– unclassified() - The number of unclassified instances.

– pctUnclassified() - The percentage of unclassified instances.

For a complete overview, see the Javadoc page of the Evaluation class. By
looking up the source code of the summary methods mentioned above, one can
easily determine what methods are used for which particular output.
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18.7.3 Classifying instances

After a classifier setup has been evaluated and proven to be useful, a built classi-
fier can be used to make predictions and label previously unlabeled data. Section
18.6.2 already provided a glimpse of how to use a classifier’s classifyInstance
method. This section here elaborates a bit more on this.

The following example uses a trained classifier tree to label all the instances
in an unlabeled dataset that gets loaded from disk. After all the instances have
been labeled, the newly labeled dataset gets written back to disk to a new file.

// load unlabeled data and set class attribute

Instances unlabeled = DataSource.read("/some/where/unlabeled.arff");

unlabeled.setClassIndex(unlabeled.numAttributes() - 1);

// create copy

Instances labeled = new Instances(unlabeled);

// label instances

for (int i = 0; i < unlabeled.numInstances(); i++) {

double clsLabel = tree.classifyInstance(unlabeled.instance(i));

labeled.instance(i).setClassValue(clsLabel);

}

// save newly labeled data

DataSink.write("/some/where/labeled.arff", labeled);

The above example works for classification and regression problems alike, as
long as the classifier can handle numeric classes, of course. Why is that? The
classifyInstance(Instance) method returns for numeric classes the regres-
sion value and for nominal classes the 0-based index in the list of available class
labels.

If one is interested in the class distribution instead, then one can use the
distributionForInstance(Instance) method (this array sums up to 1). Of
course, using this method makes only sense for classification problems. The
code snippet below outputs the class distribution, the actual and predicted
label side-by-side in the console:

// load data

Instances train = DataSource.read(args[0]);

train.setClassIndex(train.numAttributes() - 1);

Instances test = DataSource.read(args[1]);

test.setClassIndex(test.numAttributes() - 1);

// train classifier

J48 cls = new J48();

cls.buildClassifier(train);

// output predictions

System.out.println("# - actual - predicted - distribution");

for (int i = 0; i < test.numInstances(); i++) {

double pred = cls.classifyInstance(test.instance(i));

double[] dist = cls.distributionForInstance(test.instance(i));

System.out.print((i+1) + " - ");

System.out.print(test.instance(i).toString(test.classIndex()) + " - ");

System.out.print(test.classAttribute().value((int) pred) + " - ");

System.out.println(Utils.arrayToString(dist));

}
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18.8 Clustering

Clustering is an unsupervised Machine Learning technique of finding patterns
in the data, i.e., these algorithms work without class attributes. Classifiers, on
the other hand, are supervised and need a class attribute. This section, similar
to the one about classifiers, covers the following topics:

• Building a clusterer – batch and incremental learning.

• Evaluating a clusterer – how to evaluate a built clusterer.

• Clustering instances – determining what clusters unknown instances be-
long to.

Fully functional example classes are located in the wekaexamples.clusterers

package of the Weka Examples collection[3].

18.8.1 Building a clusterer

Clusterers, just like classifiers, are by design batch-trainable as well. They all
can be built on data that is completely stored in memory. But a small subset of
the cluster algorithms can also update the internal representation incrementally.
The following two sections cover both types of clusterers.

Batch clusterers

Building a batch clusterer, just like a classifier, happens in two stages:

• set options – either calling the setOptions(String[]) method or the
appropriate set-methods of the properties.

• build the model with training data – calling the buildClusterer(Instances)
method. By definition, subsequent calls of this method must result in
the same model (“repeatable experiments”). In other words, calling this
method must completely reset the model.

Below is an example of building the EM clusterer with a maximum of 100 itera-
tions. The options are set using the setOptions(String[]) method:

import weka.clusterers.EM;

import weka.core.Instances;

...

Instances data = ... // from somewhere

String[] options = new String[2];

options[0] = "-I"; // max. iterations

options[1] = "100";

EM clusterer = new EM(); // new instance of clusterer

clusterer.setOptions(options); // set the options

clusterer.buildClusterer(data); // build the clusterer

Incremental clusterers

Incremental clusterers in WEKA implement the interface UpdateableClusterer
(package weka.clusterers). Training an incremental clusterer happens in
three stages, similar to incremental classifiers:

1. initialize the model by calling the buildClusterer(Instances)method.
Once again, one can either use an empty weka.core.Instances object or
one with an initial set of data.

2. update the model row-by-row by calling the the updateClusterer(Instance)
method.

3. finish the training by calling updateFinished() method. In case cluster
algorithms need to perform computational expensive post-processing or
clean up operations.
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An ArffLoader is used in the following example to build the Cobweb clusterer
incrementally:

import weka.clusterers.Cobweb;

import weka.core.Instance;

import weka.core.Instances;

import weka.core.converters.ArffLoader;

...

// load data

ArffLoader loader = new ArffLoader();

loader.setFile(new File("/some/where/data.arff"));

Instances structure = loader.getStructure();

// train Cobweb

Cobweb cw = new Cobweb();

cw.buildClusterer(structure);

Instance current;

while ((current = loader.getNextInstance(structure)) != null)

cw.updateClusterer(current);

cw.updateFinished();
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18.8.2 Evaluating a clusterer

Evaluation of clusterers is not as comprehensive as the evaluation of classi-
fiers. Since clustering is unsupervised, it is also a lot harder determining
how good a model is. The class used for evaluating cluster algorithms, is
ClusterEvaluation (package weka.clusterers).

In order to generate the same output as the Explorer or the command-line,
one can use the evaluateClusterer method, as shown below:

import weka.clusterers.EM;

import weka.clusterers.ClusterEvaluation;

...

String[] options = new String[2];

options[0] = "-t";

options[1] = "/some/where/somefile.arff";

System.out.println(ClusterEvaluation.evaluateClusterer(new EM(), options));

Or, if the dataset is already present in memory, one can use the following ap-
proach:

import weka.clusterers.ClusterEvaluation;

import weka.clusterers.EM;

import weka.core.Instances;

...

Instances data = ... // from somewhere

EM cl = new EM();

cl.buildClusterer(data);

ClusterEvaluation eval = new ClusterEvaluation();

eval.setClusterer(cl);

eval.evaluateClusterer(new Instances(data));

System.out.println(eval.clusterResultsToString());

Density based clusterers, i.e., algorithms that implement the interface named
DensityBasedClusterer (package weka.clusterers) can be cross-validated
and the log-likelyhood obtained. Using the MakeDensityBasedClusterermeta-
clusterer, any non-density based clusterer can be turned into such. Here is an
example of cross-validating a density based clusterer and obtaining the log-
likelyhood:

import weka.clusterers.ClusterEvaluation;

import weka.clusterers.DensityBasedClusterer;

import weka.core.Instances;

import java.util.Random;

...

Instances data = ... // from somewhere

DensityBasedClusterer clusterer = new ... // the clusterer to evaluate

double logLikelyhood =

ClusterEvaluation.crossValidateModel( // cross-validate

clusterer, data, 10, // with 10 folds

new Random(1)); // and random number generator

// with seed 1
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Classes to clusters

Datasets for supervised algorithms, like classifiers, can be used to evaluate a
clusterer as well. This evaluation is called classes-to-clusters, as the clusters are
mapped back onto the classes.

This type of evaluation is performed as follows:

1. create a copy of the dataset containing the class attribute and remove the
class attribute, using the Remove filter (this filter is located in package
weka.filters.unsupervised.attribute).

2. build the clusterer with this new data.

3. evaluate the clusterer now with the original data.

And here are the steps translated into code, using EM as the clusterer being
evaluated:

1. create a copy of data without class attribute

Instances data = ... // from somewhere

Remove filter = new Remove();

filter.setAttributeIndices("" + (data.classIndex() + 1));

filter.setInputFormat(data);

Instances dataClusterer = Filter.useFilter(data, filter);

2. build the clusterer

EM clusterer = new EM();

// set further options for EM, if necessary...

clusterer.buildClusterer(dataClusterer);

3. evaluate the clusterer

ClusterEvaluation eval = new ClusterEvaluation();

eval.setClusterer(clusterer);

eval.evaluateClusterer(data);

// print results

System.out.println(eval.clusterResultsToString());
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18.8.3 Clustering instances

Clustering of instances is very similar to classifying unknown instances when
using classifiers. The following methods are involved:

• clusterInstance(Instance)– determines the cluster the Instancewould
belong to.

• distributionForInstance(Instance)– predicts the cluster membership
for this Instance. The sum of this array adds up to 1.

The code fragment outlined below trains an EM clusterer on one dataset and
outputs for a second dataset the predicted clusters and cluster memberships of
the individual instances:

import weka.clusterers.EM;

import weka.core.Instances;

...

Instances dataset1 = ... // from somewhere

Instances dataset2 = ... // from somewhere

// build clusterer

EM clusterer = new EM();

clusterer.buildClusterer(dataset1);

// output predictions

System.out.println("# - cluster - distribution");

for (int i = 0; i < dataset2.numInstances(); i++) {

int cluster = clusterer.clusterInstance(dataset2.instance(i));

double[] dist = clusterer.distributionForInstance(dataset2.instance(i));

System.out.print((i+1));

System.out.print(" - ");

System.out.print(cluster);

System.out.print(" - ");

System.out.print(Utils.arrayToString(dist));

System.out.println();

}
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18.9 Selecting attributes

Preparing one’s data properly is a very important step for getting the best re-
sults. Reducing the number of attributes can not only help speeding up runtime
with algorithms (some algorithms’ runtime are quadratic in regards to number
of attributes), but also help avoid “burying” the algorithm in a mass of at-
tributes, when only a few are essential for building a good model.

There are three different types of evaluators in WEKA at the moment:

• single attribute evaluators – perform evaluations on single attributes. These
classes implement the weka.attributeSelection.AttributeEvaluator

interface. The Ranker search algorithm is usually used in conjunction with
these algorithms.

• attribute subset evaluators – work on subsets of all the attributes in the
dataset. The weka.attributeSelection.SubsetEvaluator interface is
implemented by these evaluators.

• attribute set evaluators – evaluate sets of attributes. Not to be con-
fused with the subset evaluators, as these classes are derived from the
weka.attributeSelection.AttributeSetEvaluator superclass.

Most of the attribute selection schemes currently implemented are supervised,
i.e., they require a dataset with a class attribute. Unsupervised evaluation
algorithms are derived from one of the following superclasses:

• weka.attributeSelection.UnsupervisedAttributeEvaluator

e.g., LatentSemanticAnalysis, PrincipalComponents

• weka.attributeSelection.UnsupervisedSubsetEvaluator

none at the moment

Attribute selection offers filtering on-the-fly, like classifiers and clusterers, as
well:

• weka.attributeSelection.FilteredAttributeEval – filter for evalua-
tors that evaluate attributes individually.

• weka.attributeSelection.FilteredSubsetEval – for filtering evalua-
tors that evaluate subsets of attributes.

So much about the differences among the various attribute selection algorithms
and back to how to actually perform attribute selection. WEKA offers three
different approaches:

• Using a meta-classifier – for performing attribute selection on-the-fly (sim-
ilar to FilteredClassifier’s filtering on-the-fly).

• Using a filter - for preprocessing the data.

• Low-level API usage - instead of using the meta-schemes (classifier or
filter), one can use the attribute selection API directly as well.

The following sections cover each of the topics, accompanied with a code exam-
ple. For clarity, the same evaluator and search algorithm is used in all of these
examples.

Feel free to check out the example classes of theWeka Examples collection[3],
located in the wekaexamples.attributeSelection package.
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18.9.1 Using the meta-classifier

The meta-classifier AttributeSelectedClassifier (this classifier is located in
package weka.classifiers.meta), is similar to the FilteredClassifier. But
instead of taking a base-classifier and a filter as parameters to perform the
filtering, the AttributeSelectedClassifier uses a search algorithm (derived
from weka.attributeSelection.ASEvaluation), an evaluator (superclass is
weka.attributeSelection.ASSearch) to perform the attribute selection and
a base-classifier to train on the reduced data.

This example here uses J48 as base-classifier, CfsSubsetEval as evaluator
and a backwards operating GreedyStepwise as search method:

import weka.attributeSelection.CfsSubsetEval;

import weka.attributeSelection.GreedyStepwise;

import weka.classifiers.Evaluation;

import weka.classifiers.meta.AttributeSelectedClassifier;

import weka.classifiers.trees.J48;

import weka.core.Instances;

...

Instances data = ... // from somewhere

// setup meta-classifier

AttributeSelectedClassifier classifier = new AttributeSelectedClassifier();

CfsSubsetEval eval = new CfsSubsetEval();

GreedyStepwise search = new GreedyStepwise();

search.setSearchBackwards(true);

J48 base = new J48();

classifier.setClassifier(base);

classifier.setEvaluator(eval);

classifier.setSearch(search);

// cross-validate classifier

Evaluation evaluation = new Evaluation(data);

evaluation.crossValidateModel(classifier, data, 10, new Random(1));

System.out.println(evaluation.toSummaryString());
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18.9.2 Using the filter

In case the data only needs to be reduced in dimensionality, but not used for
training a classifier, then the filter approach is the right one. The AttributeSelection
filter (package weka.filters.supervised.attribute) takes an evaluator and
a search algorithm as parameter.

The code snippet below uses once again CfsSubsetEval as evaluator and a
backwards operating GreedyStepwise as search algorithm. It just outputs the
reduced data to stdout after the filtering step:

import weka.attributeSelection.CfsSubsetEval;

import weka.attributeSelection.GreedyStepwise;

import weka.core.Instances;

import weka.filters.Filter;

import weka.filters.supervised.attribute.AttributeSelection;

...

Instances data = ... // from somewhere

// setup filter

AttributeSelection filter = new AttributeSelection();

CfsSubsetEval eval = new CfsSubsetEval();

GreedyStepwise search = new GreedyStepwise();

search.setSearchBackwards(true);

filter.setEvaluator(eval);

filter.setSearch(search);

filter.setInputFormat(data);

// filter data

Instances newData = Filter.useFilter(data, filter);

System.out.println(newData);
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18.9.3 Using the API directly

Using the meta-classifier or the filter approach makes attribute selection fairly
easy. But it might not satify everybody’s needs. For instance, if one wants to
obtain the ordering of the attributes (using Ranker) or retrieve the indices of
the selected attributes instead of the reduced data.

Just like the other examples, the one shown here uses the CfsSubsetEval

evaluator and the GreedyStepwise search algorithm (in backwards mode). But
instead of outputting the reduced data, only the selected indices are printed in
the console:

import weka.attributeSelection.AttributeSelection;

import weka.attributeSelection.CfsSubsetEval;

import weka.attributeSelection.GreedyStepwise;

import weka.core.Instances;

...

Instances data = ... // from somewhere

// setup attribute selection

AttributeSelection attsel = new AttributeSelection();

CfsSubsetEval eval = new CfsSubsetEval();

GreedyStepwise search = new GreedyStepwise();

search.setSearchBackwards(true);

attsel.setEvaluator(eval);

attsel.setSearch(search);

// perform attribute selection

attsel.SelectAttributes(data);

int[] indices = attsel.selectedAttributes();

System.out.println(

"selected attribute indices (starting with 0):\n"

+ Utils.arrayToString(indices));
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18.10 Saving data

Saving weka.core.Instances objects is as easy as reading the data in the first
place, though the process of storing the data again is far less common than of
reading the data into memory. The following two sections cover how to save the
data in files and in databases.

Just like with loading the data in chapter 18.2, examples classes for saving
data can be found in the wekaexamples.core.converters package of the Weka
Examples collection[3];

18.10.1 Saving data to files

Once again, one can either let WEKA choose the appropriate converter for sav-
ing the data or use an explicit converter (all savers are located in the weka.core.converters
package). The latter approach is necessary, if the file name under which the data
will be stored does not have an extension that WEKA recognizes.

Use the DataSink class (inner class of weka.core.converters.ConverterUtils),
if the extensions are not a problem. Here are a few examples:

import weka.core.Instances;

import weka.core.converters.ConverterUtils.DataSink;

...

// data structure to save

Instances data = ...

// save as ARFF

DataSink.write("/some/where/data.arff", data);

// save as CSV

DataSink.write("/some/where/data.csv", data);

And here is an example of using the CSVSaver converter explicitly:

import weka.core.Instances;

import weka.core.converters.CSVSaver;

import java.io.File;

...

// data structure to save

Instances data = ...

// save as CSV

CSVSaver saver = new CSVSaver();

saver.setInstances(data);

saver.setFile(new File("/some/where/data.csv"));

saver.writeBatch();

18.10.2 Saving data to databases

Apart from the KnowledgeFlow, saving to databases is not very obvious in
WEKA, unless one knows about the DatabaseSaver converter. Just like the
DatabaseLoader, the saver counterpart can store the data either in batch mode
or incrementally as well.
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The first example shows how to save the data in batch mode, which is the
easier way of doing it:

import weka.core.Instances;

import weka.core.converters.DatabaseSaver;

...

// data structure to save

Instances data = ...

// store data in database

DatabaseSaver saver = new DatabaseSaver();

saver.setDestination("jdbc_url", "the_user", "the_password");

// we explicitly specify the table name here:

saver.setTableName("whatsoever2");

saver.setRelationForTableName(false);

// or we could just update the name of the dataset:

// saver.setRelationForTableName(true);

// data.setRelationName("whatsoever2");

saver.setInstances(data);

saver.writeBatch();

Saving the data incrementally, requires a bit more work, as one has to specify
that writing the data is done incrementally (using the setRetrieval method),
as well as notifying the saver when all the data has been saved:

import weka.core.Instances;

import weka.core.converters.DatabaseSaver;

...

// data structure to save

Instances data = ...

// store data in database

DatabaseSaver saver = new DatabaseSaver();

saver.setDestination("jdbc_url", "the_user", "the_password");

// we explicitly specify the table name here:

saver.setTableName("whatsoever2");

saver.setRelationForTableName(false);

// or we could just update the name of the dataset:

// saver.setRelationForTableName(true);

// data.setRelationName("whatsoever2");

saver.setRetrieval(DatabaseSaver.INCREMENTAL);

saver.setStructure(data);

count = 0;

for (int i = 0; i < data.numInstances(); i++) {

saver.writeIncremental(data.instance(i));

}

// notify saver that we’re finished

saver.writeIncremental(null);
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18.11 Visualization

The concepts covered in this chapter are also available through the example
classes of the Weka Examples collection[3]. See the following packages:

• wekaexamples.gui.graphvisualizer

• wekaexamples.gui.treevisualizer

• wekaexamples.gui.visualize

18.11.1 ROC curves

WEKA can generate “Receiver operating characteristic” (ROC) curves, based
on the collected predictions during an evaluation of a classifier. In order to
display a ROC curve, one needs to perform the following steps:

1. Generate the plotable data based on the Evaluation’s collected predic-
tions, using the ThresholdCurve class (package weka.classifiers.evaluation).

2. Put the plotable data into a plot container, an instance of the PlotData2D
class (package weka.gui.visualize).

3. Add the plot container to a visualization panel for displaying the data, an
instance of the ThresholdVisualizePanel class (package weka.gui.visualize).

4. Add the visualization panel to a JFrame (package javax.swing) and dis-
play it.

And now, the four steps translated into actual code:

1. Generate the plotable data

Evaluation eval = ... // from somewhere

ThresholdCurve tc = new ThresholdCurve();

int classIndex = 0; // ROC for the 1st class label

Instances curve = tc.getCurve(eval.predictions(), classIndex);

2. Put the plotable into a plot container

PlotData2D plotdata = new PlotData2D(curve);

plotdata.setPlotName(curve.relationName());

plotdata.addInstanceNumberAttribute();

3. Add the plot container to a visualization panel

ThresholdVisualizePanel tvp = new ThresholdVisualizePanel();

tvp.setROCString("(Area under ROC = " +

Utils.doubleToString(ThresholdCurve.getROCArea(curve),4)+")");

tvp.setName(curve.relationName());

tvp.addPlot(plotdata);

4. Add the visualization panel to a JFrame

final JFrame jf = new JFrame("WEKA ROC: " + tvp.getName());

jf.setSize(500,400);

jf.getContentPane().setLayout(new BorderLayout());

jf.getContentPane().add(tvp, BorderLayout.CENTER);

jf.setDefaultCloseOperation(JFrame.DISPOSE_ON_CLOSE);

jf.setVisible(true);
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18.11.2 Graphs

Classes implementing the weka.core.Drawable interface can generate graphs
of their internal models which can be displayed. There are two different types of
graphs available at the moment, which are explained in the subsequent sections:

• Tree – decision trees.

• BayesNet – bayesian net graph structures.

18.11.2.1 Tree

It is quite easy to display the internal tree structure of classifiers like J48
or M5P (package weka.classifiers.trees). The following example builds
a J48 classifier on a dataset and displays the generated tree visually using
the TreeVisualizer class (package weka.gui.treevisualizer). This visu-
alization class can be used to view trees (or digraphs) in GraphViz’s DOT
language[26].

import weka.classifiers.trees.J48;

import weka.core.Instances;

import weka.gui.treevisualizer.PlaceNode2;

import weka.gui.treevisualizer.TreeVisualizer;

import java.awt.BorderLayout;

import javax.swing.JFrame;

...

Instances data = ... // from somewhere

// train classifier

J48 cls = new J48();

cls.buildClassifier(data);

// display tree

TreeVisualizer tv = new TreeVisualizer(

null, cls.graph(), new PlaceNode2());

JFrame jf = new JFrame("Weka Classifier Tree Visualizer: J48");

jf.setDefaultCloseOperation(JFrame.DISPOSE_ON_CLOSE);

jf.setSize(800, 600);

jf.getContentPane().setLayout(new BorderLayout());

jf.getContentPane().add(tv, BorderLayout.CENTER);

jf.setVisible(true);

// adjust tree

tv.fitToScreen();
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18.11.2.2 BayesNet

The graphs that the BayesNet classifier (package weka.classifiers.bayes)
generates can be displayed using the GraphVisualizer class (located in package
weka.gui.graphvisualizer). The GraphVisualizer can display graphs that
are either in GraphViz’s DOT language[26] or in XML BIF[20] format. For
displaying DOT format, one needs to use the method readDOT, and for the BIF
format the method readBIF.

The following code snippet trains a BayesNet classifier on some data and
then displays the graph generated from this data in a frame:

import weka.classifiers.bayes.BayesNet;

import weka.core.Instances;

import weka.gui.graphvisualizer.GraphVisualizer;

import java.awt.BorderLayout;

import javax.swing.JFrame;

...

Instances data = ... // from somewhere

// train classifier

BayesNet cls = new BayesNet();

cls.buildClassifier(data);

// display graph

GraphVisualizer gv = new GraphVisualizer();

gv.readBIF(cls.graph());

JFrame jf = new JFrame("BayesNet graph");

jf.setDefaultCloseOperation(JFrame.DISPOSE_ON_CLOSE);

jf.setSize(800, 600);

jf.getContentPane().setLayout(new BorderLayout());

jf.getContentPane().add(gv, BorderLayout.CENTER);

jf.setVisible(true);

// layout graph

gv.layoutGraph();
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18.12 Serialization

Serialization2 is the process of saving an object in a persistent form, e.g., on
the harddisk as a bytestream. Deserialization is the process in the opposite
direction, creating an object from a persistently saved data structure. In Java,
an object can be serialized if it imports the java.io.Serializable interface.
Members of an object that are not supposed to be serialized, need to be declared
with the keyword transient.

In the following are some Java code snippets for serializing and deserializing a
J48 classifier. Of course, serialization is not limited to classifiers. Most schemes
in WEKA, like clusterers and filters, are also serializable.

Serializing a classifier

The weka.core.SerializationHelper class makes it easy to serialize an ob-
ject. For saving, one can use one of the write methods:

import weka.classifiers.Classifier;

import weka.classifiers.trees.J48;

import weka.core.converters.ConverterUtils.DataSource;

import weka.core.SerializationHelper;

...

// load data

Instances inst = DataSource.read("/some/where/data.arff");

inst.setClassIndex(inst.numAttributes() - 1);

// train J48

Classifier cls = new J48();

cls.buildClassifier(inst);

// serialize model

SerializationHelper.write("/some/where/j48.model", cls);

Deserializing a classifier

Deserializing an object can be achieved by using one of the read methods:

import weka.classifiers.Classifier;

import weka.core.SerializationHelper;

...

// deserialize model

Classifier cls = (Classifier) SerializationHelper.read(

"/some/where/j48.model");

2http://en.wikipedia.org/wiki/Serialization

http://en.wikipedia.org/wiki/Serialization
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Deserializing a classifier saved from the Explorer

The Explorer does not only save the built classifier in the model file, but also the
header information of the dataset the classifier was built with. By storing the
dataset information as well, one can easily check whether a serialized classifier
can be applied on the current dataset. The readAll methods returns an array
with all objects that are contained in the model file.

import weka.classifiers.Classifier;

import weka.core.Instances;

import weka.core.SerializationHelper;

...

// the current data to use with classifier

Instances current = ... // from somewhere

// deserialize model

Object o[] = SerializationHelper.readAll("/some/where/j48.model");

Classifier cls = (Classifier) o[0];

Instances data = (Instances) o[1];

// is the data compatible?

if (!data.equalHeaders(current))

throw new Exception("Incompatible data!");

Serializing a classifier for the Explorer

If one wants to serialize the dataset header information alongside the classifier,
just like the Explorer does, then one can use one of the writeAll methods:

import weka.classifiers.Classifier;

import weka.classifiers.trees.J48;

import weka.core.converters.ConverterUtils.DataSource;

import weka.core.SerializationHelper;

...

// load data

Instances inst = DataSource.read("/some/where/data.arff");

inst.setClassIndex(inst.numAttributes() - 1);

// train J48

Classifier cls = new J48();

cls.buildClassifier(inst);

// serialize classifier and header information

Instances header = new Instances(inst, 0);

SerializationHelper.writeAll(

"/some/where/j48.model", new Object[]{cls, header});
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Extending WEKA

For most users, the existing WEKA framework will be sufficient to perform
the task at hand, offering a wide range of filters, classifiers, clusterers, etc.
Researchers, on the other hand, might want to add new algorithms and compare
them against existing ones. The framework with its existing algorithms is not
set in stone, but basically one big plugin framework. With WEKA’s automatic
discovery of classes on the classpath, adding new classifiers, filters, etc. to the
existing framework is very easy.

Though algorithms like clusterers, associators, data generators and attribute
selection are not covered in this chapter, their implemention is very similar to
the one of implementing a classifier. You basically choose a superclass to derive
your new algorithm from and then implement additional interfaces, if necessary.
Just check out the other algorithms that are already implemented.

The section covering the GenericObjectEditor (see chapter 21.4) shows you
how to tell WEKA where to find your class(es) and therefore making it/them
available in the GUI (Explorer/Experimenter) via the GenericObjectEditor.
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19.1 Writing a new Classifier

19.1.1 Choosing the base class

Common to all classifiers in WEKA is the weka.classifiers.Classifier in-
terface. Your new classifier must implement this interface in order to be visible
through the GenericObjectEditor. But in order to make implementations of
new classifiers even easier, WEKA comes already with a range of other abstract
classes that implement weka.classifiers.Classifier. In the following you
will find an overview that will help you decide what base class to use for your
classifier. For better readability, the weka.classifiers prefix was dropped
from the class names:

• simple classifier

– AbstractClassifier – not randomizable

– RandomizableClassifier – randomizable

• meta classifier

– single base classifier

∗ SingleClassifierEnhancer – not randomizable, not iterated

∗ RandomizableSingleClassifierEnhancer – randomizable, not
iterated

∗ IteratedSingleClassifierEnhancer – not randomizable, iter-
ated

∗ RandomizableIteratedSingleClassifierEnhancer – random-
izable, iterated

– multiple base classifiers

∗ MultipleClassifiersCombiner – not randomizable

∗ RandomizableMultipleClassifiersCombiner – randomizable

In order to make the most of multi-core machines, WEKA offers also meta-
classifiers that can build the base-classifiers in parallel:

• ParallelIteratedSingleClassifierEnhancer

• ParallelMultipleClassifiersCombiner

• RandomizableParallelIteratedSingleClassifierEnhancer– e.g., Bagging

• RandomizableParallelMultipleClassifiersCombiner – e.g., Stacking

If you are still unsure about what superclass to choose, then check out the
Javadoc of those superclasses. In the Javadoc you will find all the classifiers
that are derived from it, which should give you a better idea whether this
particular superclass is suited for your needs.
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19.1.2 Additional interfaces

The abstract classes listed above basically just implement various combinations
of the following two interfaces:

• weka.core.Randomizable – to allow (seeded) randomization taking place

• weka.classifiers.IterativeClassifier – to make the classifier an it-
erated one

But these interfaces are not the only ones that can be implemented by a classifier.
Here is a list for further interfaces:

• weka.core.AdditionalMeasureProducer – the classifier returns addi-
tional information, e.g., J48 returns the tree size with this method.

• weka.core.WeightedInstancesHandler – denotes that the classifier can
make use of weighted Instance objects (the default weight of an Instance

is 1.0).

• weka.core.TechnicalInformationHandler – for returning paper refer-
ences and publications this classifier is based on.

• weka.classifiers.Sourcable – classifiers implementing this interface
can return Java code of a built model, which can be used elsewhere.

• weka.classifiers.UpdateableClassifier – for classifiers that can be
trained incrementally, i.e., row by row like NaiveBayesUpdateable.

19.1.3 Packages

A few comments about the different sub-packages in the weka.classifiers

package:

• bayes – contains bayesian classifiers, e.g., NaiveBayes

• evaluation – classes related to evaluation, e.g., confusion matrix, thresh-
old curve (= ROC)

• functions – e.g., Support Vector Machines, regression algorithms, neural
nets

• lazy – “learning” is performed at prediction time, e.g., k-nearest neighbor
(k-NN)

• meta – meta-classifiers that use a base one or more classifiers as input,
e.g., boosting, bagging or stacking

• mi – classifiers that handle multi-instance data

• misc – various classifiers that don’t fit in any another category

• rules – rule-based classifiers, e.g., ZeroR

• trees – tree classifiers, like decision trees with J48 a very common one
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19.1.4 Implementation

In the following you will find information on what methods need to be imple-
mented and other coding guidelines for methods, option handling and documen-
tation of the source code.

19.1.4.1 Methods

This section explains what methods need to be implemented in general and
more specialized ones in case of meta-classifiers (either with single or multiple
base-classifiers).

General
Here is an overview of methods that your new classifier needs to implement in or-
der to integrate nicely into the WEKA framework. Since AbstractClassifier
implements weka.core.OptionHandler, these methods are listed as well.

globalInfo()
returns a short description that is displayed in the GUI, like the Explorer or
Experimenter. How long this description will be is really up to you, but it
should be sufficient to understand the classifier’s underlying algorithm. If the
classifier implements the weka.core.TechnicalInformationHandler interface
then you could refer to the publication(s) by extending the returned string by
getTechnicalInformation().toString().

listOptions()
returns a java.util.Enumeration of weka.core.Option objects. This enu-
meration is used to display the help on the command-line, hence it needs to
return the Option objects of the superclass as well.

setOptions(String[])
parses the options that the classifier would receive from a command-line invoca-
tion. A parameter and argument are always two elements in the string array. A
common mistake is to use a single cell in the string array for both of them, e.g.,
"-S 1" instead of "-S","1". You can use the methods getOption and getFlag

of the weka.core.Utils class to retrieve the values of an option or to ascertain
whether a flag is present. But note that these calls remove the option and, if
applicable, the argument from the string array (“destructive”). The last call in
the setOptions methods should always be the super.setOptions(String[])

one, in order to pass on any other arguments still present in the array to the
superclass.
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The following code snippet just parses the only option “alpha” that an imag-
inary classifier defines:

import weka.core.Utils;

...

public void setOptions(String[] options) throws Exception {

String tmpStr = Utils.getOption("alpha", options);

if (tmpStr.length() == 0) {

setAlpha(0.75);

}

else {

setAlpha(Double.parseDouble(tmpStr));

}

super.setOptions(options);

}

getOptions()
returns a string array of command-line options that resemble the current clas-
sifier setup. Supplying this array to the setOptions(String[]) method must
result in the same configuration. This method will get called in the GUI when
copying a classifier setup to the clipboard. Since handling of arrays is a bit cum-
bersome in Java (due to fixed length), using an instance of java.util.Vector
is a lot easier for creating the array that needs to be returned. The following
code snippet just adds the only option “alpha” that the classifier defines to the
array that is being returned, including the options of the superclass:

import java.util.Arrays;

import java.util.Vector;

...

public String[] getOptions() {

Vector<String> result = new Vector<String>();

result.add("-alpha");

result.add("" + getAlpha());

result.addAll(Arrays.asList(super.getOptions())); // superclass

return result.toArray(new String[result.size()]);

}

Note, that the getOptions()method requires you to add the preceding dash for
an option, opposed to the getOption/getFlag calls in the setOptionsmethod.

getCapabilities()
returns meta-information on what type of data the classifier can handle, in
regards to attributes and class attributes. See section “Capabilities” on page
247 for more information.
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buildClassifier(Instances)
builds the model from scratch with the provided dataset. Each subsequent call of
this method must result in the same model being built. The buildClassifier
method also tests whether the supplied data can be handled at all by the clas-
sifier, utilizing the capabilities returned by the getCapabilities() method:

public void buildClassifier(Instances data) throws Exception {

// test data against capabilities

getCapabilities().testWithFail(data);

// remove instances with missing class value,

// but don’t modify original data

data = new Instances(data);

data.deleteWithMissingClass();

// actual model generation

...

}

toString()
is used for outputting the built model. This is not required, but it is useful
for the user to see properties of the model. Decision trees normally ouput the
tree, support vector machines the support vectors and rule-based classifiers the
generated rules.

distributionForInstance(Instance)
returns the class probabilities array of the prediction for the given weka.core.Instance
object. If your classifier handles nominal class attributes, then you need to over-
ride this method.

classifyInstance(Instance)
returns the classification or regression for the given weka.core.Instanceobject.
In case of a nominal class attribute, this method returns the index of the class
label that got predicted. You do not need to override this method in this case as
the weka.classifiers.Classifier superclass already determines the class la-
bel index based on the probabilities array that the distributionForInstance(Instance)
method returns (it returns the index in the array with the highest probability;
in case of ties the first one). For numeric class attributes, you need to override
this method, as it has to return the regression value predicted by the model.

main(String[])
executes the classifier from command-line. If your new algorithm is called
FunkyClassifier, then use the following code as your main method:

/**

* Main method for executing this classifier.

*

* @param args the options, use "-h" to display options

*/

public static void main(String[] args) {

AbstractClassifier.runClassifier(new FunkyClassifier(), args);

}
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Meta-classifiers

Meta-classifiers define a range of other methods that you might want to override.
Normally, this should not be the case. But if your classifier requires the base-
classifier(s) to be of a certain type, you can override the specific set-method and
add additional checks.

SingleClassifierEnhancer
The following methods are used for handling the single base-classifier of this
meta-classifier.

defaultClassifierString()
returns the class name of the classifier that is used as the default one for this
meta-classifier.

setClassifier(Classifier)
sets the classifier object. Override this method if you require further checks, like
that the classifiers needs to be of a certain class. This is necessary, if you still
want to allow the user to parametrize the base-classifier, but not choose another
classifier with the GenericObjectEditor. Be aware that this method does not
create a copy of the provided classifier.

getClassifier()
returns the currently set classifier object. Note, this method returns the internal
object and not a copy.

MultipleClassifiersCombiner
This meta-classifier handles its multiple base-classifiers with the following meth-
ods:

setClassifiers(Classifier[])
sets the array of classifiers to use as base-classifiers. If you require the base-
classifiers to implement a certain interface or be of a certain class, then override
this method and add the necessary checks. Note, this method does not create
a copy of the array, but just uses this reference internally.

getClassifiers()
returns the array of classifiers that is in use. Careful, this method returns the
internal array and not a copy of it.

getClassifier(int)
returns the classifier from the internal classifier array specified by the given
index. Once again, this method does not return a copy of the classifier, but the
actual object used by this classifier.
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19.1.4.2 Guidelines

WEKA’s code base requires you to follow a few rules. The following sections
can be used as guidelines in writing your code.

Parameters
There are two different ways of setting/obtaining parameters of an algorithm.
Both of them are unfortunately completely independent, which makes option
handling so prone to errors. Here are the two:

1. command-line options, using the setOptions/getOptions methods

2. using the properties through the GenericObjectEditor in the GUI

Each command-line option must have a corresponding GUI property and vice
versa. In case of GUI properties, the get- and set-method for a property must
comply with Java Beans style in order to show up in the GUI. You need to
supply three methods for each property:

• public void set<PropertyName>(<Type>) – checks whether the sup-
plied value is valid and only then updates the corresponding member vari-
able. In any other case it should ignore the value and output a warning
in the console or throw an IllegalArgumentException.

• public <Type> get<PropertyName>() – performs any necessary conver-
sions of the internal value and returns it.

• public String <propertyName>TipText() – returns the help text that
is available through the GUI. Should be the same as on the command-line.
Note: everything after the first period “.” gets truncated from the tool
tip that pops up in the GUI when hovering with the mouse cursor over
the field in the GenericObjectEditor.

With a property called “alpha” of type “double”, we get the following method
signatures:

• public void setAlpha(double)

• public double getAlpha()

• public String alphaTipText()

These get- and set-methods should be used in the getOptions and setOptions

methods as well, to impose the same checks when getting/setting parameters.

Randomization
In order to get repeatable experiments, one is not allowed to use unseeded
random number generators like Math.random(). Instead, one has to instantiate
a java.util.Random object in the buildClassifier(Instances)method with
a specific seed value. The seed value can be user supplied, of course, which all
the Randomizable... abstract classifiers already implement.
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Capabilities
By default, the weka.classifiers.AbstractClassifier superclass returns an
object that denotes that the classifier can handle any type of data. This is use-
ful for rapid prototyping of new algorithms, but also very dangerous. If you do
not specifically define what type of data can be handled by your classifier, you
can end up with meaningless models or errors. This can happen if you devise
a new classifier which is supposed to handle only numeric attributes. By using
the value(int/Attribute) method of a weka.core.Instance to obtain the
numeric value of an attribute, you also obtain the internal format of nominal,
string and relational attributes. Of course, treating these attribute types as
numeric ones does not make any sense. Hence it is highly recommended (and
required for contributions) to override this method in your own classifier.

There are three different types of capabilities that you can define:

1. attribute related – e.g., nominal, numeric, date, missing values, ...

2. class attribute related – e.g., no-class, nominal, numeric, missing class
values, ...

3. miscellaneous – e.g., only multi-instance data, minimum number of in-
stances in the training data

There are some special cases:

• incremental classifiers – need to set the minimum number of instances in
the training data to 0, since the default is 1:
setMinimumNumberInstances(0)

• multi-instance classifiers – in order to signal that the special multi-instance
format (bag-id, bag-data, class) is used, they need to enable the following
capability:
enable(Capability.ONLY MULTIINSTANCE)

These classifiers also need to implement the interface specific to multi-
instance, weka.core.MultiInstanceCapabilitiesHandler, which returns
the capabilities for the bag-data.

• cluster algorithms – since clusterers are unsupervised algorithms, they
cannot process data with the class attribute set. The capability that
denotes that an algorithm can handle data without a class attribute is
Capability.NO CLASS

And a note on enabling/disabling nominal attributes or nominal class attributes.
These operations automatically enable/disable the binary, unary and empty
nominal capabilities as well. The following sections list a few examples of how
to configure the capabilities.
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Simple classifier
A classifier that handles only numeric classes and numeric and nominal at-
tributes, but no missing values at all, would configure the Capabilities object
like this:

public Capabilities getCapabilities() {

Capabilities result = new Capabilities(this);

// attributes

result.enable(Capability.NOMINAL_ATTRIBUTES);

result.enable(Capability.NUMERIC_ATTRIBUTES);

// class

result.enable(Capability.NUMERIC_CLASS);

return result;

}

Another classifier, that only handles binary classes and only nominal attributes
and missing values, would implement the getCapabilities() method as fol-
lows:

public Capabilities getCapabilities() {

Capabilities result = new Capabilities(this);

// attributes

result.enable(Capability.NOMINAL_ATTRIBUTES);

result.enable(Capability.MISSING_VALUES);

// class

result.enable(Capability.BINARY_CLASS);

result.disable(Capability.UNNARY_CLASS);

result.enable(Capability.MISSING_CLASS_VALUES);

return result;

}

Meta-classifier
Meta-classifiers, by default, just return the capabilities of their base classifiers -
in case of descendants of the weka.classifier.MultipleClassifiersCombiner,
an AND over all the Capabilities of the base classifiers is returned.

Due to this behavior, the capabilities depend – normally – only on the cur-
rently configured base classifier(s). To soften filtering for certain behavior, meta-
classifiers also define so-called Dependencies on a per-Capability basis. These
dependencies tell the filter that even though a certain capability is not sup-
ported right now, it is possible that it will be supported with a different base
classifier. By default, all capabilities are initialized as Dependencies.

weka.classifiers.meta.LogitBoost, e.g., is restricted to nominal classes.
For that reason it disables the Dependencies for the class:

result.disableAllClasses(); // disable all class types

result.disableAllClassDependencies(); // no dependencies!

result.enable(Capability.NOMINAL_CLASS); // only nominal classes allowed
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Javadoc
In order to keep code-quality high and maintenance low, source code needs to
be well documented. This includes the following Javadoc requirements:

• class

– description of the classifier

– listing of command-line parameters

– publication(s), if applicable

– @author and @version tag

• methods (all, not just public)

– each parameter is documented

– return value, if applicable, is documented

– exception(s) are documented

– the setOptions(String[]) method also lists the command-line pa-
rameters

Most of the class-related and the setOptions Javadoc is already available
through the source code:

• description of the classifier – globalInfo()

• listing of command-line parameters – listOptions()

• publication(s), if applicable – getTechnicalInformation()

In order to avoid manual syncing between Javadoc and source code, WEKA
comes with some tools for updating the Javadoc automatically. The following
tools take a concrete class and update its source code (the source code directory
needs to be supplied as well, of course):

• weka.core.AllJavadoc – executes all Javadoc-producing classes (this is
the tool, you would normally use)

• weka.core.GlobalInfoJavadoc – updates the globalinfo tags

• weka.core.OptionHandlerJavadoc – updates the option tags

• weka.core.TechnicalInformationHandlerJavadoc – updates the tech-
nical tags (plain text and BibTeX)

These tools look for specific comment tags in the source code and replace every-
thing in between the start and end tag with the documentation obtained from
the actual class.

• description of the classifier

<!-- globalinfo-start -->

will be automatically replaced

<!-- globalinfo-end -->

• listing of command-line parameters

<!-- options-start -->

will be automatically replaced

<!-- options-end -->

• publication(s), if applicable

<!-- technical-bibtex-start -->

will be automatically replaced

<!-- technical-bibtex-end -->

for a shortened, plain-text version use the following:

<!-- technical-plaintext-start -->

will be automatically replaced

<!-- technical-plaintext-end -->
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Here is a template of a Javadoc class block for an imaginary classifier that also
implements the weka.core.TechnicalInformationHandler interface:

/**

<!-- globalinfo-start -->

<!-- globalinfo-end -->

*

<!-- technical-bibtex-start -->

<!-- technical-bibtex-end -->

*

<!-- options-start -->

<!-- options-end -->

*

* @author John Doe (john dot doe at no dot where dot com)

* @version $Revision: 8032 $

*/

The template for any classifier’s setOptions(String[]) method is as follows:

/**

* Parses a given list of options.

*

<!-- options-start -->

<!-- options-end -->

*

* @param options the list of options as an array of strings

* @throws Exception if an option is not supported

*/

Running the weka.core.AllJavadoc tool over this code will output code with
the comments filled out accordingly.

Revisions
Classifiers implement the weka.core.RevisionHandler interface. This pro-
vides the functionality of obtaining the Subversion revision from within Java.
Classifiers that are not part of the official WEKA distribution do not have to
implement the method getRevision() as the weka.classifiers.Classifier
class already implements this method. Contributions, on the other hand, need
to implement it as follows, in order to obtain the revision of this particular
source file:

/**

* Returns the revision string.

*

* @return the revision

*/

public String getRevision() {

return RevisionUtils.extract("$Revision: 8032 $");

}

Note, a commit into Subversion will replace the revision number above with the
actual revision number.
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Testing
WEKA provides already a test framework to ensure correct basic functionality
of a classifier. It is essential for the classifier to pass these tests.

Option handling
You can check the option handling of your classifier with the following tool from
command-line:

weka.core.CheckOptionHandler -W classname [-- additional parameters]

All tests need to return yes.

GenericObjectEditor
The CheckGOE class checks whether all the properties available in the GUI have a
tooltip accompanying them and whether the globalInfo()method is declared:

weka.core.CheckGOE -W classname [-- additional parameters]

All tests, once again, need to return yes.

Source code
Classifiers that implement the weka.classifiers.Sourcable interface can out-
put Java code of the built model. In order to check the generated code, one
should not only compile the code, but also test it with the following test class:

weka.classifiers.CheckSource

This class takes the originalWEKA classifier, the generated code and the dataset
used for generating the model (and an optional class index) as parameters. It
builds the WEKA classifier on the dataset and compares the output, the one
from the WEKA classifier and the one from the generated source code, whether
they are the same.

Here is an example call for weka.filters.trees.J48 and the generated
class weka.filters.WEKAWrapper (it wraps the actual generated code in a
pseudo-classifier):

java weka.classifiers.CheckSource \

-W weka.classifiers.trees.J48 \

-S weka.classifiers.WEKAWrapper \

-t data.arff

It needs to return Tests OK!.

Unit tests
In order to make sure that your classifier applies to the WEKA criteria, you
should add your classifier to the junit unit test framework, i.e., by creating a Test
class. The superclass for classifier unit tests is weka.classifiers.AbstractClassifierTest.
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19.2 Writing a new Filter

The “work horses” of preprocessing in WEKA are filters. They perform many
tasks, from resampling data, to deleting and standardizing attributes. In the
following are two different approaches covered that explain in detail how to
implement a new filter:

• default – this is how filters had to be implemented in the past.

• simple – since there are mainly two types of filters, batch or stream, ad-
ditional abstract classes were introduced to speed up the implementation
process.

19.2.1 Default approach

The default approach is the most flexible, but also the most complicated one
for writing a new filter. This approach has to be used, if the filter cannot be
written using the simple approach described further below.

19.2.1.1 Implementation

The following methods are of importance for the implementation of a filter and
explained in detail further down. It is also a good idea studying the Javadoc of
these methods as declared in the weka.filters.Filter class:

• getCapabilities()

• setInputFormat(Instances)

• getInputFormat()

• setOutputFormat(Instances)

• getOutputFormat()

• input(Instance)

• bufferInput(Instance)

• push(Instance)

• output()

• batchFinished()

• flushInput()

• getRevision()

But only the following ones normally need to be modified:

• getCapabilities()

• setInputFormat(Instances)

• input(Instance)

• batchFinished()

• getRevision()

For more information on “Capabilities” see section 19.2.3. Please note, that the
weka.filters.Filter superclass does not implement the weka.core.OptionHandler
interface. See section “Option handling” on page 254.
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setInputFormat(Instances)
With this call, the user tells the filter what structure, i.e., attributes, the input
data has. This method also tests, whether the filter can actually process this
data, according to the capabilities specified in the getCapabilities()method.

If the output format of the filter, i.e., the new Instances header, can be
determined based alone on this information, then the method should set the
output format via setOutputFormat(Instances) and return true, otherwise
it has to return false.

getInputFormat()
This method returns an Instances object containing all currently buffered
Instance objects from the input queue.

setOutputFormat(Instances)
setOutputFormat(Instances) defines the new Instances header for the out-
put data. For filters that work on a row-basis, there should not be any changes
between the input and output format. But filters that work on attributes, e.g.,
removing, adding, modifying, will affect this format. This method must be
called with the appropriate Instances object as parameter, since all Instance
objects being processed will rely on the output format (they use it as dataset
that they belong to).

getOutputFormat()
This method returns the currently set Instances object that defines the output
format. In case setOutputFormat(Instances) has not been called yet, this
method will return null.

input(Instance)
returns true if the given Instance can be processed straight away and can be
collected immediately via the output() method (after adding it to the output
queue via push(Instance), of course). This is also the case if the first batch
of data has been processed and the Instance belongs to the second batch. Via
isFirstBatchDone() one can query whether this Instance is still part of the
first batch or of the second.

If the Instance cannot be processed immediately, e.g., the filter needs to
collect all the data first before doing some calculations, then it needs to be
buffered with bufferInput(Instance) until batchFinished() is called. In
this case, the method needs to return false.

bufferInput(Instance)
In case an Instance cannot be processed immediately, one can use this method
to buffer them in the input queue. All buffered Instance objects are available
via the getInputFormat() method.

push(Instance)
adds the given Instance to the output queue.

output()
Returns the next Instance object from the output queue and removes it from
there. In case there is no Instance available this method returns null.
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batchFinished()
signals the end of a dataset being pushed through the filter. In case of a filter
that could not process the data of the first batch immediately, this is the place to
determine what the output format will be (and set if via setOutputFormat(Instances))
and finally process the input data. The currently available data can be retrieved
with the getInputFormat() method. After processing the data, one needs to
call flushInput() to remove all the pending input data.

flushInput()
flushInput() removes all buffered Instance objects from the input queue.
This method must be called after all the Instance objects have been processed
in the batchFinished() method.

Option handling

If the filter should be able to handle command-line options, then the inter-
face weka.core.OptionHandler needs to be implemented. In addition to that,
the following code should be added at the end of the setOptions(String[])

method:

if (getInputFormat() != null) {

setInputFormat(getInputFormat());

}

This will inform the filter about changes in the options and therefore reset it.
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19.2.1.2 Examples

The following examples, covering batch and stream filters, illustrate the filter
framework and how to use it.

Unseeded random number generators like Math.random() should never be
used since they will produce different results in each run and repeatable exper-
iments are essential in machine learning.

BatchFilter

This simple batch filter adds a new attribute called blah at the end of the
dataset. The rows of this attribute contain only the row’s index in the data.
Since the batch-filter does not have to see all the data before creating the output
format, the setInputFormat(Instances) sets the output format and returns
true (indicating that the output format can be queried immediately). The
batchFinished() method performs the processing of all the data.

import weka.core.*;

import weka.core.Capabilities.*;

public class BatchFilter extends Filter {

public String globalInfo() {

return "A batch filter that adds an additional attribute ’blah’ at the end "
+ "containing the index of the processed instance. The output format "

+ "can be collected immediately.";
}

public Capabilities getCapabilities() {
Capabilities result = super.getCapabilities();

result.enableAllAttributes();
result.enableAllClasses();

result.enable(Capability.NO_CLASS); // filter doesn’t need class to be set
return result;

}

public boolean setInputFormat(Instances instanceInfo) throws Exception {

super.setInputFormat(instanceInfo);
Instances outFormat = new Instances(instanceInfo, 0);

outFormat.insertAttributeAt(new Attribute("blah"),
outFormat.numAttributes());

setOutputFormat(outFormat);

return true; // output format is immediately available
}

public boolean batchFinished() throws Exception {
if (getInputFormat() = null)

throw new NullPointerException("No input instance format defined");
Instances inst = getInputFormat();

Instances outFormat = getOutputFormat();
for (int i = 0; i < inst.numInstances(); i++) {

double[] newValues = new double[outFormat.numAttributes()];
double[] oldValues = inst.instance(i).toDoubleArray();
System.arraycopy(oldValues, 0, newValues, 0, oldValues.length);

newValues[newValues.length - 1] = i;
push(new Instance(1.0, newValues));

}
flushInput();
m_NewBatch = true;

m_FirstBatchDone = true;
return (numPendingOutput() != 0);

}

public static void main(String[] args) {
runFilter(new BatchFilter(), args);

}

}
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BatchFilter2

In contrast to the first batch filter, this one here cannot determine the output
format immediately (the number of instances in the first batch is part of the
attribute name now). This is done in the batchFinished() method.

import weka.core.*;
import weka.core.Capabilities.*;

public class BatchFilter2 extends Filter {

public String globalInfo() {
return "A batch filter that adds an additional attribute ’blah’ at the end "

+ "containing the index of the processed instance. The output format "

+ "cannot be collected immediately.";
}

public Capabilities getCapabilities() {

Capabilities result = super.getCapabilities();
result.enableAllAttributes();
result.enableAllClasses();

result.enable(Capability.NO_CLASS); // filter doesn’t need class to be set
return result;

}

public boolean batchFinished() throws Exception {

if (getInputFormat() = null)
throw new NullPointerException("No input instance format defined");

// output format still needs to be set (depends on first batch of data)
if (!isFirstBatchDone()) {

Instances outFormat = new Instances(getInputFormat(), 0);
outFormat.insertAttributeAt(new Attribute(

"blah-" + getInputFormat().numInstances()), outFormat.numAttributes());

setOutputFormat(outFormat);
}

Instances inst = getInputFormat();
Instances outFormat = getOutputFormat();
for (int i = 0; i < inst.numInstances(); i++) {

double[] newValues = new double[outFormat.numAttributes()];
double[] oldValues = inst.instance(i).toDoubleArray();

System.arraycopy(oldValues, 0, newValues, 0, oldValues.length);
newValues[newValues.length - 1] = i;

push(new Instance(1.0, newValues));
}
flushInput();

m_NewBatch = true;
m_FirstBatchDone = true;

return (numPendingOutput() != 0);
}

public static void main(String[] args) {
runFilter(new BatchFilter2(), args);

}
}
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BatchFilter3

As soon as this batch filter’s first batch is done, it can process Instance objects
immediately in the input(Instance) method. It adds a new attribute which
contains just a random number, but the random number generator being used
is seeded with the number of instances from the first batch.

import weka.core.*;
import weka.core.Capabilities.*;
import java.util.Random;

public class BatchFilter3 extends Filter {

protected int m_Seed;

protected Random m_Random;

public String globalInfo() {

return "A batch filter that adds an attribute ’blah’ at the end "
+ "containing a random number. The output format cannot be collected "

+ "immediately.";
}

public Capabilities getCapabilities() {
Capabilities result = super.getCapabilities();

result.enableAllAttributes();
result.enableAllClasses();

result.enable(Capability.NO_CLASS); // filter doesn’t need class to be set
return result;

}

public boolean input(Instance instance) throws Exception {

if (getInputFormat() = null)
throw new NullPointerException("No input instance format defined");

if (isNewBatch()) {
resetQueue();
m_NewBatch = false;

}
if (isFirstBatchDone())

convertInstance(instance);
else

bufferInput(instance);

return isFirstBatchDone();
}

public boolean batchFinished() throws Exception {

if (getInputFormat() = null)
throw new NullPointerException("No input instance format defined");

// output format still needs to be set (random number generator is seeded

// with number of instances of first batch)
if (!isFirstBatchDone()) {

m_Seed = getInputFormat().numInstances();
Instances outFormat = new Instances(getInputFormat(), 0);
outFormat.insertAttributeAt(new Attribute(

"blah-" + getInputFormat().numInstances()), outFormat.numAttributes());
setOutputFormat(outFormat);

}
Instances inst = getInputFormat();

for (int i = 0; i < inst.numInstances(); i++) {
convertInstance(inst.instance(i));

}

flushInput();
m_NewBatch = true;

m_FirstBatchDone = true;
m_Random = null;
return (numPendingOutput() != 0);

}

protected void convertInstance(Instance instance) {
if (m_Random = null)

m_Random = new Random(m_Seed);
double[] newValues = new double[instance.numAttributes() + 1];
double[] oldValues = instance.toDoubleArray();

newValues[newValues.length - 1] = m_Random.nextInt();
System.arraycopy(oldValues, 0, newValues, 0, oldValues.length);

push(new Instance(1.0, newValues));
}

public static void main(String[] args) {
runFilter(new BatchFilter3(), args);

}
}
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StreamFilter

This stream filter adds a random number (the seed value is hard-coded) at the
end of each Instance of the input data. Since this does not rely on having access
to the full data of the first batch, the output format is accessible immediately
after using setInputFormat(Instances). All the Instance objects are imme-
diately processed in input(Instance) via the convertInstance(Instance)

method, which pushes them immediately to the output queue.

import weka.core.*;

import weka.core.Capabilities.*;
import java.util.Random;

public class StreamFilter extends Filter {

protected Random m_Random;

public String globalInfo() {
return "A stream filter that adds an attribute ’blah’ at the end "

+ "containing a random number. The output format can be collected "
+ "immediately.";

}

public Capabilities getCapabilities() {

Capabilities result = super.getCapabilities();
result.enableAllAttributes();

result.enableAllClasses();
result.enable(Capability.NO_CLASS); // filter doesn’t need class to be set
return result;

}

public boolean setInputFormat(Instances instanceInfo) throws Exception {
super.setInputFormat(instanceInfo);
Instances outFormat = new Instances(instanceInfo, 0);

outFormat.insertAttributeAt(new Attribute("blah"),
outFormat.numAttributes());

setOutputFormat(outFormat);
m_Random = new Random(1);

return true; // output format is immediately available
}

public boolean input(Instance instance) throws Exception {
if (getInputFormat() = null)

throw new NullPointerException("No input instance format defined");
if (isNewBatch()) {

resetQueue();

m_NewBatch = false;
}

convertInstance(instance);
return true; // can be immediately collected via output()

}

protected void convertInstance(Instance instance) {

double[] newValues = new double[instance.numAttributes() + 1];
double[] oldValues = instance.toDoubleArray();

newValues[newValues.length - 1] = m_Random.nextInt();
System.arraycopy(oldValues, 0, newValues, 0, oldValues.length);
push(new Instance(1.0, newValues));

}

public static void main(String[] args) {
runFilter(new StreamFilter(), args);

}
}
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19.2.2 Simple approach

The base filters and interfaces are all located in the following package:

weka.filters

One can basically divide filters roughly into two different kinds of filters:

• batch filters – they need to see the whole dataset before they can start
processing it, which they do in one go

• stream filters – they can start producing output right away and the data
just passes through while being modified

You can subclass one of the following abstract filters, depending on the kind of
classifier you want to implement:

• weka.filters.SimpleBatchFilter

• weka.filters.SimpleStreamFilter

These filters simplify the rather general and complex framework introduced by
the abstract superclass weka.filters.Filter. One only needs to implement
a couple of abstract methods that will process the actual data and override, if
necessary, a few existing methods for option handling.

19.2.2.1 SimpleBatchFilter

Only the following abstract methods need to be implemented:

• globalInfo() – returns a short description of what the filter does; will
be displayed in the GUI

• determineOutputFormat(Instances) – generates the new format, based
on the input data

• process(Instances) – processes the whole dataset in one go

• getRevision() – returns the Subversion revision information, see section
“Revisions” on page 263

If you need access to the full input dataset in determineOutputFormat(Instances),
then you need to also override the method allowAccessToFullInputFormat()

and make it return true.
If more options are necessary, then the following methods need to be over-

ridden:

• listOptions() – returns an enumeration of the available options; these
are printed if one calls the filter with the -h option

• setOptions(String[]) – parses the given option array, that were passed
from command-line

• getOptions() – returns an array of options, resembling the current setup
of the filter

See section “Methods” on page 242 and section “Parameters” on page 246 for
more information.
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In the following an example implementation that adds an additional at-
tribute at the end, containing the index of the processed instance:

import weka.core.*;

import weka.core.Capabilities.*;

import weka.filters.*;

public class SimpleBatch extends SimpleBatchFilter {

public String globalInfo() {

return "A simple batch filter that adds an additional attribute ’blah’ at the end "

+ "containing the index of the processed instance.";

}

public Capabilities getCapabilities() {

Capabilities result = super.getCapabilities();

result.enableAllAttributes();

result.enableAllClasses();

result.enable(Capability.NO_CLASS); //// filter doesn’t need class to be set//

return result;

}

protected Instances determineOutputFormat(Instances inputFormat) {

Instances result = new Instances(inputFormat, 0);

result.insertAttributeAt(new Attribute("blah"), result.numAttributes());

return result;

}

protected Instances process(Instances inst) {

Instances result = new Instances(determineOutputFormat(inst), 0);

for (int i = 0; i < inst.numInstances(); i++) {

double[] values = new double[result.numAttributes()];

for (int n = 0; n < inst.numAttributes(); n++)

values[n] = inst.instance(i).value(n);

values[values.length - 1] = i;

result.add(new Instance(1, values));

}

return result;

}

public static void main(String[] args) {

runFilter(new SimpleBatch(), args);

}

}
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19.2.2.2 SimpleStreamFilter

Only the following abstract methods need to be implemented for a stream filter:

• globalInfo() – returns a short description of what the filter does; will
be displayed in the GUI

• determineOutputFormat(Instances) – generates the new format, based
on the input data

• process(Instance) – processes a single instance and turns it from the
old format into the new one

• getRevision() – returns the Subversion revision information, see section
“Revisions” on page 263

If more options are necessary, then the following methods need to be overridden:

• listOptions() – returns an enumeration of the available options; these
are printed if one calls the filter with the -h option

• setOptions(String[]) – parses the given option array, that were passed
from command-line

• getOptions() – returns an array of options, resembling the current setup
of the filter

See also section 19.1.4.1, covering “Methods” for classifiers.
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In the following an example implementation of a stream filter that adds an
extra attribute at the end, which is filled with random numbers. The reset()

method is only used in this example, since the random number generator needs
to be re-initialized in order to obtain repeatable results.

import weka.core.*;

import weka.core.Capabilities.*;

import weka.filters.*;

import java.util.Random;

public class SimpleStream extends SimpleStreamFilter {

protected Random m_Random;

public String globalInfo() {

return "A simple stream filter that adds an attribute ’blah’ at the end "

+ "containing a random number.";

}

public Capabilities getCapabilities() {

Capabilities result = super.getCapabilities();

result.enableAllAttributes();

result.enableAllClasses();

result.enable(Capability.NO_CLASS); //// filter doesn’t need class to be set//

return result;

}

protected void reset() {

super.reset();

m_Random = new Random(1);

}

protected Instances determineOutputFormat(Instances inputFormat) {

Instances result = new Instances(inputFormat, 0);

result.insertAttributeAt(new Attribute("blah"), result.numAttributes());

return result;

}

protected Instance process(Instance inst) {

double[] values = new double[inst.numAttributes() + 1];

for (int n = 0; n < inst.numAttributes(); n++)

values[n] = inst.value(n);

values[values.length - 1] = m_Random.nextInt();

Instance result = new Instance(1, values);

return result;

}

public static void main(String[] args) {

runFilter(new SimpleStream(), args);

}

}

A real-world implementation of a stream filter is the MultiFilter class (pack-
age weka.filters), which passes the data through all the filters it contains.
Depending on whether all the used filters are streamable or not, it acts either
as stream filter or as batch filter.
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19.2.2.3 Internals

Some useful methods of the filter classes:

• isNewBatch() – returns true if an instance of the filter was just instan-
tiated or a new batch was started via the batchFinished() method.

• isFirstBatchDone() – returns true as soon as the first batch was finished
via the batchFinished() method. Useful for supervised filters, which
should not be altered after being trained with the first batch of instances.

19.2.3 Capabilities

Filters implement the weka.core.CapabilitiesHandler interface like the clas-
sifiers. This method returns what kind of data the filter is able to process. Needs
to be adapted for each individual filter, since the default implementation allows
the processing of all kinds of attributes and classes. Otherwise correct function-
ing of the filter cannot be guaranteed. See section “Capabilities” on page 247
for more information.

19.2.4 Packages

A few comments about the different filter sub-packages:

• supervised – contains supervised filters, i.e., filters that take class distri-
butions into account. Must implement the weka.filters.SupervisedFilter
interface.

– attribute – filters that work column-wise.

– instance – filters that work row-wise.

• unsupervised – contains unsupervised filters, i.e., they work without
taking any class distributions into account. The filter must implement the
weka.filters.UnsupervisedFilter interface.

– attribute – filters that work column-wise.

– instance – filters that work row-wise.

Javadoc

The Javadoc generation works the same as with classifiers. See section “Javadoc”
on page 249 for more information.

19.2.5 Revisions

Filters, like classifiers, implement the weka.core.RevisionHandler interface.
This provides the functionality of obtaining the Subversion revision from within
Java. Filters that are not part of the official WEKA distribution do not have
to implement the method getRevision() as the weka.filters.Filter class
already implements this method. Contributions, on the other hand, need to
implement it, in order to obtain the revision of this particular source file. See
section “Revisions” on page 250.
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19.2.6 Testing

WEKA provides already a test framework to ensure correct basic functionality
of a filter. It is essential for the filter to pass these tests.

19.2.6.1 Option handling

You can check the option handling of your filter with the following tool from
command-line:

weka.core.CheckOptionHandler -W classname [-- additional parameters]

All tests need to return yes.

19.2.6.2 GenericObjectEditor

The CheckGOE class checks whether all the properties available in the GUI have a
tooltip accompanying them and whether the globalInfo()method is declared:

weka.core.CheckGOE -W classname [-- additional parameters]

All tests, once again, need to return yes.

19.2.6.3 Source code

Filters that implement the weka.filters.Sourcable interface can output Java
code of their internal representation. In order to check the generated code, one
should not only compile the code, but also test it with the following test class:

weka.filters.CheckSource

This class takes the original WEKA filter, the generated code and the dataset
used for generating the source code (and an optional class index) as parameters.
It builds the WEKA filter on the dataset and compares the output, the one from
the WEKA filter and the one from the generated source code, whether they are
the same.

Here is an example call for weka.filters.unsupervised.attribute.ReplaceMissingValues
and the generated class weka.filters.WEKAWrapper (it wraps the actual gen-
erated code in a pseudo-filter):

java weka.filters.CheckSource \

-W weka.filters.unsupervised.attribute.ReplaceMissingValues \

-S weka.filters.WEKAWrapper \

-t data.arff

It needs to return Tests OK!.

19.2.6.4 Unit tests

In order to make sure that your filter applies to the WEKA criteria, you should
add your filter to the junit unit test framework, i.e., by creating a Test class.
The superclass for filter unit tests is weka.filters.AbstractFilterTest.
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19.3 Writing other algorithms

The previous sections covered how to implement classifiers and filters. In the
following you will find some information on how to implement clusterers, as-
sociators and attribute selection algorithms. The various algorithms are only
covered briefly, since other important components (capabilities, option handling,
revisions) have already been discussed in the other chapters.

19.3.1 Clusterers

Superclasses and interfaces

All clusterers implement the interface weka.clusterers.Clusterer, but most
algorithms will be most likely derived (directly or further up in the class hier-
archy) from the abstract superclass weka.clusterers.AbstractClusterer.

weka.clusterers.SingleClustererEnhancer is used for meta-clusterers,
like the FilteredClusterer that filters the data on-the-fly for the base-clusterer.

Here are some common interfaces that can be implemented:

• weka.clusterers.DensityBasedClusterer – for clusterers that can esti-
mate the density for a given instance. AbstractDensityBasedClusterer
already implements this interface.

• weka.clusterers.UpdateableClusterer – clusterers that can generate
their model incrementally implement this interface, like CobWeb.

• NumberOfClustersRequestable – is for clusterers that allow to specify
the number of clusters to generate, like SimpleKMeans.

• weka.core.Randomizable – for clusterers that support randomization in
one way or another. RandomizableClusterer, RandomizableDensityBasedClusterer
and RandomizableSingleClustererEnhancer all implement this inter-
face already.

Methods

In the following a short description of methods that are common to all cluster
algorithms, see also the Javadoc for the Clusterer interface.

buildClusterer(Instances)
Like the buildClassifier(Instances) method, this method completely re-
builds the model. Subsequent calls of this method with the same dataset must
result in exactly the same model being built. This method also tests the training
data against the capabilities of this this clusterer:

public void buildClusterer(Instances data) throws Exception {

// test data against capabilities

getCapabilities().testWithFail(data);

// actual model generation

...

}

clusterInstance(Instance)
returns the index of the cluster the provided Instance belongs to.
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distributionForInstance(Instance)
returns the cluster membership for this Instance object. The membership is a
double array containing the probabilities for each cluster.

numberOfClusters()
returns the number of clusters that the model contains, after the model has
been generated with the buildClusterer(Instances) method.

getCapabilities()
see section “Capabilities” on page 247 for more information.

toString()
should output some information on the generated model. Even though this is
not required, it is rather useful for the user to get some feedback on the built
model.

main(String[])
executes the clusterer from command-line. If your new algorithm is called
FunkyClusterer, then use the following code as your main method:

/**

* Main method for executing this clusterer.

*

* @param args the options, use "-h" to display options

*/

public static void main(String[] args) {

AbstractClusterer.runClusterer(new FunkyClusterer(), args);

}

Testing

For some basic tests from the command-line, you can use the following test
class:

weka.clusterers.CheckClusterer -W classname [further options]

For junit tests, you can subclass the weka.clusterers.AbstractClustererTest
class and add additional tests.
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19.3.2 Attribute selection

Attribute selection consists basically of two different types of classes:

• evaluator – determines the merit of single attributes or subsets of at-
tributes

• search algorithm – the search heuristic

Each of the them will be discussed separately in the following sections.

Evaluator

The evaluator algorithm is responsible for determining merit of the current
attribute selection.

Superclasses and interfaces
The ancestor for all evaluators is the weka.attributeSelection.ASEvaluation
class.

Here are some interfaces that are commonly implemented by evaluators:

• AttributeEvaluator – evaluates only single attributes

• SubsetEvaluator – evaluates subsets of attributes

• AttributeTransformer – evaluators that transform the input data

Methods
In the following a brief description of the main methods of an evaluator.

buildEvaluator(Instances)
Generates the attribute evaluator. Subsequent calls of this method with the
same data (and the same search algorithm) must result in the same attributes
being selected. This method also checks the data against the capabilities:

public void buildEvaluator (Instances data) throws Exception {

// can evaluator handle data?

getCapabilities().testWithFail(data);

// actual initialization of evaluator

...

}

postProcess(int[])
can be used for optional post-processing of the selected attributes, e.g., for
ranking purposes.
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main(String[])
executes the evaluator from command-line. If your new algorithm is called
FunkyEvaluator, then use the following code as your main method:

/**

* Main method for executing this evaluator.

*

* @param args the options, use "-h" to display options

*/

public static void main(String[] args) {

ASEvaluation.runEvaluator(new FunkyEvaluator(), args);

}

Search

The search algorithm defines the heuristic of searching, e.g, exhaustive search,
greedy or genetic.

Superclasses and interfaces
The ancestor for all search algorithms is the weka.attributeSelection.ASSearch
class.

Interfaces that can be implemented, if applicable, by a search algorithm:

• RankedOutputSearch – for search algorithms that produce ranked lists of
attributes

• StartSetHandler – search algorithms that can make use of a start set of
attributes implement this interface

Methods
Search algorithms are rather basic classes in regards to methods that need to
be implemented. Only the following method needs to be implemented:

search(ASEvaluation,Instances)
uses the provided evaluator to guide the search.

Testing

For some basic tests from the command-line, you can use the following test
class:

weka.attributeSelection.CheckAttributeSelection

-eval classname -search classname [further options]

For junit tests, you can subclass the weka.attributeSelection.AbstractEvaluatorTest
or weka.attributeSelection.AbstractSearchTest class and add additional
tests.
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19.3.3 Associators

Superclasses and interfaces

The interface weka.associations.Associator is common to all associator al-
gorithms. But most algorithms will be derived from AbstractAssociator, an
abstract class implementing this interface. As with classifiers and clusterers, you
can also implement a meta-associator, derived from SingleAssociatorEnhancer.
An example for this is the FilteredAssociator, which filters the training data
on-the-fly for the base-associator.

The only other interface that is used by some other association algorithms,
is the weka.clusterers.CARuleMiner one. Associators that learn class associ-
ation rules implement this interface, like Apriori.

Methods

The associators are very basic algorithms and only support building of the
model.

buildAssociations(Instances)
Like the buildClassifier(Instances) method, this method completely re-
builds the model. Subsequent calls of this method with the same dataset must
result in exactly the same model being built. This method also tests the training
data against the capabilities:

public void buildAssociations(Instances data) throws Exception {

// other necessary setups

...

// test data against capabilities

getCapabilities().testWithFail(data);

// actual model generation

...

}

getCapabilities()
see section “Capabilities” on page 247 for more information.

toString()
should output some information on the generated model. Even though this is
not required, it is rather useful for the user to get some feedback on the built
model.
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main(String[])
executes the associator from command-line. If your new algorithm is called
FunkyAssociator, then use the following code as your main method:

/**

* Main method for executing this associator.

*

* @param args the options, use "-h" to display options

*/

public static void main(String[] args) {

AbstractAssociator.runAssociator(new FunkyAssociator(), args);

}

Testing

For some basic tests from the command-line, you can use the following test
class:

weka.associations.CheckAssociator -W classname [further options]

For junit tests, you can subclass the weka.associations.AbstractAssociatorTest
class and add additional tests.
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19.4 Extending the Explorer

The plugin architecture of the Explorer allows you to add new functionality
easily without having to dig into the code of the Explorer itself. In the following
you will find information on how to add new tabs, like the “Classify” tab, and
new visualization plugins for the “Classify” tab.

19.4.1 Adding tabs

The Explorer is a handy tool for initial exploration of your data – for proper
statistical evaluation, the Experimenter should be used instead. But if the
available functionality is not enough, you can always add your own custom-
made tabs to the Explorer.

19.4.1.1 Requirements

Here is roughly what is required in order to add a new tab (the examples below
go into more detail):

• your class must be derived from javax.swing.JPanel

• the interface weka.gui.explorer.Explorer.ExplorerPanelmust be im-
plemented by your class

• optional interfaces

– weka.gui.explorer.Explorer.LogHandler – in case you want to
take advantage of the logging in the Explorer

– weka.gui.explorer.Explorer.CapabilitiesFilterChangeListener

– in case your class needs to be notified of changes in the Capabilities,
e.g., if new data is loaded into the Explorer

• adding the classname of your class to the Tabs property in the Explorer.props
file

19.4.1.2 Examples

The following examples demonstrate the plugin architecture. Only the neces-
sary details are discussed, as the full source code is available from the WEKA
Examples [3] (package wekaexamples.gui.explorer).

SQL worksheet

Purpose

Displaying the SqlViewer as a tab in the Explorer instead of using it either
via the Open DB... button or as standalone application. Uses the existing
components already available in WEKA and just assembles them in a JPanel.
Since this tab does not rely on a dataset being loaded into the Explorer, it will
be used as a standalone one.
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Useful for people who are working a lot with databases and would like to
have an SQL worksheet available all the time instead of clicking on a button
every time to open up a database dialog.

Implementation

• class is derived from javax.swing.JPanel and implements the interface
weka.gui.Explorer.ExplorerPanel (the full source code also imports
the weka.gui.Explorer.LogHandler interface, but that is only additional
functionality):

public class SqlPanel

extends JPanel

implements ExplorerPanel {

• some basic members that we need to have

/** the parent frame */

protected Explorer m_Explorer = null;

/** sends notifications when the set of working instances gets changed*/

protected PropertyChangeSupport m_Support = new PropertyChangeSupport(this);

• methods we need to implement due to the used interfaces

/** Sets the Explorer to use as parent frame */

public void setExplorer(Explorer parent) {

m_Explorer = parent;

}

/** returns the parent Explorer frame */

public Explorer getExplorer() {

return m_Explorer;

}

/** Returns the title for the tab in the Explorer */

public String getTabTitle() {

return "SQL"; // what’s displayed as tab-title, e.g., Classify

}

/** Returns the tooltip for the tab in the Explorer */

public String getTabTitleToolTip() {

return "Retrieving data from databases"; // the tooltip of the tab

}

/** ignored, since we "generate" data and not receive it */

public void setInstances(Instances inst) {

}

/** PropertyChangeListener which will be notified of value changes. */

public void addPropertyChangeListener(PropertyChangeListener l) {

m_Support.addPropertyChangeListener(l);

}

/** Removes a PropertyChangeListener. */

public void removePropertyChangeListener(PropertyChangeListener l) {

m_Support.removePropertyChangeListener(l);

}
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• additional GUI elements

/** the actual SQL worksheet */

protected SqlViewer m_Viewer;

/** the panel for the buttons */

protected JPanel m_PanelButtons;

/** the Load button - makes the data available in the Explorer */

protected JButton m_ButtonLoad = new JButton("Load data");

/** displays the current query */

protected JLabel m_LabelQuery = new JLabel("");

• loading the data into the Explorer by clicking on the Load button will fire
a propertyChange event:

m_ButtonLoad.addActionListener(new ActionListener() {

public void actionPerformed(ActionEvent evt){

m_Support.firePropertyChange("", null, null);

}

});

• the propertyChange event will perform the actual loading of the data,
hence we add an anonymous property change listener to our panel:

addPropertyChangeListener(new PropertyChangeListener() {

public void propertyChange(PropertyChangeEvent e) {

try {

// load data

InstanceQuery query = new InstanceQuery();

query.setDatabaseURL(m_Viewer.getURL());

query.setUsername(m_Viewer.getUser());

query.setPassword(m_Viewer.getPassword());

Instances data = query.retrieveInstances(m_Viewer.getQuery());

// set data in preprocess panel (also notifies of capabilties changes)

getExplorer().getPreprocessPanel().setInstances(data);

}

catch (Exception ex) {

ex.printStackTrace();

}

}

});

• In order to add our SqlPanel to the list of tabs displayed in the Ex-
plorer, we need to modify the Explorer.props file (just extract it from
the weka.jar and place it in your home directory). The Tabs property
must look like this:

Tabs=weka.gui.explorer.SqlPanel,\

weka.gui.explorer.ClassifierPanel,\

weka.gui.explorer.ClustererPanel,\

weka.gui.explorer.AssociationsPanel,\

weka.gui.explorer.AttributeSelectionPanel,\

weka.gui.explorer.VisualizePanel
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Screenshot
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Artificial data generation

Purpose

Instead of only having a Generate... button in the PreprocessPanel or using it
from command-line, this example creates a new panel to be displayed as extra
tab in the Explorer. This tab will be available regardless whether a dataset is
already loaded or not (= standalone).

Implementation

• class is derived from javax.swing.JPanel and implements the interface
weka.gui.Explorer.ExplorerPanel (the full source code also imports
the weka.gui.Explorer.LogHandler interface, but that is only additional
functionality):

public class GeneratorPanel

extends JPanel

implements ExplorerPanel {

• some basic members that we need to have (the same as for the SqlPanel

class):

/** the parent frame */

protected Explorer m_Explorer = null;

/** sends notifications when the set of working instances gets changed*/

protected PropertyChangeSupport m_Support = new PropertyChangeSupport(this);

• methods we need to implement due to the used interfaces (almost identical
to SqlPanel):

/** Sets the Explorer to use as parent frame */

public void setExplorer(Explorer parent) {

m_Explorer = parent;

}

/** returns the parent Explorer frame */

public Explorer getExplorer() {

return m_Explorer;

}

/** Returns the title for the tab in the Explorer */

public String getTabTitle() {

return "DataGeneration"; // what’s displayed as tab-title, e.g., Classify

}

/** Returns the tooltip for the tab in the Explorer */

public String getTabTitleToolTip() {

return "Generating artificial datasets"; // the tooltip of the tab

}

/** ignored, since we "generate" data and not receive it */

public void setInstances(Instances inst) {

}

/** PropertyChangeListener which will be notified of value changes. */

public void addPropertyChangeListener(PropertyChangeListener l) {

m_Support.addPropertyChangeListener(l);

}

/** Removes a PropertyChangeListener. */

public void removePropertyChangeListener(PropertyChangeListener l) {

m_Support.removePropertyChangeListener(l);

}
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• additional GUI elements:

/** the GOE for the generators */

protected GenericObjectEditor m_GeneratorEditor = new GenericObjectEditor();

/** the text area for the output of the generated data */

protected JTextArea m_Output = new JTextArea();

/** the Generate button */

protected JButton m_ButtonGenerate = new JButton("Generate");

/** the Use button */

protected JButton m_ButtonUse = new JButton("Use");

• the Generate button does not load the generated data directly into the
Explorer, but only outputs it in the JTextArea (the Use button loads the
data - see further down):

m_ButtonGenerate.addActionListener(new ActionListener(){

public void actionPerformed(ActionEvent evt){

DataGenerator generator = (DataGenerator) m_GeneratorEditor.getValue();

String relName = generator.getRelationName();

String cname = generator.getClass().getName().replaceAll(".*\\.", "");

String cmd = generator.getClass().getName();

if (generator instanceof OptionHandler)

cmd += " "+Utils.joinOptions(((OptionHandler)generator).getOptions());

try {

// generate data

StringWriter output = new StringWriter();

generator.setOutput(new PrintWriter(output));

DataGenerator.makeData(generator, generator.getOptions());

m_Output.setText(output.toString());

}

catch (Exception ex) {

ex.printStackTrace();

JOptionPane.showMessageDialog(

getExplorer(), "Error generating data:\n" + ex.getMessage(),

"Error", JOptionPane.ERROR_MESSAGE);

}

generator.setRelationName(relName);

}

});

• the Use button finally fires a propertyChange event that will load the data
into the Explorer:

m_ButtonUse.addActionListener(new ActionListener(){

public void actionPerformed(ActionEvent evt){

m_Support.firePropertyChange("", null, null);

}

});
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• the propertyChange event will perform the actual loading of the data,
hence we add an anonymous property change listener to our panel:

addPropertyChangeListener(new PropertyChangeListener() {

public void propertyChange(PropertyChangeEvent e) {

try {

Instances data = new Instances(new StringReader(m_Output.getText()));

// set data in preprocess panel (also notifies of capabilties changes)

getExplorer().getPreprocessPanel().setInstances(data);

}

catch (Exception ex) {

ex.printStackTrace();

JOptionPane.showMessageDialog(

getExplorer(), "Error generating data:\n" + ex.getMessage(),

"Error", JOptionPane.ERROR_MESSAGE);

}

}

});

• In order to add our GeneratorPanel to the list of tabs displayed in the
Explorer, we need to modify the Explorer.props file (just extract it from
the weka.jar and place it in your home directory). The Tabs property
must look like this:

Tabs=weka.gui.explorer.GeneratorPanel:standalone,\

weka.gui.explorer.ClassifierPanel,\

weka.gui.explorer.ClustererPanel,\

weka.gui.explorer.AssociationsPanel,\

weka.gui.explorer.AttributeSelectionPanel,\

weka.gui.explorer.VisualizePanel

• Note: the standalone option is used to make the tab available without
requiring the preprocess panel to load a dataset first.

Screenshot
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Experimenter ”light”

Purpose

By default the Classify panel only performs 1 run of 10-fold cross-validation.
Since most classifiers are rather sensitive to the order of the data being pre-
sented to them, those results can be too optimistic or pessimistic. Averaging
the results over 10 runs with differently randomized train/test pairs returns
more reliable results. And this is where this plugin comes in: it can be used
to obtain statistical sound results for a specific classifier/dataset combination,
without having to setup a whole experiment in the Experimenter.

Implementation

• Since this plugin is rather bulky, we omit the implementation details, but
the following can be said:

– based on the weka.gui.explorer.ClassifierPanel

– the actual code doing the work follows the example in the Using the
Experiment API wiki article [2]

• In order to add our ExperimentPanel to the list of tabs displayed in the
Explorer, we need to modify the Explorer.props file (just extract it from
the weka.jar and place it in your home directory). The Tabs property
must look like this:

Tabs=weka.gui.explorer.ClassifierPanel,\

weka.gui.explorer.ExperimentPanel,\

weka.gui.explorer.ClustererPanel,\

weka.gui.explorer.AssociationsPanel,\

weka.gui.explorer.AttributeSelectionPanel,\

weka.gui.explorer.VisualizePanel

Screenshot
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19.4.2 Adding visualization plugins

19.4.2.1 Introduction

You can add visualization plugins in the Explorer (Classify panel). This makes
it easy to implement custom visualizations, if the ones WEKA offers are not
sufficient. The following examples can be found in the Examples collection
[3] (package wekaexamples.gui.visualize.plugins). The following types of
plugins are available and explained in the sections below:

• predictions – for displaying the predictions

• errors – for plotting actual vs predicted

• graphs – for displaying graphs generated by BayesNet

• trees – for displaying trees generated by classifiers like J48

19.4.2.2 Predictions

Requirements

• custom visualization class must implement the following interface

weka.gui.visualize.plugins.VisualizePlugin

• the class must either reside in the following package (visualization classes
are automatically discovered during run-time)

weka.gui.visualize.plugins

• or you must list the package this class belongs to in the properties file
weka/gui/GenericPropertiesCreator.props (or the equivalent in your
home directory) under the key weka.gui.visualize.plugins.VisualizePlugin.

Implementation
The visualization interface contains the following four methods

• getMinVersion – This method returns the minimum version (inclusive)
of WEKA that is necessary to execute the plugin, e.g., 3.5.0.

• getMaxVersion – This method returns the maximum version (exclusive)
of WEKA that is necessary to execute the plugin, e.g., 3.6.0.

• getDesignVersion – Returns the actual version of WEKA this plugin was
designed for, e.g., 3.5.1

• getVisualizeMenuItem – The JMenuItem that is returned via this method
will be added to the plugins menu in the popup in the Explorer. The
ActionListener for clicking the menu item will most likely open a new
frame containing the visualized data.
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Examples
Table with predictions

The PredictionTable.java example simply displays the actual class label and
the one predicted by the classifier. In addition to that, it lists whether it was
an incorrect prediction and the class probability for the correct class label.
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Bar plot with probabilities
The PredictionError.java example uses the JMathTools library (needs the
jmathplot.jar [27] in the CLASSPATH) to display a simple bar plot of the
predictions. The correct predictions are displayed in blue, the incorrect ones
in red. In both cases the class probability that the classifier returned for the
correct class label is displayed on the y axis. The x axis is simply the index of
the prediction starting with 0.
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19.4.2.3 Errors

Requirements
Almost the same requirements as for the visualization of the predictions (see
section 19.4.2.2), but with the following differences:

• weka.gui.visualize.plugins.ErrorVisualizePlugin – is the interface
to implement

• weka.gui.visualize.plugins.ErrorVisualizePlugin – is the key in
the GenericPropertiesCreator.props file to list the package name

Examples
weka.classifiers.functions.LinearRegression was used to generate the
following screenshots using default parameters on the UCI dataset bolts, using
a percentage split of 66% for the training set and the remainder for testing.

Using WEKA panels
The ClassifierErrorsWeka.java example simply displays the classifier errors
like the Visualize classifier errors menu item already available in WEKA. It is
just to demonstrate how to use existing WEKA classes.
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Using JMathtools’ Boxplot
The ClassifierErrorsMathtools.java example uses the JMathTools library
(needs the jmathplot.jar [27] in the CLASSPATH) to display a boxplot (the
width of the boxes is 0, to make it look like an error plot). The relative error
per prediction is displayed as vertical line.

Note: This display is only available for numeric classes.



290 CHAPTER 19. EXTENDING WEKA

19.4.2.4 Graphs

Requirements
Almost the same requirements as for the visualization of the predictions (see
section 19.4.2.2), but with the following differences:

• weka.gui.visualize.plugins.GraphVisualizePlugin – is the interface
to implement

• weka.gui.visualize.plugins.GraphVisualizePlugin – is the key in
the GenericPropertiesCreator.props file to list the package name

Examples
prefuse visualization toolkit

The PrefuseGraph.java example uses the prefuse visualization toolkit (prefuse-
beta, 2007.10.21 [28]). It is based on the prefuse.demos.GraphViewdemo class.

The following screenshot was generated using BayesNet on the UCI dataset
anneal with the following parametrization:

weka.classifiers.bayes.BayesNet -D -Q

weka.classifiers.bayes.net.search.local.K2 -- -P 3 -S BAYES -E

weka.classifiers.bayes.net.estimate.SimpleEstimator -- -A 0.5
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19.4.2.5 Trees

Requirements
Almost the same requirements as for the visualization of the predictions (see
section 19.4.2.2), but with the following differences:

• weka.gui.visualize.plugins.TreeVisualizePlugin – is the interface
to implement

• weka.gui.visualize.plugins.TreeVisualizePlugin – is the key in the
GenericPropertiesCreator.props file to list the package name

Examples
prefuse visualization toolkit

The PrefuseTree.java example uses the prefuse visualization toolkit (prefuse-
beta, 2007.10.21 [28]). It is based on the prefuse.demos.TreeView demo class.

The following screenshot was generated using J48 on the UCI dataset anneal
with default parameters:
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And here is an example of Cobweb on the same dataset, once again with
default parameters:
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19.5 Extending the Knowledge Flow

The plugin architecture of the Knowledge Flow allows you to add new steps
and perspectives easily. Plugins for the Knowledge Flow are managed by the
/textitPluginManager class and can easily be deployed by creating a WEKA
package (see Chapter 19) that includes a PluginManager.props file that lists the
components to add.

The source code for all the examples described in the following sections are
available in the newKnowledgeFlowStepExamples package that can be installed
via the package manager.

19.5.1 Creating a simple batch processing Step

Steps are the building blocks of Knowledge Flow processes. The new Knowledge
Flow implementation has a fresh API and a collection of helper classes that
makes creating a new Step fairly simple.
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The need-to-know API elements for new Steps are:

• weka.knowledgeflow.steps.Step - the main interface for Step imple-
mentations

• weka.knowledgeflow.steps.BaseStepExtender - a minimal subset of
the Step interface’s methods that a new Step would need to implement in
order to function as a start point and/or processing step in the Knowledge
Flow.

• weka.knowledgeflow.steps.BaseStep - a handy base class for new Steps
to extend. Provides functions for automatically setting up the Step’s
name and “about” info, resolving environment variables and gaining ac-
cess to the Step’s StepManager class. This class implements Step and
BaseStepExtender.

• weka.knowledgeflow.StepManager - an implementation of StepManager
is provided to every Step by the Knowledge Flow environment. StepManager
has lots of utility functions that allow a Step to find out information about
things such as its incoming connections, outgoing connections, and execu-
tion environment. It also provides methods to handle the output of data
and for informing the Knowledge Flow environment of the Step’s status.

• weka.knowledgelfow.steps.KFStep - a class annotation that Step im-
plementations can use for specifying their name, category, tool tip and
icon path.

Lets take a look at a simple Step that can accept batch datasets and compute
summary statistics for a user-specified attribute.

Implementation

Our new StatsCalculator step extends BaseStep. As BaseStep is abstract,
the methods that we must implement are shown in the skeleton class below:

public class StatsCalculator extends BaseStep {

@Override

public void stepInit() throws WekaException {

// TODO

}

@Override

public List<String> getIncomingConnectionTypes() {

// TODO

return null;

}

@Override

public List<String> getOutgoingConnectionTypes() {

// TODO

return null;

}

}

The stepInit() function is called on all steps before the knowledge flow starts
executing a flow. It allows a step to reset its state and check the validity of any
user-specified configuration. At this point the Step is guaranteed to have access
to a StepManager.
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The getIncomingConnectionTypes() method allows a Step to specify which
incoming connection types it can accept. This should take into account the
current configuration of the step and any existing connections in (or out) of the
step (e.g. a step might only allow one incoming trainingSet connection, so if
one is already present then the list of connection types returned by this method
should not include trainingSet).

Similarly, the getOutgoingConnectionTypes() method allows the Step to spec-
ify which outgoing connection types can be made from it. Again, this should
take into account the current state of the step and (possibly) the incoming
connections.
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Lets take a look at implementing these methods in StatsCalculator.:

public class StatsCalculator extends BaseStep {

protected String m_attName = "petallength";

@Override

public void stepInit() throws WekaException {

if (m_attName == null || m_attName.length() == 0) {

throw new WekaException("You must specify an attribute to compute "

+ "stats for!");

}

}

@Override

public List<String> getIncomingConnectionTypes() {

return Arrays.asList(StepManager.CON_DATASET, StepManager.CON_TRAININGSET,

StepManager.CON_TESTSET);

}

@Override

public List<String> getOutgoingConnectionTypes() {

List<String> outgoing = new ArrayList<String>();

if (getStepManager().numIncomingConnections() > 0) {

outgoing.add(StepManager.CON_TEXT);

}

if (getStepManager().numIncomingConnectionsOfType(

StepManager.CON_DATASET) > 0) {

outgoing.add(StepManager.CON_DATASET);

}

if (getStepManager().numIncomingConnectionsOfType(

StepManager.CON_TRAININGSET) > 0) {

outgoing.add(StepManager.CON_TRAININGSET);

}

if (getStepManager().numIncomingConnectionsOfType(

StepManager.CON_TESTSET) > 0) {

outgoing.add(StepManager.CON_TESTSET);

}

return outgoing;

}

}

The code specifies that the step can accept any number of incoming dataset,
trainingSet or testSet connections. There are a whole lot of constants defined
in StepManager for connection types and auxilliary data. The getOutgoingCon-
nectionTypes() method specifies that the step will only produce a text connec-
tion/output if it has at least one incoming connection. The text output will
contain our computed attribute summary statistics. Furthermore, the step also
passes through any instances that it receives, so it will only produce a particu-
lar dataset type (dataSet, trainingSet or testSet) if it has a corresponding
inpcoming connection of that type.
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At this point there is some important functionality missing - namely a
method to do some actual processing when data is received by the step. In
fact, there are two methods related to this in BaseStep that have no-opp im-
plementations. One or both should be overridden by a Step implementation
in order to do some processing. the start() method should be overriden if the
step can act as a starting point in a flow (i.e. a step that, typically, loads,
sources or generates data of some sort). Any step that doesn’t have any in-
coming connections is considered as a potential start point by the Knowledge
Flow environment and has its start() method invoked. The processIncoming()
method should be overridden by steps that can accept incoming connections
(and the data that they typically carry).
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Lets add a processIncoming() method to the StatsCalculator.

public void setAttName(String attName) { m_attName = attName; }

public String getAttName() { return m_attName; }

@Override

public void processIncoming(Data data) throws WekaException {

getStepManager().processing();

Instances insts = data.getPrimaryPayload();

Attribute att = insts.attribute(getAttName());

if (att == null) {

throw new WekaException("Incoming data does not " + "contain attribute ’"

+ getAttName() + "’");

}

AttributeStats stats = insts.attributeStats(att.index());

Data textOut = new Data(StepManager.CON_TEXT, stats.toString());

textOut.setPayloadElement(StepManager.CON_AUX_DATA_TEXT_TITLE,

"Stats for: " + getAttName());

getStepManager().outputData(textOut); // output the textual stats

getStepManager().outputData(data); // pass the original dataset on

getStepManager().finished();

}

In the code above, we’ve added accessor and mutator methods for our sin-
gle user-supplied parameter - i.e. the name of the attribute to compute stats
for. Then we’ve overridden the no-opp implementation of the processIncoming()
method from BaseStep. This method is passed a Data object, which is the data
structure used by the Knowledge Flow environment for transferring all types
of data between steps. The code first tells the Knowledge Flow environment
that it is actively processing by calling the processing() method on the step’s
StepManager. It then retrieves the Instances dataset via the getPrimaryPay-
load() method of the Data object. The stats are then computed and a new
Data object is created to hold the results. In this case the results are textual,
so the data’s associated connection type is StepManager.CON_TEXT. The two
argument constructor for Data takes the connection type and the associated
primary payload data (i.e. the textual stats in this case). Additional data can
be attached to a Data object by storing it in a “payload” map. In this case we
have a textual title for our stats result that includes the name of the attribute.
Finally, the new data object, and the original dataset, is output by calling the
outputData() method on the StepManager, and the environment is informed
that our step has finished processing.
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The last thing we can add to this step is the KFStep class annotation. This
provides some information about the step, including where it should appear in
the folders of the design palette in the GUI Knowledge Flow.

@KFStep(name = "StatsCalculator", category = "Examples",

toolTipText = "Compute summary stats for an attribute",

iconPath = KFGUIConsts.BASE_ICON_PATH + "DiamondPlain.gif")

public class StatsCalculator extends BaseStep {

...

The screenshot above shows the step, the results after execution on the iris
data and the GUI configuration dialog for the step. A simple, GUI configuration
dialog is provided dynamically by the Knowledge Flow environment, but you
have the option of overriding this to a greater or lesser extent in order to provide
a customized configuration dialog.

19.5.2 Creating a simple streaming Step

StepManager defines a number of constant strings that identify various types of
connections and data. Most data/connections in the Knowledge Flow are batch
ones - e.g. dataSet, trainingSet, testSet and batchClassifier (to name a few).
When the Knowledge Flow’s execution environment invokes processIncoming()
on a target step, it does so in a separate thread for batch connections. Thus, each
step automatically does its processing within a separate thread. There are sev-
eral types of incremental connections/data defined in StepManager as well: in-
stance, incrementalClassifier and chart are all examples. Furthermore, for your
own purposes it is possible to create your own connection/data types (as they are
just defined with a string identifier) and mark them as “incremental”. This can
be done by setting payload flag (StepManager.CON_AUX_DATA_IS_INCREMENTAL
to true) when configuring a Data object. Incremental connections/data do not
get executed in a new thread because it is assumed that processing individual
pieces of incremental data does not require much effort, and the overhead in
creating/invoking processing in a new thread could outweigh this.
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Now lets take a look at a Step that does some simple processing in a stream-
ing fashion. Our new step, RoundRobin, simply accepts a single streaming “in-
stance” connection as input and distributes individual instances in a round-robin
fashion to the connected steps immediately downstream from it.

Implementation

@KFStep(name = "RoundRobin", category = "Examples",

toolTipText = "Round robin instances to outputs",

iconPath = KFGUIConsts.BASE_ICON_PATH + "DiamondPlain.gif")

public class RoundRobin extends BaseStep {

protected int m_counter;

protected int m_numConnected;

@Override

public void stepInit() throws WekaException {

m_counter = 0;

m_numConnected = getStepManager().numOutgoingConnections();

}

@Override

public List<String> getIncomingConnectionTypes() {

List<String> result = new ArrayList<String>();

if (getStepManager().numIncomingConnections() == 0) {

result.add(StepManager.CON_INSTANCE);

}

return result;

}

@Override

public List<String> getOutgoingConnectionTypes() {

List<String> result = new ArrayList<String>();

if (getStepManager().numIncomingConnections() == 1) {

result.add(StepManager.CON_INSTANCE);

}

return result;

}

@Override

public void processIncoming(Data data) throws WekaException {

if (isStopRequested()) {

getStepManager().interrupted();

return;

}

if (getStepManager().numOutgoingConnections() > 0) {

getStepManager().throughputUpdateStart();

if (!getStepManager().isStreamFinished(data)) {

List<StepManager> outgoing =

getStepManager().getOutgoingConnectedStepsOfConnectionType(

StepManager.CON_INSTANCE);

int target = m_counter++ % m_numConnected;

String targetStepName = outgoing.get(target).getName();

getStepManager().outputData(StepManager.CON_INSTANCE, targetStepName,

data);

getStepManager().throughputUpdateEnd();

} else {

// step manager notifies all downstream steps of stream end

getStepManager().throughputFinished(data);

}

}

}



19.5. EXTENDING THE KNOWLEDGE FLOW 301

This example step demonstrates a several different things over the one in the
previous section. Firstly the getIncomingConnectionTypes() and getOutgoing-
ConnectionTypes() methods demonstrate some constraints based on the current
state of incoming and outgoing connections. In the former method a constraint
of a single incoming instance connection is enforced; in the later method any
number of outgoing instance connections are allowed as long as there is an
incoming connection present. It also demonstrates checking to see whether a
request has been made to stop processing in the processIncoming() method. We
ommitted this from the previous example for brevity, but all steps should check
periodically to see if a stop has been requested. If so, then they should indi-
cate to the environment as soon as possible that they have been interrupted by
calling StepManager.interrupted(). This method will ensure that an interruped
message appears in the status area of the GUI Knowledge Flow.

The code also demonstrates several features of incremental processing in the
processIncoming() method. To get throughput statistics displayed in the status
area of the GUI Knowledge Flow interface the methods StepManager.throughputUpdateStart()
and StepManager.throughputUpdateEnd() are used to indicate the start and end
of processing for the incoming Data object respectively. A utility method Step-
Manager.isStreamFinished() can be called to see if the end of the stream has
been reached. This method takes the current Data object (as a flag is set in
the payload map of the Data object to indicate the end of the stream). By con-
vention, the primary payload of a Data object that is marked as end-of-stream
is empty/null. However, auxilliary data could be present, depending on what
processing has been done (e.g. a final classifier object if training a classifier
incrementally). If the end of stream has been reached, then a step should call
StepManager.throughputFinished() with a final Data object as an argument -
this tells the environment that processing is finished for the step and ensures
that downstream steps are informed of the end-of-stream along with any final
auxilliary data in the final Data object.
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In the previous example, we had simply output data to all downstream steps
with the appropriate connection type by calling StepManager.outputData() with
a single Data object as an argument. The environment routes this data to appro-
priate connected steps because the Data object is constructed with a connection
type that it is associated with. In our round robin example, we further constrain
the destination of the data by calling a version of StepManager.outputData()
that takes a step name as an additional argument.

19.5.3 Features of StepManager

Aside from methods to query the state of incoming and outgoing connections
from a step, and support for outputing data, the StepManager also has a number
of other useful facilities. It provides methods for writing to the status and log in
the KnowledgeFlow. Messages can be logged at various logging levels, where the
user can configure up to which level they are interested in seeing in the log. The
following status and logging methods can be used by steps during execution:

• statusMessage() - write to the status area

• logLow()

• logBasic()

• logDetailed()

• logDebug()

• logWarning() - always gets to the log, regardless of user-specified logging
level

• logError() - always gets to the log; can supply an optional Throwable
cause

StepManager also provides access to the ExecutionEnvornment. The ExecutionEnvironment
can be used to find out whether the system is running headless, get the values of
environment variables and to launch separate processing “tasks” on the executor
service. In most cases, the processing done by a step will not require launch-
ing additional tasks/threads as processIncoming() is called in a separate thread
(when batch processing) by the Knowledge Flow environment. In some cases,
it might be beneficial to make use of additional threads. The BoundaryPlotter
step is an example that makes use of this facility - it computes each row of a
plotted graphic using a separate task/thread. Steps wanting to use the executor
service directly can call StepManager.getExecutionEnvironment().submitTask()
and supply a concrete sublcass of StepTask to do the processing. The step can
work with either the Future<ExectutionResult> returned by submitTask() or,
alternatively, supply a StepTaskCallback when constructing a StepTask for
asynchronous notification.

19.5.4 PairedDataHelper

A common processing pattern in machine learning is to deal with paired datasets
- i.e. typically train/test pairs. In the multi-threaded environment of the Knowl-
edge Flow, where usually each Data object is passed to a target step in a sep-
arate thread of execution, it is likely that training and test sets may arrive at
the target step out of order. Furthermore, in the case of multiple pairs (e.g.
cross-validation folds) they might not arrive in the order that the folds are cre-
ated. Handling this scenario within a step can be tedious, so a helper class is
available for use by step implementations needing to deal with paired datasets
- PairedDataHelper.
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The PairedDataHelper has the concept of a primary and secondary con-
nection/data type, where the secondary connection/data for a given set number
typically needs to be processed using a result generated from the corresponding
primary connection/data. This class takes care of ensuring that the secondary
connection/data is only processed once the primary has completed. Users of this
helper need to provide an implementation of the PairedProcessor inner inter-
face, where the processPrimary() method will be called to process the primary
data/connection (and return a result), and processSecondary() called to deal
with the secondary connection/data. The result of execution on a particular
primary data set number can be retrieved by calling the getIndexedPrimaryRe-
sult() method, passing in the set number of the primary result to retrieve.

The PairedDataHelper class also provides an arbitrary storage mechanism
for additional results beyond the primary type of result. It also takes care of
invoking processing() and finished() on the client step’s StepManager.
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Below is a code skeleton (taken from the javadoc for PairedDataHelper)
that shows the basic usage of this helper class.

public class MyFunkyStep extends BaseStep

implements PairedDataHelper.PairedProcessor<MyFunkyMainResult> {

...

protected PairedDataHelper<MyFunkyMainResult> m_helper;

...

public void stepInit() {

m_helper = new PairedDataHelper<MyFunkyMainResult>(this, this,

StepManager.[CON_WHATEVER_YOUR_PRIMARY_CONNECTION_IS],

StepManager.[CON_WHATEVER_YOUR_SECONDARY_CONNECTION_IS]);

...

}

public void processIncoming(Data data) throws WekaException {

// delegate to our helper to handle primary/secondary synchronization

// issues

m_helper.process(data);

}

public MyFunkyMainResult processPrimary(Integer setNum, Integer maxSetNun,

Data data, PairedDataHelper<MyFunkyMainResult> helper) throws WekaException {

SomeDataTypeToProcess someData = data.getPrimaryPayload();

MyFunkyMainResult processor = new MyFunkyMainResult();

// do some processing using MyFunkyMainResult and SomeDataToProcess

...

// output some data to downstream steps if necessary

...

return processor;

}

public void processSecondary(Integer setNum, Integer maxSetNum, Data data,

PairedDataHelper<MyFunkyMainResult> helper) throws WekaException {

SomeDataTypeToProcess someData = data.getPrimaryPayload();

// get the MyFunkyMainResult for this set number

MyFunkyMainResult result = helper.getIndexedPrimaryResult(setNum);

// do some stuff with the result and the secondary data

...

// output some data to downstream steps if necessary

}

}

The newKnowledgeFlowStepExamples package includes an example called
ExampleClassifier that demonstrates the use of PairedDataHelper to train
and evaluate a classifier on train/test splits.



Chapter 20

Weka Packages

The previous chapter described how to extend Weka to add your own learning
algorithms and various enhancements to the user interfaces. This chapter de-
scribes how such enhancements can be assembled into a “package” that can be
accessed via Weka’s package management system. Bundling your enhancements
in a package makes it easy to share with other Weka users.

In this chapter we refer to a “package” as an archive containing various
resources such as compiled code, source code, javadocs, package description
files (meta data), third-party libraries and configuration property files. Not all
of the preceding may be in a given package, and there may be other resources
included as well. This concept of a “package” is quite different to that of a Java
packages, which simply define how classes are arranged hierarchically.

20.1 Where does Weka store packages and other
configuration stuff?

By default, Weka stores packages and other information in $WEKA_HOME. The
default location for $WEKA_HOME is user.home/wekafiles, where user.home is
the user’s home directory. You can change the default location for WEKA_HOME by
setting this either as an evironment variable for your platform, or by specifying
it as a Java property when starting Weka. E.g.:

export WEKA_HOME=/home/somewhere/weka_bits_and_bobs

will set the directory thatWeka uses to /home/somewhere/weka_bits_and_bobs
under the LINUX operating system.

305



306 CHAPTER 20. WEKA PACKAGES

The same thing can be accomplished when starting Weka by specifying a
Java property on the command line, E.g.:

java -DWEKA_HOME=/home/somewhere/weka_bits_and_bobs -jar weka.jar

Inside $WEKA_HOME you will find the main weka log file (weka.log) and a
number of directories:

• packages holds installed packages. Each package is contained its own
subdirectory.

• props holds various Java property files used by Weka. This directory re-
places the user’s home directory (used in earlier releases of Weka) as one of
the locations checked byWeka for properties files (such as DatabaseUtils.props).
Weka first checks, in order, the current directory (i.e. the directory that
Weka is launched from), then $WEKA_HOME/props and finally the weka.jar
file for property files.

• repCache holds the cached copy of the meta data from the central pack-
age repository. If the contents of this directory get corrupted it can be
safely deleted and Weka will re-create it on the next restart.

• systemDialogs holds marker files that are created when you check “Don’t
show this again” in various system popup dialogs. Removing this directory
or its contents will cause Weka to display those prompts anew.

20.2 Anatomy of a package

A Weka package is a zip archive that must unpack to the current directory.
For example, the DTNB package contains the decision table naive Bayes hybrid
classifier and is delivered in a file called DTNB.zip. When unpacked this zip file
creates the following directory structure:

<current directory>
+-DTNB.jar

+-Description.props
+-build_package.xml
+-src

| +-main
| | +-java

| | +-weka
| | +-classifiers
| | +-rules

| | +-DTNB.java
| +-test

| +-java
| +-weka

| +-classifiers
| +-rules
| +-DTNBTest.java

+-lib
+-doc

When installing, the package manager will use the value of the “Package-
Name” field in the Description.props file (see below) to create a directory in
$WEKA_HOME/packages to hold the package contents. The contents of the doc

directory have not been shown in the above diagram, but this directory con-
tains javadoc for the DTNB class. A package must have a Description.props

file and contain at least one jar file with compiled java classes. The package
manager will attempt to load all jar files that it finds in the root directory and
the lib directory. Other files are optional, but if the package is open-source
then it is nice to include the source code and an ant build file that can be used
to compile the code. Template versions of the Description.props file and
build_package.xml file are available from the Weka site and from the Weka
wiki.

20.2.1 The description file

A valid package must contain a Description.props file that provides meta
data on the package. Identical files are stored at the central package repository
and the local cache maintained by the package manager. The package manager
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The Description.props contains basic information on the package in the
following format:

# Template Description file for a Weka package

# Package name (required)
PackageName=funkyPackage

# Version (required)

Version=1.0.0

#Date (year-month-day)

Date=2010-01-01

# Title (required)
Title=My cool algorithm

# Category (recommended)
Category=Classification

# Author (required)

Author=Joe Dev <joe@somewhere.net>,Dev2 <dev2@somewhereelse.net>

# Maintainer (required)

Maintainer=Joe Dev <joe@somewhere.net>

# License (required)
License=GPL 2.0|Mozilla

# Description (required)
Description=This package contains the famous Funky Classifer that performs \

truely funky prediction.

# Package URL for obtaining the package archive (required)
PackageURL=http://somewhere.net/weka/funkyPackage.zip

# URL for further information
URL=http://somewhere.net/funkyResearchInfo.html

# Enhances various other packages ?

Enhances=packageName1,packageName2,...

# Related to other packages?

Related=packageName1,packageName2,...

# Dependencies (format: packageName (equality/inequality version_number)
Depends=weka (>=3.7.1), packageName1 (=x.y.z), packageName2 (>u.v.w|<=x.y.z),...

Lines that begin with # are comments. The ‘‘PackageName’’, ‘‘Version’’,
‘‘Title’’, ‘‘Author’’, ‘‘Maintainer’’, ‘‘License’’, ‘‘Description’’and
‘‘PackageURL’’ fields are mandatory, the others are optional.

The ‘‘PackageName’’ and ‘‘Version’’ give the name of the package and
version number respectively. The name can consist of letters, numbers, and the
dot character. It should not start with a dot and should not contain any spaces.
The version number is a sequence of three non-negative integers separated by
single “.” or “-” characters.

The ‘‘Title’’ field should give a one sentence description of the package.
The ‘‘Description’’ field can give a longer description of the package spaning
multiple sentences. It may include technical references and can use HTML
markup.



308 CHAPTER 20. WEKA PACKAGES

The ‘‘Category’’ field is strongly recommended as this information is dis-
played on both the repository web site and in the GUI package manager client.
In the latter, the user can sort the packages on the basis of the category field. It
is recommended that an existing category be assigned if possible. Some exam-
ples include (Classification, Text classification, Ensemble learning, Regression,
Clustering, Associations, Preprocessing, Visualization, Explorer, Experimenter,
KnowledgeFlow).

The ‘‘Author’’ field describes who wrote the package and may include
multiple names (separated by commas). Email addresses may be given in angle
brackets after each name. The field is intended for human readers and no email
addresses are automatically extracted.

The ‘‘Maintainer’’ field lists who maintains the package and should in-
clude a single email address, enclosed in angle brackets, for sending bug reports
to.

The ‘‘License’’ field lists the license(s) that apply to the package. This
field may contain the short specification of a license (such as LGPL, GPL 2.0
etc.) or the string “file LICENSE”, where “LICENSE” exists as a file in the
top-level directory of the package. The string “Unlimited” may be supplied to
indicate that there are no restrictions on distribution or use aside from those
imposed by relevant laws.

The ‘‘PackageURL’’ field lists valid URL that points to the package zip file.
This URL is used by the package manager to download and install the package.

The optional ‘‘Depends’’ field gives a comma separated list of packages
which this package depends on. The name of a package is optionally followed by
a version number constraint enclosed in parenthesis. Valid operators for version
number constraints include =, <,>,<=, >=. The keyword “weka” is reserved
to refer to the base Weka system and can be used to indicate a dependency on
a particular version of Weka. For example:

Depends=weka (>=3.7.2), DTNB (=1.0.0)

states that this package requires Weka 3.7.2 or higher and version 1.0.0 of
the package DTNB.

Depends=weka (>3.7.1|<3.8.0)

states that this package requires a version of Weka between 3.7.1 and 3.8.0.

Depends=DTNB (<1.5.0|>=2.0.1)

states that this package requires that a version of the DTNB package be
installed that is either less than version 1.5.0 or greater than or equal to version
2.0.1.

If there is no version number constraint following a package name, the pack-
age manager assumes that the latest version of the dependent package is suitable.

The optional ‘‘URL’’ field gives a URL at which the user can find additional
online information about the package or its constituent algorithms.

The optional ‘‘Enhances’’ field can be used to indicate which other pack-
ages this package is based on (i.e. if it extends methods/algorithms from another
package in some fashion).
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The optional ‘‘Related’’ field is similar to the ‘‘Enhances’’ field. It can
be used to point the user to other packages that are related in some fashion to
this one.

There are several other fields that can be used to provide information to assist
the user with completing installation (if it can’t be completely accomplished
with the package zip file) or display error messages if necessary components are
missing:

MessageToDisplayOnInstall=Funky package requires some extra\n\
stuff to be installed after installing this package. You will\n\

need to blah, blah, blah in order to blah, blah, blah...

DoNotLoadIfFileNotPresent=lib/someLibrary.jar,otherStuff/important,...

DoNotLoadIfFileNotPresentMessage=funkyPackage can’t be loaded because some \
funky libraries are missing. Please download funkyLibrary.jar from \
http://www.funky.com and install in $WEKA_HOME/packages/funkyPackage/lib

DoNotLoadIfClassNotPresent=com.some.class.from.some.Where,org.some.other.Class,...

DoNotLoadIfClassNotPresentMessage=funkyPackage can’t be loaded because \
com.funky.FunkyClass can’t be instantiated. Have you downloaded and run \

the funky software installer for your platform?

The optional ‘‘MessageToDisplayOnInstall’’ field allows you to specify
special instructions to the user in order to help them complete the intallation
manually. This message gets displayed on the console, written to the log and
appears in a pop-up information dialog if using the GUI package manager. It
should include “\n” in order to avoid long lines when displayed in a GUI pop-up
dialog.

The optional ‘‘DoNotLoadIfFileNotPresent’’ field can be used to pre-
vent Weka from loading the package if the named files and/or directories are
not present in the package’s installation directory. An example is the mas-
siveOnlineAnalysis package. This package is a connector only package and does
not include the MOA library. Users of this package must download the moa.jar
file separately and copy it to the package’s lib directory manually. Multiple
files and directories can be specified as a comma separated list. All paths are
relative to the top-level directory of the package. IMPORTANT: use forward
slashes as separator characters, as these are portable accross all platforms. The
‘‘DoNotLoadIfFileNotPresentMessage’’ field can be used to supply an op-
tional message to display to the user if Weka detects that a file or directory is
missing from the package. This message will be displayed on the console and in
the log.
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The optional ‘‘DoNotLoadIfClassNotPresent’’ field can be used to pre-
vent Weka from loading the package if the named class(es) can’t be instan-
tiated. This is useful for packages that rely on stuff that has to be installed
manually by the user. For example, Java3D is a separate download on all
platforms except for OSX, and installs itself into the system JRE/JDK. The
‘‘DoNotLoadIfClassNotPresentMessage’’ field can be used to supply an op-
tional message to display to the user if Weka detects that a class can’t be
instantiated. Again, this will be displayed on the console and in the log.

20.2.2 Additional configuration files

Certain types of packages may require additional configuration files to be present
as part of the package. The last chapter covered various ways in which Weka
can be extended without having to alter the core Weka code. These plugin
mechanisms have been subsumed by the package management system, so some
of the configuration property files they require must be present in the package’s
top-level directory if the package in question contains such a plugin. Examples
include additional tabs for the Explorer, mappings to custom property editors
for Weka’s GenericObjectEditor and Knowledge Flow plugins. Here are some
examples:

The scatterPlot3D package adds a new tab to the Explorer. In order to ac-
complish this a property has to be set in the Explorer.props file (which contains
default values for the Explorer) in order to tell Weka to instantiate and display
the new panel. The scatterPlot3D file includes an “Explorer.props” file in its
top-level directory that has the following contents:

# Explorer.props file. Adds the Explorer3DPanel to the Tabs key.

Tabs=weka.gui.explorer.Explorer3DPanel

TabsPolicy=append

This property file is read by the package management system when the
package is loaded and any key-value pairs are added to existing Explorer prop-
erties that have been loaded by the system at startup. If the key already exists
in the Explorer properties, then the package has the option to either replace
(i.e. overwrite) or append to the existing value. This can be specified with the
TabsPolicy key. In this case, the value weka.gui.explorer.Explorer3DPanel
is appended to any existing value associated with the Tabs key. Explorer3DPanel
gets instantiated and added as a new tab when the Explorer starts.
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Another example is the kfGroovy package. This package adds a plugin com-
ponent to Weka’s Knowledge Flow that allows a Knowledge Flow step to be
implemented and compiled dynamically at runtime as a Groovy script. In order
for the Knowledge Flow to make the new step appear in its “Plugins” toolbar,
there needs to be a”Beans.props” file in the package’s top-level directory. In the
case of kfGroovy, this property file has the following contents:

# Specifies that this component goes into the Plugins toolbar

weka.gui.beans.KnowledgeFlow.Plugins=org.pentaho.dm.kf.GroovyComponent

More information on Knowledge Flow plugins is given in Section 7.5.

20.3 Contributing a package

If you have created a package for Weka then there are two options for making
it available to the community. In both cases, hosting the package’s zip archive
is the responsibility of the contributer.

The first, and official, route is to contact the current Weka maintainer
(normally also the admin of the Weka homepage) and supply your package’s
Description.props file. The Weka team will then test downloading and using
your package to make sure that there are no obvious problems with what has
been specified in the Description.props file and that the software runs and
does not contain any malware/malicious code. If all is well, then the package
will become an “official” Weka package and the central package repository meta
data will be updated with the package’s Description.props file. Responsibility
for maintaining and supporting the package resides with the contributer.

The second, and unofficial, route is to simply make the package’s zip archive
available on the web somewhere and advertise it yourself. Although users will
not be able to browse it’s description in the official package repository, they
will be able to download and install it directly from your URL by using the
command line version of the package manager. This route could be attractive
for people who have published a new algorithm and want to quiclky make a
beta version available for others to try without having to go through the official
route.

20.4 Creating a mirror of the package meta data
repository

In this section we discuss an easy approach to setting up and maintaining a
mirror of the package meta data repository. Having a local mirror may provide
faster access times than to that of the official repository on Sourceforge. Extend-
ing this approach to the creation of an alternative central repository (hosting
packages not available at the official repository) should be straight forward.
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Just about everything necessary for creating a mirror exists in the local
meta data cache created by Weka’s package management system. This cache
resides at $WEKA_HOME/repCache. The only thing missing (in Weka 3.7.2) for a
complete mirror is the file “images.txt”, that lists all the image files used in the
html index files. This file contains the following two lines:

Title-Bird-Header.gif

pentaho_logo_rgb_sm.png

“images.txt” is downloaded automatically by the package management sys-
tem in Weka 3.7.3 and higher.

To create a mirror:

1. Copy the contents of $WEKA_HOME/repCache to a temporary directory. For
the purposes of this example we’ll call it tempRep

2. Change directory into tempRep and run

java weka.core.RepositoryIndexGenerator .

Don’t forget the “.” after the command (this tells RepoistoryIndexGenerator
to operate on the current directory)

3. Change directory to the parent of tempRep and synchronize its contents to
wherever your web server is located (this is easy via rsync under Nix-like
operating systems).

RepositoryIndexGenerator automatically creates the main index.html file,
all the package index.html files and html files correpsonding to all version prop
files for each package. It will also create packageList.txtand numPackages.txt
files.

IMPORTANT: Make sure that all the files in tempRep are world readable.
It is easy to make packages available that are not part of the official Weka

repository. Assuming you want to add a package called “funkyPackage” (as
specified by the “PackageName” field in the Description.props file):

1. Create a directory called “funkyPackage” in tempRep

2. Copy the Description.propsfile to tempRep/funkyPackage/Latest.props

3. Copy the Description.props file to tempRep/funkyPackage/<version

number>.props, where “version number” is the version number specified
in the “Version” field of Description.props

4. Run RepositoryIndexGeneratoras described previously and sync tempRep
to your web server

Adding a new version of an existing package is very similar to what has
already been described. All that is required is that the new Description.props

file corresponding to the new version is copied to Latest.props and to <version
numer>.props in the package’s folder. Running RepositoryIndexGenerator

will ensure that all necessary html files are created and supporting text files are
updated.
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Automating the mirroring process would simply involve using your OS’s
scheduler to execute a script that:

1. Runs weka.core.WekaPackageManager -refresh-cache

2. rsyncs $WEKA_HOME/repCache to tempRep

3. Runs weka.core.RepoistoryIndexGenerator

4. rsyncs tempRep to your web server
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Chapter 21

Technical documentation

21.1 ANT

What is ANT? This is how the ANT homepage (http://ant.apache.org/)
defines its tool:

Apache Ant is a Java-based build tool. In theory, it is kind of like Make, but
without Make’s wrinkles.

21.1.1 Basics

• the ANT build file is based on XML (http://www.w3.org/XML/)

• the usual name for the build file is:

build.xml

• invocation—the usual build file needs not be specified explicitly, if it’s in
the current directory; if not target is specified, the default one is used

ant [-f <build-file>] [<target>]

• displaying all the available targets of a build file

ant [-f <build-file>] -projecthelp

21.1.2 Weka and ANT

• a build file for Weka is available from subversion

• some targets of interest

– clean–Removes the build, dist and reports directories; also any class
files in the source tree

– compile–Compile weka and deposit class files in
${path_modifier}/build/classes

– docs–Make javadocs into ${path_modifier}/doc

– exejar–Create an executable jar file in ${path_modifier}/dist

315

http://ant.apache.org/
http://www.w3.org/XML/
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21.2 CLASSPATH

The CLASSPATH environment variable tells Java where to look for classes.
Since Java does the search in a first-come-first-serve kind of manner, you’ll have
to take care where and what to put in your CLASSPATH. I, personally, never
use the environment variable, since I’m working often on a project in different
versions in parallel. The CLASSPATH would just mess up things, if you’re not
careful (or just forget to remove an entry). ANT (http://ant.apache.org/)
offers a nice way for building (and separating source code and class files) Java
projects. But still, if you’re only working on totally separate projects, it might
be easiest for you to use the environment variable.

21.2.1 Setting the CLASSPATH

In the following we add the mysql-connector-java-5.1.7-bin.jar to our
CLASSPATH variable (this works for any other jar archive) to make it possible to
access MySQL databases via JDBC.

Win32 (2k and XP)

We assume that the mysql-connector-java-5.1.7-bin.jar archive is located
in the following directory:

C:\Program Files\Weka-3-7

In the Control Panel click on System (or right click on My Computer and select
Properties) and then go to the Avanced tab. There you’ll find a button called
Environment Variables, click it. Depending on, whether you’re the only person
using this computer or it’s a lab computer shared by many, you can either create
a new system-wide (you’re the only user) environment variable or a user depen-
dent one (recommended for multi-user machines). Enter the following name for
the variable.

CLASSPATH

and add this value

C:\Program Files\Weka-3-7\mysql-connector-java-5.1.7-bin.jar

If you want to add additional jars, you will have to separate them with the path
separator, the semicolon “;” (no spaces!).

Unix/Linux

We make the assumption that the mysql jar is located in the following directory:

/home/johndoe/jars/

http://ant.apache.org/
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Open a shell and execute the following command, depending on the shell you’re
using:

• bash

export CLASSPATH=$CLASSPATH:/home/johndoe/jars/mysql-connector-java-5.1.7-bin.jar

• c shell

setenv CLASSPATH $CLASSPATH:/home/johndoe/jars/mysql-connector-java-5.1.7-bin.jar

Cygwin

The process is like with Unix/Linux systems, but since the host system is Win32
and therefore the Java installation also a Win32 application, you’ll have to use
the semicolon ; as separator for several jars.

21.2.2 RunWeka.bat

From version 3.5.4, Weka is launched differently under Win32. The simple batch
file got replaced by a central launcher class (= RunWeka.class) in combination
with an INI-file (= RunWeka.ini). The RunWeka.bat only calls this launcher
class now with the appropriate parameters. With this launcher approach it is
possible to define different launch scenarios, but with the advantage of hav-
ing placeholders, e.g., for the max heap size, which enables one to change the
memory for all setups easily.

The key of a command in the INI-file is prefixed with cmd_, all other keys
are considered placeholders:

cmd_blah=java ... command blah

bloerk= ... placeholder bloerk

A placeholder is surrounded in a command with #:

cmd_blah=java #bloerk#

Note: The key wekajar is determined by the -w parameter with which the
launcher class is called.

By default, the following commands are predefined:

• default
The default Weka start, without a terminal window.

• console
For debugging purposes. Useful as Weka gets started from a terminal
window.

• explorer
The command that’s executed if one double-clicks on an ARFF or XRFF
file.

In order to change the maximum heap size for all those commands, one only
has to modify the maxheap placeholder.
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For more information check out the comments in the INI-file.

21.2.3 java -jar

When you’re using the Java interpreter with the -jar option, be aware of the
fact that it overwrites your CLASSPATH and not augments it. Out of conve-
nience, people often only use the -jar option to skip the declaration of the main
class to start. But as soon as you need more jars, e.g., for database access, you
need to use the -classpath option and specify the main class.

Here’s once again how you start the Weka Main-GUIwith your current CLASSPATH
variable (and 128MB for the JVM):

• Linux
java -Xmx128m -classpath $CLASSPATH:weka.jar weka.gui.Main

• Win32
java -Xmx128m -classpath "%CLASSPATH%;weka.jar" weka.gui.Main

21.3 Subversion

21.3.1 General

The Weka Subversion repository is accessible and browseable via the following
URL:

https://svn.scms.waikato.ac.nz/svn/weka/

A Subversion repository has usually the following layout:

root

|

+- trunk

|

+- tags

|

+- branches

Where trunk contains the main trunk of the development, tags snapshots in
time of the repository (e.g., when a new version got released) and branches
development branches that forked off the main trunk at some stage (e.g., legacy
versions that still get bugfixed).

21.3.2 Source code

The latest version of the Weka source code can be obtained with this URL:

https://svn.scms.waikato.ac.nz/svn/weka/trunk/weka

If you want to obtain the source code of the book version, use this URL:

https://svn.scms.waikato.ac.nz/svn/weka/
https://svn.scms.waikato.ac.nz/svn/weka/trunk/weka
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https://svn.scms.waikato.ac.nz/svn/weka/branches/book2ndEd-branch/weka

21.3.3 JUnit

The latest version of Weka’s JUnit tests can be obtained with this URL:

https://svn.scms.waikato.ac.nz/svn/weka/trunk/tests

And if you want to obtain the JUnit tests of the book version, use this URL:

https://svn.scms.waikato.ac.nz/svn/weka/branches/book2ndEd-branch/tests

21.3.4 Specific version

Whenever a release of Weka is generated, the repository gets tagged

• dev-X-Y-Z

the tag for a release of the developer version, e.g., dev-3.7.0 for Weka 3.7.0
https://svn.scms.waikato.ac.nz/svn/weka/tags/dev-3-7-0

• stable-X-Y-Z

the tag for a release of the book version, e.g., stable-3-4-15 for Weka 3.4.15
https://svn.scms.waikato.ac.nz/svn/weka/tags/stable-3-4-15

21.3.5 Clients

Commandline

Modern Linux distributions already come with Subversion either pre-installed
or easily installed via the package manager of the distribution. If that shouldn’t
be case, or if you are using Windows, you have to download the appropriate
client from the Subversion homepage (http://subversion.tigris.org/).
A checkout of the current developer version of Weka looks like this:

svn co https://svn.scms.waikato.ac.nz/svn/weka/trunk/weka

SmartSVN

SmartSVN (http://smartsvn.com/) is a Java-based, graphical, cross-platform
client for Subversion. Though it is not open-source/free software, the foundation
version is for free.

TortoiseSVN

Under Windows, TortoiseCVS was a CVS client, neatly integrated into the
Windows Explorer. TortoiseSVN (http://tortoisesvn.tigris.org/) is the
equivalent for Subversion.

https://svn.scms.waikato.ac.nz/svn/weka/branches/book2ndEd-branch/weka
https://svn.scms.waikato.ac.nz/svn/weka/trunk/tests
https://svn.scms.waikato.ac.nz/svn/weka/branches/book2ndEd-branch/tests
https://svn.scms.waikato.ac.nz/svn/weka/tags/dev-3-7-0
https://svn.scms.waikato.ac.nz/svn/weka/tags/stable-3-4-15
http://subversion.tigris.org/
http://smartsvn.com/
http://tortoisesvn.tigris.org/
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21.4 GenericObjectEditor

21.4.1 Introduction

As of version 3.4.4 it is possible for WEKA to dynamically discover classes at
runtime (rather than using only those specified in the GenericObjectEditor.props
(GOE) file). In some versions (3.5.8, 3.6.0) this facility was not enabled by de-
fault as it is a bit slower than the GOE file approach, and, furthermore, does
not function in environments that do not have a CLASSPATH (e.g., application
servers). Later versions (3.6.1, 3.7.0) enabled the dynamic discovery again, as
WEKA can now distinguish between being a standalone Java application or
being run in a non-CLASSPATH environment.

If you wish to enable or disable dynamic class discovery, the relevant file
to edit is GenericPropertiesCreator.props (GPC). You can obtain this file
either from the weka.jar or weka-src.jar archive. Open one of these files
with an archive manager that can handle ZIP files (for Windows users, you
can use 7-Zip (http://7-zip.org/) for this) and navigate to the weka/gui

directory, where the GPC file is located. All that is required, is to change the
UseDynamic property in this file from false to true (for enabling it) or the
other way round (for disabling it). After changing the file, you just place it in
your home directory. In order to find out the location of your home directory,
do the following:

• Linux/Unix

– Open a terminal

– run the following command:
echo $HOME

• Windows

– Open a command-primpt

– run the following command:
echo %USERPROFILE%

If dynamic class discovery is too slow, e.g., due to an enormous CLASSPATH,
you can generate a new GenericObjectEditor.props file and then turn dy-
namic class discovery off again. It is assumed that you already placed the GPC
file in your home directory (see steps above) and that the weka.jar jar archive
with the WEKA classes is in your CLASSPATH (otherwise you have to add it
to the java call using the -classpath option).

http://7-zip.org/
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For generating the GOE file, execute the following steps:

• generate a new GenericObjectEditor.props file using the following com-
mand:

– Linux/Unix

java weka.gui.GenericPropertiesCreator \

$HOME/GenericPropertiesCreator.props \

$HOME/GenericObjectEditor.props

– Windows (command must be in one line)

java weka.gui.GenericPropertiesCreator

%USERPROFILE%\GenericPropertiesCreator.props

%USERPROFILE%\GenericObjectEditor.props

• edit the GenericPropertiesCreator.props file in your home directory
and set UseDynamic to false.

A limitation of the GOE prior to 3.4.4 was, that additional classifiers, filters,
etc., had to fit into the same package structure as the already existing ones,
i.e., all had to be located below weka. WEKA can now display multiple class
hierarchies in the GUI, which makes adding new functionality quite easy as we
will see later in an example (it is not restricted to classifiers only, but also works
with all the other entries in the GPC file).

21.4.2 File Structure

The structure of the GOE is a key-value-pair, separated by an equals-sign. The
value is a comma separated list of classes that are all derived from the su-
perclass/superinterface key. The GPC is slightly different, instead of declar-
ing all the classes/interfaces one need only to specify all the packages de-
scendants are located in (only non-abstract ones are then listed). E.g., the
weka.classifiers.Classifier entry in the GOE file looks like this:

weka.classifiers.Classifier=\

weka.classifiers.bayes.AODE,\

weka.classifiers.bayes.BayesNet,\

weka.classifiers.bayes.ComplementNaiveBayes,\

weka.classifiers.bayes.NaiveBayes,\

weka.classifiers.bayes.NaiveBayesMultinomial,\

weka.classifiers.bayes.NaiveBayesSimple,\

weka.classifiers.bayes.NaiveBayesUpdateable,\

weka.classifiers.functions.LeastMedSq,\

weka.classifiers.functions.LinearRegression,\

weka.classifiers.functions.Logistic,\

...

The entry producing the same output for the classifiers in the GPC looks like
this (7 lines instead of over 70 for WEKA 3.4.4):

weka.classifiers.Classifier=\

weka.classifiers.bayes,\

weka.classifiers.functions,\

weka.classifiers.lazy,\

weka.classifiers.meta,\

weka.classifiers.trees,\

weka.classifiers.rules
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21.4.3 Exclusion

It may not always be desired to list all the classes that can be found along the
CLASSPATH. Sometimes, classes cannot be declared abstract but still shouldn’t
be listed in the GOE. For that reason one can list classes, interfaces, superclasses
for certain packages to be excluded from display. This exclusion is done with
the following file:

weka/gui/GenericPropertiesCreator.excludes

The format of this properties file is fairly simple:

<key>=<prefix>:<class>[,<prefix>:<class>]

Where the <key> corresponds to a key in the GenericPropertiesCreator.props
file and the <prefix> can be one of the following:

• S = Superclass
any class derived from this will be excluded

• I = Interface
any class implementing this interface will be excluded

• C = Class
exactly this class will be excluded

Here are a few examples:

# exclude all ResultListeners that also implement the ResultProducer interface

# (all ResultProducers do that!)

weka.experiment.ResultListener=\

I:weka.experiment.ResultProducer

# exclude J48 and all SingleClassifierEnhancers

weka.classifiers.Classifier=\

C:weka.classifiers.trees.J48,\

S:weka.classifiers.SingleClassifierEnhancer

21.4.4 Class Discovery

Unlike the Class.forName(String) method that grabs the first class it can
find in the CLASSPATH, and therefore fixes the location of the package it found
the class in, the dynamic discovery examines the complete CLASSPATH you are
starting the Java Virtual Machine (= JVM) with. This means that you can
have several parallel directories with the same WEKA package structure, e.g.,
the standard release of WEKA in one directory (/distribution/weka.jar)
and another one with your own classes (/development/weka/...), and display
all of the classifiers in the GUI. In case of a name conflict, i.e., two directories
contain the same class, the first one that can be found is used. In a nutshell,
your java call of the GUIChooser can look like this:

java -classpath "/development:/distribution/weka.jar" weka.gui.GUIChooser

Note: Windows users have to replace the “:” with “;” and the forward slashes
with backslashes.
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21.4.5 Multiple Class Hierarchies

In case you are developing your own framework, but still want to use your clas-
sifiers within WEKA that was not possible with WEKA prior to 3.4.4. Starting
with the release 3.4.4 it is possible to have multiple class hierarchies being dis-
played in the GUI. If you have developed a modified version of NaiveBayes, let
us call it DummyBayes and it is located in the package dummy.classifiers
then you will have to add this package to the classifiers list in the GPC file like
this:

weka.classifiers.Classifier=\

weka.classifiers.bayes,\

weka.classifiers.functions,\

weka.classifiers.lazy,\

weka.classifiers.meta,\

weka.classifiers.trees,\

weka.classifiers.rules,\

dummy.classifiers

Your java call for the GUIChooser might look like this:
java -classpath "weka.jar:dummy.jar" weka.gui.GUIChooser

Starting up the GUI you will now have another root node in the tree view of the
classifiers, called root, and below it the weka and the dummy package hierarchy
as you can see here:
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21.4.6 Capabilities

Version 3.5.3 of Weka introduced the notion of Capabilities. Capabilities basi-
cally list what kind of data a certain object can handle, e.g., one classifier can
handle numeric classes, but another cannot. In case a class supports capabili-
ties the additional buttons Filter... and Remove filter will be available in the
GOE. The Filter... button pops up a dialog which lists all available Capabilities:

One can then choose those capabilities an object, e.g., a classifier, should have.
If one is looking for classification problem, then the Nominal class Capability
can be selected. On the other hand, if one needs a regression scheme, then the
Capability Numeric class can be selected. This filtering mechanism makes the
search for an appropriate learning scheme easier. After applying that filter, the
tree with the objects will be displayed again and lists all objects that can handle
all the selected Capabilities black, the ones that cannot grey and the ones that
might be able to handle them blue (e.g., meta classifiers which depend on their
base classifier(s)).
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21.5 Properties

A properties file is a simple text file with this structure:

<key>=<value>

Comments start with the hash sign #.

To make a rather long property line more readable, one can use a backslash to
continue on the next line. The Filter property, e.g., looks like this:

weka.filters.Filter= \

weka.filters.supervised.attribute, \

weka.filters.supervised.instance, \

weka.filters.unsupervised.attribute, \

weka.filters.unsupervised.instance

21.5.1 Precedence

The Weka property files (extension .props) are searched for in the following
order:

• current directory

• the user’s home directory (*nix $HOME, Windows %USERPROFILE%)

• the class path (normally the weka.jar file)

If Weka encounters those files it only supplements the properties, never overrides
them. In other words, a property in the property file of the current directory
has a higher precedence than the one in the user’s home directory.

Note: Under Cywgin (http://cygwin.com/), the home directory is still the
Windows one, since the java installation will be still one for Windows.

21.5.2 Examples

• weka/gui/LookAndFeel.props

• weka/gui/GenericPropertiesCreator.props

• weka/gui/beans/Beans.props

http://cygwin.com/
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21.6 XML

Weka now supports XML (http://www.w3c.org/XML/) (eXtensible Markup
Language) in several places.

21.6.1 Command Line

WEKA now allows Classifiers and Experiments to be started using an -xml

option followed by a filename to retrieve the command line options from the
XML file instead of the command line.

For such simple classifiers like e.g. J48 this looks like overkill, but as soon
as one uses Meta-Classifiers or Meta-Meta-Classifiers the handling gets tricky
and one spends a lot of time looking for missing quotes. With the hierarchical
structure of XML files it is simple to plug in other classifiers by just exchanging
tags.

The DTD for the XML options is quite simple:

<!DOCTYPE options

[

<!ELEMENT options (option)*>

<!ATTLIST options type CDATA "classifier">

<!ATTLIST options value CDATA "">

<!ELEMENT option (#PCDATA | options)*>

<!ATTLIST option name CDATA #REQUIRED>

<!ATTLIST option type (flag | single | hyphens | quotes) "single">

]

>

The type attribute of the option tag needs some explanations. There are cur-
rently four different types of options in WEKA:

• flag
The simplest option that takes no arguments, like e.g. the -V flag for
inversing an selection.

<option name="V" type="flag"/>

• single
The option takes exactly one parameter, directly following after the op-
tion, e.g., for specifying the trainings file with -t somefile.arff. Here
the parameter value is just put between the opening and closing tag. Since
single is the default value for the type tag we don’t need to specify it ex-
plicitly.

<option name="t">somefile.arff</option>

• hyphens
Meta-Classifiers like AdaBoostM1 take another classifier as option with
the -W option, where the options for the base classifier follow after the
--. And here it is where the fun starts: where to put parameters for the
base classifier if the Meta-Classifier itself is a base classifier for another
Meta-Classifier?

http://www.w3c.org/XML/
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E.g., does -W weka.classifiers.trees.J48 -- -C 0.001 become this:

<option name="W" type="hyphens">

<options type="classifier" value="weka.classifiers.trees.J48">

<option name="C">0.001</option>

</options>

</option>

Internally, all the options enclosed by the options tag are pushed to the
end after the -- if one transforms the XML into a command line string.

• quotes
A Meta-Classifier like Stacking can take several -B options, where each
single one encloses other options in quotes (this itself can contain a Meta-
Classifier!). From -B ‘‘weka.classifiers.trees.J48’’ we then get
this XML:

<option name="B" type="quotes">

<options type="classifier" value="weka.classifiers.trees.J48"/>

</option>

With the XML representation one doesn’t have to worry anymore about
the level of quotes one is using and therefore doesn’t have to care about
the correct escaping (i.e. ‘‘ ... \" ... \" ...’’) since this is done
automatically.
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And if we now put all together we can transform this more complicated
command line (java and the CLASSPATH omitted):

<options type="class" value="weka.classifiers.meta.Stacking">

<option name="B" type="quotes">

<options type="classifier" value="weka.classifiers.meta.AdaBoostM1">

<option name="W" type="hyphens">

<options type="classifier" value="weka.classifiers.trees.J48">

<option name="C">0.001</option>

</options>

</option>

</options>

</option>

<option name="B" type="quotes">

<options type="classifier" value="weka.classifiers.meta.Bagging">

<option name="W" type="hyphens">

<options type="classifier" value="weka.classifiers.meta.AdaBoostM1">

<option name="W" type="hyphens">

<options type="classifier" value="weka.classifiers.trees.J48"/>

</option>

</options>

</option>

</options>

</option>

<option name="B" type="quotes">

<options type="classifier" value="weka.classifiers.meta.Stacking">

<option name="B" type="quotes">

<options type="classifier" value="weka.classifiers.trees.J48"/>

</option>

</options>

</option>

<option name="t">test/datasets/hepatitis.arff</option>

</options>

Note: The type and value attribute of the outermost options tag is not used
while reading the parameters. It is merely for documentation purposes, so that
one knows which class was actually started from the command line.

Responsible Class(es):

weka.core.xml.XMLOptions
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21.6.2 Serialization of Experiments

It is now possible to serialize the Experiments from the WEKA Experimenter
not only in the proprietary binary format Java offers with serialization (with
this you run into problems trying to read old experiments with a newer WEKA
version, due to different SerialUIDs), but also in XML. There are currently two
different ways to do this:

• built-in
The built-in serialization captures only the necessary informations of an
experiment and doesn’t serialize anything else. It’s sole purpose is to save
the setup of a specific experiment and can therefore not store any built
models. Thanks to this limitation we’ll never run into problems with
mismatching SerialUIDs.

This kind of serialization is always available and can be selected via a
Filter (*.xml) in the Save/Open-Dialog of the Experimenter.

The DTD is very simple and looks like this (for version 3.4.5):

<!DOCTYPE object[

<!ELEMENT object (#PCDATA | object)*>

<!ATTLIST object name CDATA #REQUIRED>

<!ATTLIST object class CDATA #REQUIRED>

<!ATTLIST object primitive CDATA "no">

<!ATTLIST object array CDATA "no">

<!ATTLIST object null CDATA "no">

<!ATTLIST object version CDATA "3.4.5">

]>

Prior to versions 3.4.5 and 3.5.0 it looked like this:

<!DOCTYPE object

[

<!ELEMENT object (#PCDATA | object)*>

<!ATTLIST object name CDATA #REQUIRED>

<!ATTLIST object class CDATA #REQUIRED>

<!ATTLIST object primitive CDATA "yes">

<!ATTLIST object array CDATA "no">

]

>

Responsible Class(es):

weka.experiment.xml.XMLExperiment

for general Serialization:

weka.core.xml.XMLSerialization

weka.core.xml.XMLBasicSerialization
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• KOML (http://old.koalateam.com/xml/serialization/)
The Koala Object Markup Language (KOML) is published under the
LGPL (http://www.gnu.org/copyleft/lgpl.html) and is an alterna-
tive way of serializing and derserializing Java Objects in an XML file.
Like the normal serialization it serializes everything into XML via an Ob-
jectOutputStream, including the SerialUID of each class. Even though we
have the same problems with mismatching SerialUIDs it is at least pos-
sible edit the XML files by hand and replace the offending IDs with the
new ones.

In order to use KOML one only has to assure that the KOML classes
are in the CLASSPATH with which the Experimenter is launched. As
soon as KOML is present another Filter (*.koml) will show up in the
Save/Open-Dialog.

The DTD for KOML can be found at http://old.koalateam.com/xml/koml12.dtd

Responsible Class(es):

weka.core.xml.KOML

The experiment class can of course read those XML files if passed as input or out-
put file (see options of weka.experiment.Experiment and weka.experiment.RemoteExperiment

21.6.3 Serialization of Classifiers

The options for models of a classifier, -l for the input model and -d for the out-
put model, now also supports XML serialized files. Here we have to differentiate
between two different formats:

• built-in
The built-in serialization captures only the options of a classifier but not
the built model. With the -l one still has to provide a training file, since
we only retrieve the options from the XML file. It is possible to add more
options on the command line, but it is no check performed whether they
collide with the ones stored in the XML file.

The file is expected to end with .xml.

• KOML
Since the KOML serialization captures everything of a Java Object we can
use it just like the normal Java serialization.

The file is expected to end with .koml.

The built-in serialization can be used in the Experimenter for loading/saving
options from algorithms that have been added to a Simple Experiment. Unfor-
tunately it is not possible to create such a hierarchical structure like mentioned
in Section 21.6.1. This is because of the loss of information caused by the
getOptions() method of classifiers: it returns only a flat String-Array and not
a tree structure.

http://old.koalateam.com/xml/serialization/
http://www.gnu.org/copyleft/lgpl.html
http://old.koalateam.com/xml/koml12.dtd
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Responsible Class(es):

weka.core.xml.KOML

weka.classifiers.xml.XMLClassifier

21.6.4 Bayesian Networks

The GraphVisualizer (weka.gui.graphvisualizer.GraphVisualizer) can save
graphs into the Interchange Format
(http://www-2.cs.cmu.edu/~fgcozman/Research/InterchangeFormat/) for
Bayesian Networks (BIF). If started from command line with an XML filename
as first parameter and not from the Explorer it can display the given file directly.

The DTD for BIF is this:

<!DOCTYPE BIF [

<!ELEMENT BIF ( NETWORK )*>

<!ATTLIST BIF VERSION CDATA #REQUIRED>

<!ELEMENT NETWORK ( NAME, ( PROPERTY | VARIABLE | DEFINITION )* )>

<!ELEMENT NAME (#PCDATA)>

<!ELEMENT VARIABLE ( NAME, ( OUTCOME | PROPERTY )* ) >

<!ATTLIST VARIABLE TYPE (nature|decision|utility) "nature">

<!ELEMENT OUTCOME (#PCDATA)>

<!ELEMENT DEFINITION ( FOR | GIVEN | TABLE | PROPERTY )* >

<!ELEMENT FOR (#PCDATA)>

<!ELEMENT GIVEN (#PCDATA)>

<!ELEMENT TABLE (#PCDATA)>

<!ELEMENT PROPERTY (#PCDATA)>

]>

Responsible Class(es):

weka.classifiers.bayes.BayesNet#toXMLBIF03()

weka.classifiers.bayes.net.BIFReader

weka.gui.graphvisualizer.BIFParser

21.6.5 XRFF files

With Weka 3.5.4 a new, more feature-rich, XML-based data format got intro-
duced: XRFF. For more information, please see Chapter 12.

http://www-2.cs.cmu.edu/~fgcozman/Research/InterchangeFormat/
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Chapter 22

Other resources

22.1 Mailing list

The WEKA Mailing list can be found here:

• http://list.scms.waikato.ac.nz/mailman/listinfo/wekalist

for subscribing/unsubscribing the list

• https://list.scms.waikato.ac.nz/pipermail/wekalist/

(Mirrors: http://news.gmane.org/gmane.comp.ai.weka,
http://www.nabble.com/WEKA-f435.html)
for searching previous posted messages

Before posting, please read the Mailing List Etiquette:
http://www.cs.waikato.ac.nz/~ml/weka/mailinglist_etiquette.html.

22.2 Troubleshooting

Here are a few of things that are useful to know when you are having trouble
installing or running Weka successfullyon your machine.

NB these java commands refer to ones executed in a shell (bash, command
prompt, etc.) and NOT to commands executed in the SimpleCLI.

22.2.1 Weka download problems

When you download Weka, make sure that the resulting file size is the same
as on our webpage. Otherwise things won’t work properly. Apparently some
web browsers have trouble downloading Weka.

22.2.2 OutOfMemoryException

Most Java virtual machines only allocate a certain maximum amount of memory
to run Java programs. Usually this is much less than the amount of RAM in
your computer. However, you can extend the memory available for the virtual
machine by setting appropriate options. With Sun’s JDK, for example, you can
go
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http://list.scms.waikato.ac.nz/mailman/listinfo/wekalist
https://list.scms.waikato.ac.nz/pipermail/wekalist/
http://news.gmane.org/gmane.comp.ai.weka
http://www.nabble.com/WEKA-f435.html
http://www.cs.waikato.ac.nz/~ml/weka/mailinglist_etiquette.html
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java -Xmx100m ...

to set the maximum Java heap size to 100MB. For more information about these
options see http://java.sun.com/docs/hotspot/VMOptions.html.

22.2.2.1 Windows

Book version
You have to modify the JVM invocation in the RunWeka.bat batch file in your
installation directory.

Developer version

• up to Weka 3.5.2
just like the book version.

• Weka 3.5.3
You have to modify the link in the Windows Start menu, if you’re starting
the console-less Weka (only the link with console in its name executes the
RunWeka.bat batch file)

• Weka 3.5.4 and higher Due to the new launching scheme, you no longer
modify the batch file, but the RunWeka.ini file. In that particular file,
you’ll have to change the maxheap placeholder. See section 21.2.2.

22.2.3 Mac OSX

In your Weka installation directory (weka-3-x-y.app) locate the Contents sub-
directory and edit the Info.plist file. Near the bottom of the file you should
see some text like:

<key>VMOptions</key>

<string>-Xmx256M</string>

Alter the 256M to something higher.

22.2.4 StackOverflowError

Try increasing the stack of your virtual machine. With Sun’s JDK you can use
this command to increase the stacksize:

java -Xss512k ...

http://java.sun.com/docs/hotspot/VMOptions.html
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to set the maximum Java stack size to 512KB. If still not sufficient, slowly
increase it.

22.2.5 just-in-time (JIT) compiler

For maximum enjoyment, use a virtual machine that incorporates a just-in-
time compiler. This can speed things up quite significantly. Note also that
there can be large differences in execution time between different virtual ma-
chines.

22.2.6 CSV file conversion

Either load the CSV file in the Explorer or use the CVS converter on the com-
mandline as follows:

java weka.core.converters.CSVLoader filename.csv > filename.arff

22.2.7 ARFF file doesn’t load

One way to figure out why ARFF files are failing to load is to give them to the
Instances class. At the command line type the following:

java weka.core.Instances filename.arff

where you substitute ’filename’ for the actual name of your file. This should
return an error if there is a problem reading the file, or show some statistics if
the file is ok. The error message you get should give some indication of what is
wrong.

22.2.8 Spaces in labels of ARFF files

A common problem people have with ARFF files is that labels can only have
spaces if they are enclosed in single quotes, i.e. a label such as:

some value

should be written either ’some value’ or some value in the file.

22.2.9 CLASSPATH problems

Having problems getting Weka to run from a DOS/UNIX command prompt?
Getting java.lang.NoClassDefFoundError exceptions? Most likely yourCLASS-
PATH environment variable is not set correctly - it needs to point to the
Weka.jar file that you downloaded with Weka (or the parent of the Weka direc-
tory if you have extracted the jar). Under DOS this can be achieved with:

set CLASSPATH=c:\weka-3-4\weka.jar;%CLASSPATH%



336 CHAPTER 22. OTHER RESOURCES

Under UNIX/Linux something like:

export CLASSPATH=/home/weka/weka.jar:$CLASSPATH

An easy way to get avoid setting the variable this is to specify the CLASSPATH
when calling Java. For example, if the jar file is located at c:\weka-3-4\weka.jar
you can use:

java -cp c:\weka-3-4\weka.jar weka.classifiers... etc.

See also Section 21.2.

22.2.10 Instance ID

People often want to tag their instances with identifiers, so they can keep
track of them and the predictions made on them.

22.2.10.1 Adding the ID

A new ID attribute is added real easy: one only needs to run the AddID filter
over the dataset and it’s done. Here’s an example (at a DOS/Unix command
prompt):

java weka.filters.unsupervised.attribute.AddID

-i data_without_id.arff

-o data_with_id.arff

(all on a single line).
Note: the AddID filter adds a numeric attribute, not a String attribute

to the dataset. If you want to remove this ID attribute for the classifier in a
FilteredClassifier environment again, use the Remove filter instead of the
RemoveType filter (same package).

22.2.10.2 Removing the ID

If you run from the command line you can use the -p option to output predic-
tions plus any other attributes you are interested in. So it is possible to have a
string attribute in your data that acts as an identifier. A problem is that most
classifiers don’t like String attributes, but you can get around this by using the
RemoveType (this removes String attributes by default).

Here’s an example. Lets say you have a training file named train.arff,
a testing file named test.arff, and they have an identifier String attribute
as their 5th attribute. You can get the predictions from J48 along with the
identifier strings by issuing the following command (at a DOS/Unix command
prompt):

java weka.classifiers.meta.FilteredClassifier

-F weka.filters.unsupervised.attribute.RemoveType

-W weka.classifiers.trees.J48

-t train.arff -T test.arff -p 5

(all on a single line).
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If you want, you can redirect the output to a file by adding “> output.txt”
to the end of the line.

In the Explorer GUI you could try a similar trick of using the String attribute
identifiers here as well. Choose the FilteredClassifier, with RemoveType as
the filter, and whatever classifier you prefer. When you visualize the results you
will need click through each instance to see the identifier listed for each.

22.2.11 Visualization

Access to visualization from the ClassifierPanel, ClusterPanel and Attribute-
Selection panel is available from a popup menu. Click the right mouse button
over an entry in the Result list to bring up the menu. You will be presented with
options for viewing or saving the text output and—depending on the scheme—
further options for visualizing errors, clusters, trees etc.

22.2.12 Memory consumption and Garbage collector

There is the ability to print how much memory is available in the Explorer
and Experimenter and to run the garbage collector. Just right click over the
Status area in the Explorer/Experimenter.

22.2.13 GUIChooser starts but not Experimenter or Ex-
plorer

The GUIChooser starts, but Explorer and Experimenter don’t start and output
an Exception like this in the terminal:

/usr/share/themes/Mist/gtk-2.0/gtkrc:48: Engine "mist" is unsupported, ignoring

---Registering Weka Editors---

java.lang.NullPointerException

at weka.gui.explorer.PreprocessPanel.addPropertyChangeListener(PreprocessPanel.java:519)

at javax.swing.plaf.synth.SynthPanelUI.installListeners(SynthPanelUI.java:49)

at javax.swing.plaf.synth.SynthPanelUI.installUI(SynthPanelUI.java:38)

at javax.swing.JComponent.setUI(JComponent.java:652)

at javax.swing.JPanel.setUI(JPanel.java:131)

...

This behavior happens only under Java 1.5 and Gnome/Linux, KDE doesn’t
produce this error. The reason for this is, that Weka tries to look more “native”
and therefore sets a platform-specific Swing theme. Unfortunately, this doesn’t
seem to be working correctly in Java 1.5 together with Gnome. A workaround
for this is to set the cross-platform Metal theme.

In order to use another theme one only has to create the following properties
file in ones home directory:

LookAndFeel.props

With this content:
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Theme=javax.swing.plaf.metal.MetalLookAndFeel

22.2.14 KnowledgeFlow toolbars are empty

In the terminal, you will most likely see this output as well:

Failed to instantiate: weka.gui.beans.Loader

This behavior can happen under Gnome with Java 1.5, see Section 22.2.13 for
a solution.

22.2.15 Links

• Java VM options (http://java.sun.com/docs/hotspot/VMOptions.html)

http://java.sun.com/docs/hotspot/VMOptions.html
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Introduction to Flexible and 

Collaborative robotics

Content 

Introduction

Drivers, markets and opportunities

Models and characteristics

Key technologies

Research and potential application areas



Technologies for flexibility

in the industry



Cobot, is a robot 

intended to physically 
interact with humans
in a shared workspace

wikipedia



Unicycle cobot
Control modes “Free" 
and “Virtual surface“



Combine

• Dextery
• Flexibility
• Problem solving

• Strength

• Durability

• Repetitivity



Drivers, markets and 

opportunities



New paradigm in industry

• Integration people

sensors

in shopfloor

• Process flexibility

• Competitiviness

• Productivity

• Quality

• Costs, efficiency

• Ergonomy



ADVANCED ROBOTICS

FLEXIBLE ROBOTICS
T

a
s
k
 
c
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m

p
l
e
x
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y

PRE-ESTABLISHED 

LOGIC

CONTROL, 

DECISSION

CREATIVITY, 

PROBLEM 

SOLVING

ENVIRONMENT/OBJECT STRUCTURED SEMI-STRUCTURED UNSTRUCTURED

CONVENTIONAL 

ROBOTICS

MANUAL / HUMAN ADVANTAGE

BATCH SIZE HIGH LOW

VARIABILITY LOW HIGH

P
r
o

d
u

c
t
i
v
i
t
y

LOW

HIGH



REACH 1-1,3 m Up to 6m

PAYLOAD Max 35kg Up to 1000kg

SPEED Limited High

REPEATIBILITY - -

SAFETY Shared space Fences

TORQUE SENSING Yes No

PROGRAMMING Teaching Conventional

APPLICATIONS New -

PRICE Low cost -



CONVENTIONAL 

ROBOTS

Applications in complex 

processes that require 

integration of sensors and 

advanced processing

COLLABORATIVE 

ROBOTS

Human-robot collaboration in 

the same workspace to perform

collaboartive tasks such as 

components assembly

SERVICE 

ROBOTS

Robots for applications 

demanding mobility in the plant 

for intra-logistic or maintenance 

operations 



Fanuc
29%

Yaskawa
21%

ABB
18% Kawasaki

8%

Nachi
7%

Kuka
6%

Denso
6%

Epson
3%Adept

2%

Worlwide installations
Source: TheRoboReport

Top 8 
International 
companies in 
Robotics

1
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3 PREDICTIONS

1. Productivity will continue 

to benefit from industrial 

automation

2. We’ll find new applications 

for AI and robotics

3. Robotics for Ecommerce



Productivity will 

continue to benefit from 

industrial automation

More collaborative robots, 

2018, 30 percent of all new 

robotic deployments  

(IDC International Data Corp's ) 

1



We’ll find new 

applications for 

AI and robotics

By 2020, 60 percent of robots 

will depend on cloud-

based software

2



GRASPING 

PROBLEM

Google approach
Fuente: Google
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Robotics for Ecommerce

By 2018, 45 percent of the 200 leading global ecommerce 

and omni-channel commerce companies will deploy robotics 

systems in their order fulfillment warehousing and delivery 

operations.



Logistics race



Health

Fuente: Intuitive Surgical’s DaVinci



Aeronautics

Fuente: Airbus



New working 
environments
• Burden, risky work

• Quality, efficiency, costs



Models and 

characteristics



4

3

CHARACTERISTICS

Adaptative, integrable, 

extensible

Deals with variability

Easy to use

Out of the box 

Trained not programmed

Safe

For human working around

Slower

Less power, payload

Affordable

ROI short term

1

2

5



• 7-14kg
• 7 dof
• Force sensor in each axe
• ~70,000€



• 3-5-10 kg
• 6 dof
• Force estimation
• ~ 9,000 – 25,000€



• 2,3 kg
• 7 dof each arm
• Force sensor
• Integrated cameras
• 22,000€



• 0,5kg each arm
• 7 dof each arm
• Force sensor
• Integrated cameras
• 35,000€







Key 

technologies



PERCEPTION

Information processing for object

recognition, pose identification and 

environment monitoring

AUTONOMY AND ADAPTATION

To endow the systems with intelligent 

strategies for decision making 

integrating sensor information

MECHATRONIC SYSTEMS

Design and development of 

multifunctional and highly 

configurable application oriented 

robotic systems

SAFETY AND USABILITY IN 

COLLABORATIVE 

ENVIRONMENTS

Designing and creating work 

environments where human-robot 

collaboration is safe and intuitive



Autonomy and adaptation

Collaboration

• Task planning

• On-line trajectory generation : collision 
avoidance

• Autonomous movility and manipulation  in 
robotic platforms

• Natural interaction, multimodal system

Systems that adapt depending on
sensor information

41



Autonomy and adaptation

Uncertainty and variability
• People

• Environment

• Object variability

Technologies
• Machine Learning, Deep learning

• Semantic technologies

• Cloud computing, virtualization, knowledge
sharing

• Teaching and programming

• Connectivity, Industry 4.0

Learning to manage uncertainty

42



Perception

Environment

• 2D/3D,  sensor fusion 

• Object recognition in unstructured environments

• Contact, collisions

• Adaptation and trajectory guidance

Interaction

• Movement tracking and analysis

• People detection, activities and intentions

• Scene analysis and understanding

• Natural language processing

Sensor data interpretation for
object and people detection
and identification

43



Mechatronics

Actuators

• Position control

• Speed control

• Force control 

• Flexibility

Sensors

• Vision

• Force

• Sensitive skins

Sensors and actuators

© IK4-TEKNIKER 2016

Bosch-APASKuka - iiwa



Safety according to 
regulations

Technical Specification 
ISO/TS 15066:2016



• Risk analysis

• Safety rated stop

• Speed and Separation

• Hand guiding

• Power and force limiting



Interaction and usability

To achieve natural communication
between human and robot. Team work.



Fuente: MIT



Research and 

potential

applications



Logistics Industry
Development of collaborative human-robot
solutions for the distribution sector in unitary
picking operations in intra-logistics

© IK4-TEKNIKER 2016

FLEECOP

Key technologies

• 3D Perception

• Mobile Manipulation in collaboration

• Reliability and Safety

• People detection

• Autonomous navigation and manipulation

Applications

• Picking for order preparation

• Palletizing,  De-palletizing



FourByThree

Key technologies

• Modular mechatronics

• Sensor fusión: visión and force

• Autonomous manipulation

• Reliability and Safety

• Natural interaction

• People detection and tracking

• 3D perception

Applications

• Welding Riveting

• Assembly Deburring

• Machine tending

Manufacturing Industry

Development of modular robotic industrial

solutions for efficiently and safely performing

tasks in collaboration with people

© IK4-TEKNIKER 2016
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X-ACT / FLEXAS

Key technologies

• Trajectory control by force sensors

• Vision guided robotic movement control 

• People detection

• Reliability and Safety

• Bi-manipulation

Applications

• Collaborative assembly

• Automatic assembly

Aeronautics / Consumer Goods Sector

Assembly of aircraft components

Disassembly of small appliances

© IK4-TEKNIKER 2016
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Machine tending using a random bin-picking

robotic solution. Emptying a container full of 

elements requires precision in a chaotic 

distribution

BIN-PICKING

Key technologies

• 3D Perception

• Planning

• Grasping

Applications

• Machine tending

• Picking



MAINBOT

Key technologies

• Autonomous navigation

• Mobile manipulation

• Reliability and Safety

• Thermography

Applications

• Maintenance and Inspection of large

areas

• Exploration

Renewable Energy sector

Extensive industrial plants inspection using

autonomous mobile robots

© IK4-TEKNIKER 2016

54



ConclusionsConclusions

Increase in advanced and flexible 
robotics demand

Influence on employment

Demand new capabilities

https://www.youtube.com/watch?v=vRnT8hIxjqk
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VISION FUNDAMENTALS

WHAT IS AN INDUSTRIAL PERCEPTION SYSTEM?
Definition: Set of devices capable of perceiving their industrial environment by means of 
sensors (in our case cameras), emulating human perception. These devices allow data 
acquisition in an industrial environment to be later processed using specific hardware and 
software, finally obtaining an output response
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VISION FUNDAMENTALS

CONFIGURATION OF A MACHINE VISION SYSTEM

PC based machine vision systems

(open systems): Frame grabber +

camera, SW on a PC

Compact Machive Vision systems:

Based in an independent processing

unit and cameras. Embedded

processing
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VISION FUNDAMENTALS

MACHINE VISION APPLICATIONS

Image processing: Filtering, Calibration, etc

Presence detection: Particle analysis, Colour analysis

Pattern recgonition, Border detection

Identification: OCR, bar codes

Measurement
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VISION FUNDAMENTALS

Example 1: Semiconductors
Inspection: Color recognition using pattern matching
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VISION FUNDAMENTALS

Example 2: Automotive Industry
Calibration equipments
Fuse case inspection
Airbag tests
Etc.
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VISION FUNDAMENTALS

Example 3: Pharmaceutical Industry
Inspection of pills and blisters
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VISION FUNDAMENTALS

Example 4: Industrial Automation
Part Inspection
Bar code inspection
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VISION FUNDAMENTALS

Example 5: Packaging
Tin or bottle identification
Presence check
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VISION FUNDAMENTALS

Example 6: Predictive Maintenance
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VISION FUNDAMENTALS

BENEFITS AND LIMITATIONS

The principal benefits of an industrial perception system are the following:
Improve product quality
Improve security
Increase productivity
Increase repetibility
Minimum error ratio
The cost of a machine vision system is low when compared with the full automation
system.
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VISION FUNDAMENTALS

The principal factors and questions to solve before implementing an industrial perception
system are:

¿Does it affect to the cadency of the production system?
¿Is it necessary to modifiy the production system to adapt the new perception system?
¿Can the perception system be recofigured easily?
¿Manteinance issues?
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VISION FUNDAMENTALS

The main limitations of these systems are:

End users do not know how to get advise about a machine vision system.

Quite frequently end users do not understand the characteristics and limitations of   
these systems. Machine Vision is not Human Vision.

Industrial perception systems are an in fact standard in automation processes.

There are not systematic tests and experimentation

The systems can not be improved over time, the initial solution is the final solution.
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VISION FUNDAMENTALS: LIGHTING

LIGHTING TYPES

The lighting is fundamental forte correct image acquisition.

There are four types of lighting to resolve industrial applications:

Fiber optics

Fluorescents

LED

Laser

Four factors condition the type of lighting source:

Lighting intensity

Duration

Design Flexibility

Price
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VISION FUNDAMENTALS: LIGHTING

LED LIGHTING

In many application where it is not required a great intensity of light, LED (Light Emiting
Diodes) lighting can be used.
This light of medium intensity is cheap and has a long duration of about 100.000 hours.
With chip on board technology a great quantity of LED can be concentrated in a reduced
surface, increasing the lighting power.
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VISION FUNDAMENTALS: LIGHTING

The produced light by electromagnetic effect has a determined frecuency (color) depending of 
the material. The opposite effect is the photovoltaic effect. These panels produce electricity
when exposed to light.
Main advantages:

Size: The LED are small when compared to other light sources.
Brightness: LEDs are much more bright than a bulb and their brightness is uniform.
Duration: aLED has a life of about 50.000 hours (+ 5 years ). 50 times more than a bulb
Consume: 10 times less than a Bulb.
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VISION FUNDAMENTALS: LIGHTING

LASER (STRUCTURED LIGHT)

Used to determine the third dimension of an
object.
To obtain a better 3D reconstruction the laser line 
must be as thin as possible along with no other
lighting in the scene.
The industrial lasers use cilindrical lenses to obtain
a pattern from the laser dot: line, some paralell
lines, point patterns, concentric circles, meshes or
crosses.
The lasers can have different levels of power and 
wave lenses. The ones used for machine vision are 
Case II, IIIA and IIIB lasers
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VISION FUNDAMENTALS: LIGHTING

LIGHTING TECHNIQUES

The image acquired by a camera of an object is the result of lights and shadows created by the
lighting system used.
The reflected light by he surface can be reduced or increased by means of:

Rugosity of the surface
Tipology of the material
Type of lighting



LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

20

VISION FUNDAMENTALS: LIGHTING

FRONTAL LIGHTING

The camera receives the light reflected by the object. The imagen through the objective has 
low contrast, because the light rays are reflected by several surfaces.
The most used configurations are linears, light rings, punctual iluminations and area lights.
This way of lighting is specially useful in surfaces with no relections: paper, etc
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VISION FUNDAMENTALS: LIGHTING

DIFFUSE LIGHT (CLOUDY DAY 
EFFECT)

The lighting is applied
indirectly to avoid shadows
and reflections. It is a very
uniform lighting, as a non 
specular surface would
reflect. 
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VISION FUNDAMENTALS: LIGHTING

DARKFIELD LIGHTING

Used for:
Detection of superficial defects, cracks or
furrows.
Detection, identification and reading of 
characters, matrix or bar codes.
Detection of etchings in surfaces.

This configuration uses light rings so that the
light reflected is perpendicular to the camera
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VISION FUNDAMENTALS: LIGHTING

CONTRAST LIGHTING

The object under inspection is placed 
between the lighting and the camera. 
It is used to recognize the profile of the
object and to acquire very precise 
measures.
This lighting does not allow the
recognition of surface details of the
object.
This technique is also used with
translucent or transparent materials to
detect spots, scratches , cracks, etc
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VISION FUNDAMENTALS: LIGHTING

COAXIAL LIGHTING

This technique is ideal to inspect very relective objects: reflective tags, prints over aluminum, 
etc
The light is emitted laterally over a semi transparent mirror, that deviates the light in the same
direction of the camera axis and perpendicular to the object surface, creating big contrasts.
A homogeneous diffuse light is obtained, ideal to visualize prints over metallic objects
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VISION FUNDAMENTALS: LIGHTING

STRUCTURED LIGHTING

Used to extract 3D 
information. Light is
given with a known
pattern, to later study
the deformations that
appear in that pattern. 
For this technique
coherent light is
commonly used (laser).
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VISION FUNDAMENTALS: LIGHTING

Principal aspects to take into acount:

Relative position of the lighting aganist the object and the camera
Type of material and surfaces
Objective of the lighting: explore superficial aspects, avoid reflections, etc
Colors
Configurations
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VISION FUNDAMENTALS: LIGHTING

Example 1: Lighting by contrast permits the detection of the liquid level in a transparent bottle
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VISION FUNDAMENTALS: LIGHTING

Example 2: Label detection



LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

29

VISION FUNDAMENTALS: LIGHTING

Example 3: Print detection in aluminium surfaces

Difficult detection due to shadows created by the irregularities of the surface. Diffuse light 
uniforms the image of the surface acquired. The main point is the background supression.
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VISION FUNDAMENTALS: LIGHTING

Example 4: Print detection in stamped aluminium
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VISION FUNDAMENTALS: OPTICS

A lens acquires light rays to focus them over the CCD sensor.
The FOCAL POINT ”F” corresponds to the placement where the parallel rays of an ideal mirror
converge in a point. This point is represented by “F”.
Focusing needs to be adjusted depending on the distance to the object, by a rotating ring 
(mount) in the lens
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VISION FUNDAMENTALS: OPTICS

FOCAL LENGTH

It is the distance between the optical center of a lens and its focal point. This distance
determines range of the field of view.
In the case of a single lens it is a fixed value, in an objective (composed by more than one
lens) it is a variable value.
A short focal length gives a large field of view. A long focal length can be used to make distant
images bigger.
The distance from the center of the lens to the image is represented by “di”.
The distance from the center of the lens to the object is represented by “do”.
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VISION FUNDAMENTALS: OPTICS
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VISION FUNDAMENTALS: OPTICS

APERTURE AND “f” NUMBER

The diaphragm is the element that controls the quantity of light that goes through the
objective and determines the depth of field.
It is composed by small metallic slides that control the intensity of light in the focal plane.
There is a universal scale of apertures, based in units called “steps” of “f-numbers”. These
values are: f/1, f/1.4, f/2, f/2.8, f/4, f/5.6, f/8, f/11, f/16, f/22, f/32, f/45 and f/64
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VISION FUNDAMENTALS: OPTICS

DEPTH OF FIELD

The depth of field is the distance range at which the objects in a image are observed sharply. 
It is the capacity of mantaining the image focused with objects at different heights or
distances to the camera.
The depth of field depends on three factors and it is bigger when:

The aperture decreases
The distance to the object increases
The focal length decreases

The depth of field can be increased closing the aperture and using a powerful light.
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VISION FUNDAMENTALS: OPTICS
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VISION FUNDAMENTALS: CAMERAS

CCD CAMERAS

The first CCD devices were invented by Willard Boyle and George Smith in 1969 in the Bell 
Laboratories.
These cameras are based on devices CCD (Charge Couple Devices). It is the most popular 
device in the market for 2D cameras.
The CCD is a sensor that incorporates a photosensitive surface composed by photoelectric
cells, that register the image due to the light that incides in each cell. It has also some
electrodes, to produce charge movement, forming a shift array.
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VISION FUNDAMENTALS: CAMERAS

Each photoelectric cell has a photodiode and a region “retaining charge”
The light is acquired by the sensor surface for a period of time. Each cell produces an electric
signal depending of the light inciding each one.
The lecture of the electric load of each pixel is done secuentially by simple circuit and a 
microprocessor. These data are afterwards represented in a screen forming an image
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VISION FUNDAMENTALS: CAMERAS
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VISION FUNDAMENTALS: CAMERAS

The CCD chip is a matrix of independent diodes called pixel (picture element)
When the light incides in the pixels, electrons are produced proportionally to the number of 
photons.
The camera electronics transfers those electrons (row by row, column by column) to an
amplifier, generating later an electrical signal.
This signal is a video signal (analogic signal) discretized later to be stored as files (images) in a 
computer.
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VISION FUNDAMENTALS: CAMERAS

CMOS CAMERAS

These cameras have a sensor based in CMOS technology (Complementary Metal Oxide 
Semiconductor). CMOS technology allows to integrate more functions in the chip sensor: 
ADCs, contrast correctors, etc
The CCD sensor is based on photoelectric effect, composed by numeous photodiodes. In 
CMOS sensors, the digital converter and the amplifier is included for each photodiode. In a 
CCD these operations are done outside the sensor.
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VISION FUNDAMENTALS: CAMERAS

The architecture of a matricial CMOS is
similar to a flat display. Each pixel is
formed by a photodiode, a converter
from load to voltage, a transistor for
reset and select and an amplifier.
This architecture makes possible the
pixel readings separately, by zones, etc, 
with and addressing system.
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VISION FUNDAMENTALS: CAMERAS

Matricial cameras (2D)

Linear cameras (1D)
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VISION FUNDAMENTALS: CAMERAS

Matricial vs Linear Cameras
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VISION FUNDAMENTALS: CAMERAS

CAMERA SELECTION

There is not a “universal camera”. The camera must be selected attending to the needs of the
application. Some aspects to take into account shold be:

Monochrome or color camera
Linear or matricial camera
Optics (Focal length, aberrations, etc)
Depth of field
Camera – Sensor: Gain attending to wavelenth, Resolution, integration time, 
acquisition time, frame rate (fps), sensibility, pixel relation, type of sensor (CCD or
CMOS), etc.
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VISION FUNDAMENTALS: PROCESSING AND SOFTWARE

Software libraries: MvTec Halcon, Matrox, etc
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VISION FUNDAMENTALS: PROCESSING AND SOFTWARE

Free software libraries (OpenCV) and add-ons to generic programming languajes (Python 
+ numpy, Matlab + Image Acquistion toolbox, etc)
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VISION FUNDAMENTALS: PROCESSING AND SOFTWARE

Software for compact systems: 
Provision SV710 from Siemens, 
Sherlock from Dalsa, National
Instruments Vision Builder Cognex, 
etc.

•Simple to use: Intercative, 
menu guided, project
management online and offline.
•Quick development: Vision
utilities, advanced decision
support.
•Industrial conectivity: Digital 
Ios, RS232, Industrial Protocols
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IMAGE ACQUISITION

A digital image is formed by 2D numerical arrays ( gray scale images)
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IMAGE ACQUISITION

REPRESENTATION OF A DIGITAL IMAGE

Considering an image as a group of discrete numerical values in gray levels, an image can be 
defined as a function F(x,y), so that, for each (x,y) point in the 2D space, a grey value is given. 
The (x,y) coordinates define the size or resolution of the image, and the assigned value
defines the color or gray level within the finite scale.
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IMAGE ACQUISITION



LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

52

IMAGE ACQUISITION

Depending of the nature of the digital image, the pixel values can represent different physical
magnitudes:

Light intensity
Distances
Heat
Other physical magnitudes
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IMAGE ACQUISITION
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IMAGE ACQUISITION

Color images a 3 dimensional images: 2D original dimensions and one extra dimension for the
color information.
Each color can be treated as a 2D image independently
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IMAGE ACQUISITION
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IMAGE ACQUISITION

GRAYLEVEL REPRESENTATION

The gray level of a pixel in a monocromatic image ranges from black (0) to white (255) for 8 bit 
images. White corresponds t othe combination of the three primary colors,  black is absence
of color and gray colors are combinations of  primary colors porcentages.
This can be done creating an indexed table with values corresponding to the three primary
colors.
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IMAGE ACQUISITION

BINARY REPRESENTATION

This representation is very useful in a variety of machine vision algorithms. It is also used in 
monochromatic screens. Each pixel can take only two values, 0 corresponding to deactivated, 
or black, and 1 activated or white. These data are then represented in the frame buffer.
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IMAGE ACQUISITION

COLOR REPRESENTATION

Each image has 3 frame buffers, one for each primary color (red, green, blue). Each pixel can 
have up to 16 million possible colors (255 * 255 *255). This system is called True Color, 
because it can represent all the colors that the human eye can perceive.
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IMAGE ACQUISITION
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PRACTICAL CONSIDERATIONS

Machine vision systems are composed by different elements ( lights, optics, cameras, 
framegrabber, software etc).

There are several options and technologies available for each of the elements, so for each one
it is important to select the best option taking in to account the application to solve.

All the important information of the components is available in the datasheets.

It is very important to understand datasheets and their information
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PRACTICAL CONSIDERATIONS

It is important to have general theoretic concepts regarding the different elements in a 
machine vision system

The combination of theoretical concepts and information present in datasheets allow the
good design and dimensioning of a system.

Example: depending on the application to solve, I should know type of light to use (back light 
for measuring, diffuse light to avoid reflections, etc ), and the camera I need ( grayscale or
color, linear o matricial, speed, etc). With this previous information, I can start to cosult
datasheets
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PRACTICAL CONSIDERATIONS

LIGHTING

Important to know, first of all, type of light to use:

Flat panels (contrast): Measuring dimensions.

Diffuse light (bells, coaxial light): Avoid reflections in inspection.

Direct light (rings, bars): non reflective surfaces.

Take into account diferent lighting general parameters: duration, intensity, etc

Select color of light depending on the application ( grayscale application, color application) 
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PRACTICAL CONSIDERATIONS

OPTICS

Correct selection of Focal Length and Aperture (f number).
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PRACTICAL CONSIDERATIONS

The visual field depends on the focal length and the size of the CCD or CMOS sensor in this
way:

Visual Field = Focal length / Size of the sensor

For example, to inspect a 45 mm object with a distance of 200 mm:

F = 200mm * 3.6mm / 45mm = 16mm
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PRACTICAL CONSIDERATIONS

Type of mount: In industrial systems C-mount and CS-mount. They differ in the distance
between the sensor and the lens. Specified in datasheets.

The different distances to the sensor may indicate diferent needs in the focal lenght of the
lens.
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PRACTICAL CONSIDERATIONS

The majority of applications use standard lenses but they are also lenses for specific
purpouses:

High resolution lenses: Offering better image, avoiding optical deformations

Telecentric lenses

Special lenses
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PRACTICAL CONSIDERATIONS

CAMERAS

The first thing to decide is the type of camera: matricial or linear. Depends on the application.

Linear cameras requiere continous movement of the object under inspection. They
provide high resolution images, with one of the dimensions defined by the user (an image
is composed by acquiring N times a line)

Matricial cameras are used for static applications or for applications with continous
movement, where the time required to acquire an image is much faster than the
movement.
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PRACTICAL CONSIDERATIONS

OTHER CAMERA PARAMETERS

Size of the sensor. The most common ones are 1/2” or 1/3”.

The normalized standard for CCDs are: 1/4”, 1/3”, 1/2”, 2/3” and 1”

REMEMBER: 

visual field / object distance = CCD diagonal / focal distance
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PRACTICAL CONSIDERATIONS

Color or grayscale camera.

Frame rate (images per second)

Conectivity ( USB, GigE, Camera Link): Depending on frame rate and image
transmission.

Sensor: Resolution, Pixel size, relative response
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PRACTICAL CONSIDERATIONS

IMAGE

Sharp focusing, reflection avoidance, good selection of visual field.

Fundamental tool for evaluating the quality of an image, HISTROGRAM, unerstanding of 
operations in the histogram:

Increase or decrease of brightness.

Increase contrast

Etc...

These operations are performed using pixel transformations
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PRACTICAL CONSIDERATIONS
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PRACTICAL CONSIDERATIONS
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PRACTICAL CONSIDERATIONS

HISTOGRAM 
EQUALIZATION
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PRACTICAL CONSIDERATIONS
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PRACTICAL CONSIDERATIONS
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PRACTICAL CONSIDERATIONS

Software libraries vs Compact systems.

Common operations in SW for industrial systems:

Image Acquisition: Drivers for cameras

Calibration of cameras

Image Enhancement (Noise removal, Filtering...)

Thresholding

1D and 2D measuring

Line Profile

Morphology (Erosion, Dilation, Opening, Closing, border detection, etc)

Blob Processing

Model finder and pattern matching

Etc
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Collaborative Robot that 

allows direct 

interaction with 

humans in a shared 

workspace

COBOT 
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Human-Robot Collaboration in Industrial 
Environments: Main challenges
1. Guarantee worker safety

2. Task in complex and unstructured environments

3. Natural interaction

8



Safety
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Collaborative robots: legal framework
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Collaborative robots: legal framework
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2006/42/EG

European Maschinery

Directive

ISO 10218-1 

Industrial Robot

&

EN ISO 10218-2

Robot system

and integration

ISO 13849-1+2

Functional safety

&…….

ISO..…

IEC…

ISO 12100

Risk Assesment

ISO 13855

Positioning of
safeguards

ISO/TS15066 

Collaborative 
robots



ISO/TS15066 Collaborative robots

12

• Steps to a safe collaborative robots system with ISO/TS 15066

1. Collaborative application design (ISO/TS 15066 chapter 4)

2. Risk assessment (ISO/TS 15066 chapter 4.3)

3. Select safety functions => requirements (………chapter 5, Annex A)

4. Instruction manual (ISO/TS 15066 chapter  7) 

5. Validate (ISO/TS 15066 chapter  6) 
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Force Limiting: Different approaches
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Annex A Table A.2    Biomechanical limits
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ISO/TS15066 Collaborative robots

19

• Steps to a safe collaborative robots system with ISO/TS 15066

1. Collaborative application design (ISO/TS 15066 chapter 4)

2. Risk assessment (ISO/TS 15066 chapter 4.3)

3. Select safety functions => requirements (………chapter 5, Annex A)

4. Instruction manual (ISO/TS 15066 chapter  7) 

5. Validate (ISO/TS 15066 chapter  6) 



Interaction
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Natural Communication

• Robot needs to
• Capture

• Process 

• Understand

• Communication using several channels
• Complementary vs. Redundant information

• Voice: Take this part Gesture: 

• Voice: Stop Gesture: 

• Unpredictable environment conditions
• Noisy, poor lighting,…

21



Human-Robot Multimodal Interaction  
(HRMI) Semantic Approach
• Natural interaction: voice & 

gesture

• Main modules:
• Knowledge manager: environment 

and actions

• Text interpreter: from text to robot 
command

• Gesture interpreter: pointing

• Fusion Engine: combining text & 
gesture 

22



HRMI Semantic Approach: Knowledge 
Manager
• Industrial HR collaboration scenario 

modeled using ontologies
• Behaviors (actions)

• Objects/parts and characteristics

• Relations (to manage disambiguation)

Remove: unscrew or deburring

23



HRMI Semantic Approach: Text Interpreter

24



HRMI Semantic Approach: 
Fusion Engine
• Merge text and gesture 

interpreters output

• Managing complementary / 
contradictory information

• Resolving potential 
incoherencies 
• Text prevalence 

25

Fusion Engine
KB 

Manager
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Pointing application

26
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FLEXIBLE AND COLLABORATIVE ROBOTICS 

Autonomy and adaptation 
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• Introduction 

 

•Robot localization 

 

•Path-planning 
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Autonomous mobile robotics 

Mobility 

Autonomy 

Mobility 

Autonomy 
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Probabilistic robotics 
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Robot localization problem 
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Particle filters 



1. There is something we want to know. 

2. We can measure something, related to 
    what we want to know. 

3. We know something about the relationship    
    between the measurements and what we  
    want to know. 
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Rember the underlying steps: 

1. Update the weights using the measurements 

2. Resample with respect to the weights 

3. Propagate the particles in time using a model 

©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

 



Google’s self-driving car 
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Path planning 



robot 

Goal 
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start 
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Planning problem 

GIVEN: 

GOAL: 

MAP 

STARTING LOCATION 

GOAL LOCATION 

COST 

FIND MINIMUM COST PATH 
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Search – Path planning 

S 

G 

0 1 2 3 4 5 

0 

1 

2 

3 

4 

R 

up 

down 

right left 

OPEN =  [0, 0] 

[1, 0] 

[2, 0] 

[0, 1] 

[1, 1] 

0 

1 

2 

1 

2 

g_value 
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Search – Path planning 
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Search – A* algorithm 

S 

G 

HEURISTIC FUNCTION 

h(x , y)  ≤ distance  to goal 
                        from x ,y 

0 

1 

2 

3 

4 

1 

2 

3 

4 

5 

2 

3 

4 

5 

6 

3 

4 

5 

6 

7 

4 

5 

6 

7 

8 

5 

6 

7 

8 

9 

OPEN [0, 0] 0 , 9 

𝑓 = 𝑔 + ℎ(𝑥, 𝑦) 

[4, 1] 

 

 

 

  

5 , 9 

 

[4, 2] 6 , 9 

[3, 2] [4, 3] 7 7 , 11 , 9 

 

[3, 3] [4, 4] 8 8 , 11 , 9 
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Search – A* algorithm 
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Basic search algorithm A*algorithm 
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Kinematic 

constraints 
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SBPL lattice planner 

Motion primitives 
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SBPL lattice planner 

Motion primitives 
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Introducing to sensoring

12/05/2017
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This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.
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CURRENT 

SCENARIO



The world is changing so fast…
LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

https://www.youtube.com/watch?v=Iv3oSC1SLpQ
https://www.youtube.com/watch?v=Iv3oSC1SLpQ


SMART 

EVERYTHING

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs





Mercado
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Current scenario on advanced manufacturing

• Energy and transport are the two main driving industries
nowadays where errors during manufacture of high value
components are not acceptable

• Increasing requirements over manufacturing: Tradeoff
between increasing work piece dimensions and constant or
even decreasing tolerances.

• Structures or objects are usually too large to fit into
conventional measuring devices or to be transported to a
calibration laboratory. They have to be measured in process
or in situ.



Dr. Detlef Schulke (Smart Factory 
KL

)

“Faster - better - cheaper”

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs



Industrial quality:

• Quality on shopfloor and machines

• Quality on products

• Quality on services

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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WE NEED DATA!!!
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IK4-TEKNIKER IS FOCUSED 

MAINLY ON SHOOPFLOOR 

AND MACHINES
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Data for…

• Machine tool and process characterization
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Contact:



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

Sensoring

Equipments’ Sensoring

2017-05-12

This project has been funded with support from the European Commission.

This publication [communication] reflects the views only of the author, and the Commission cannot be held responsible for any use which may be made of the information contained therein.

Linking VET teachers and SMEs to move towards the factories of the future
(Industry 4.0) 
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Linking VET teachers and SMEs to 

move towards the factories of the

future (Industry 4.0) 
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LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Equipments’ Sensoring

Agenda:

• Concepts

• Sensoring

• Examples
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Maintenance - Reliability - Functions - Failures

• Maintenance: Actions performed to keep some machine or system
functioning or in service

• Reliability: An asset (equipment) performing the functions required in a 
time interval

• Functions: Each asset has more than one. Primary and secondary. Defines 
performance expectations. They are related to the operating context

• Functional Failure: Inability of an asset to perform the function required

• Potential Failure: Performance degradation which if allowed to continue, 
will lead to a Functional Failure

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
4
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5

1150

Gallons per

Minute

Potential 

failure

Total failure

Time
Warning Interval

Inspection, Action

Detectable 

deterioration

Functional 

failure1000

1100

A picture of failure

Optimize 

this gap

Premature 

replacement

Unexpected 

Breakdown

Minimum

Reaction Time PM Date
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Maintenance strategies

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 
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• What does offer CM?
• CM  Extra safety with respect to PM; Aid in complex diagnosis

• (Nuclear, aeronautics,…)

• CM + CBM  Save maintenance repairs/replacements and increase availability; 

• CM + PdM  Forecast failure + Operation interaction  Optimise operation and 
maintenance plans (resources)

Concepts

Preventive Maintenance Indicator for 

replacement/repair
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Predictive Technologies
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Tekniker  IK-4

ANALYSIS
PROFESIONAL 

CERTIFICATION
DATA ACQUISITION

OIL ANALYSIS

VIBRATIONS

ULTRASOUND

OTHER SENSORS

ISO 17025 ISO 18436-4

ISO 18436-1,2

ISO 18436-8ISO 29821-1

ISO 10816

O&M DATA

Technologies and Standards
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Oil Analysis

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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Lubricant Function

Friction Control

Wear control

Corrosion control

Temperature control

Contamination control

Power transmission

Moving surfaces separation

Reduction of abrasive wear

Absorb and transfer heat

Corrosion protection of surfaces

Hydraulic power

Particles and contamination is 
transferred to the filters
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Lubricant Function

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Metal

Lubricant

Film

SKF has stated that, “bearings can have an 
infinite life when particles larger than the 
lubricant film are removed.”



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

Understanding Oil Contamination

• Particle Contamination

• Water Contamination

• Air Contamination

• Chemical Contamination

• Oxidation

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Partcles >4µ

ISO 4406

obtains particle distribution by size but also the 

shape of the particles over 20 µm

Productos
A range of online optical sensors 

to detect particles present in a fluid, classify them in 

terms of size / origin, and count them.

On-line Sensors
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• Bubble discrimination

• Particles size classification

ISO, NAS Classification

• Root Cause through digital 

images analysis

• Oil Degradation and                                

Varnish diagnosis
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Tekniker  IK-4

Resultados
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Resultados

https://www.youtube.com/watch?v=5WXsfBy2wpI

https://www.youtube.com/watch?v=5WXsfBy2wpI
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Vibration

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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First vibration analyser

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
21

• With training could be very 
good.

• But:
• Memory is limited.

• Non electric output.

• Takes holidays frequently.

• Program and data difficult to 
be transmitted.

• Retires whit maximum 
productivity rates.
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Mounting accelerameter

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
22



©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

©
 IK

4
-T

EK
N

IK
ER

 2
0

1
7

Machine Vibration Frequencies

60
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130

140

0 5 10 15 20 25 30

VdB

CPM (x 1000)

SPECTRAL

Motor

Gear
Cprsr

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
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https://www.youtube.com/watch?v=ZyIyWrHVFkA

https://www.youtube.com/watch?v=ZyIyWrHVFkA
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Other sensors

• Termographies: Infrared radiation measurement 

• Ultrasound: Leak management, bearing failures, 
electric component failures…

• Motor Current Analysis: Motor problems

• Pressure, temperature… sensors

• Machine own sensors

• Visual inspections, noises, odour…

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
25
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Local CBM
• Able to identify the state of health using information 

obtained from 
• usage (working hours, km …), 
• performance (current, attempts…) 
• condition (temperatures, basic acceleration) 

Ex. Fagor CNC

Ex. Artis PLC

Ex. Oilwear sensor electronics
Ex. Built-in CBM
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Cloud/IoT/Platform

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Decission Support

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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Industry 4.0 – technological map: Loop concept

Decision making process for maintenance. Wang (2013) – Towards zero defect manufacturing
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Data flow

sensors

operation

history

(3) State Detection

(4) Health Assessment

(5) Prognostics

(6) Decision Support

Data & information

(2) Data Manipulation

(1) Data Acquisition

OSA-CBM
(ISO 13374 Standard)
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• Bayes’ nets

• Naive Bayes

• Instance-based classifiers (k-NN)

• Support Vector Machines

• Artificial Neural Networks

• Data cleaning / validation

• Signal de-noising

• Filtering /smoothing

• Envelope anlaysis

• Wavelets

• Segmentation

• FFT / TSA  / Windowing

• Time and frequency analysis:

• Statistics

• Descriptive (kurtosis, rms, skewness, percentiles)

• Dispersion (media, mediana, moda muestral) & localization (deviation, variance) measures

• Fundamental frequencies, harmonics, sidebands,..

• Empirical Mode Decomposition (EMD)

• Feature ranking (filters: entropy, gain of information..)

• Feature classification (wrappers)

• PCA 

• Fisher criterion

(4,5) 

Assessment

/ Prediction

• Regression
• Self- Organizing maps
• Multilayer perceptron
• Decision trees and  list

Supervised & Unsupervised Learning

(3,4) 

Feature

Selection

(2) Feature

extraction

(2) Data 

processing

DISCOVERING KNOWLEDGE FROM DATA: TECHNOLOGIES

DISCOVERING KNOWLEDGE FROM DATA: TECHNOLOGIES
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More information in:
www.power-om.eu

This project has received funding from the European 

Community''s Seventh Framework Programme (FP7-NMP-

2012-ICT-FOF) under grant agreement no 314548.

http://www.power-om.eu/
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OBJETIVES

The main objective is the design of an embedded system in

the machine which will be able to monitor and asses the

state of health using power based information, obtained

from sensory system of power, current… and from machine

accessible data.

 Use the energy consumption monitoring and profiling, in an 

easy to implement condition based maintenance (CbM) 

technique, and manage it as a mechanism to improve the 

overall business effectiveness, under a triple perspective: 

▪ Optimizing maintenance strategies based on the 

prediction of potential failures and guiding the planning 

of maintenance operations

▪ Operation: Managing the energy as a production 

resource and reduce its consumption

▪ Product reliability: Providing the machine tool builder 

with real data about the behavior of the product and 

their critical components

Cloud

Local CbM
¿How is the spindle?

…

-Fleet Management
-Predictive Maintenance

-After-sale service

Local CbM
Local CbM

…

Smart CBM
Monitoring and state detection
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• The test bench for gears at IK4-TEKNIKER.

Lab research
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Spindle Test-Bench and Real Machine-Tool

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 
upgrade the skills of VET teachers as drivers of innovation in 

SMEs
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CONTEXT
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Analytics – fleet management
ULMA HISTORICAL 

DDBB

USB/GPRS-3G/WIFI

USB/GPRS-3G/WIFI

USB/GPRS-3G/WIFI
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IK4-Tekniker - Maintenance Industry 4.0    TWIN-CONTROL

Real machine tool life-cycle

P
h
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ca
l 

w
o

rl
d

C
y

b
er

 w
o

rl
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M
a
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u
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a
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T
o
o
l 

B
u

il
d

er

Machine tool features:

-Dimension

-Size

-Process Performance prediction

Records:

-Working conditions

-Component condition
Monitored data

Characterization tests

Real machine condition

Working condition adaptation

Performance prediction

Maintenance plan

Compensation/Control

Reference data

(Fleet)

Real Machine data

DESIGN VALIDATE USE

Machine Tool 
Condition

Feed drives

Machine tool structure

CNC

Machining process

Energy

Machine-Tool
OEM and User collaboration - CPS Systems

https://www.youtube.com/watch?v=lzRTv-nt-b4
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Important terms

Total Cost of Ownership
Cyber Physical Systems

Internet of ThingsBig Data

Machine LearningPredictive Analytics

Business Intelligence

Visual Analytics

Life Cycle Cost

Smart Analytics

New Business Opportunities
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WE NEED DATA!!!
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What about data 

traceability?
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like health, “metrology isn’t 

everything, but without metrology 

nothing is anything!”



Metrology as productivity driver…

Quality

Cost reduction

More accurate

Faster

Business

More reliable

DATA

SIMULATION

ALGORITHM

CONECTIVITY

Knowledge
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Metrology 

requirements for 

industry 4.0

https://www.youtube.com/watch?v=vRnT8hIxjqk
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Laboratory

At-process

In-process
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High density 

metrology
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HOLISTIC 

METROLOGY
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Languages and 

platforms for 

connectivity and data 

exchange
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Cibersecurity
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Skilled workforce
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Traceability for 

computationally

-intensive 

metrology
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What are we do doing in 

IK4-TEKNIKER?



In process metrology

• Integrated touch probes
and fast interface
capabilities are already
available in new
machine tools

• Currently tactile touch
probes are on demand,
non-contact
measurement in the
future
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In process metrology goals

• Pre-process goals:
• Quick part setup for complex and non rigid parts.

• Monitor and assess machine tool geometry

• In-process goals:
• Adaptive manufacturing

• Zero defects

• Post-process goals:
• Product validation on machine
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Machine tool as coordinate measuring machine

• Geometric error should be known in the whole volume for machining 
and measurement operations

• Machine tool extremely sensitive to non-ideal environment (air
temperature, humidity, vibration)

• Machine tool repeteability and touch probe are not a major error
source

Knowledge of  influences are need for correct 
machine tool compensation
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Not just the machine tool, but also the workpiece 

• It suffers from gravitational forces that affect the geometry even of  
heavy and apparently stable objects

• for large components tested in a thermally unstable production
environment, thermal effects can represent a high percentage of the
total measurement uncertainty

Knowledge of  influences are need for correct 
workpiece compensation
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Therefore, the traceability for in-process metrology is under research

• Challenges coming from the production site: Temperature, dirt,
dust, vibration…affect either to the machine tool or the workpiece

• Employed laser technologies for machine tool geometry
assessment to be improved for thermal unstable conditions

• Modelling of thermal and gravitational for workpiece
compensation

• Machine tool geometry variation to be controlled through on-line
technology in the near future based on interferometry
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• From 3-4 years ago volumetric compensation introduced to industry

• All mayor controller manufacturers have integrated algorithms for the 
volumetric compensation

• Metrology has matured: Available instruments and software for 
volumetric error mapping of  MT. 

• From universities and NMI to machine tool builders and users: 
Discovering possibilities of  numerical compensation in industrial 
practice.
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• Volumetric error mapping of  MT through interferometry based on 
multilateration 
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• What measuring system do we use?
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• Factors affecting error mapping:

• Temperature and ambiental conditions

• Repeatability of  MT (Backlash, deformations, wear...)

• Distribution of  measuring process (Number and positions of  device)
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• Results: Volumetric error mapping
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• Current state of  art in compensation for MT:

• ISO TR 16907-2015
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• Most used CNC controllers:
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• Limits for the volumetric compensation:

• Temperature variation: Temperature gradients, thermal radiation and 
process energy can not be compensated this way.

• Model conformity: Compensation requires from a conformity of  the 
machine to the model assumed.

• Hysteresis/Backlash problems: Modeling is challenging, complex 
behaviour due to multiples sources.

• Tool orientation: On 3 axis machines, only tool centre point to be 
compensated.
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REAL EXAMPLE
• Heller MCH 400D machine tool:

• 3 lineal axis

• Kinematic order: FZXY

• Range ZXY: 1.400 x 1.200 x 1.400 mm

• Temperature: 18,6 ÷ 19,4 ºC

• Controller Siemens 840D (VCS module activated)
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REAL EXAMPLE
• Machine tool before & after volumetric compensation
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REAL EXAMPLE
• Results per geometric error components
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What happens with 

temperature?



5 different volumetric error measurement 

on large machine tool:
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Results:

• Stability of  the geometry of  the 

machine tool (perpendicularity and 

straightness)

• Size variation according to 

temperature
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Improving the procedure…



• TESTS:

• Simultaneous multilateration:

• Laser-tracker AT402 (2x)

• Laser-tracker AT901

• Laser-tracer

• Thermal monitoring

• Laser tracker stability analisis

LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

https://www.youtube.com/watch?v=lk_jFebJpzw&index=1&list=PLdI9ptv1PWEzWVIPCoGcryZg7dmnIl48_
https://www.youtube.com/watch?v=lk_jFebJpzw&index=1&list=PLdI9ptv1PWEzWVIPCoGcryZg7dmnIl48_


LAIT 4.0. Learning Advanced Industrial Technologies 4.0 to 

upgrade the skills of VET teachers as drivers of innovation in 

SMEs

55

What about the part?



• TESTS:

• Calibrated standard measurement

• Part measurement for traceability 
ISO15530-3.
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Available review…

https://www.preprints.org/ma

nuscript/201705.0021/v1
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